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We present a quantum algorithm for fitting a linear regression model to a given data set using the
least squares approach. Different from previous algorithms which yield a quantum state encoding
the optimal parameters, our algorithm outputs these numbers in the classical form. So by running
it once, one completely determines the fitted model and then can use it to make predictions on new
data at little cost. Moreover, our algorithm works in the standard oracle model, and can handle
data sets with nonsparse design matrices. It runs in time poly(log(N), d, κ, 1/ǫ), where N is the size
of the data set, d is the number of adjustable parameters, κ is the condition number of the design
matrix, and ǫ is the desired precision in the output. We also show that the polynomial dependence
on d and κ is necessary. Thus, our algorithm cannot be significantly improved. Furthermore, we
also give a quantum algorithm that estimates the quality of the least-squares fit (without computing
its parameters explicitly). This algorithm runs faster than the one for finding this fit, and can be
used to check whether the given data set qualifies for linear regression in the first place.

I. INTRODUCTION

Curve fitting, also known as regression analysis in
statistics, is the process of constructing a mathe-
matical function that has the best fit to a series of
data points according to some criterion. This proce-
dure is widely used in many scientific fields, includ-
ing physics, astronomy, chemistry, biology, medicine,
agriculture, geology, engineering, economics, etc. It
can help us to understand the relationship among
variables, to predict the unknown value of a vari-
able from the known values of other variables, to
compress data, and to aid data visualization. In
practice, one often needs to fit a concise theoretical
model to a huge amount of experimental data, and
it is highly desirable to have an efficient algorithm
for this task.
Linear regression is one of the most common forms

of curve fitting. It assumes that the relationship be-
tween a dependent variable (or response) and one
or more explanatory variables (or predictors) is lin-
ear. So it fits a function which is linear in some
adjustable parameters to the given data set. These
parameters are usually determined using the (ordi-
nary) least squares approach, which minimizes the
sum of the squared deviations of the data from the
model function. This optimization problem turns
out to be closely related to a matrix inversion prob-
lem, which is time-consuming for large data sets.
With the rise of quantum computation, one natu-

rally asks whether quantum algorithms can perform
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linear regression faster than their classical counter-
parts. Wiebe, Braun and Llyod (WBL) [1] first
studied this problem and answered it affirmatively.
Building upon the quantum algorithm for solving
linear systems of equations by Harrow, Hassidim and
Lloyd (HHL) [2], they developed a quantum algo-
rithm for estimating the quality of the least-squares
fit for a given data set. Under the assumption that
there exist two fast procedures for specifying the
nonzero entries of the design matrix and for prepar-
ing a quantum state proportional to the response
vector, respectively (see Section II B for the defini-
tion of this matrix and vector), their algorithm has
complexity poly(log(N), s, κ, 1/ǫ), where N is the
size of the data set, s and κ are the sparsity and
condition number of the design matrix, respectively,
and ǫ is the desired precision in the output. WBL
also gave an algorithm with similar complexity for
preparing a quantum state approximately propor-
tional to the optimal parameters. Furthermore, they
proposed to use statistical sampling and quantum
state tomography to find a concise representation
for this state. WBL’s algorithms are mainly suited
for data sets whose design matrices are sparse and
well-conditioned.
Recently, Schuld, Sinayskiy and Petruccione

(SSP) [3] reapproached the problem of linear regres-
sion on a quantum computer from a machine learn-
ing perspective. Building upon HHL’s strategy for
matrix inversion and Lloyd, Mohseni and Reben-
trost (LMR)’s density matrix exponentiation tech-
nique [4], they developed a quantum algorithm for
pattern recognition, in which one only needs to make
a prediction on a new data point based on a linear
regression model trained on a given data set and
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does not need to find this model explicitly. Their
algorithm takes as input multiple copies of three
quantum states encoding the design matrix of the
training set, the response vector of the training set,
and the new data point, respectively, and outputs
a scalar value which is the predicted response for
the new data point. Excluding the costs of prepar-
ing these states and assuming the design matrix is
close to a low-rank matrix, this algorithm has com-
plexity poly(log(d), κ, 1/ǫ), where d is the number
of adjustable parameters, κ is the condition number
of the design matrix, and ǫ is the desired precision
in the output. SSP’s algorithm is mainly suited for
data sets whose design matrices are well-conditioned
and have low-rank approximations.
Both WBL and SSP have focused on the scenario

where both the sizeN of the data set and the number
d of adjustable parameters are exponentially large.
Thus, they do not attempt to find the optimal pa-
rameters explicitly (which is time-consuming), but
only encode these parameters in a quantum state
(which can be used to make predictions on new data
via swap test). While this scenario is useful in some
applications (e.g. estimation of the output state of a
quantum device), we believe that it is equally impor-
tant to consider the scenario where d is much smaller
than N . Namely, N is exponentially large, but d is
only polynomially large. One often encounters this
situation when dealing with a classical data set and
wanting to compress a large amount of data into a
concise model (with few parameters). Once such a
model is found explicitly, one can use it to make
predictions on new data at little cost. Furthermore,
saving the optimal parameters is much easier than
storing the quantum state encoding these numbers,
as quantum resources are fragile.
For the above reasons, in this paper, we present a

new quantum algorithm for fitting a linear regression
model to a given data set using the least squares ap-
proach. Our algorithm works in the standard oracle
model, and outputs the optimal parameters in the
classical form. It runs in time poly(log(N), d, κ, 1/ǫ),
where N is the size of the data set, d is the number
of adjustable parameters, κ is the condition number
of the design matrix, and ǫ is the desired precision
in the output. Note that the polynomial dependence
on d is inevitable, because simply writing down all
the optimal parameters takes Ω(d) time. We show
that the polynomial dependence on κ is also nec-
essary, by proving a lower bound on the quantum
query complexity of this problem. These facts imply
that our algorithm cannot be significantly improved.
Furthermore, we also give a quantum algorithm that
estimates the quality of the least-squares fit (with-

out computing its parameters explicitly). This al-
gorithm runs faster than the one for finding this fit,
and can be used to check whether the given data set
qualifies for linear regression in the first place.
We make use of two recent results in designing

our algorithms. The first one is Low and Chuang’s
method for Hamiltonian simulation based on qubiti-
zation [5] and quantum signal processing [6]. This
method allows us to simulate a nonsparse Hamil-
tonian, provided that this Hamiltonian can be em-
bedded into a larger unitary operator in certain
way. The second one is Childs, Kothari and Somma
(CKS)’s approach to matrix inversion [7]. This ap-
proach differs from HHL’s in that it does not use
phase estimation, but relies on a techique for im-
plementing a linear combination of unitaries (LCU)
and a suitable Fourier or Chebyshev series represen-
tation of the matrix inverse function. Consequently,
it has exponentially better dependence on the pre-
cision than HHL’s approach. We combine these re-
sults with traditional techniques (such as amplitude
estimation [8]) to find the optimal parameters and
to estimate the quality of the least-squares fit for a
given data set.
As mentioned before, WBL have suggested a

sampling-based algorithm for learning the optimal
parameters in Ref. [1]. Our algorithm for computing
the optimal parameters differs from their algorithm
in several ways. First, as mentioned above, our al-
gorithm uses the approach of Ref. [7] for matrix in-
version, which has better dependence on the desired
precision in the output than HHL’s approach (which
was used by Ref. [1]). Second, we compute the pseu-
doinverse of the design matrix by considering its
singular value decomposition (SVD), while Ref. [1]
achieved this by following a step-by-step approach
(see the end of Section IV for more discussion on
this). Third, as mentioned above, our algorithm is
based on the method of Ref. [5] for simulating a large
class of Hamiltonians, while Ref. [1] was based on an
old method for simulating sparse Hamiltonians. As
a consequence, our algorithm can handle data sets
with nonsparse design matrices. Fourth, we assume
that the data set is given via standard oracles (see
Section II C for more details), and explicitly address
the issue of preparing a quantum state proportional
to the response vector. By contrast, Ref. [1] ignored
the cost of this step. Finally, our algorithm uses am-
plitude estimation to estimate the optimal parame-
ters, which has quadratically better dependence on
the desired accuracy in the output than statistical
sampling (which was used by Ref. [1]).
The remainder of this paper is organized as fol-

lows. In Section II, we provide some requisite back-
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ground information, and formally state the problems
studied in this work. In Section III, we describe
an efficient procedure for simulating a nonsparse
Hamiltonian related to the design matrix, which is
a key component of our algorithms. In Section IV,
we present a quantum algorithm for fitting a lin-
ear regression model to a given data set using the
least squares approach. In Section V, we propose a
quantum algorithm that estimates the quality of the
least-squares fit (without computing its parameters
explicitly). In Section VI, we prove a lower bound
on the quantum query complexity of linear regres-
sion. Finally, we conclude in Section VII with some
comments and future research directions.

II. PRELIMINARIES

In this section, we provide the necessary back-
ground information to understand this paper. In
Section IIA, we introduce the notation used in this
paper. In Section II B, we review some basic facts
about linear regression. In Section II C, we formally
state the problems studied in this work.

A. Notation

Given a real number x, we define its sign as
sgn(x) = 1 if x ≥ 0, and sgn(x) = −1 otherwise.
Given two real numbers a, b and a real number δ > 0,
we say that a is a δ-additive approximation of b if
|a− b| ≤ δ. Moreover, we say that an algorithm
estimates a quantity x up to additive error δ if it
outputs a δ-additive approximation of x.
Given a vector x = (x1, x2, . . . , xN )T ∈ CN , we

use ‖x‖∞ and ‖x‖ to denote the l∞ and l2 norms of
x, respectively, i.e.

‖x‖∞ := max
1≤i≤N

|xi|, (1)

and

‖x‖ :=

√

√

√

√

N
∑

i=1

|xi|2. (2)

Moreover, we define

ρ(x) :=

√
N‖x‖∞
‖x‖ =

max
1≤i≤N

|xi|
√

1
N

N
∑

i=1

|xi|2
. (3)

The smaller ρ(x) is, the more balanced x is, in the
sense that the no entry of x has significantly larger

norm than the quadratic mean norm of x’s entries.
In particular, we say that x is balanced if ρ(x) =
O(1) (e.g. at most 100).
Given a matrix A = (ai,j) ∈ CN×M , we de-

fine ai := (ai,1, ai,2, . . . , ai,M )T , for each i ∈
{1, 2, . . . , N}. We also use ‖A‖ and ‖A‖F to denote
the spectral and Frobenius norms of A, respectively,
i.e.

‖A‖ := max
x∈CM , x 6=0

‖Ax‖
‖x‖ , (4)

and

‖A‖F :=

√

√

√

√

N
∑

i=1

M
∑

j=1

|ai,j |2. (5)

In addition, we define

‖A‖2,∞ := max
x∈CM , x 6=0

‖Ax‖∞
‖x‖ (6)

= max
1≤i≤N

‖ai‖ (7)

= max
1≤i≤N

√

√

√

√

M
∑

j=1

|ai,j |2 (8)

and

σ(A) :=

√
N‖A‖2,∞
‖A‖F

=

max
1≤i≤N

‖ai‖
√

1
N

N
∑

i=1

‖ai‖2
. (9)

The smaller σ(A) is, the more balanced A is, in the
sense that no row of A has significantly larger norm
than the quadratic mean norm of A’s rows. In par-
ticular, we say that A is balanced if σ(A) = O(1)
(e.g. at most 100).
For the above A, we also use Range(A) to de-

note the range (i.e. column space) of A, and use
Π(A) to denote the projection onto Range(A). We
also use sj(A) to denote j-th smallest singular value
of A (counted with multiplicity), and use λj(A) to
denote the j-th smallest eigenvalue of A (counted
with multiplicity), starting with j = 1. The con-
dition number of A, denoted by κ(A), is defined
as the ratio of largest to smallest singular value of
A. Futhermore, we use A+ to denote the Moore-
Penrose pseudoinverse of A. That is, if A has

the singular value decomposition A =
∑

k skukv
†
k,

where sk > 0, uk ∈ CN and vk ∈ CM are unit

vectors, then A+ :=
∑

k s
−1
k vku

†
k.

Given a matrix A ∈ CN×M and a vector x ∈ CN ,
we define

τ(A,x) :=
‖Π(A)x‖2

‖x‖2
. (10)
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In words, τ(A,x) measures how much “fraction” of
x lies in the range of A. In particular, we say that
(A,x) is well-behaved if τ(A,x) = Ω(1) (e.g. at least
2/3).
Given a vector x ∈ CN , we say that x is d-sparse

if it contains at most d nonzero entries. Given a
matrix A ∈ CN×M , we say that A is d-sparse if it
contains at most d nonzero entries in each row and
column. In particular, if d = poly(log(L)) where
L = max{N,M}, then we simply say that A is
sparse.
Given a state |ϕ〉 ∈ Cd and a real number ǫ > 0,

we say that a procedure prepares |ϕ〉 with precision ǫ
if this procedure prepares a state |ψ〉 ∈ Cd satisfying
‖|ϕ〉 − |ψ〉‖ ≤ ǫ.
Given a unitary operation V ∈ U(d) and a real

number ǫ > 0, we say that a procedure implements
V with precision ǫ and failure probability O(ǫ) if
there exists an integer l ≥ 0 such that, on any input
state |ψ〉 ∈ C(d), this procedure first appends an l-
qubit ancilla system in state |0l〉, then performs a
unitary operation U ∈ U(2l× d) on the joint system
such that

U
∣

∣0l
〉

|ψ〉 =
∣

∣0l
〉

A|ψ〉+
∑

j 6=0l

|j〉Bj |ψ〉, (11)

where A and the Bj ’s are linear operators satisfying

‖A− V ‖ ≤ ǫ and A†A+
∑

j 6=0l B
†
jBj = I, and finally

measures the ancilla system and postselects on the
outcome being 0l. Note that since V is unitary and
‖V −A‖ ≤ ǫ, we get ‖V |ψ〉 −A|ψ〉‖ ≤ ǫ, and

|‖A|ψ〉‖ − 1| = |‖A|ψ〉‖ − ‖V |ψ〉‖| (12)

≤ ‖(A− V )|ψ〉‖ (13)

≤ ǫ, (14)

and
∥

∥

∥

∥

V |ψ〉 − A|ψ〉
‖A|ψ〉‖

∥

∥

∥

∥

≤ ‖V |ψ〉 −A|ψ〉‖

+

∥

∥

∥

∥

A|ψ〉 − A|ψ〉
‖A|ψ〉‖

∥

∥

∥

∥

(15)

≤ ǫ+ |‖A|ψ〉‖ − 1| (16)

≤ 2ǫ. (17)

Thus, on any input state |ψ〉, this procedure suc-

ceeds with probability ‖A|ψ〉‖2 = 1 − O(ǫ) (with a
flag indicating success), and when it succeeds, it out-

puts the state A|ψ〉
‖A|ψ〉‖ which is O(ǫ)-close to V |ψ〉 in

l2 norm.
Now consider a quantum circuit consisting of a

sequence of unitary operations V1 → V2 → · · · →

Vm−1 → Vm. Suppose Pi is a procedure that im-
plements Vi with precision ǫi and failure probability
O(ǫi), for each i ∈ {1, 2, . . . ,m}. Let P be the con-
catenation of these procedures (i.e. P1 → P2 →
· · · → Pm−1 → Pm). Then by a standard hybrid
argument, one can show that P implements the uni-
tary operation V := VmVm−1 . . . V2V1 with precision
ǫ :=

∑m
i=1 ǫi and failure probability O(ǫ). Thus, on

any input state |ψ〉, the procedure P succeeds with
probability 1−O(ǫ) (with a flag indicating success),
and when it succeeds, it outputs a state O(ǫ)-close
to V |ψ〉 in l2 norm. This fact will be useful in the
design of our algorithms.

B. Linear Regression

Given a data set {yi, xi,1, xi,2, . . . , xi,d}Ni=1 of N
statistical units (where N ≥ d), a linear regression
model assumes that the relationship between the re-
sponse (or regressand, dependent variable) yi and
the predictors (or regressors, explanatory variables)
xi,1, xi,2, . . . , xi,d is linear. That is, there exist some
unknown parameters β1, β2, . . . , βd and residual
terms ǫi such that

yi = β1xi,1 + β2xi,2 + · · ·+ βdxi,d + ǫi, 1 ≤ i ≤ N.
(18)

In the matrix form, it can be written as

y = Xβ + ǫ, (19)

where

X :=











xT1
xT2
...

xTN











=











x1,1 x1,2 . . . x1,d
x2,1 x2,2 . . . x2,d
...

...
. . .

...
xN,1 xN,2 . . . xN,d











, (20)

y :=











y1
y2
...
yN











, β :=











β1
β2
...
βd











, ǫ :=











ǫ1
ǫ2
...
ǫN











. (21)

We usually call X the design matrix, y the response
vector, β the parameter vector, and ǫ the residual
vector. Here we assume that the xi,j ’s and yi’s are
real numbers. This is actually without loss of gener-
ality, because any linear regression model with com-
plex variables can be reduced to a (slightly larger)
linear regression model with real variables. More-
over, we assume that the design matrix X has full
rank d. In other words, the d columns of X are lin-
early independent. This is a necessary condition for
linear regression to have a unique solution.
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We emphasize that the predictors can be nonlinear
functions of some “baseline” variables. This allows
linear regression to fit a nonlinear relationship be-
tween the response and the baseline variables. For
example, suppose we are interested in learning how
the yield yi of a chemical synthesis is related to the
temperature ti at which the synthesis takes place.
We propose a quadratic model of the form:

yi = a0 + a1ti + a2t
2
i + ǫi, 1 ≤ i ≤ N. (22)

This model is linear in the parameters a0, a1 and
a2, but nonlinear in the baseline variable ti. In the
matrix form, it can be written as











y1
y2
...
yN











=











1 t1 t21
1 t2 t22
...

...
...

1 tN t2N















a0
a1
a2



 +











ǫ1
ǫ2
...
ǫN











(23)

Here the design matrix is a Vandermonde matrix,
and it has full rank as long as there are at least
three distinct ti’s. Furthermore, this design matrix
is not sparse. This is a generic phenomenon in linear
regression, because we often include the constant 1
as one of the predictors, and consequently the design
matrix often contains a dense column of all 1’s.
Linear regression models are usually fitted using

the least squares approach, which minimizes the sum
of the squared residuals. Namely, it finds

β̂ := argmin
β∈Rd

‖Xβ − y‖2 (24)

This optimization problem has the following closed-
form solution [9]

β̂ = X+y = (XTX)−1XTy. (25)

Noting that

Π(X) = X(XTX)−1XT , (26)

we obtain

Xβ̂ = Π(X)y. (27)

Namely, Xβ̂ is exactly the projection of y onto the
range of X. This is the geometric interpretation of
least-squares linear regression.
Although Eq. (25) gives the solution of linear re-

gression, it is not computationally convenient, be-
cause X is a rectangular matrix and X+ is not easy
to implement physically. To overcome this issue, we
adopt the strategy of Ref. [2] (which was also used

in Ref. [1]) and embed β̂ into the solution of a larger
linear system. Specifically, let

A :=

(

0 X

XT 0

)

, b :=

(

y

0

)

, z :=

(

0

β̂

)

. (28)

Then we have

A+b =

(

0 X

XT 0

)+(
y

0

)

(29)

=

(

0 (XT )+

X+ 0

)(

y

0

)

(30)

=

(

0
X+y

)

(31)

=

(

0

β̂

)

(32)

= z. (33)

The fact thatA is a real symmetric matrix facilitates
the implementation of A+. Once we have a proce-
dure for preparing a quantum state proportional to
A+b = z, we can utilize this procedure to get useful

information about β̂.
A statistical model fits a data set well only if the

discrepancy between the observed response and the
response predicted by this model is small. Here we

measure the quality of the least-squares fit y ≈ Xβ̂
using the quantity

τ :=
‖ŷ‖2

‖y‖2
= 1− ‖ǫ̂‖2

‖y‖2
, (34)

where

ŷ := Xβ̂ = Π(X)y (35)

and

ǫ̂ := y − ŷ = (I −Π(X))y. (36)

Namely, 1 − τ is the ratio of the squared norm of
the residual vector ǫ̂ to that of the response vector
y. It turns out that τ = τ(X,y). So a data set
(X,y) can be explained well by a linear regression
model only if it is well-behaved, i.e. τ(X,y) = Ω(1)
(i.e. at least 2/3). This kind of data sets will be the
main focus of our study. We will also give an efficient
quantum algorithm for testing whether a given data
set is well-behaved or not.
It is worth noting that Wiebe, Braun and

Lloyd (WBL) [1] have used the quantity E =

‖|y〉 − F|λ〉‖2 (according to their notation) to mea-
sure the error of the least-squares fit. Their |y〉, F
and |λ〉 correspond to our y/‖y‖, X and β̂/‖y‖, re-
spectively. Then one can see that their 1 − E is
equivalent to our τ . So WBL essentially measured
the quality of the least-squares fit in the same way
as we do.
In practice, after one collects the raw data from

the experiements, one does not immediately fit a
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mathematical function to these data. Instead, one
needs to preprocess the raw data to make them well-
suited for data fitting. This preprocessing usually
consists of imputation of missing data, data normal-
ization or standadization, and elimination of influ-
ential outliers which have detrimental effect on the
estimated regression function (an outlier is a data
point whose response y does not follow the general
trend of the rest of the data). The last step is im-
portant, because we want the fitted model to cap-
ture the typical relationship among the response and
predictors so that it can be generalized to new data.
This requires that the loss function

‖Xβ − y‖2 =

N
∑

i=1

∣

∣xTi β − yi
∣

∣

2
(37)

=

N
∑

i=1

∣

∣

∣

∣

∣

∣





d
∑

j=1

βjxi,j



− yi

∣

∣

∣

∣

∣

∣

2

, (38)

should not be dominated by only a few data points.
An outlier has the potential to do so, especially if
it has high leverage (i.e. it has “extreme” predictor
x values). However, we emphasize that not all out-
liers are influential and should be eliminated. The
identification of influential outliers is an important
and complicated topic, and many techniques have
been developed for this task, such as difference in
fits (DFFITS) and Cook’s distance. In this paper,
we assume that the given data set has already been
preprocessed, and the harmful outliers have been re-
moved. Since there is no general characterization
of such data points, we assume for simplicity that
no xi or yi has extremely large norm (compared to
the average norm of the xi’s or yi’s, respectively).
In other words, both X and y are balanced, i.e.
σ(X) = O(1) (e.g. at most 100) and ρ(y) = O(1)
(e.g. at most 100). These assumptions ensure that
no data point has significantly larger contribution
to the loss function than the others, and are use-
ful in practice. However, we acknowledge that these
assumptions might be too stringent for some appli-
cations, and standard preprocessing techniques do
not always guarantee them, and it remains future
work to extend our results to the most general case
of linear regression.

C. Problem Statement

In this paper, we assume that the data set

{yi, xi,1, xi,2, . . . , xi,d}Ni=1 is given via two black-box

subroutines. For X = (xi,j) ∈ RN×d, we assume

there exists a procedure Px that allows us to per-
form the map

|i〉|j〉|z〉 7→ |i〉|j〉|z ⊕ xi,j〉 (39)

for any i ∈ {1, 2, . . . , N} and j ∈ {1, 2, . . . , d}, where
the third register holds a bit string representing an
entry of X. For y = (y1, y2, . . . , yN)

T ∈ RN , we
assume there exists a procedure Py that allows us to
perform the map

|i〉|z〉 7→ |i〉|z ⊕ yi〉 (40)

for any i ∈ {1, 2, . . . , N}, where the second register
holds a bit string representing an entry of y. We as-
sume that both Px and Py are efficient, in the sense
that they run in time poly(log(N)). This requires
that either each entry of X and y can be quickly
computed by an algorithm (given its position), or
these entries are stored in a quantum random access
memory (QRAM) beforehand. Our algorithms work
well in both cases.
Given access to Px and Py, our primary goal

is to fit a linear regression model to the data set

{yi, xi,1, xi,2, . . . , xi,d}Ni=1 using the least squares ap-
proach. Our secondary goal is to estimate the qual-
ity of the fitted model (without computing its pa-
rameters explicitly).
Formally, we define our linear regression (LR)

problems as follows:

Problem 1 (LR-P). Let X = (xi,j) ∈ RN×d be a
balanced matrix such that its singular values are in
the range [1/κ, 1]. Let y = (y1, y2, . . . , yN)

T ∈ RN

be a balanced unit vector. Suppose (X,y) is well-
behaved. Given ǫ > 0 and access to the procedures Px
and Py described above, the goal is to output a vector

β := (β1, β2, . . . , βd)
T ∈ Rd satisfying ‖β− β̂‖∞ ≤ ǫ,

where β̂ := X+y, succeeding with high probability
(e.g. at least 2/3).

Problem 2 (LR-Q). Let X = (xi,j) ∈ RN×d be a
balanced matrix such that its singular values are in
the range [1/κ, 1]. Let y = (y1, y2, . . . , yN)

T ∈ RN

be a balanced unit vector. Given ǫ > 0 and ac-
cess to the procedures Px and Py described above,
the goal is output an ǫ-additive approximation of
τ := ‖Π(X)y‖2/‖y‖2, succeeding with high proba-
bility (e.g. at least 2/3).

Although in the above problems we assume that
the singular values of X lie in the range [1/κ, 1] and
‖y‖ = 1, this is without loss of generality. Suppose
instead that the singular values of X lie in the range
[a/κ, a] and ‖y‖ = b, for some constants a, b > 0.

6



Namely, X and y are rescaled by a factor of a and

b, respectively. Then β̂ = X+y is rescaled by a
factor of b/a. So we only need to multiply the result
of LR-P by this factor. On the other hand, τ =
‖Π(X)y‖2/‖y‖2 is immune to this rescaling. So we
do not need to make any change to the result of
LR-Q.
We will develop quantum algorithms for solving

the above problems. We quantify the resource re-
quirements of these algorithms using two measures.
The query complexity is the number of uses of the
procedures Px and Py in the algorithm. The gate
complexity is the number of 2-qubit gates used in
the algorithm. An algorithm is gate-efficient is if
it is gate complexity is larger than its query com-
plexity only by a logarithmic factor. Formally, an
algorithm with query complexity Q is gate-efficient
if its gate complexity is O(Q · poly(log(QN))). All
the algorithms presented in this paper will be gate-
efficient.

III. HAMILTONIAN SIMULATION

Hamiltonian simulation is an important topic that
has received a lot of attention in the past years
[5, 6, 10–21]. Recently, Low and Chuang [6] pro-
posed a techinque named quantum signal processing,
and showed how to use this technique and Childs’
quantum walk [14] to simulate sparse Hamiltonians
nearly optimally. Later, in Ref. [5], they proposed
another technique called qubitization, and demon-
strated how to use this technique and quantum sig-
nal processing to simulate a larger class of Hamil-
tonians efficiently. In this paper, we will use the
following variant of their result:

Theorem 1 (Adapted from Theorem 1 of Ref. [5]).

Let Û and Ĝ be unitary operators on n and k (< n)

qubits, respectively, such that 〈G|Û |G〉 = Ĥ is a Her-

mitian operator on n−k qubits, where |G〉 := Ĝ
∣

∣0k
〉

.
Then there exists a gate-efficient algorithm that sim-

ulates e−iĤt with precision ǫ and failure probability
O(ǫ) by making O(t+ log(1/ǫ)) uses of controlled-Ĝ

and controlled-Û .

Theorem 1 provides a way to simulate a nonsparse
Hamiltonian, provided that this Hamiltonian can be
embedded into a larger unitary operator in the way
described above. Using this fact, we develop an effi-
cient procedure for simulating e−iAt, which will be a
crucial component of our algorithms for solving the
LR-P and LR-Q problems. Recall that A is defined
by Eq. (28) and is not sparse in general.

Lemma 1. Let X be defined as in LR-P or LR-Q.
Let A := |1〉〈0|⊗XT + |0〉〈1|⊗X. Then there exists
a gate-efficient procedure that simulates e−iAt with
precision ǫ and failure probability O(ǫ) by making

O

(

d

(√
dt+ log

(

1

ǫ

)))

uses of Px.

Proof. Let X̃ = (x̃i,j) := X ·
√
N/(σ

√
d), where σ :=

σ(X) = O(1). Then we claim
∥

∥

∥X̃

∥

∥

∥

2,∞
= max

1≤i≤N
‖x̃i‖ (41)

= max
1≤i≤N

√

√

√

√

d
∑

j=1

|x̃i,j |2 (42)

≤ 1. (43)

To see this, recall that the singular values of X are
in the range [1/κ, 1]. So

‖X‖2F = tr
(

XTX
)

=

d
∑

j=1

(sj(X))2 ≤ d. (44)

This implies that

‖X‖2,∞ = max
1≤i≤N

‖xi‖ (45)

=
σ‖X‖F√

N
(46)

≤ σ
√
d√
N
. (47)

Using this fact and X̃ = X ·
√
N/(σ

√
d), we obtain

Eq. (43), as desired.

Now let V̂ be a unitary operator such that

V̂ |0, i〉1|0, 0m〉2|0〉3 = |0, i〉1|ϕi〉2,3, 1 ≤ i ≤ N,

(48)

V̂ |1, j〉1|0, 0m〉2|0〉3 = |1, j〉1|ψ〉2,3, 1 ≤ j ≤ d,

(49)
where m = Θ(log(N)),

|ϕi〉2,3 :=

d
∑

j=1

x̃i,j |1, j〉2|0〉3+
√

1− ‖x̃i‖2|1, 1〉2|1〉3

(50)
and

|ψ〉2,3 :=
1√
N

N
∑

i=1

|0, i〉2|0〉3. (51)
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Let SWAP1,2 be the swap operator on the first two
registers, i.e. SWAP1,2|ϕ〉1|ψ〉2 = |ψ〉1|ϕ〉2 for all
states |ϕ〉 and |ψ〉. Then we define

Ŵ := (SWAP1,2 ⊗I3) · V̂ (52)

and

Û := Ŵ †V̂ . (53)

In addition, let |G〉 := |0, 0m〉2|0〉3. Then by a direct
calculation, one can verify that

Ĥ := 〈G|Û |G〉 = A

σ
√
d
. (54)

We will show below that Û can be implemented by
a gate-efficient procedure that makes use O(d) uses
of Px. Then by Theorem 1,

e−iAt = e−iĤσ
√
dt (55)

can be implemented with precision ǫ and failure
probability O(ǫ) by a gate-efficient procedure that
makes

O

(

d

(

σ
√
dt+ log

(

1

ǫ

)))

(56)

= O

(

d

(√
dt+ log

(

1

ǫ

)))

(57)

uses of Px (recall that σ = O(1)), as claimed.
Clearly, SWAP1,2 can be implemented in time

poly(log(N)). So it remains to show that V̂ can
be implemented by a gate-efficient procedure that
makes use O(d) uses of Px. To prove this, first note
that the mapping

|1, j〉1|0, 0m〉2|0〉3 → |1, j〉1|ψ〉2,3 (58)

can be implemented in time O(log(N)), since

|ψ〉2,3 = 1√
N

∑N
i=1|0, i〉2|0〉3 is easy to prepare.

Meanwhile, we can accomplish the transformation

|0, i〉1|0, 0m〉2|0〉3 → |0, i〉1|ϕi〉2,3 (59)

as follows. First, we learn xi,1, xi,2, . . . , xi,d by
making O(d) uses of Px, and obtain the state

|0, i〉1|0, 0m〉2|0〉3





d
⊗

j=1

|xi,j〉





4

. (60)

Then, we perform a unitary operation on the sec-
ond and third registers depending on the con-
tent of the last register, and convert |0, 0m〉2|0〉3
into |ϕi〉2,3. This step can be achieved in time

O(d · log(N)), since |ϕi〉2,3 =
∑d

j=1 x̃i,j |1, j〉2|0〉3 +
√

1− ‖x̃i‖2|1, 1〉2|1〉3 is a O(d)-sparse vector in an

O(N)-dimensional Hilbert space [22]. Finally, we
uncompute the xi,j ’s in the last register by mak-
ing O(d) uses of Px, and obtain the desired state
|0, i〉1|ϕi〉2,3. This process requires O(d) uses of Px
and is gate-efficient. Combining the above facts,
we know that V̂ can be implemented by a gate-
efficient procedure that makes O(d) uses of Px, as
claimed.

We remark that our embedding construction in
the proof of Lemma 1 looks similar to the construc-
tion in Refs. [14, 18]. However, we emphasize that
our high-level strategy for simulating the Hamilto-
nian A is very different from that of Refs. [14, 18].
Specifically, Refs. [14, 18] simulate a Hamiltonian
by embedding it into a quantum walk operator and
then performing phase estimation on this operator.
By contrast, we simulate e−iAt by embedding A

into a unitary operator Û (which is not a quantum
walk) in certain way and then invoking the method
of Ref. [5] for Hamiltonian simulation (which is ar-
guably more advanced than phase-estimation-based
methods). So the similarity between the proof of
Lemma 1 and the construction in Refs. [14, 18] is
superficial rather than essential.

IV. FINDING THE LEAST-SQUARES FIT

In this section, we present a quantum algorithm
for solving the LR-P problem, i.e. finding the pa-

rameters β̂ = X+y of the least-squares fit y ≈ Xβ̂
for a given data set (X,y). Roughly speaking, this

algorithm computes β̂ = (β̂1, β̂2, . . . , β̂d)
T in three

stages. The first stage estimates the absolute values

of the β̂i’s. The second stage determines the signs
of these parameters, up to a global sign ±1. That
is, up to this stage, we obtain a vector β ∈ Rd which

is close to either β̂ or −β̂. The final stage decides
which of the two cases holds. This algorithm relies
on several subroutines (besides the one for Hamilto-
nian simulation in Lemma 1). One is the following

procedure for preparing the state |y〉 =
∑N
i=1 yi|i〉

(recall that ‖y‖ = 1).

Lemma 2. Let y be defined as in LR-P or LR-Q.

Then the state |y〉 =∑N
i=1 yi|i〉 can be prepared with

precision δ by a gate-efficient procedure that makes
O(log(1/δ)) uses of Py.
Proof. Consider the following procedure which
transforms |0n〉 into |y〉 probabilistically, where n =

Θ(log(N)). First, we map |0n〉 to 1√
N

∑N
i=1|i〉 in

time O(log(N)). Then, we convert this state into
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1√
N

∑N
i=1|i〉|yi〉 by making O(1) uses of Py. Next,

we append an ancilla qubit in state |0〉, and perform
the controlled-rotation

|yi〉|0〉 → |yi〉





yi
‖y‖∞

|0〉+

√

1− |yi|2
‖y‖2∞

|1〉



 (61)

on the last two registers, where ‖y‖∞ = maxi|yi| =
Θ
(

1√
N

)

(since y is a balanced unit vector). After

that, we measure the ancilla qubit, and with proba-

bility ‖y‖2
N‖y‖2

∞

= Ω(1), the outcome is 0 and we obtain

the state
∑N

i=1 yi|i〉|yi〉. Finally, we uncompute yi in
the second register by making O(1) uses of Py, and
obtain the desired state |y〉 =∑N

i=1 yi|i〉.
The above procedure, denoted by A, makes O(1)

uses of Py, is gate-efficient, and has success proba-
bility Ω(1). We use Grover’s π/3-amplitude ampli-
fication (i.e. the generalization of fixed-point quan-
tum search) [23] to raise the success probability to
1− O

(

δ2
)

. This boosted procedure, denoted by A′,
requires O(log(1/δ)) repetitions of A, and satisfies

A′∣
∣0l
〉

|0n〉 =
√
1− δ′

∣

∣0l
〉

|y〉+
√
δ′
∣

∣Φ⊥〉, (62)

where l is a positive integer, δ′ = O
(

δ2
)

, and
∣

∣Φ⊥〉 is
a normalized state satisfying (

∣

∣0l〉〈0l
∣

∣⊗ I)
∣

∣Φ⊥〉 = 0.
This implies that

∥

∥A′∣
∣0l
〉

|0n〉 −
∣

∣0l
〉

|y〉
∥

∥

2
= (1−

√
1− δ′)2 + δ′ (63)

= O
(

δ2
)

. (64)

Furthermore, A′ makes O(log(1/δ)) uses of Py, and
is gate-efficient. So A′ satisfies all the desired prop-
erties. This concludes the proof.

Our algorithm for solving the LR-P problem also

requires the following procedures for computing |β̂i|
and |β̂i − β̂j |.

Lemma 3. Let X, y and β̂ be defined as in LR-P.
Then there exists a gate-efficient quantum algorithm
that makes

O

(

d1.5κ3

ǫ2
· poly

(

log
( κ

ǫδ

))

)

uses of Px and Py, and outputs an ǫ-additive ap-

proximation of |β̂i|, for any given i ∈ {1, 2, . . . , d},
succeeding with probability at least 1− δ.

Proof. Let A := |1〉〈0| ⊗XT + |0〉〈1| ⊗X and |b〉 :=
|0〉|y〉. Suppose X has the singular value decompo-
sition

X =

d
∑

j=1

sj |uj〉〈vj |, (65)

where sj ∈ [1/κ, 1], |uj〉 ∈ RN and |vj〉 ∈ Rd are
unit vectors, for all j ∈ {1, 2, . . . , d}. Then A has
the spectral decomposition

A =

d
∑

j=1

sj |+j〉〈+j | −
d
∑

j=1

sj |−j〉〈−j |, (66)

where

|±j〉 :=
1√
2
(|0〉|uj〉 ± |1〉|vj〉). (67)

So A is a Hermitian matrix whose nonzero eigen-
values are in the range Dκ := [−1,−1/κ] ∪ [1/κ, 1].
Moreover, |b〉 = |0〉|y〉 is a unit vector, andA+|b〉 =
|1〉|β̂〉 by Eq. (33).
We will use a recent technique proposed by Childs,

Kothari and Somma [7] to approximately invert the
matrix A. Let the function h(x) be defined as

h(x) :=

J−1
∑

j=0

K
∑

k=−K
α(j, k)e−ixη(j,k), (68)

where

α(j, k) :=
i√
2π
kδyδ

2
ze

−k2δ2z/2, (69)

η(j, k) := jkδyδz, (70)

for some J = Θ((κ/ǫ) · log(κ/ǫ)), K =

Θ(κ · log(κ/ǫ)), δy = Θ
(

ǫ/
√

log(κ/ǫ)
)

and δz =

Θ
(

1/(κ
√

log(κ/ǫ))
)

. Then h(x) is ǫ-close to 1/x

on the domain Dκ [7], i.e.
∣

∣h(x) − x−1
∣

∣ ≤ ǫ, ∀x ∈ Dκ. (71)

Then since A is a Hermitian matrix whose nonzero
eigenvalues are in the range Dκ, we have

∥

∥h(A)−A+
∥

∥ ≤ ǫ. (72)

This implies that
∥

∥h(A)|b〉 −A+|b〉
∥

∥ ≤ ǫ, (73)

as |b〉 is a unit vector. Moreover, Ref. [7] shows that

α :=

J−1
∑

j=0

K
∑

k=−K
|α(j, k)| = Θ

(

κ
√

log(κ/ǫ)
)

, (74)
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and

|η(j, k)| ≤ JKδyδz = Θ(κ · log(κ/ǫ)), (75)

for all j, k.

Now let |z〉 := A+|b〉 = |1〉|β̂〉 and |z′〉 :=
h(A)|b〉. Then ‖|z〉 − |z′〉‖ = O(ǫ) by Eq. (73).
Thus, for any i ∈ {1, 2, . . . , d}, we have

∣

∣

∣〈1, i|z′〉 − β̂i

∣

∣

∣ = |〈1, i|z′〉 − 〈1, i|z〉| (76)

≤ ‖|z′〉 − |z〉‖ (77)

= O(ǫ). (78)

So in order to estimate |β̂i| up to additive error O(ǫ),
we only need to obtain an O(ǫ)-additive approxima-
tion of |〈1, i|z′〉|. This can be achieved as follows.
Let V be a unitary operator such that

V |0m〉 = 1√
α

J−1
∑

j=0

K
∑

k=−K

√

|α(j, k)||j, k〉, (79)

where m = O(log(JK)) = O(log(κ/ǫ)), and let U
be defined as

U := i

J−1
∑

j=0

K
∑

k=−K
|j, k〉〈j, k| ⊗ sgn(k)e−iAη(j,k). (80)

Then we define

W := V †UV. (81)

A direct calculation shows that

W |0m〉|b〉 = 1

α
|0m〉h(A)|b〉+

∣

∣Φ⊥〉 (82)

=

(‖h(A)|b〉‖
α

)

|0m〉 h(A)|b〉
‖h(A)|b〉‖

+
∣

∣Φ⊥〉, (83)

where
∣

∣Φ⊥〉 is an unnormalized state satisfying

(|0m〉〈0m| ⊗ I)
∣

∣Φ⊥〉 = 0. Next, let R be a unitary
operator such that

R|0〉|1, i〉 = |1〉|1, i〉, (84)

R|0〉|1, i′〉 = |0〉|1, i′〉, 1 ≤ i′ ≤ N, i′ 6= i, (85)

R|0〉|0, j〉 = |0〉|0, j〉, 1 ≤ j ≤ N. (86)

Then by Eqs. (83), (84), (85) and (86), we obtain

RW |0m〉1|0〉2|b〉3 =
〈1, i|z′〉
α

|0m〉1|1〉2|1, i〉3

+
∑

i′ 6=i

〈1, i′|z′〉
α

|0m〉1|0〉2|1, i′〉3

+
∑

j

〈0, j|z′〉
α

|0m〉1|0〉2|0, j〉3

+
∣

∣Ξ⊥〉
1,2,3

, (87)

whereW acts on the first and third registers, R acts
on the second and third registers, and

∣

∣Ξ⊥〉 is an un-

normalized state satisfying (|0m〉〈0m| ⊗ I)
∣

∣Ξ⊥〉 = 0.
If we measure the first m+ 1 qubits of this state in
the standard basis, the probability of getting out-
come 0m1 is

p′ :=
|〈1, i|z′〉|2

α2
. (88)

We use amplitude estimation [8] to obtain an ǫ′′-
additive approximation p̂′ of p′, where

ǫ′′ := Θ

(

ǫ2

α2

)

= Θ

(

ǫ2

κ2 log(κ/ǫ)

)

, (89)

succeeding with probability at least 3/4. Then
√
p̂′

is an O
(√

ǫ′′
)

-additive approximation of
√
p′ (note

that
√
a − √

γ ≤ √
a− γ ≤ √

a+ γ ≤ √
a +

√
γ for

all a ≥ γ ≥ 0). As a result,
∣

∣

∣|〈1, i|z′〉| − α
√

p̂′
∣

∣

∣ =
∣

∣

∣α
√

p′ − α
√

p̂′
∣

∣

∣ (90)

= O
(

α
√
ǫ′′
)

(91)

= O(ǫ). (92)

Namely, α
√
p̂′ is an O(ǫ)-additive approximation of

|〈1, i|z′〉|, as desired.
The above basic algorithm has success probability

at least 3/4. To boost the success probability to at
least 1 − δ, we repeat this algorithm O(log(1/δ))
times, and take the median of the estimates from
these runs. A standard Chernoff’s bound ensures
that the failure probability is at most δ.
Let us analyze the complexity of this algorithm.

Since we want to estimate p′ up to additive error ǫ′′,
amplitude estimation requires

O

(

1

ǫ′′

)

= O

(

α2

ǫ2

)

= O

(

κ2 log(κ/ǫ)

ǫ2

)

(93)

repetitions of R, W = V †UV and the procedure
for preparing |b〉 = |0〉|y〉. This means that we
need to implement U with precision O(ǫ′′) and fail-
ure probability O(ǫ′′). We also need to prepare |y〉
with precision O(ǫ′′). By Lemma 1, Eqs. (75) and
(80), and Lemma 8 of Ref. [7], U can be imple-
mented with precision O(ǫ′′) and failure probabil-
ity O(ǫ′′) by a gate-efficient procedure that makes
O
(

d1.5κ · poly(log(κ/ǫ))
)

uses of Px. Meanwhile, by
Lemma 2, |y〉 can be prepared with precision O(ǫ′′)
by a gate-efficient procedure that makes O(log(κ/ǫ))
uses of Py. Furthermore, V can be implemented in
time O(κ · poly(log(κ/ǫ))) [7], and clearly R can be
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implemented in time poly(log(N)). As a result, this
algorithm makes

O

(

d1.5κ3

ǫ2
· poly

(

log
( κ

ǫδ

))

)

(94)

uses of Px and Py, and is gate-efficient, as claimed.

Lemma 4. Let X, y and β̂ be defined as in LR-P.
Then there exists a gate-efficient quantum algorithm
that makes

O

(

d1.5κ3

ǫ2
· poly

(

log
( κ

ǫδ

))

)

uses of Px and Py, and outputs an ǫ-additive

approximation of |β̂i − β̂j |, for any given i, j ∈
{1, 2, . . . , d}, succeeding with probability at least 1−δ.

Proof. Let us use the same notation as in the proof of
Lemma 3. The proof of this lemma is quite similar
to that one. The main difference is that here we
replace R with a unitary operator Q satisfying

Q|0〉|1,−i,j〉 = |1〉|1,−i,j〉, (95)

Q|0〉|1,+i,j〉 = |0〉|1,+i,j〉, (96)

Q|0〉|1, l〉 = |0〉|1, l〉, 1 ≤ l ≤ N, l 6= i, j, (97)

Q|0〉|0, k〉 = |0〉|0, k〉, 1 ≤ k ≤ N, (98)

where

|1,±i,j〉 := |1〉 ⊗ |i〉 ± |j〉√
2

. (99)

Then by Eqs. (83), (95), (96), (97) and (98), we get

QW |0m〉1|0〉2|b〉3 =
〈1,−i,j|z′〉

α
|0m〉1|1〉2|1,−i,j〉3

+
〈1,+i,j|z′〉

α
|0m〉1|0〉2|1,+i,j〉3

+
∑

l 6=i,j

〈1, l|z′〉
α

|0m〉1|0〉2|1, l〉3

+
∑

k

〈0, k|z′〉
α

|0m〉1|0〉2|0, k〉3

+
∣

∣Ξ⊥〉
1,2,3

, (100)

whereW acts on the first and third registers, Q acts
on the second and third registers, and

∣

∣Ξ⊥〉 is an

unnormalized state satisfying (|0m〉〈0m| ⊗ I)
∣

∣Ξ⊥〉 =
0. If we measure the first m+1 qubits of this state,
then the probability of getting outcome 0m1 is

p′′ :=
|〈1,−i,j |z′〉|2

α2
. (101)

Recall that |z〉 = A+|b〉 = |1〉|β̂〉 and |z′〉 =
h(A)|b〉 satisfy ‖|z〉 − |z′〉‖ = O(ǫ). As a result,
|〈1,−i,j|z′〉| = α

√
p′′ is an O(ǫ)-additive approxima-

tion of |〈1,−i,j|z〉| = |β̂i − β̂j |/
√
2. So in order to

estimate |β̂i − β̂j | up to additive error O(ǫ), we only
need to obtain an O(ǫ)-additive approximation of
α
√
p′′. To achieve this, we use amplitude estima-

tion to obtain an ǫ′′-additive approximation p̂′′ of
p′′, where ǫ′′ = Θ

(

ǫ2/α2
)

, succeeding with proba-

bility at least 3/4. Then
√
p̂′′ is an O(ǫ/α)-additive

approximation of
√
p′′, and hence α

√
p̂′′ is an O(ǫ)-

additive approximation of α
√
p′′, as desired.

The above basic algorithm has success probability
at least 3/4. To raise the success probability to at
least 1 − δ, we repeat this algorithm O(log(1/δ))
times, and take the median of the estimates from
these runs. A standard Chernoff’s bound ensures
that the failure probability is at most δ.
To analyze the complexity of this algorithm, note

that all the parameters are on the same order as in
the proof of Lemma 3. Moreover, Q can be imple-
mented in time poly(log(N)). Therefore, this algo-
rithm makes

O

(

d1.5κ3

ǫ2
· poly

(

log
( κ

ǫδ

))

)

(102)

uses of PA and Pb, and is gate-efficient, as claimed.

Our algorithm for solving the LR-P problem also
requires the following procedure for determining

whether a given vector β ∈ Rd is close to β̂ or −β̂,
under the promise that one of these cases holds.

Lemma 5. Let X, y and β̂ be defined as in LR-P.

Suppose β ∈ Rd is given such that either ‖β − β̂‖ ≤
δ or ‖β + β̂‖ ≤ δ, for some δ < τ/(2σρ

√
d), where

τ := τ(X,y), σ := σ(X), and ρ := ρ(y). Then there
exits a gate-efficient quantum algorithm that makes
O
(

d1.5κ
)

uses of Px and Py, and determines which
case holds, succeeding with high probability (e.g. at
least 3/4).

Proof. Let ŷ := Π(X)y = Xβ̂. Then since τ =

τ(X,y) = ‖ŷ‖2/‖y‖2 = ‖ŷ‖2 (recall that ‖y‖ =
1), we have ‖ŷ‖ =

√
τ . Meanwhile, recall that the

singular values of X are in the range [1/κ, 1]. Thus,
we have

√
τ ≤ ‖β̂‖ =

∥

∥X+y
∥

∥ =
∥

∥X+ŷ
∥

∥ ≤ κ
√
τ. (103)

Note that ‖β̂ − (−β̂)‖ = 2‖β̂‖ ≥ 2
√
τ . So by the

triangle inequality, at least one of ‖β − β̂‖ ≥ √
τ

and ‖β − (−β̂)‖ ≥ √
τ must hold. Then since δ <

11



τ/(2σρ
√
d) ≤ √

τ (note that τ ≤ 1 and σ, ρ, d ≥ 1),

the two cases ‖β − β̂‖ ≤ δ and ‖β + β̂‖ ≤ δ cannot
happen simultaneously.
Recall that we have shown in the proof of Lemma

1 that

‖xi‖ ≤ σ
√
d√
N
, 1 ≤ i ≤ N (104)

(see Eq. (47)). Combining Eqs. (103) and (104)
yields

∣

∣

∣x
T
i β̂
∣

∣

∣ ≤ σκ
√
τd√
N

, 1 ≤ i ≤ N. (105)

Moreover, by ‖y‖ = 1 and ρ(y) = ρ, we obtain

|yi| ≤
ρ√
N
, 1 ≤ i ≤ N. (106)

Now let q̂i := yi · xTi β̂ for i ∈ {1, 2, . . . , N}. Then
Eqs. (105) and (106) imply that

|q̂i| ≤
σρκ

√
τd

N
, 1 ≤ i ≤ N, (107)

Furthermore, we have

N
∑

i=1

q̂i =

N
∑

i=1

yi · xTi β̂ (108)

= yTXβ̂ (109)

= yTΠ(X)y (110)

= ‖ŷ‖2 (111)

= τ. (112)

Now let qi := yi · xTi β for i ∈ {1, 2, . . . , N}. We

claim that we can distinguish the cases ‖β − β̂‖ ≤ δ

and ‖β + β̂‖ ≤ δ by estimating the quantity
∑N

i=1 qi
up to additive error τ/2. To prove this, let us con-
sider these two cases separately:

• Case 1: ‖β − β̂‖ ≤ δ < τ/(2σρ
√
d). Using

Eqs. (104) and (106), we get

|qi − q̂i| =
∣

∣

∣yi · xTi
(

β − β̂
)∣

∣

∣ (113)

≤ |yi|‖xi‖‖β − β̂‖ (114)

≤ ρ√
N

· σ
√
d√
N

· δ (115)

<
τ

2N
, (116)

for all i ∈ {1, 2, . . . , N}. Then by Eqs. (107)
and (116), we find that

|qi| < |q̂i|+ |qi − q̂i| (117)

≤ σρκ
√
τd

N
+

τ

2N
(118)

≤ 2σρκ
√
d

N
, (119)

for all i ∈ {1, 2, . . . , N} (note that ρ, σ, κ, d ≥ 1
and τ ≤ 1). Furthermore, Eqs. (112) and (116)
imply that

N
∑

i=1

qi ≥
N
∑

i=1

q̂i −
N
∑

i=1

|qi − q̂i| (120)

> τ − τ

2
(121)

=
τ

2
. (122)

• Case 2: ‖β + β̂‖ ≤ δ < τ/(2σρ
√
d). Using

Eqs. (104) and (106), we get

|qi + q̂i| =
∣

∣

∣yi · xTi
(

β + β̂
)∣

∣

∣ (123)

≤ |yi|‖xi‖‖β + β̂‖ (124)

≤ ρ√
N

· σ
√
d√
N

· δ (125)

<
τ

2N
, (126)

for all i ∈ {1, 2, . . . , N}. Then by Eqs. (107)
and (126), we find that

|qi| < |q̂i|+ |qi + q̂i| (127)

≤ σρκ
√
τd

N
+

τ

2N
(128)

≤ 2σρκ
√
d

N
, (129)

for all i ∈ {1, 2, . . . , N} (note that ρ, σ, κ, d ≥ 1
and τ ≤ 1). Furthermore, Eqs. (112) and (126)
imply that

N
∑

i=1

qi ≤ −
N
∑

i=1

q̂i +

N
∑

i=1

|qi + q̂i| (130)

< −τ + τ

2
(131)

= −τ
2
. (132)

Comparing Eqs. (122) and (132), we know that we

can distinguish the two cases ‖β − β̂‖ ≤ δ and

‖β + β̂‖ ≤ δ by estimating
∑N
i=1 qi up to additive

error τ/2, as claimed.
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We obtain a τ/2-additive approximation of
∑N

i=1 qi as follows. Let U be a unitary operator such
that

U |i〉|0〉 = |i〉|ψi〉, 1 ≤ i ≤ N, (133)

where

|ψi〉 :=
√

1

2
+
Nqi
2∆

|0〉+
√

1

2
− Nqi

2∆
|1〉 (134)

in which ∆ := 2σρκ
√
d. Note that U is a valid

unitary operator, since N |qi| ≤ ∆ by Eqs. (119) and
(129). Then we have

U

(

1√
N

N
∑

i=1

|i〉
)

|0〉 = 1√
N

N
∑

i=1

|i〉|ψi〉. (135)

If we measure the second register of this state in
the standard basis, then the probability of obtaining
outcome 0 is

p :=
1

2
+

∑N
i=1 qi
∆

. (136)

We use amplitude estimation to obtain an τ/(2∆)-
additive approximation p̂ of p, succeeding with high
probability (e.g. at least 3/4). Then (p̂− 1/2)∆ is a

τ/2-additive approximation of
∑N

i=1 qi, as desired.
The unitary operator U can be implemented as

follows. For any i ∈ {1, 2, . . . , N}, given the state
|i〉|0〉, we first transform it into |i〉|0〉|qi〉, where qi =
yi(
∑d

j=1 xi,jβj) can be computed by making O(d)
uses of Px and Py. Then we perform the controlled-
rotation

|0〉|qi〉 → |ψi〉|qi〉 (137)

on the last two registers. After that, we uncompute
qi in the last register by making O(d) uses of Px and
Py, and get the desired state |i〉|ψi〉. This impleme-
nation of U requires O(d) uses of Px and Py, and is
gate-efficient.
Since we want to estimate p up to additive error

τ/(2∆), amplitude estimation requires

O

(

∆

τ

)

= O

(

σρκ
√
d

τ

)

= O
(

κ
√
d
)

(138)

repetitions of U (recall that σ = O(1), ρ = O(1)
and τ = Ω(1)). As a result, this algorithm makes
O
(

d1.5κ
)

uses of Px and Py, and is gate-efficient, as
claimed.

Now we are ready to state our algorithm for solv-
ing the LR-P problem.

Theorem 2. The LR-P problem can be solved by a
gate-efficient quantum algorithm that makes

O

(

d2.5κ3

δ2
· poly

(

log

(

dκ

δ

)))

uses of Px and Py, where δ := min{ǫ, 1/d}.

Proof. Algorithm: Let X and y be defined as in
LR-P. Let τ := τ(X,y) = Ω(1), σ := σ(X) = O(1)
and ρ := ρ(y) = O(1). We use the following algo-
rithm to obtain a vector β = (β1, β2, . . . , βd)

T ∈ Rd

satisfying ‖β− β̂‖∞ ≤ ǫ, succeeding with probability
at least 2/3:

1. Let ǫ′ := min{τ/(2σρd), ǫ}.

2. For each j ∈ {1, 2, . . . , d}, we run the algo-
rithm in Lemma 3 to obtain an ǫ′/6-additive

approximation µj of |β̂j |, succeeding with
probability at least 1− 1/(25d).

3. Let S := {j ∈ {1, 2, . . . , d} : µj > 2ǫ′/3}. If
S = Ø, then this algorithm fails; otherwise,
we continue as follows.

4. Pick arbitrary j0 ∈ S. For each j ∈ S,
j 6= j0, we run the algorithm in Lemma 4
to obtain an ǫ′/6-additive approximation γj of

|β̂j0 − β̂j |, succeeding with probability at least
1− 1/(25d).

5. For each j ∈ {1, 2, . . . , d}, we define sj ∈
{−1, 0, 1} as follows:

• If j 6∈ S, then sj = 0.

• If j = j0 ∈ S, then sj = 1.

• Otherwise, we have j ∈ S and j 6= j0.
If ||µj0 − µj | − γj | ≤ ǫ′/2, then sj = 1;
otherwise, sj = −1.

6. Let β′ = (β′
1, β

′
2, . . . , β

′
d)
T ∈ Rd be defined

as β′
j := sjµj for each j ∈ {1, 2, . . . , d}.

We will prove below that, with high prob-

ability, either ‖β′ − β̂‖ < τ/(2σρ
√
d) or

‖β′ + β̂‖ < τ/(2σρ
√
d). We run the algorithm

in Lemma 5 to determine which case holds,
succeeding with probability at least 3/4. If
the first case holds, then we return β := β′

as our estimate of β̂; otherwise, we return

β := −β′ as our estimate of β̂.

Correctness: Let us call the case where all
the instances of the algorithms in Lemmas 3, 4

13



and 5 succeed the typical case. By union bound,
the probability of this case happening is at least
1 − 2d/(25d) − 1/4 > 2/3. We will prove that in
the typical case, our algorithm outputs a correct β

(i.e. ‖β − β̂‖∞ ≤ ǫ) with certainty.
In the typical case, we have

∣

∣

∣µi −
∣

∣

∣β̂i

∣

∣

∣

∣

∣

∣ ≤ ǫ′

6
, 1 ≤ i ≤ d, (139)

and
∣

∣

∣γj −
∣

∣

∣β̂j0 − β̂j

∣

∣

∣

∣

∣

∣ ≤ ǫ′

6
, ∀j ∈ S, j 6= j0.(140)

Then using the definition of S, we get
∣

∣

∣β̂j

∣

∣

∣ ≥ |µj | −
∣

∣

∣µi −
∣

∣

∣β̂i

∣

∣

∣

∣

∣

∣ (141)

>
2ǫ′

3
− ǫ′

6
(142)

=
ǫ′

2
, ∀j ∈ S, (143)

and
∣

∣

∣β̂j

∣

∣

∣ ≤ |µj |+
∣

∣

∣µi −
∣

∣

∣β̂i

∣

∣

∣

∣

∣

∣ (144)

≤ 2ǫ′

3
+
ǫ′

6
(145)

=
5ǫ′

6
, ∀j 6∈ S. (146)

Recall that we have shown in the proof of Lemma
5 that

∥

∥

∥β̂
∥

∥

∥ =

√

√

√

√

d
∑

i=1

|β̂i|2 ≥
√
τ (147)

(see Eq. (103)). This implies that there exists some
i0 ∈ {1, 2, . . . , d} such that

∣

∣

∣β̂i0

∣

∣

∣ ≥
√

τ

d
≥ τ

σρd
≥ 2ǫ′ (148)

(note that σ, ρ, d ≥ 1 and τ ≤ 1). Then by Eqs. (139)
and (148), we obtain

µi0 ≥ |βi0 | −
∣

∣

∣µi0 −
∣

∣

∣β̂i0

∣

∣

∣

∣

∣

∣ (149)

≥ 2ǫ′ − ǫ′

6
(150)

>
2ǫ′

3
. (151)

Thus, we have i0 ∈ S and S 6= Ø. So our algorithm
does not fail in the typical case.

Now we claim that sj = sgn(β̂j) · sgn(β̂j0) for any
j ∈ S. The proof is as follows.

• If j = j0, then sj = 1 by definition.

• If j 6= j0 and sgn(β̂j) = sgn(β̂j0), then we have

∣

∣

∣
β̂j0 − β̂j

∣

∣

∣
=
∣

∣

∣

∣

∣

∣
β̂j0

∣

∣

∣
−
∣

∣

∣
β̂j

∣

∣

∣

∣

∣

∣
. (152)

Combining Eqs. (139), (140) and (152) gives

||µj0 − µj | − γj | ≤
∣

∣

∣µj0 −
∣

∣

∣β̂j0

∣

∣

∣

∣

∣

∣

+
∣

∣

∣µj −
∣

∣

∣β̂j

∣

∣

∣

∣

∣

∣

+
∣

∣

∣γj −
∣

∣

∣β̂j0 − β̂j

∣

∣

∣

∣

∣

∣ (153)

≤ ǫ′

6
+
ǫ′

6
+
ǫ′

6
(154)

=
ǫ′

2
. (155)

This implies that sj = 1 for this j.

• If j 6= j0 and sgn(β̂j) = −sgn(β̂j0), then we
have

∣

∣

∣β̂j0 − β̂j

∣

∣

∣ =
∣

∣

∣β̂j0

∣

∣

∣+
∣

∣

∣β̂j

∣

∣

∣

=
∣

∣

∣

∣

∣

∣β̂j0

∣

∣

∣−
∣

∣

∣β̂j

∣

∣

∣

∣

∣

∣ (156)

+ 2min
{∣

∣

∣β̂j0

∣

∣

∣,
∣

∣

∣β̂j

∣

∣

∣

}

>
∣

∣

∣

∣

∣

∣β̂j0

∣

∣

∣−
∣

∣

∣β̂j

∣

∣

∣

∣

∣

∣+ ǫ′, (157)

since |β̂j0 |, |β̂j | > ǫ′/2 by Eq. (143). Combin-
ing Eqs. (139), (140) and (157) yields

||µj0 − µj | − γj | ≥ ǫ′ −
∣

∣

∣µj0 −
∣

∣

∣β̂j0

∣

∣

∣

∣

∣

∣

−
∣

∣

∣µj −
∣

∣

∣β̂j

∣

∣

∣

∣

∣

∣

−
∣

∣

∣γj −
∣

∣

∣β̂j0 − β̂j

∣

∣

∣

∣

∣

∣ (158)

> ǫ′ − ǫ′

6
− ǫ′

6
− ǫ′

6
(159)

=
ǫ′

2
. (160)

This implies that sj = −1 for this j.

The fact that sj = sgn(β̂j) · sgn(β̂j0 ) for all j ∈ S
implies that either

sgn(β′
j) = sgn(β̂j), ∀j ∈ S, (161)

or

sgn(β′
j) = −sgn(β̂j), ∀j ∈ S. (162)
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Moreover, by Eq. (139), we know that

∣

∣

∣|β′
j | − |β̂j |

∣

∣

∣ ≤ ǫ′

6
, ∀j ∈ S. (163)

As a result, we have either
∣

∣

∣β′
j − β̂j

∣

∣

∣ ≤ ǫ′

6
, ∀j ∈ S, (164)

or
∣

∣

∣β′
j + β̂j

∣

∣

∣ ≤ ǫ′

6
, ∀j ∈ S. (165)

Meanwhile, for any j 6∈ S, we have sj = 0 and

|β̂j | ≤ 5ǫ′/6 by Eq. (146). It follows that β′
j = 0 and

∣

∣

∣β′
j − β̂j

∣

∣

∣ =
∣

∣

∣β′
j + β̂j

∣

∣

∣ ≤ 5ǫ′

6
, ∀j 6∈ S. (166)

Combining the cases j ∈ S and j 6∈ S, we know
that either

‖β′ − β̂‖∞ ≤ 5ǫ′

6
< ǫ′ (167)

or

‖β′ + β̂‖∞ ≤ 5ǫ′

6
< ǫ′. (168)

As a result, we have either

‖β′ − β̂‖ <
√
dǫ′ ≤ τ

2σρ
√
d

(169)

or

‖β′ + β̂‖ <
√
dǫ′ ≤ τ

2σρ
√
d
. (170)

In the typical case, our algorithm in Lemma 5
correctly determines which case holds. If the first
case holds, then it outputs β = β′ which satisfies

‖β − β̂‖∞ < ǫ′ ≤ ǫ; otherwise, it outputs β = −β′

which also satisfies ‖β − β̂‖∞ < ǫ′ ≤ ǫ, as desired.

Complexity: Recall that ǫ′ = min{τ/(2σρd), ǫ}
and δ = min{1/d, ǫ}, where τ = Ω(1), σ = O(1) and
ρ = O(1). So we have ǫ′ = Ω(δ). Let us analyze the
complexity of each step. Step 2 makes O(d) uses of
the algorithm in Lemma 3, so it requires

O

(

d · d
1.5κ3

(ǫ′)2
· poly

(

log

(

dκ

ǫ′

)))

(171)

= O

(

d2.5κ3

δ2
· poly

(

log

(

dκ

δ

)))

(172)

uses of Px and Py, and is gate-efficient. Step 4 makes
O(d) uses of the algorithm in Lemma 4, so it requires

O

(

d · d
1.5κ3

(ǫ′)2
· poly

(

log

(

dκ

ǫ′

)))

(173)

= O

(

d2.5κ3

δ2
· poly

(

log

(

dκ

δ

)))

(174)

uses of Px and Py, and is gate-efficient. Step 6 makes
O(1) uses of the algorithm in Lemma 5, so it requires
O
(

κd1.5
)

uses of of Px and Py, and is gate-efficient.
Furthermore, the classical computation in this algo-
rithm takes O(d) time. As a result, this algorithm
makes

O

(

d2.5κ3

δ2
· poly

(

log

(

dκ

δ

)))

(175)

uses of Px and Py, and is gate-efficient, as claimed.

Our algorithm for computing β̂ = X+y is more
efficient than an alternative one in which one first
creates multiple copies of the state proportional to

β̂ and then uses statistical sampling and quantum

state tomography to determine the β̂j ’s (as sug-
gested by Ref. [1]). The main reason is that, in or-

der to obtain an ǫ-additive approximation of |β̂j |2,
the sampling-based approach would require O

(

1/ǫ2
)

copies of the state encoding β̂, but amplitude estima-
tion only needs O(1/ǫ) repetitions of the procedure
for preparing this state. So it is more efficient to
couple the state generation process with amplitude
estimation (as we did in our algorithm) rather than
statistical sampling.
We also remark that the algorithm in Lemma 3

can be modified to produce a quantum state ap-

proximately proportional to β̂. Specifically, note
that if we measure the first register of W |0m〉|b〉 (in
Eq. (83)) in the standard basis, then conditioning on
the outcome being 0m, we would obtain the normal-
ized version of h(A)|b〉, which is close to the normal-

ized version of A+|b〉 = |1〉|β̂〉. The probablity of

this event happening is ‖h(A)|b〉‖2/α2 = Ω
(

1/α2
)

.
We can use amplitude amplification to raise this
probability to Ω(1), which requires O(α) repetitions
ofW and the procedure for preparing |b〉. This leads
to a gate-efficient algorithm that makes

O
(

d1.5κ2 · poly
(

log
(κ

ǫ

)))

(176)

uses of Px and Py, and prepares a quantum state

ǫ-close to |β̂〉
‖|β̂〉‖ in l2 norm, succeeding with proba-

bility Ω(1) (with a flag indicating success). By utiliz-
ing Ambainis’ variable-time amplitude amplification
[24], we can reduce the κ-dependence from quadratic
to linear, as done in Section 5 of Ref. [7]. This leads
to a gate-efficient algorithm with query complexity

O
(

d1.5κ · poly
(

log
(κ

ǫ

)))

(177)
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for the same task.
One may compare this algorithm for preparing

a quantum state approximately proportional to the
optimal parameters

β̂ = X+y = (XTX)−1XTy (178)

with the one in Ref. [1] for the same task. Our algo-
rithm is based on the singular value decomposition
(SVD) of X, and it applies X+ to y in a direct man-
ner. Consequently, it has only linear dependence on
the condition number κ of X. By contrast, Ref. [1]
needs to first apply XT to y, which incurs a κ factor
in the complexity; then it needs to apply (XTX)−1

to the output of the first step, which incurs another
κ2 factor in the complexity. So its overall complexity
is at least cubic in κ. This means that our algorithm
has polynomially better dependence on κ than the
one in Ref. [1]. Furthermore, due to the fact we use
the new strategy of Ref. [7] for matrix inversion, our
algorithm also has exponential better dependence on
the desired precision ǫ in the output state.

V. ESTIMATING THE QUALITY OF THE

LEAST-SQUARES FIT

In this section, we describe a quantum algorithm
for solving the LR-Q problem, i.e. estimating the

quality τ = ‖Xβ̂‖2/‖y‖2 of the least-squares fit

y ≈ Xβ̂ for a given data set (X,y) (without com-

puting the parameters β̂ explicitly). This algorithm
requires the following variant of phase estimation
[25, 26], which decides whether the eigenphase cor-
responding to an eigenvector of a unitary operator
is θ or far away from θ, for some given θ ∈ [0, 2π),
succeeding with probability close to 1. (Similar pro-
cedures have been used in Refs. [7, 27, 28].)

Lemma 6. Let U be a unitary operator with eigen-
vectors |ψj〉 such that U |ψj〉 = eiθj |ψj〉 for some
θj ∈ [0, 2π). Let θ ∈ [0, 2π) and let ∆, δ ∈
(0, 1). Then there is a unitary procedure P that
makes O((1/∆) · log(1/δ)) uses of U , and uses
poly(log(1/(∆δ))) additional 2-qubit gates, and sat-
isfies

P|0〉
∣

∣0l
〉

|ψj〉 = (αj,0|0〉|ηj,0〉+ αj,1|1〉|ηj,1〉)|ψj〉,(179)

where l = O(log(1/∆) log(1/δ)), |αj,0|2+|αj,1|2 = 1,
|ηj,0〉 and |ηj,1〉 are two normalized states, and

• If θj = θ, then |αj,0|2 ≥ 1− δ.

• If |θj − θ| ≥ ∆, then |αj,1|2 ≥ 1− δ.

Proof. We can get a ∆/2-additive approximation of
θj by using the standard phase estimation, which
makes O(1/∆) uses of U and uses poly(log(1/∆))
additional 2-qubit gates. This is sufficient to distin-
guish the two cases. However, it only succeeds with
probability Ω(1). To raise this probability to at least
1−δ, we repeat this procedureO(log(1/δ)) times and
check whether the median of the estimates is ∆/2-
close to θ. A standard Chernoff’s bound ensures
that the failure proability is at most δ. This boosted
procedure, denoted by P , makes O((1/∆) · log(1/δ))
uses of U , and uses poly(log(1/(∆δ))) additional
2-qubit gates, and satisfies all the desired proper-
ties.

Theorem 3. The LR-Q problem can be solved by a
gate-efficient quantum algorithm that makes

O

(

d1.5κ

ǫ
· poly

(

log
(κ

ǫ

))

)

uses of Px and Py.

Proof. Algorithm: Let X and y be defined as in
LR-Q. We use the following algorithm to obtain an
ǫ-additive approximation of τ = ‖Π(X)y‖2/‖y‖2 =

‖Π(X)y‖2 (recall that ‖y‖ = 1), succeeding with
probability at least 2/3. Let A := |1〉〈0| ⊗ XT +
|0〉〈1| ⊗ X and |b〉 := |0〉|y〉. Let P be the unitary
procedure in Lemma 6 for U = e−iA, θ = 0, ∆ =
1/(2κ) and δ = ǫ/2. Suppose

P|0〉1
∣

∣0l
〉

2
|b〉3 = µ0|0〉1|ϕ0〉2,3 + µ1|1〉1|ϕ1〉2,3,

(180)

where l = O(log(1/∆) log(1/δ)), |µ0|2 + |µ1|2 = 1,
and |ϕ0〉2,3 and |ϕ1〉2,3 are some normalized states
on the second and third registers. We use amplitude
estimation to get an ǫ/2-additive approximation r̂

of r := |µ1|2, succeeding with probability at least
3/4. Then we return r̂ as our estimate of τ . During
this process, we use the procedure in Lemma 1
to implement U = e−iA with precision O

(

ǫ2/κ2
)

(and failure probability O
(

ǫ2/κ2
)

), and use the
procedure in Lemma 2 to prepare |y〉 with precision
O
(

ǫ2
)

.

Correctness: Suppose X has the singular value de-
composition

X =

d
∑

j=1

sj |uj〉〈vj |, (181)

where sj ∈ [1/κ, 1], |uj〉 ∈ RN and |vj〉 ∈ Rd are
unit vectors, for all j ∈ {1, 2, . . . , d}. Then A has
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the spectral decomposition

A =

d
∑

j=1

sj |+j〉〈+j | −
d
∑

j=1

sj |−j〉〈−j |, (182)

where

|±j〉 :=
1√
2
(|0〉|uj〉 ± |1〉|vj〉). (183)

Meanwhile, we can write |y〉 as

|y〉 =
d
∑

j=1

αj |uj〉+ α
∣

∣Φ⊥〉, (184)

where
∑d

j=1|αj |
2
+ |α|2 = 1, and

∣

∣Φ⊥〉 is some nor-

malized state satisfying
〈

uj |Φ⊥〉 = 0 for all j. Note
that

τ = ‖Π(X)y‖2 =

d
∑

j=1

|αj |2. (185)

By Eqs. (183) and (184), we obtain

|b〉 = |0〉|y〉 (186)

=

d
∑

j=1

αj |0〉|uj〉+ α|0〉
∣

∣Φ⊥〉 (187)

=
d
∑

j=1

αj√
2
(|+j〉+ |−j〉) + α|0〉

∣

∣Φ⊥〉. (188)

Note that |0〉
∣

∣Φ⊥〉 is an eigenvector of A with eigen-

value 0, i.e. A|0〉
∣

∣Φ⊥〉 = 0.
Now, since the eigenphase gap around 0 of U =

e−iA is at least 1/κ, by Lemma 6 and our choice of
parameters, we get

P|0〉
∣

∣0l
〉

|+j〉 =
(

γ+j,0|0〉
∣

∣φ+j,0
〉

+ γ+j,1|1〉
∣

∣φ+j,1
〉)

|+j〉,
(189)

P|0〉
∣

∣0l
〉

|−j〉 =
(

γ−j,0|0〉
∣

∣φ−j,0
〉

+ γ−j,1|1〉
∣

∣φ−j,1
〉)

|−j〉,
(190)

where
∣

∣γ±j,1
∣

∣

2 ≥ 1 − δ,
∣

∣γ±j,0
∣

∣

2 ≤ δ,
∣

∣φ±j,0
〉

and
∣

∣φ±j,1
〉

are some normalized states, for all j ∈ {1, 2, . . . , d},
and

P|0〉
∣

∣0l
〉

|0〉
∣

∣Φ⊥〉 = (η0|0〉|ψ0〉+ η1|1〉|ψ1〉)|0〉
∣

∣Φ⊥〉,
(191)

where |η0|2 ≥ 1−δ, |η1|2 ≤ δ, |ψ0〉 and |ψ1〉 are some
normalized states. As a result, we have

P|0〉
∣

∣0l
〉

|b〉 =
d
∑

j=1

αj√
2

(

γ+j,0|0〉
∣

∣φ+j,0
〉

+ γ+j,1|1〉
∣

∣φ+j,1
〉)

|+j〉

+
d
∑

j=1

αj√
2

(

γ−j,0|0〉
∣

∣φ−j,0
〉

+ γ−j,1|1〉
∣

∣φ−j,1
〉)

|−j〉

+ α(η0|0〉|ψ0〉+ η1|1〉|ψ1〉)|0〉
∣

∣Φ⊥〉. (192)

It follows that

r =
1

2

d
∑

j=1

|αj |2
(

∣

∣γ+j,1
∣

∣

2
+
∣

∣γ−j,1
∣

∣

2
)

+ |α|2|η1|2. (193)

Note that since |γ±j,1|2 ≈ 1 and |η1| ≈ 0, we have

r ≈ τ by Eqs. (185) and (193). More precisely, the
difference between r and τ can be bounded using the
triangle inequality:

|r − τ | ≤ 1

2

d
∑

j=1

|αj |2
(

1−
∣

∣γ+j,1
∣

∣

2
)

+
1

2

d
∑

j=1

|αj |2
(

1−
∣

∣γ−j,1
∣

∣

2
)

+ |α|2|η1|2 (194)

≤ 1

2

d
∑

j=1

|αj |2 · δ +
1

2

d
∑

j=1

|αj |2 · δ

+ |α|2 · δ (195)

= δ (196)

=
ǫ

2
. (197)

Namely, r is an ǫ/2-additive approximation of τ .
Meanwhile, r̂ is an ǫ/2-additive approximation of r.
It follows that r̂ is an ǫ-additive approximation of τ ,
as desired.
In the above argument, we have ignored the error

in the implementation of U = e−iA and the error
in the preparation of |y〉. We will show below that
our algorithm only makes o

(

κ2/ǫ2
)

uses of U and

o
(

1/ǫ2
)

uses of the procedure for preparing |y〉.
Thus, provided that U is implemented with preci-
sion O

(

ǫ2/κ2
)

(and failure probability O
(

ǫ2/κ2
)

)

and |y〉 is prepared with precision O
(

1/ǫ2
)

, the
error in the final state (compared to the ideal case)
is only o(1). Consequently, our algorithm outputs a
correct r̂ (i.e. |r̂ − τ | ≤ ǫ) with probability at least
3/4− o(1).

Complexity: Since we want to estimate r up to
additive error O(ǫ), amplitude estimation requires
O(1/ǫ) repetitions of the procedure P and the pro-
cedure for preparing |y〉. Then by Lemma 6, our
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algorithm makes

O

(

1

ǫ
· 1

∆
log

(

1

δ

))

= O

(

κ

ǫ
· log

(

1

ǫ

))

(198)

uses of U . By Lemma 1, U = e−iA can be imple-
mented with precision O

(

ǫ2/κ2
)

(and failure prob-

ability O
(

ǫ2/κ2
)

) by a gate-efficient procedure that

makes O
(

d1.5 · log(κ/ǫ)
)

uses of Px. Meanwhile, by

Lemma 2, |y〉 can be prepared with precision O
(

ǫ2
)

by a gate-efficient procedure that makes O(log(1/ǫ))
uses of Py. As a result, this algorithm makes

O

(

d1.5κ

ǫ
· poly

(

log
(κ

ǫ

))

)

(199)

uses of Px and Py, and is gate-efficient, as claimed.

Comparing Theorem 2 and Theorem 3, one can
see that it is easier to estimate the quality of the

least-squares fit y ≈ Xβ̂ than to find its parameters

β̂ = X+y explicitly. Thus, in practice, we can first
run the algorithm in Theorem 3 to check whether
a given data set is well-behaved (e.g. τ ≥ 2/3).
If so, then we run the algorithm in Theorem 2 to
fit a linear regression model to this data set. The
total cost of this process is dominated by that of the
second stage.

VI. LOWER BOUND ON THE

COMPLEXITY OF LINEAR REGRESSION

Our quantum algorithm for computing β̂ = X+y

has polynomial dependence on the condition num-
ber κ of the design matrix X. In this section, we
show that this dependence is indeed necessary. To
prove this, we need the following lower bound on
the quantum query complexity of a weaker version
of unstructured search.

Lemma 7. Let f : {1, 2, . . . , N} → {0, 1} be a func-
tion such that f(x) = 1 if and only if x = z for some
unknown z ∈ {1, 2, . . . , N}. Let Pf be a procedure
that on input x ∈ {1, 2, . . . , N}, outputs the value

of f(x). Then one has to make Ω
(√

N/ log(N)
)

queries to Pf to determine whether the unknown z
is larger than ⌊N/2⌋ or not (succeeding with proba-
bility at least 2/3).

Proof. Suppose we can solve the given problem by
making Q queries to Pf . Then we can find the un-
known z by making O(Q log(N)) queries to Pf . The
idea is to use binary search. Namely, we first test

whether z is in the range [0, ⌊N/2⌋] or [⌊N/2⌋+1, N ].
If the first case holds, then we test whether z is in
the range [0, ⌊N/4⌋] or [⌊N/4⌋+1, ⌊N/2⌋]; otherwise,
we test whether z is in the range [⌊N/2⌋+1, ⌊3N/4⌋]
or [⌊3N/4⌋ + 1, N ], and so on. We only need
O(log(N)) such tests to locate z, since each test
reduces the size of candidate set by a factor of 2.
Furthermore, by assumption, each test can be ac-
complished by making at most Q queries to Pf .
Thus, we can find z by making O(Q log(N)) queries
to Pf . On the other hand, it is known that unstruc-

tured search has quantum query complexity Ω
(√

N
)

[29, 30]. Combining these two facts, we know that

Q = Ω
(√

N/ log(N)
)

.

Theorem 4. The LR-P problem has quantum query
complexity Ω(κ/ log(κ)), where κ is the condition
number of the design matrix X.

Proof. We prove this theorem by showing that for
any positive integer N , there exists a balanced
matrix X ∈ RN×2 with singular values s1(X) =

Θ
(

1/
√
N
)

and s2(X) = Θ(1) such that, for y =

1√
N
(1, 1, . . . , 1)T ∈ RN , β̂ = X+y is either (1, 0)T or

(0, 1)T , but one has to make Ω
(√

N/log(N)
)

queries

to X to determine which case holds (succeeding with
probability at least 2/3).
Let X be an N × 2 matrix such that its entries

are all 1/
√
N except one entry 0 (whose location is

unknown and arbitrary). Then we know that one
column of X is equal to y = 1√

N
(1, 1, . . . , 1)T , and

the other column of X is linearly independent from
y. Consequently, using the definition

β̂ = argmin
β∈R2

‖Xβ − y‖, (200)

we obtain that β̂ is either (0, 1)T or (1, 0)T , depend-
ing on whether the entry 0 is in the first or second
column of X, respectively. By Lemma 7, one must

make Ω
(√

N/ log(N)
)

queries to X to determine

which column contains the entry 0. This implies that

one also needs to make Ω
(√

N/ log(N)
)

queries to

X to determine whether β̂ = (0, 1)T or β̂ = (1, 0)T .
It remains to show that X also satisfies the other

desired properties. First, by a direct calculation, we

get that ‖X‖F = Θ(1), ‖X‖2,∞ = Θ
(

1/
√
N
)

and
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hence σ(X) = Θ(1). Second, note that either

XTX =







1− 1

N
1− 1

N

1− 1

N
1






(201)

or

XTX =







1 1− 1

N

1− 1

N
1− 1

N






. (202)

By a direct calculation, we find that λ1(X
TX) =

Θ(1/N) and λ2(X
TX) = Θ(1). It follows that

s1(X) =
√

λ1(XTX) = Θ
(

1/
√
N
)

and s2(X) =
√

λ2(XTX) = Θ(1), and hence κ(X) = Θ
(√

N
)

.

This concludes the proof.

Clearly, the LR-P problem has time complexity
Ω(d), because simply writing down a d-dimensional

vector β ≈ β̂ requires this amount of time. Com-
bining this fact and Theorem 4, we know that the
algorithm in Theorem 2 cannot be dramatically im-
proved.
It is worth noting that Harrow, Hassidim and

Lloyd (HHL) [2] have also given a lower bound on
the quantum complexity of matrix inversion. They
proved that unless BQP = PSPACE, one cannot
solve the matrix inversion problem in quantum time
κ1−δ · poly(log(N)) for some constant δ > 0, where
κ and N are the condition number and dimension of
the matrix to be inverted, respectively. We remark
that this result and Theorem 4 are incomparable. At
first glance, it may seem that Theorem 4 is stronger,
since it has better dependence on κ and it does not
rely on any complexity-theoretic assumption. But
recall that in our LR-P problem, we allow the design
matrix X to be nonspare, while HHL only allowed
sparse matrices in their work. So we only obtain a
stronger bound under a stronger assumption. Nev-
ertheless, it may be possible to use our approach
to improve HHL’s bound, showing that our bound
holds in the sparse case as well. This is left as an
interesting open question.

VII. DISCUSSION

To summarize, we have presented an efficient
quantum algorithm for fitting a linear regression
model to a given data set using the least squares
approach. Different from previous algorithms which

produce a quantum state encoding the optimal pa-
rameters, our algorithm outputs these numbers in
the classical form. So by running it once, one com-
pletely determines the fitted model and then can use
it to make predictions on new data at little cost.
The running time of this algorithm is polynomial in
log(N), d, κ and 1/ǫ, where N is the size of the data
set, d is the number of adjustable parameters, κ is
the condition number of the design matrix, and ǫ is
the desired precision in the output. We also show
that the polynomial dependence on d and κ is nec-
essary. Therefore, our algorithm cannot be greatly
improved. Furthermore, we also give an efficient
quantum algorithm that estimates the quality of the
least-squares fit (without computing its parameters
explicitly). This algorithm runs faster than the one
for finding this fit, and can be used to check whether
the given data set qualifies for linear regression in the
first place.
One may have noticed that our algorithms actu-

ally solve two fundamental problems in linear alge-
bra. One is to apply the pseudoinverse of a dense
rectangular matrix to a vector, and the other is to
estimate the norm of the projection of this vector
onto the range of this matrix. Such problems fre-
quently arise in many scenarios. So it is conceivable
that our algorithms may find applications beyond
linear regression.
Our algorithms might be improved in a few ways.

Ambainis [24] proposed a technique called variable-
time amplitude amplification and utilized it to en-
hance the κ-dependence of HHL’s algorithm [2] for
preparing a state encoding the solution of a linear
system (this techique is also used in CKS’s algorithm
[7]). But it is unknown whether this technique leads
to a more efficient algorithm for estimating an entry
(or the difference between two entries) of this solu-
tion. If so, we would obtain a faster algorithm for
fitting a linear regression model to a data set using
the least squares approach. On the other hand, for
estimating the quality of the fitted model, we still
do not know whether the polynomial dependence on
κ is necessary. We believe that this is the case, but
could not prove it. This is left as an interesting open
question.
In this paper, we have focused on linear regres-

sion with ordinary least squares optimization (which
assumes that the errors for different observations
are independent). It is also worth investigating the
quantum complexity of linear regression with gener-
alized least squares optimization (which allows the
errors for different observations to be correlated).
Furthermore, one might study how these complex-
ities change when regularization is used. For ex-
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ample, how hard is it to solve ridge regression [31]
or Lasso [32] on a quantum computer? Finally, it
would be worth exploring the power and limitation
of quantum algorithms for nonlinear regression.
Our work is also a new contribution to the nascent

field of quantum machine learning, which has made a
lot of progress in the past years [1, 3, 33–57]. Here we
briefly review this broad area, and position our work
with the other works in this area (for an excellent
review on quantum machine learning, see Ref. [50]).
In fact, depending on the types of the learning de-
vice and the object to be learned, quantum machine
learing can be divided into three branches. The first
branch, which is also known as quantum-enhanced
machine learning, uses quantum mechanics to im-
prove the performance of classical machine learning
methods (e.g. [1, 3, 41, 42, 52]). Conversely, the sec-
ond branch applies classial machine learning meth-
ods to the study of quantum systems (e.g. [33, 43]).
Finally, the third branch uses quantum approaches
to study quantum systems (e.g. [46]). Clearly, our
work is an instance of the first kind, i.e. quantum-
enhanced machine learning.
Now let us look at quantum-enhanced machine

learning more carefully. Traditional machine learn-
ing algorithms can be divided into three main groups
based on their purpose: supervised learning (in
which an algorithm learns from example data and
associated target responses that can consist of nu-
meric values or string labels), unsupervised learn-
ing (in which an algorithm learns from plain exam-
ples without any associated response), and reinforce-
ment learning (in which an agent interacts with an
environment and occasionally receives rewards for
its actions, which allows the agent to adapt its be-
havior). There has beening exciting progress in all
of these three paradigms. See Refs. [1, 3, 42, 47],
Refs. [36, 37, 52] and Refs. [34, 41, 53, 54] for exam-
ples of the first, second and third kind, respectively.
Our work belongs to the first category, as it concerns
least-square linear regression – a typical supervised
learning task.

Meanwhile, we can also classify the works on
quantum-enhanced machine learning based on the
techniques they use. It seems that most of these
works fall into three groups according to this crite-
rion. The first group use linear algebra methods (e.g.
singular value decomposition), and are usually re-
lated to HHL’s quantum algorithm for linear systems
of equations somehow. Examples include Refs. [1, 3]
and this work on least-squares linear regression,
Ref. [42] on support vector machine, and Ref. [47]
on Guassian processes. This approach could achieve
exponential speedup (in some sense) over classical
methods. The second group are based on ampli-
tude amplification (including Grover’s search and
quantum walk). Examples include Ref. [37] on k-
medians, Ref. [49] on k-nearest neighbors, Ref. [35]
on Google’s PageRank, and Ref. [41] on reinforce-
ment learning. This approach usually achieves poly-
nomial speedup over classial methods. Finally, the
third group are based on quantum sampling tech-
niques (e.g. quantum annealing). Examples include
Refs. [48, 52, 55–57] on (deep) Boltzmann machines.
We believe that the field of quantum(-enhanced) ma-
chine learning could benefit the most from the mar-
riage of these different ideas, and look forward to
seeing more novel quantum algorithms for solving
machine learning tasks.
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ABSTRACT
Competition in the business world today is getting tight. It is also felt by businesses such culinary 
Waroeng Special Sambal. Many other attempts that have sprung up with the characteristics of each. 
That customers are satisfied and do not move to another place, then the company should know the 
factors that affect customer satisfaction. Customer satisfaction can be created through pricing, 
quality products and quality service. In particular, this study discusses customer satisfaction 
Waroeng Special Sambal cabang Lampersari Semarang. This study examined three independent 
variables, ie price, product quality, and quality of service can affect customer satisfaction. The 
purpose of this study was to determine the effect of the three independent variables on customer 
satisfaction. 
This research was conducted with a questionnaire to 100 customers Waroeng Special Sambal 
obtained by using purposive sampling techniques. Then conducted an analysis of data obtained in 
the form of quantitative and qualitative analysis. Quantitative analysis involves the validity and 
reliability testing, test classic assumptions, multiple regression analysis, Goodness of Fit test 
through regression coefficient (R2), F test and t test. Qualitative analysis is an interpretation of the 
data obtained in this study and the results of data processing is carried out by giving a description 
and explanation. The data that have met the test of validity, reliability, and test the assumptions of 
classical processed to produce a regression equation as follows:

Y = 0.233 X1 + 0.413 X2 + 0.272 X3

These results indicate that all the independent variables tested are positive and significant impact 
on customer satisfaction through the F test and t test, whereas the number Adjusted R Square of 
0.521 indicates 52.1% of the variation in customer satisfaction Waroeng Special Sambal cabang 
Lampersari Semarang which can be explained by the third independent variable, where the 
remaining 47.9% is explained by other factors outside of the study.

Keywords: price, quality products, quality service and customer satisfaction

PENDAHULUAN
Pada zaman globalisasi saat ini banyak sekali  kemajuan dan perubahan yang 

terjadi dalam dunia bisnis modern. Adapun perubahan yang terjadi ditandai dengan pola 
pikir masyarakat yang berkembang, kemajuan teknologi, dan gaya hidup yang tidak lepas 
dari pengaruh globalisasi. Dengan adanya kemajuan dan perubahan tersebut secara tidak 
langsung menuntut kita untuk dapat mengimbanginya dalam kehidupan sehari-hari. 
Pengaruh dari perkembangan zaman yaitu banyak sekali bermunculan produk barang dan 
jasa yang menawarkan berbagai kelebihan dan keunikan dari masing-masing produk dan 
jasa tersebut. Hal ini membuat konsumen mempunyai banyak alternatif pilihan dalam 
menggunakan produk barang dan jasa yang ditawarkan oleh produsen. Tetapi bagi 
produsen, hal ini merupakan suatu bentuk ancaman karena semakin banyak produk barang 
dan jasa yang ditawarkan maka semakin ketat pula persaingan yang terjadi dalam dunia 
usaha. Persaingan yang semakin ketat ini menuntut para pelaku bisnis untuk mampu 
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memaksimalkan kinerja perusahaannya agar dapat bersaing di pasar. Untuk mengatasi hal 
tersebut maka perusahaan harus memiliki strategi pemasaran yang kuat dalam  
memasarkan  produk barang dan jasanya sehingga dapat bertahan dalam persaingan bisnis.

Kondisi persaingan yang ketat membuat konsumen sangat rentan untuk berubah-
ubah, sehingga setiap perusahaan dituntut untuk dapat mengikuti perubahan keinginan 
konsumen secara terus-menerus. Sehingga terjadi perubahan cara berpikir, termasuk dalam 
pemasaran dimana yang awalnya pemasaran berwawasan transaksi (transactional 
marketing) berubah menjadi pemasaran berwawasan hubungan (relationship marketing). 
Dimana sebelumnya pemasar hanya mengejar target penjualan, namun sekarang lebih pada 
menarik pelanggan dan menjaga hubungan dengan pelanggan (Kotler, 1994 dalam Hasan, 
2006). Dengan memahami kebutuhan, keinginan dan permintaan pelanggan, maka akan 
memberikan masukan penting bagi perusahaan untuk merancang strategi pemasaran agar 
dapat menciptakan kepuasan bagi pelanggannya (Kotler dan Armstrong, 2001).

Semakin berkembangnya masyarakat modern seringkali dikaitkan dengan mobilitas 
masyarakat yang semakin tinggi dan aktivitas kerja yang sibuk dan mengakibatkan 
semakin banyak para pekerja pria maupun wanita yang menghabiskan waktu di luar 
rumah. Yang mengakibatkan mereka untuk selalu mencari sesuatu yang bersifat praktis 
dan instan dalam pemenuhan kebutuhan sehari-hari. Salah satunya dengan mencari 
makanan dan minuman di luar rumah, banyak wanita pekerja atau karir yang
menghabiskan waktu diluar rumah, sehingga kesulitan dalam menjalankan aktivitas
sebagai ibu rumah tangga termasuk menyediakan makanan bagi keluarga karena begitu 
banyak waktu yang dilakukan diluar rumah. Oleh sebab itu para pekerja lebih memilih 
untuk memenuhi kebutuhan makannya di luar rumah. Karena dengan memilih membeli 
makanan di luar rumah mereka memiliki banyak alternatif dalam memilih menu makanan 
yang mereka inginkan, selain untuk memenuhi kebutuhan makannya, mereka juga mencari 
tempat makan yang memiliki suasana yang tenang dan nyaman. Karena setelah seharian 
melakukan pekerjaan yang melelahkan mereka membutuhkan ketenangan dan kenyamanan 
untuk mengembalikan kondisi tubuh mereka. 

Ini yang terjadi pada perkembangan usaha rumah makan dan restaurant pada era 
globalisasi. Sekarang paradigma tentang rumah makan dan restaurant telah berubah, yang 
sebelumnya hanya menyediakan menu hidangan (makanan dan minuman) saja untuk dijual 
namun sekarang menjadi sebuah konsep modern yang menawarkan berbagai pelayanan. 
Selain untuk memuaskan rasa lapar para pelanggan, usaha rumah makan dan restaurant 
juga menyediakan suasana yang nyaman, tenang dalam menyantap hidangan. Menurut 
Royan (dalam Remiasa & Lukman, 2007) dengan adanya perubahan tersebut, 
menyebabkan terjadinya pergeseran fungsi sebuah kafe dan restoran, yang melahirkan 
sebuah fenomena sosial dan budaya baru. Di samping sebagai tempat untuk memenuhi 
kebutuhan utama yaitu makan dan minum, restoran dan  rumah makan juga digunakan 
sebagai tempat untuk berkumpul, bersosialisasi, bertukar pikiran, memperluas jaringan dan 
bahkan menjadi salah satu tempat untuk melakukan prospecting business antar eksekutif 
perusahaan. Sehingga dapat dikatakan kebiasaan makan dan minum di luar rumah telah 
menjadi bagian yang tak terpisahkan dari kehidupan masyarakat modern dan bertambah 
luas dari fungsi utamanya.

Tingkat kepuasan konsumen terhadap suatu barang atau jasa akan mencerminkan tingkat 
keberhasilan perusahaan dalam memasarkan produknya Suatu produk atau jasa  akan  menjadi 
gagal apabila tidak dapat memberikan kepuasan terhadap konsumen. Namun usaha untuk 
memuaskan  konsumen sangatlah sulit karena persaingan yang begitu ketat dan perubahan 
lingkungan sosial mempengaruhi perilaku konsumen serta tingkat pertumbuhan ekonomi yang 
semakin tinggi. Menurut Kotler (2000:355) dengan melakukan bauran pemasaran yang tetap yaitu 
meliputi produk, harga, pelayanan dan promosi akan meningkatkan kepuasan pelanggan. Namun 
yang menjadi tolak ukur kepuasan pelanggan lebih pada harga, kualitas produk dan pelayanan. Hal 



DIPONEGORO BUSINESS REVIEWVolume 1,  Nomor 1, Tahun 2012,   Halaman 3

3

ini juga terjadi pada Waroeng Spesial Sambal. Masih adanya beberapa keluhan pelanggan terhadap 
harga, kualitas produk, dan kualitas layanan sehingga menuntut perusahaan untuk dapat 
memperbaiki dan meningkatkan kinerja perusahaan agar kepuasan pelanggan menjadi meningkat 
dan pelanggan bisa dipertahankan. 

Berdasarkan uraian diatas, penelitian ini betujuan untuk menganalisis pengaruh harga, 
kualitas produk, dan kualitas layanan terhadap kepuasan pelanggan pada Waroeng Spesial Sambal. 

KERANGKA PEMIKIRAN TEORITIS DAN PERUMUSAN HIPOTESIS
Kepuasan pelanggan telah menjadi konsep sentral dalam teori dan praktik pemasaran, serta 

merupakan salah satu tujuan esensial bagi aktivitas bisnis. Kepuasan pelanggan berkontribusi pada 
sejumlah aspek krusial, seperti terciptanya loyalitas pelanggan, meningkatnya reputasi perusahaan, 
berkurangnya elastisitas harga, berkurangnya biaya transaksi masa depan, dan meningkatnya 
efisiensi dan produktivitas karyawan, Anderson (Tjiptono, 2006:349).

Kata kepuasan atau satisfaction berasal dari bahasa Latin “satis” (artinya cukup baik,
memadai) dan “facio” (melakukan atau membuat). Secara sederhana kepuasan dapat diartikan 
sebagai “upaya pemenuhan sesuatu” atau “membuat sesuatu memadai”. Mowen (1995) 
merumuskan kepuasan pelanggan sebagai sikap keseluruhan terhadap suatu barang atau jasa
setelah perolehan. Dengan kata lain kepuasan pelanggan merupakan penilaian evaluatif purnabeli 
yang dihasilkan dari seleksi pembelian spesifik. Sementara itu, Engel, et al (1990) menyatakan 
bahwa kepuasan pelanggan merupakan evaluasi purnabeli dimana alternatif yang dipilih sekurang-
kurangnya sama atau melampaui harapan pelanggan, sedangkan ketidakpuasan timbuk apabila 
hasil tidak memenuhi harapan.

Hubungan Harga terhadap Kepuasan Pelanggan
Harga adalah jumlah uang yang ditagihkan untuk suatu produk atau jasa. Jika harga yang 

ditetapkan oleh sebuah perusahaan tidak sesuai dengan manfaat produk maka hal itu dapat 
menurunkan tingkat kepuasan pelanggan, dan sebaliknya jika harga yang ditetapkan oleh sebuah 
perusahaan sesuai dengan manfaat yang diterima maka akan meningkatkan kepuasan pelanggan. 
Dengan demikian dapat disimpulkan bahwa pada tingkat harga tertentu, jika manfaat yang 
dirasakan meningkat, maka nilainya akan meningkat pula. Apabila nilai yang dirasakan pelanggan 
semakin tinggi, maka akan  menciptakan kepuasan pelanggan yang maksimal (Tjiptono, 1999).

Hasil penelitian Harjanto (2010) dan Ardhana (2010) yang menunjukan bahwa harga 
berpengaruh positif terhadap kepuasan pelanggan. Dari uraian tersebut dapat diketahui bahwa 
keputusan pembelian oleh konsumen dipengaruhi oleh produk yang salah satunya berkualitas, 
sehingga dapat dibuat suatu hipotesis :

H1 : Semakin kompetitif harga, maka semakin tinggi kepuasan pelanggan.

Hubungan Kualitas Produk terhadap Kepuasan Pelanggan
Kualitas produk adalah kemampuan produk untuk menjalankan tugasnya yang mencakup 

daya tahan, kehandalan atau kemajuan, kekuatan, kemudahan dalam pengemasan dan reparasi 
produk dan ciri- ciri lainnya Kotler dan Amstrong (2004). Kualitas produk mempunyai hubungan 
yang sangat erat dengan kepuasan pelanggan karena kualitas produk dapat dinilai dari kemampuan 
produk tersebut untuk menciptakan kepuasan pelanggan. Hubungan kualitas produk dengan 
kepuasan pelanggan tersebut ditegaskan pula oleh Chase dan Aguilano (1995) dalam Pramita 
(2010), berpendapat bahwa kualitas dari suatu produk ditentukan oleh pelanggan melalui 
karakteristik yang ada pada suatu produk dan jasa, dimana puas dan tidaknya pelanggan 
dipengaruhi oleh nilai yang didapat dengan mengkonsumsi suatu produk. Semakin tinggi tingkat 
kualitas produk dalam memuaskan pelanggan, maka akan menyebabkan kepuasaan pelanggan yang 
tinggi pula (Kotler dan Amstrong, 2008).

Hasil penelitian Wardani (2010) dan Windoyo (2009) menyatakan bahwa kualitas produk 
berpengaruh positif terhadap kepuasan pelanggan. Berdasarkan penjelasan tersebut, maka dapat 
dijelaskan hipotesis sebagai berikut :

H2: Semakin tinggi kualitas produk, maka semakin tinggi kepuasan pelanggan.
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Hubungan Kualitas Layanan terhadap Kepuasan Pelanggan
Kualitas layanan didefinisikan sebagai penilaian pelanggan atas keunggulan atau 

keistimewaan suatu produk atau layanan secara menyeluruh (Zeithaml, 1998). 
Kualitas pelayanan berkaitan erat dengan persepsi pelanggan tentang mutu suatu usaha. 

Semakin baik pelayanan yang akan mempengaruhi tingkat kepuasan yang dirasakan pelanggan 
sehingga usaha tersebut akan dinilai semakin bermutu. Sebaliknya apabila pelayanan yang 
diberikan kurang baik dan memuaskan, maka usaha tersebut juga dinilai kurang bermutu. Apabila 
pelayanan yang diterima atau dirasakan pelanggan sesuai atau bahkan melebihi harapan pelanggan, 
maka pelayanan tersebut dianggap berkualitas dan memuaskan. Namun apabila pelanggan 
mendapati bahwa pelayanan yang diterima itu tidak sesuai atau berada di bawah harapan 
pelanggan, maka pelayanan dapat dianggap tidak berkualitas dan mengecewakan.

Hasil Wardani (2010) Fariza (2008) menyatakan bahwa kualitas layanan berpengaruh positif 
terhadap kepuasan pelanggan. Berdasarkan uraian yang telah dikemukakan, maka dapat dibuat 
hipotesis sebagai berikut :

H3 :Semakin tinggi kualitas layanan, maka semakin tinggi kepuasan pelanggan.

Gambar 1
Kerangka Pemikiran

METODE PENELITIAN

Variabel Penelitian

Variabel Indikator
Harga (X1) 1. Harga yang ditetapkan saat ini sudah dapat diterima 

oleh konsumen atau tidak.
2. Harga mampu bersaing dengan produk pesaing.
3. Kesesuaian harga dengan produk yang ada.

Kualitas Produk (X2) 1. Menu produk yang bervariasi
2. Cita rasa sesuai dengan harapan konsumen
3. Produk yang disajikan higienis
4. Porsi yang pas

Kualitas Layanan  (X3) 1. Tangible atau bukti fisik
2. Reliability atau keandalan
3. Responsiveness atau ketanggapan
4. Assurance atau jaminan dan kepastian
5. Empathy

Kepuasan Pelanggan (Y) 1. Overall satisfaction
2. Expectation satisfaction
3. Experience satisfaction

Harga

Kualitas Produk

Kualitas Layanan

Kepuasan Pelanggan
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Penentuan Sampel
Populasi yang digunakan dalam penelitian ini adalah masyarakat di kota Semarang yang 

pernah berkunjung ke Waroeng Spesial Sambal yang jumlahnya sangat banyak, maka dilakukan 
pengambilan sampel untuk penelitian ini.

Sampel yang dipakai dalam penelitian ini adalah berjumlah 100 responden. Teknik 
pengambilan sampel dalam penelitian ini dilakukan dengan teknik Accidental Sampling. 
Sedangkan Accidental Sampling merupakan teknik pengambilan sampel berdasarkan kebetulan 
yaitu siapa saja yang secara kebetulan bertemu dengan peneliti bisa dijadikan sampel bila 
dipandang orang yang kebetulan ditemui itu cocok sebagai sumber data (Sugiyono,2005). 
Pelaksanaan accidental sampling dalam penelitian ini diberikan kepada konsumen yang melakukan 
pembelian DI Waroeng Spesial Sambal cabang Lampersari.

Metode Analisis
 Uji validitas
 Uji reliabilitas
 Uji normalitas
 Uji heteroskedastisitas
 Uji multikolinearitas, 
 Analisis regresi berganda
 Uji F 
 Uji t
 Koefisien determinasi (R2)

HASIL PENELITIAN DAN PEMBAHASAN

Uji Reliabilitas dan Validitas
Berdasar pada hasil uji reliabilitas, menunjukkan bahwa semua variabel memiliki 

Cronbach Alpha lebih besar dari Standar Alpha yaitu sebesar 0,600 sehingga dapat dikatakan 
semua konsep pengukur masing-masing variabel dari kuesioner adalah reliabel. Dan juga semua 
indikator yang digunakan untuk mengukur variabel-variabel yang digunakan dalam penelitian ini 
memiliki nilai r hitung > r tabel dan tingkat signifikasi < 0,05, sehingga semua indikator yang 
digunakan tersebut adalah valid.

Uji Asumsi Klasik
Grafik normal plot pada penelitian ini menyebar merata di sekitar garis diagonal. Sehingga 

hal ini menunjukkan bahwa model regresi sesuai dengan asumsi normalitas dimana standardized 
residual yang berdistribusi normal adalah garis yang memiliki pola yang dekat dengan garis 
diagonal. Semua variabel yang digunakan mempunyai nilai Tolerance yang tidak kurang dari 0,1 
dan nilai VIF tidak lebih dari 10. Hasil ini berarti bahwa variabel-variabel penelitian tidak 
menunjukkan adanya gejala multikoliniearitas dalam model regresi. Grafik Scatterplot dapat dilihat 
bahwa titik – titik membentuk pola yang tidak teratur ( tidak jelas ) dan menyebar diatas dan 
dibawah angka 0 (nol) pada sumbu y. Hal ini dapat menunjukkan bahwa tidak terjadi 
heteroskedastisitas pada model regresi.

Analisis Regresi Linier Berganda

Tabel 1
Hasil Pengujian Regresi Berganda

Variabel Standardized Coefficients
Beta

t Sig. 

Harga ,233 2,874 ,005
Kualitas produk ,413 5,087 ,000
Kualitas layanan ,272 3,383 ,001

Berdasarkan hasil pengolahan data, ditulis persamaan regresi sebagai berikut :
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Y = 0,233 X1 + 0,413 X2 + 0,272X3

Dapat diketahui bahwa koefisien regresi harga adalah sebesar 0,233 dengan tingkat 
signifikan 0,005. Tanda koefisien yang positif (+) sebesar 0,233 menunjukkan bahwa 
pengaruh harga terhadap kepuasan pelanggan adalah positif atau berbanding lurus, artinya 
semakin kompetitif harga, maka kepuasan pelanggan akan semakin tinggi. Koefisien 
regresi variabel kualitas produk adalah sebesar 0,413 dengan tingkat signifikan 0,000. 
Tanda koefisien yang positif (+) sebesar 0,413 menunjukkan bahwa pengaruh kualitas 
produk terhadap kepuasan pelanggan adalah positif atau berbanding lurus, artinya semakin 
tinggi kualitas produk, maka kepuasan pelanggan akan semakin tinggi pula. Adapun 
koefisien regresi variabel kualitas layanan adalah sebesar 0,272 dengan tingkat signifikan 
0,001. Tanda koefisien yang positif (+) sebesar 0,272 menunjukkan bahwa pengaruh 
kualitas layanan terhadap kepuasan pelanggan adalah positif atau berbanding lurus, artinya 
semakin kualitas layanan, maka kepuasan pelanggan semakin tinggi pula.

Uji F
Hasil perhitungan statistik diperoleh nilai F sebesar 36,932 dengan tingkat signifikansi 

0,000. Hal ini berarti bahwa secara bersama-sama harga, kualitas produk, dan kualitas layanan
dapat menjelaskan secara signifikan terhadap kepuasan pelanggan

Uji Koefisien Determinasi (R2)
Koefisien determinasi (adjusted R2) yang diperoleh sebesar 0,521. Hal ini berarti 52,1

persen kepuasan pelanggan dapat dijelaskan oleh variabel  harga, kualitas produk, dan kualitas 
layanan. Sedangkan sisanya sebesar 42,9 persen (100%-52,1%) kepuasan pelanggan dijelaskan 
oleh variabel lain selain ketiga variabel tersebut.

Uji t
Berdasarkan hasil pengujian untuk variabel harga diperoleh nilai t hitung = 2,874 dengan 

tingkat signifikansi 0,005. Dengan menggunakan batas signifikansi 0,05, maka diperoleh nilai t 
tabel  adalah sebesar 1,661. Dapat disimpulkan bahwa hipotesis yang menyatakan bahwa harga 
berpengaruh positif dan signifikan terhadap kepuasan pelanggan atau Hipotesis 1 terbukti.

Berdasarkan hasil pengujian untuk variabel kualitas produk diperoleh nilai t hitung = 5,087
dengan tingkat signifikansi 0,000. Maka dapat disimpulkan bahwa hipotesis yang menyatakan 
bahwa kualitas produk berpengaruh positif dan signifikan terhadap kepuasan pelanggan atau 
Hipotesis 2  terbukti. 

Berdasarkan hasil pengujian untuk variabel kualitas layanan diperoleh nilai t hitung = 
3,383 dengan tingkat signifikansi 0,001. Dengan demikian maka dapat disimpulkan bahwa 
hipotesis yang menyatakan kualitas layanan berpengaruh positif dan signifikan terhadap kepuasan 
pelanggan diterima atau Hipotesis 3 terbukti. 

KESIMPULAN DAN KETERBATASAN
Kesimpulan

Hasil penelitian ini menunjukkan variabel Kualitas Produk (X2) memiliki pengaruh positif 
dan signifikan terhadap Kepuasan Pelanggan (Y) dengan nilai regresi 0,413 dan nilai t hitung = 
2,874 dengan tingkat signifikansi 0,005.Variabel kualitas layanan merupakan variabel dengan 
pengaruh paling besar kedua setelah kualitas produk. Hal ini terlihat pada hasil analisis regresi 
linear berganda sebesar 0,272. Variabel Kualitas Layanan (X3) memiliki pengaruh positif dan 
signifikan terhadap Kepuasan Pelanggan (Y) dengan nilai regresi 0,272 nilai t hitung = 3,383 
dengan tingkat signifikansi 0,001. Sedangkan variabel harga merupakan variabel dengan pengaruh 
paling besar ketiga. Hal ini terlihat pada hasil analisis regresi linear berganda sebesar 0,233.
Variabel Harga (X1) memiliki pengaruh positif dan signifikan terhadap Kepuasan Pelanggan (Y) 
dengan nilai regresi 0,233 dan nilai t hitung = 3,223 dengan tingkat signifikansi 0,002.



DIPONEGORO BUSINESS REVIEWVolume 1,  Nomor 1, Tahun 2012,   Halaman 7

7

Keterbatasan

Penelitian ini memiliki keterbatasan yaitu sampel yang digunakan dalam penelitian ini 
hanya 100 orang sebagai responden, sehingga diharapkan bagi penelitian di masa yang akan datang 
dapat menggunakan sampel yang melebihi penelitian ini. Hasil pengisian kuesioner terutama untuk 
jenis pertanyaan terbuka masih terdapat beberapa yang berisi jawaban kosong, hal ini dikarenakan 
aktivitas beberapa responden yang cukup padat dan jumlah pertanyaan terbuka yang cukup banyak, 
dimana terletak di masing-masing indikator sehingga tidak memungkinkan responden mengisi 
semua pertanyaan terbuka yang ada. Penelitian ini hanya memfokuskan pada kajian 3 variabel yaitu 
harga, kualitas produk, dan kualitas layanan, sehingga hanya mampu menjelaskan 52,1% variasi 
kepuasan pelanggan. Penambahan variabel baru atau indikator baru perlu dilakukan dalam 
penelitian yang akan datang agar dapat menghasilkan gambaran yang lebih luas tentang masalah 
penelitian yang sedang diteliti. Penelitian ini hanya memfokuskan pada pengaruh ketiga variabel 
independen tersebut dengan kepuasan pelanggan. Penelitian yang akan datang dapat diperluas pada 
pengaruhnya tidak hanya terhadap kepuasan pelanggan saja tetapi juga pada pengaruhnya terhadap 
loyalitas pelanggan.

. 
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ABSTRAK 

 

Penelitian ini bertujuan untuk menganalisis faktor-faktor yang mempengaruhi 

volume ekspor kakao Indonesia ke Malaysia. Regresi linear dan kuadrat biasa 

(OLS) digunakan untuk menganalisis data time series dari tahun 2005 hingga 

2013. Berdasarkan analisis, diperoleh bahwa faktor-faktor yang secara signifikan 

mempengaruhi volume ekspor kakao Indonesia ke Malaysia dengan tingkat 

signifikansi (α ) lima persen adalah harga riil ekspor kakao Indonesia ke Malaysia 

dan harga riil biji kakao pasar internasional. 

 

Kata kunci: volume ekspor, biji kakao, Indonesia, Malaysia, harga ekspor 

 

 

ABSTRACT 

 

This study aims to analyze the factors that affect the volume of Indonesian cocoa 

exports to Malaysia. Multiple linear regression and ordinary least squares (OLS) 

were employed to analyze time series of data from 2005 until 2013. Based on the 

analysis, it is obtained that factors that significantly effect the volume of 

Indonesian cocoa exports to Malaysia with a significance level (α) five percent 

are the real prices of Indonesian cocoa exports to Malaysia and the real prices of 

cocoa beans the international market. 

 

Keywords: export volumes, cocoa beans, Indonesia, Malaysia, export prices 

 

PENDAHULUAN 

 

Kakao   merupakan   salah   satu   

komoditas   pertanian   dalam   sektor 

perkebunan yang menjadi andalan 

ekspor Indonesia. Selain sebagai 

penyedia lapangan pekerjaan, sumber 

pendapatan petani dan devisa negara, 

ekspor kakao juga   mampu   

meningkatkan   pengembangan   

wilayah   serta   pengembangan 

agribisnis dan agro industri di 

Indonesia. Oleh karena itu, kakao 

menjadi salah satu jenis komoditas 

ekspor yang memiliki potensi 

strategis dalam membangun 

perekonomian negara pada skala 

nasional. 

Pengembangan wilayah dalam 

sektor perkebunan kakao dapat dilihat 

dengan bertambahnya luas areal 

perkebunan kakao di Indonesia. 

Menurut status pengusahaannya, 

perkebunan kakao Indonesia dibagi 
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menjadi tiga bagian, yaitu perkebunan 

rakyat, perkebunan besar negara, dan 

perkebunan besar swasta. Perkebunan  

rakyat  sendiri  telah  mendominasi  

perkebunan  kakao  Indonesia sebesar 

94,6% dari perkebunan kakao 

Indonesia, diikuti oleh perkebunan 

besar negara  sebesar  2,8% dari  

perkebunan  kakao  Indonesia,  

kemudian  perkebunan besar swasta 

sebesar 2,6% dari perkebunan kakao 

Indonesia (Direktorat Jenderal 

Perkebunan, 2013 dalam Wahyudi, 

dkk, 2015 : 14). 

Perkebunan kakao hampir 

tersebar di seluruh pelosok Indonesia. 

Menurut Direktorat Jenderal 

Perkebunan (2013) dalam Wahyudi, 

dkk (2015 : 14), areal perkebunan 

kakao di Indonesia terpusat di Pulau 

Sulawesi dengan sentra perkebunan di 

Sulawesi Tengah (297.572 ha), 

Sulawesi Selatan (282.071 ha), 

Sulawesi Tenggara (264.954 ha), dan 

Sulawesi Barat (180,585 ha) dengan 

kontribusi persentase lahan yang 

mencapai 55,3% dari lahan kakao 

nasional. Diikuti Sumatera Barat 

sebesar 7,72%, Aceh 5,8%, Sumatera 

Utara 4,52%, Lampung 3,7%, dan 

wilayah Indonesia lainnya sebesar 

22,93%. Tabel 1 berikut 

menunjukkan data perkembangan luas 

areal dan perkembangan produksi 

kakao (perkebunan  rakyat,  

perkebunan  negara,  dan  perkebunan  

swasta) di  Indonesia yang mengalami 

peningkatan. 

 

Tabel 1. Perkembangan Luas Areal dan Produksi Kakao Indonesia Tahun 2004 -

2013 
 

Tahun 
Luas Areal 

(Ha) 

Pertumbuhan 

(%) 

Produksi 

(Ton) 

Pertumbuhan 

(%) 

2004 1.090.960 0 691.704 0 

2005 1.167.046 6,52 748.828 7,63 

2006 1.320.820 11,64 769.388 2,67 

2007 1.379.279 4,24 740.006 -3,97 

2008 1.425.217 3,22 803.594 7,91 

2009 1.587.136 10,20 809.583 0,74 

2010 1.650.621 3,85 837.918 3,38 

2011 1.732.641 4,73 712.231 -17,65 

2012 1.774.463 2,36 740.513 3,82 

2013 1.740.612 -1,94 720.862 -2,73 

Rata-Rata 1.486879,50 4,48 757.462,70 0,18 

Sumber: Direktorat Jenderal Perkebunan Kementerian Pertanian RI (2014:3) 

(Diolah) 

 

Rata-rata produksi biji kakao 

Indonesia dalam sepuluh tahun yang 

cukup tinggi menempatkan Indonesia 

ke dalam lima besar negara produsen 

biji kakao terbesar   di   dunia.   

Berdasarkan   data   dari   ICCO  

(International   Cocoa Organization)  

(2013)  dalam  Wahyudi,  dkk  (2015  

:  10) menunjukkan  bahwa negara  

Indonesia  menempati  peringkat  

ketiga  sebagai  penghasil  biji  kakao 

terbesar di dunia setelah Pantai 

Gading (Afrika) menempati peringkat 

pertama dan Ghana (Afrika) 

menempati peringkat kedua. 

Kontribusi pasokan biji kakao dari 
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ketiga negara tersebut mencapai 68% 

dari kebutuhan kakao di dunia dan 

10,6% kakao dunia berasal dari 

Indonesia. Alasan kenapa para petani 

kakao di Indonesia tidak melakukan 

fermentasi biji kakao adalah harga biji 

kakao fermentasi dan tanpa 

fermentasi tidak berbeda jauh. 

Tabel 2 berikut menunjukkan data 

total volume dan nilai ekspor biji 

kakao yang dilakukan oleh Indonesia 

ke seluruh negara tujuan ekspor 

kakao. 

 

Tabel 2. Volume dan Nilai Ekspor Biji Kakao Indonesia Tahun 2004 – 2013 
 

Tahun 
VolumeEkspor 

(Ton) 

Pertumbuhan 

(%) 

NilaiEkspor 

(000US$) 

Pertumbuhan 

(%) 

2004 275.484,49 0 369.863,00 0 

2005 367.425,78 25,02 467.827,36 20,94 

2006 490.777,60 25,13 619.016,76 24,42 

2007 379.829,20 -29,21 622.600,38 0,58 

2008 380.512,86 0,17 854.584,78 27,15 

2009 439.305,32 13.38 1.087.484,65 21,42 

2010 432.326,85 -1.61 1.190.739,69 8,67 

2011 210.066,99 -105.80 614.496,35 -93,77 

2012 163.500,82 -28.48 384.829,79 -59,68 

2013 188.420,19 13.23 446.094,72 13,73 

Rata- 

Rata 

 

332.765,01 
 

-9.79 
 

665.753,75 
 

-3,65 

Sumber: Badan Pusat Statistika Diolah Pusat Data dan Informasi Kementerian 

Perdagangan RI (2016 :1) (Diolah) 

 

Berdasarkan data pada Tabel 2 

menunjukkan bahwa pada tahun 2005 

volume ekspor biji kakao Indonesia 

mengalami kenaikan sebesar 25,02%. 

Kenaikan volume ekspor tersebut 

sesuai dengan kenaikan produksi biji 

kakao Indonesia dimana pada tahun 

2005 produksi biji kakao Indonesia 

mengalami peningkatan sebesar 

7,63% (Tabel 1). Bertambahnya total 

produksi biji kakao Indonesia 

semakin  membuat tingginya minat 

petani  kakao  untuk  mengekspor 

hasil pertanian biji kakao mereka 

sehingga dapat meningkatkan volume 

ekspor biji kakao Indonesia. 

Besarnya minat petani kakao 

untuk mengekspor hasil pertanian 

kakao semakin didukung oleh 

Peraturan Pemerintah Nomor 46 

Tahun 2003. Setelah ditetapkannya 

PPN sebesar 10% oleh pemerintah, 

pada tahun 2004 volume ekspor biji 

kakao Indonesia mengalami 

peningkatan. Meningkatnya volume 

ekspor biji kakao Indonesia yang 

mengakibatkan berkurangnya bahan 

baku dalam negeri, maka pemerintah 

menghapuskan kebijakan PPN 10% 

terhadap komoditas kakao. 

Melalui kebijakan bea keluar 

yang disahkan oleh Kementerian 

Keuangan, pemerintah berharap 

ekspor kakao lebih banyak dalam 

bentuk olahan. Selain bertujuan untuk 

mengembangkan industri pengolahan 

kakao dalam negeri, adanya kebijakan 

bea keluar juga bertujuan untuk 

menekan volume ekspor biji kakao 

Indonesia.Ada beberapa negara yang 

menjadi tujuan utama ekspor biji 

kakao Indonesia. Negara-negara 

tersebut meliputi Amerika Serikat, 
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Malaysia, Singapura, China, dan lain-

lain. 

 

 

Tabel 3. Volume Ekspor (Ton) Biji Kakao Indonesia Berdasarkan Negara Tujuan 

Utama Tahun 2004 – 2013 

Tahun/ 

Negara 

Amerika 

Serikat 

 

China 
 

Malaysia 
 

Singapura 
 

Lainnya 

2004 84.007,0 5.474,6 125.384,3 31.570,3 29.048,4 

2005 107.630,5 15.830,1 156.057,0 30.093,9 57.814,2 

2006 131.738,5 18.240,9 193.173,5 43.976,5 103.648,2 

2007 53.224,4 20.746,1 183.172,1 43.683,5 79.003,1 

2008 53.689,7 15.902,5 209.408,5 45.157,5 56.354,7 

2009 120.304,0 7.122,6 183.539,1 55.889,3 72.450,3 

2010 89.306,5 15.317,9 203.847,7 53.932,2 69.922,5 

2011 9.765,9 7.637,0 141.104,6 33.793,0 17.766,5 

2012 143,3 5.751,5 102.350,1 39.707,4 15.548,6 

2013 7.208,7 8.320,0 134.774,4 32.350,2 5.766,9 

Rata- 

Rata 

 

65.701,8 
 

12.034,3 
 

163.281,1 
 

41.015,4 
 

50.732,3 

Sumber: Badan Pusat Statistika Diolah Pusat Data dan Informasi Kementerian 

Perdagangan RI (2016:1) 

 

Berdasarkan data pada Tabel 3 

menunjukkan bahwa selama kurun 

waktu tahun 2004 – 2013 volume 

ekspor biji kakao Indonesia 

didominasi oleh negara Malaysia. 

Rata-rata volume ekspor biji kakao 

Indonesia ke Malaysia dalam kurun 

waktu 2004 - 2013 sebesar 163.281,1 

ton, lebih  besar  dibandingkan  

dengan volume  ekspor  biji  kakao  

ke  negara-negara  lain.  Data tersebut 

menunjukkan bahwa Malaysia 

merupakan konsumen terbesar 

komoditas biji kakao yang dihasilkan 

Indonesia. 

Meskipun negara Malaysia 

menjadi negara tujuan utama dan 

terbesar ekspor biji kakao Indonesia, 

namun volume biji kakao yang 

diekspor Indonesia ke Malaysia 

mengalami kecenderungan 

berfluktuatif dari tahun ke tahun. 

Volume ekspor biji kakao Indonesia 

ke Malaysia yang berfluktuatif 

menunjukkan bahwa ada faktor-faktor 

yang menyebabkan permintaan 

Malaysia terhadap biji kakao  

Indonesia  mengalami perubahan di 

setiap tahunnya. 

 

Rumusan Masalah 

Berdasarkan uraian pada latar 

belakang, maka dapat dirumuskan 

beberapa permasalahan yaitu sebagai 

berikut: 

1. Apa saja faktor – faktor yang 

mempengaruhi volume eskpor 

biji kakao Indonesia ke Malaysia 

periode 2005 - 2013? 

2. Seberapa besar pengaruh factor – 

factor tersebut terhadap volume 

ekspor biji kakao Indonesia ke 

Malaysia periode 2005-2013? 

 

METODE PENELITIAN 

 

Waktu Penelitian 

Penelitian tentang faktor-faktor 

yang mempengaruhi volume ekspor 

biji kakao Indonesia Ke Malaysia ini 

dilakukan dengan cara pengambilan 

data dari beberapa lembaga yang 
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terkait dengan penelitian. Lembaga-

lembaga tersebut meliputi 

Kementerian Pertanian Republik 

Indonesia, Kementerian Perdagangan 

Republik Indonesia, Badan Pusat 

Statistik (BPS) Republik Indonesia, 

Bank Indonesia (BI), International 

Cocoa Organization (ICCO), 

uncomtrade, dan lembaga-lembaga 

lainnya yang menunjang penelitian, 

serta penelitian-penelitian terdahulu. 

Penelitian ini dilaksanakan selama 

tiga bulan, yaitu bulan Oktober 

sampai bulan Desember 2015. 

 

Jenis dan Sumber Data 

Data yang digunakan dalam 

penelitian tentang faktor-faktor yang 

mempengaruhi volume eskpor biji 

kakao Indonesia ke Malaysia 

berdasarkan jenisnya yaitu 

menggunakan data kuantitatif. Data 

kuantitatif dalam penelitian ini 

merupakan data yang didapatkan dari  

fakta  dan  informasi  yang  dapat  

diukur berupa angka-angka. Data 

kuantitatif yang digunakan dalam 

penelitian ini terdiri dari data volume 

ekspor biji kakao Indonesia ke 

Malaysia, produksi biji kakao 

Indonesia, volume impor biji kakao 

Malaysia, nilai tukar rupiah terhadap 

dollar Amerika Serikat, harga riil 

ekspor biji Indonesia ke Malaysia, 

harga riil pasar internasional biji 

kakao, dan dummy tarif ekspor biji 

kakao Indonesia ke Malaysia. 

Berdasarkan sumbernya, data 

yang digunakan dalam penelitian 

tentang analisis faktor-faktor yang 

mempengaruhi volume ekspor biji 

kakao Indonesia ke Malaysia yaitu 

menggunakan data  sekunder.Data  

sekunder  adalah  data  yang diperoleh  

dari  lembaga-lembaga  atau  instansi-

instansi  tertentu  atau  data  dari 

sumber kedua (Suyatno dan Sutinah, 

2005:56). Adapun data-data yang 

digunakan dan sumber data yang 

terkait dalam penelitian ini dapat 

dilihat pada Tabel 4 berikut. 

 

Tabel 4. Data dan Sumber Data Penelitian 

No Data SekunderPenelitian Sumber Data 

 

 

1. 

 

Volume ekspor biji kakao Indonesia 

ke Malaysia (000ton) 

Badan Pusat Statistik Diolah 
 

Pusat Data dan Informasi 
 

Kementerian Perdagangan RI 

 

2. 
Produksi biji kakao Indonesia (000 

 

ton) 

Kementerian Pertanian Republik 
 

Indonesia 

 

3. 
Volume impor biji kakao Malaysia 

 

(000ton) 

Uncomtrade dengan mengakses 
 

website www.comtrade.un.org 

 

4. 
Nilai tukar riil rupiah terhadap dollar 

 

Amerika Serikat(Rp/US$) 

Bank Indonesia dengan 
 

mengakses website www.bi.go.id 

 

 

5. 

 

Hargariil ekspor biji kakao 
 

Indonesia ke Malaysia (US$/000 ton) 

Badan Pusat Statistik Diolah 
 

Pusat Data dan Informasi 
 

Kementerian Perdagangan RI 

http://www.comtrade.un.org/
http://www.bi.go.id/
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6. 

 

Harga riil pasar internasional biji 

kakao(US$/000 ton) 

Internasional Cocoa Organization 
 

(ICCO) dengan mengakses 
 

website www.icco.org 

 

Metode Pengumpulan Data 

Metode pengumpulan data 

adalah cara yang dapat digunakan 

dalam penelitian untuk 

mengumpulkan data.  Penelitian 

tentang analisis faktor-faktor yang 

mempengaruhi volume ekspor biji 

kakao Indonesia ke Malaysia ini 

menggunakan data sekunder dengan 

data deret waktu (time series) pada 

skala triwulan dari tahun 2005 hingga 

tahun 2013 (9 tahun). Metode yang 

digunakan dalam pengumpulan data 

pada  penelitian  ini  yaitu  teknik  

pengumpulan  data dengan  cara  

mengkaji  dan  memahami  sumber-

sumber  data  yang  dibutuhkan dalam 

penelitian. Mengunjungi lembaga-

lembaga yang terkait dalam penelitian 

ini, seperti Kemeterian Pertanian RI, 

Kementerian Perdagangan RI, dan 

Badan Pusat Statistik (BPS) RI. 

Pengumpulan data dalam penelitian 

ini juga menggunakan   media 

internet   meliputi   website Bank   

Indonesia (BI) yaitu www.bi.go.id,    

website    International    Cocoa    

Organization    (ICCO)    yaitu 

www.icco.org,   dan   website   

uncomtrade   yaitu   

www.comtrade.un.org,   serta 

mengunjungi website-website yang 

terkait untuk menunjang penelitian. 

 

Metode Pengolahan Data dan 

Analisis Data 

Data-data yang diperoleh 

selama penelitian diolah dengan 

menggunakan alat analisis kualitatif 

berupa analisis deskriptif dan alat 

analisis kuantitatif berupa analisis 

regresi linear berganda. Data-data 

yang dibutuhkan untuk analisis 

kuantitatif dalam penelitian tentang 

analisis faktor-faktor yang 

mempengaruhi volume ekspor biji 

kakao Indonesia ke Malaysia meliputi 

variabel-variabel yang digunakan 

dalam penelitian. 

Metode   pengolahan   data   

berdasarkan   variabel-variabel   

dalam penelitian ini secara lebih rinci 

sebagai berikut: 

1. Data volume ekspor biji kakao 

Indonesia ke Malaysia dengan 

satuan ribu ton (000 ton) dalam 

skala triwulan kurun waktu tahun 

2005 sampai 2013. 

2. Data produksi biji kakao 

Indonesia dengan satuan ribu ton 

(000 ton) dalam skala triwulan 

kurun waktu tahun 2005 sampai 

2013. Berdasarkan data dari 

Kementerian   Pertanian   

Republik   Indonesia, data   

produksi   biji   kakao Indonesia 

yang tersedia merupakan data 

tahunan, sehingga diasumsikan 

untuk mendapatkan data triwulan 

maka diambil rata-rata triwulan 

dalam setahun. 

3. Data volume impor biji kakao 

Malaysia dengan satuan ribu ton 

(000 ton) dalam skala triwulan 

kurun waktu tahun 2005 sampai 

2013. Berdasarkan data dari 

uncomtrade, data volume impor 

biji kakao yang tersedia 

merupakan data tahunan, 

sehingga diasumsikan untuk 

mendapatkan data triwulan maka 

diambil rata-rata triwulan dalam 

satu tahun. 

4. Data nilai tukar riil rupiah 

terhadap dollar Amerika Serikat 

dengan satuan rupiah per US$ 

(Rp/US$) dalam kurun waktu 

http://www.icco.org/


  

Jurnal Agribisnis, Vol. 13, No. 4, Juni 2019, [37- 58]  ISSN : 1979-0058 

43 

 

triwulan tahun 2005 sampai 

2013. Nilai tukar riil adalah harga 

relatif dari barang-barang kedua 

negara, yang menyatakan tingkat 

di mana kita dapat 

memperdagangkan barang- 

barang dari suatu negara untuk 

barang-barang dari negara lain 

(Rahardja dan Manurung, 

2008:307). 

5. Harga riil ekspor biji kakao 

Indonesia ke Malaysia dengan 

satuan US$ per ribu ton 

(US$/000 ton) dalam kurun 

waktu triwulan tahun 2005 

sampai 2013. Harga ekspor biji 

kakao Indonesia ke Malaysia 

diperoleh dari pembagian nilai 

ekspor biji kakao Indonesia ke 

Malaysia (US$) dengan volume 

ekspor biji kakao Indonesia ke 

Malaysia (000 ton). Sedangkan 

harga riil ekspor biji kakao 

Indonesia ke Malaysia diperoleh  

dari  pembagian harga ekspor biji 

kakao Indonesia ke Malaysia 

dengan indeks harga konsumen 

(Malaysia tahun dasar  

2007=100). 

6. Harga riil pasar internasional biji 

kakao merupakan harga biji 

kakao yang berlaku di pasar 

internasional dengan satuan US$ 

per ribu ton (US$/000 ton) dalam 

kurun waktu triwulan tahun 2005 

sampai 2013. Harga riil 

internasional diperoleh dari 

pembagian harga internasional 

dengan indeks harga konsumen 

(Amerika Serikat tahun dasar 

2007 = 100). 

7. Tarif ekspor biji  kakao  

Indonesia  ke  Malaysia  adalah  

pajak  dibebankan terhadap 

ekspor biji kakao Indonesia ke 

Malaysia. Dalam penelitian ini 

tarif ekspor biji kakao Indonesia 

ke Malaysia diwakili dengan 

variabel dummy. 

8. Indeks harga konsumen adalah 

ukuran biaya keseluruhan barang 

dan jasa yang dibeli oleh 

konsumen  (Mankiw,  2012  :  

26).  Nilai indeks harga 

konsumen yang digunakan dalam 

penelitian ini meliputi indeks 

harga konsumen Indonesia 

sebagai negara pengekspor biji 

kakao, indeks harga konsumen 

Malaysia sebagai negara 

pengimpor biji kakao, serta 

indeks harga konsumen Amerika 

Serikat sebagai negara yang mata 

uangnya digunakan sebagai alat 

transaksi di pasar internasional. 

 

Analisis Deskriptif 

Analisis deskriptif merupakan 

analisis yang dilakukan dengan cara 

memberikan penggambaran. Tujuan 

dari analisis deskriptif adalah untuk 

memberikan gambaran secara 

sistematis dan akurat mengenai 

hubungan antara fenomena   yang   

diteliti.   Fenomena-fenomena   yang   

dideskripsikan   dalam penelitian 

tentang analisis faktor-faktor yang 

mempengaruhi volume ekspor biji 

kakao Indonesia ini berupa 

perkembangan-perkembangan biji 

kakao di negara produsen (Indonesia), 

meliputi perkembangan luas areal 

kakao Indonesia, perkembangan 

produksi kakao Indonesia, 

perkembangan harga biji kakao, 

perkembangan ekspor biji kakao 

Indonesia, dan perkembangan tarif 

ekspor biji kakao di Indonesia. 

Kemudian mendeskripsikan 

fenomena perkembangan- 

perkembangan biji kakao dunia (pasar 

internasional), meliputi 

perkembangan luas areal kakao dunia, 

perkembangan produksi kakao dunia, 

perkembangan ekspor biji kakao 
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dunia, dan perkembangan impor biji 

kakao dunia. Mendeskripsikan 

fenomena perkembangan-

perkembangan biji kakao di negara 

konsumen (Malaysia), meliputi 

perkembangan produksi  kakao  

Malaysia,  perkembangan konsumsi 

biji kakao Malaysia, dan 

perkembangan impor biji kakao 

Malaysia. 

 

Analisis Regresi Linear Berganda 

Analisis kuantitatif yang 

digunakan dalam penelitian  tentang  

analisis faktor-faktor  yang  

mempengaruhi  volume  ekspor  biji  

kakao  Indonesia  ke Malaysia adalah 

analisis regresi linear berganda. 

Menurut Ridwan (2010:154) regresi 

linear berganda adalah suatu alat 

analisis peramalan nilai pengaruh dua 

variabel bebas atau lebih terhadap 

variabel terikat untuk membuktikan 

ada atau tidaknya hubungan fungsi 

atau hubungan kausal antara dua 

variabel atau lebih dengan variabel 

terikat. 

Ada beberapa faktor yang 

mempengaruhi volume ekspor biji 

kakao Indonesia ke Malaysia di 

antaranya, produksi biji kakao 

Indonesia, volume impor biji kakao 

Malaysia, nilai tukar riil rupiah 

terhadap dollar Amerika Serikat, 

harga riil ekspor biji kakao Indonesia 

ke Malaysia, harga riil pasar 

internasional biji kakao, serta dummy 

tarif ekspor biji kakao Indonesia ke 

Malaysia. Persamaan regresi linear 

berganda untuk mengidentifikasi 

faktor-faktor yang mempengaruhi 

volume ekspor biji kakao Indonesia 

ke Malaysia sebagai berikut : 

Y= α+β1X1+β2X2+ β3X3+β4X4+β5  

X5+XDXD+ ɛ 

Hipotesa: β1, β2,β4,β5 >0 ; β3, βD<0 

Keterangan: 

 

Y   = Volume ekspor biji kakao 

Indonesia ke Malaysia 

α   = Konstanta 

β    = Koefisien regresi 

X1   = Produksi biji kakao Indonesia 

X2   = Volume impor biji kakao 

Malaysia 

X3   = Nilai tukar riil rupiah terhadap 

dollar Amerika Serikat 

X4   = Harga riil ekspor biji kakao 

Indonesia ke Malaysia 

X5   = Harga riil pasar internasional 

biji kakao 

XD = Dummy tarif ekspor biji kakao 

Indonesia ke Malaysia, dummy 

menunjukkan perubahan pada 

kebijakan tarif ekspor.  Angka 1 

mewakili data  setelah pemberlakuan 

tarif ekspor (tahun 2010 pada triwulan 

kedua sampai tahun 2013) dan angka 

0 mewakili data sebelum 

pemberlakuan tarif  ekspor (tahun 

2005 sampai tahun 2010 pada 

triwulan pertama) 

ɛ    = Error 

 

Uji Kriteria Ekonometrika (Uji 

Asumsi Klasik) 

Sujianto (2007) dalam Sujianto 

(2009:79) menyatakan model regresi 

linear berganda disebut model yang 

baik jika model tersebut memenuhi 

asumsi normalitas data dan terbebas 

dari asumsi-asumsi klasik yaitu 

multikolienearitas, autokolerasi, dan  

heteroskedastisitas.Berdasarkan  

pendapat  ini,  uji  normalitas data 

bukan satu-satunya cara untuk 

menyimpulkan model regresi 

berganda adalah baik. Dalam 

melakukan estimasi model regresi 

berganda maka harus memenuhi 

kriteria ekonometrik, yaitu kriteria 

yang diuji meliputi multikolinearitas, 

heteroskedasitas, autokorelasi, dan 

normalitas. 
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Uji Statistik (Uji Hipotesis) 

Uji hipotesis dapat dilakukan 

dengan melakukan pengujian 

parameter model regresi (uji t dan uji 

F) serta pengujian koefisien 

determinasi (R2). 

 

Definisi Operasional 

Definisi operasional adalah 

suatu definisi mengenai variabel yang 

dirumuskan berdasarkan 

karakteristik-karakteristik varaibel 

tersebut yang dapat diamati (Azwar, 

2013:74). Berikut adalah definisi 

operasional masing-masing variabel 

dalam penelitian tentang faktor-faktor 

yang mempengaruhi volume ekspor 

biji kakao Indonesia ke Malaysia: 

a. Volume ekspor biji kakao 

Indonesia ke Malaysia yang dimaksud 

adalah total volume ekspor biji kakao 

Indonesia ke Malaysia dalam satuan 

ribu ton (000 ton). Data yang 

digunakan merupakan data triwulan 

(time series) selama 9 tahun dari 

tahun 2005 sampai tahun 2013. 

b. Produksi biji kakao Indonesia 

adalah total keseluruhan produksi biji 

kakao Indonesia. Satuan yang 

digunakan adalah ribu ton (000 ton). 

Data yang digunakan merupakan data 

triwulan (time series) selama 9 tahun 

dari tahun 2005 sampai tahun 2013. 

c.  Volume impor biji kakao Malaysia 

adalah total volume impor biji kakao 

Malaysia dari seluruh dunia dalam 

satuan ribu ton (000 ton).  Data yang 

digunakan merupakan data triwulan 

(time series) selama 9 tahun dari 

tahun 2005 sampai tahun 2013. 

d.  Nilai   tukar   riil   rupiah   

terhadap   dollar   Amerika   Serikat   

adalah   nilai perbandingan mata uang 

rupiah terhadap dollar Amerika 

Serikat (US$) yang berlaku dalam 

satuan Rupiah per US$ (Rp/US$). 

Data yang digunakan merupakan data 

triwulan (time series) selama 9 tahun 

dari tahun 2005 sampai tahun 2013. 

e.  Harga riil ekspor biji kakao ke 

Malaysia adalah harga biji kakao 

ekspor yang berlaku ke Malaysia 

dalam satuan US$ per ribu ton 

(US$/000 ton). Data yang digunakan 

merupakan data triwulan (time series) 

selama 9 tahun dari tahun 2005 

sampai tahun 2013. 

f. Harga riil pasar internasional biji 

kakao adalah harga biji kakao yang 

berlaku di pasar internasional dalam 

satuan US$ per ribu ton (US$/000 

ton). Data yang digunakan merupakan 

data triwulan (time series) selama 9 

tahun dari tahun 2005 sampai tahun 

2013. 

g.  Tarif ekspor biji kakao Indonesia 

ke Malaysia adalah pajak yang 

dikenakan terhadap biji kakao yang 

diekspor ke Malaysia yang bertujuan 

untuk menekan volume ekspor biji 

kakao Indonesia ke Malaysia. Data 

yang digunakan merupakan data 

dummy tarif ekspor dengan skala 

triwulan (time series) selama 9 tahun 

dari tahun 2005 sampai tahun 2013. 

 

HASIL DAN PEMBAHASAN 

 

Identifikasi Faktor-Faktor yang 

Mempengaruhi Volume Ekspor 

Biji Kakao Indonesia ke Malaysia 

Tahun 2005 – 2013 

Model volume ekspor biji 

kakao Indonesia ke Malaysia yang 

digunakan dalam penelitian ini 

bertujuan untuk mengetahui faktor-

faktor yang mempengaruhi volume 

ekspor biji kakao Indonesia ke 

Malaysia tahun 2005 - 2013 dengan 

menggunakan metode Ordinary Least 

Square (OLS) pada program SPSS 22. 

Data yang digunakan dalam 

penelitian ini adalah deret waktu 

(time series) dengan skala triwulan 

mulai dari tahun 2005 hingga tahun 
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2013 (9 tahun dengan 36 data time 

series). 

Faktor-faktor yang 

mempengaruhi volume ekspor biji 

kakao Indonesia ke Malaysia 

didapatkan dengan memasukkan 

variabel-variabel bebas yang diduga 

mempengaruhi volume ekspor biji 

kakao Indonesia ke Malaysia 

(variabel terikat). Variabel-variabel 

bebas yang digunakan ada enam 

variabel yaitu produksi biji kakao 

Indonesia, volume impor biji kakao 

Malaysia, nilai tukar riil rupiah 

terhadap dollar Amerika Serikat, 

harga riil ekspor biji kakao Indonesia 

ke Malaysia, harga riil pasar 

internasional biji kakao, dan dummy 

tarif ekspor biji kakao Indonesia ke 

Malaysia. 

Model volume ekspor biji 

kakao Indonesia ke Malaysia terlebih 

dahulu dilakukan serangkaian 

pengujian baik pengujian secara 

pengujian secara ekonometrik (uji 

asumsi klasik) maupun statistik (uji 

hipotesis). Penelitian ini juga 

mengikutsertakan pembahasan 

ekonomi yang bertujuan untuk 

menganalisis hasil estimasi dengan 

keadaan yang sebenarnya. Pada uji 

asumsi klasik dianalisis dengan 

menggunakan uji multikolinearitas, 

uji heteroskedastisitas, uji 

autokorelasi, dan juga uji normalitas. 

Pada uji hipotesis dianalisis 

menggunakan uji simultan (uji F), uji 

parsial (uji t), dan uji koefisien 

determinasi (R2). 

 

Hasil Pengujian Asumsi Klasik 

Pengujian asumsi klasik 

bertujuan untuk mengetahui ada atau 

tidaknya penyimpangan asumsi klasik 

dalam model volume ekspor biji 

kakao Indonesia ke Malaysia. Uji 

asumsi klasik meliputi uji 

multikolinearitas, uji 

heteroskedastisitas, uji autokorelasi, 

serta uji normalitas. 

 

Uji Multikolinearitas 

Salah satu cara dalam 

mendeteksi ada atau tidaknya 

multikolinearitas dalam suatu model 

adalah dengan melihat nilai Variance 

Inflation Factor (VIF). Apabila   nilai   

VIF   > 10, maka   dapat   

disimpulkan   terdapat    masalah 

multikolinearitas.  Hasil uji 

multikolinearitas model volume 

ekspor biji kakao Indonesia ke 

Malaysia dapat dilihat pada Tabel 7 

berikut ini. 

 

Tabel 7. Hasil Uji Multikolinearitas Model Volume Ekspor Biji Kakao Indonesia 

ke Malaysia 
 

No 
 

Variabel Independen 
Collinierity Statistics 

Tolerance VIF 

1. Produksi biji kakao Indonesia ,522 1,915 

2. Volume impor biji kakao Malaysia ,568 1,760 

 

3. 
Nilai tukar riil rupiah terhadap dollar Amerika 

 

Serikat 

 

,500 
 

1,999 

 

4. 
Harga riil eksporbiji kakao Indonesia ke 

 

Malaysia 

 

,134 
 

7,488 
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5. Harga riil pasar internasional biji kakao ,439 2,277 

 

6. 
Dummy tarif ekspor biji kakao Indonesia ke 

 

Malaysia 

 

,220 
 

4,538 

Sumber: Data Sekunder (Diolah) 

Berdasarkan hasil uji 

multikolinearitas yang telah dilakukan 

pada Tabel 7 menunjukkan bahwa 

nilai VIF dari masing-masing variabel 

bebas (produksi biji kakao Indonesia, 

volume impor biji kakao Malaysia, 

nilai tukar rupiah terhadap dollar 

Amerika Serikat, harga riil ekspor biji 

kakao Indonesia ke Malaysia, harga 

riil  biji  kakao  Indonesia, dan  

dummy  tarif  ekspor  biji  kakao  

Indonesia  ke Malaysia) bernilai 

kurang dari 10 (VIF <10), sehingga 

dapat disimpulkan bahwa model 

volume ekspor biji kakao Indonesia 

ke Malaysia yang dihasilkan dalam 

penelitian ini tidak terdapat masalah 

multikolinearitas. 

 

Uji Heteroskedastisitas 

Salah satu cara untuk 

mendeteksi masalah 

heteroskedastisitas dalam suatu model 

penelitian adalah dengan melihat hasil 

scatterplot. Hasil uji 

heteroskedastisitas dengan scatterplot 

pada model volume ekspor biji kakao 

Indonesia ke Malaysia dapat dilihat 

pada berikut ini. 

 

 
 

Gambar Hasil Uji Heteroskedastisitas 

Model Volume Ekspor Biji Kakao 

Indonesia ke Malaysia. 

Berdasarkan hasil uji 

heteroskedastisitas dengan scatterplot 

pada Gambar 20 menunjukkan bahwa 

titik-titik hasil pengolahan data antara 

ZPRED dan SRESID menyebar di 

bawah maupun di atas titik origin 

(angka 0) pada sumbu Y dan tidak 

mempunyai pola yang teratur. Oleh 

karena itu dapat disimpulkan bahwa 

model volume ekspor biji kakao 

Indonesia ke Malaysia tidak terdapat 

masalah heteroskedastisitas. 

 

Uji Autokorelasi 

Mendeteksi adanya autokorelasi 

atau tidak dalam model volume 

ekspor biji kakao Indonesia ke 

Malaysia yaitu dengan menggunakan 

nilai Durbin-Watson (DW).  Berikut 

merupakan tabel hasil pengujian 

autokorelasi Durbin-Watson (DW) 

dalam penelitian di mana nilai k = 6, 

n = 36, tingkat signifikansi (α) = 5%. 

 

 

 

Tabel 8. Hasil Uji Autokorelasi Model Volume Ekspor Biji Kakao Indonesia ke 

Malaysia
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Model 
 

R 
 

R Square 
Adjusted R 

 

Square 

Std. Errorof 
 

the Estimate 

Durbin- 
 

Watson 

1 ,802
a
 ,642 ,569 7,41948 1,923 

Sumber: Data Sekunder (Diolah) 

 

Berdasarkan hasil uji 

autokorelasi pada Tabel 8 dapat 

diketahui nilai Durbin-Watson (DW) 

dalam model volume ekspor biji 

kakao Indonesia ke Malaysia adalah 

sebesar 1,923, untuk dapat 

mengetahui ada atau tidaknya 

autokorelasi dapat dilihat pada Tabel 

9 berikut ini. 

Tabel 9. Hasil Pengujian Ada 

Tidaknya Autokorelasi dengan Uji 

Durbin-Watson 
 

 

Autokorelasi 

positif 

 

 

tanpa 

kesimpula

n 

Nilai DW 
 

1,923 tidak 

terjadi 

autokorelasi 

 

 

Tanpa 

kesimpulan 

 

 

Autokorelasi 

negatif 

0 d
L 

d
U 

4-dU 4-dL 4 

 1,11

44 

1,8764 2,1236 2,8856  

Sumber: Data Sekunder (Diolah) Keterangan: Taraf Nyata (α) Lima Persen 

 

 

Berdasarkan Tabel 9 

menunjukkan bahwa nilai Durbin-

Watson (DW) sebesar 1,923 berada di 

antara dU dan 4-dU. Hal ini 

menunjukkan bahwa tidak terjadi 

gangguan autokorelasi pada model 

volume ekspor biji kakao Indonesia 

ke Malaysia. Ini berarti variabel bebas 

(produksi biji kakao Indonesia, 

volume impor biji kakao Malaysia, 

nilai tukar riil rupiah terhadap dollar 

Amerika Serikat, harga riil ekspor biji 

kakao Indonesia ke Malaysia, harga 

riil pasar internasional biji kakao, dan 

dummy tarif ekspor biji kakao 

Indonesia ke Malaysia) tidak 

terganggu atau tidak terpengaruhi 

oleh variabel pengganggu sehingga 

dapat disimpulkan bahwa dalam 

model volume ekspor biji kakao 

Indonesia ke Malaysia tidak terjadi 

masalah autokorelasi. 

 

Uji Normalitas 

Uji normalitas dapat dilakukan 

dengan menggunakan analisa normal 

probability plot yaitu dengan melihat 

penyebaran data pada grafik Normal 

P-P plot. Regression Standardized 

Residual. Hasil dari uji normalitas 

pada model volume ekspor biji kakao 

Indonesia ke Malaysia dapat terlihat 

dari penyebaran data pada grafik 

Normal P-Pplot Regression 

Standardized Residual dan diperoleh 

hasil sebagai berikut: 
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Hasil Uji Normalitas Model Volume 

Ekspor Biji Kakao Indonesia ke 

Malaysia 

 

Berdasarkan hasil uji normalitas 

pada Gambar 21 menunjukkan bahwa 

grafik Normal P-Pplot Regression 

Standardized Residual titik-titik yang 

tersebar tidak jauh pada sumbu 

diagonal P-Plot sehingga data pada 

model volume ekspor biji kakao 

Indonesia ke Malaysia memenuhi 

asumsi normalitas. Menurut Sunyoto 

(2010:108) suatu data dikatakan 

berdistribusi normal jika garis data 

riil mengikuti garis diagonal. Maka 

dapat disimpulkan bahwa residual 

dalam model volume ekspor biji 

kakao Indonesia ke Malaysia 

terdistribusi secara normal. 

 

Hasil Pengujian Hipotesis 

Uji hipotesis dapat dilakukan dengan 

melakukan pengujian parameter 

model regresi linear berganda (uji t 

dan uji F) serta pengujian koefisien 

determinasi (R2). 

 

 

Uji F (Uji Simultan) 

Uji F statistik digunakan untuk 

mengetahui apakah variabel-variabel 

bebas (produksi biji kakao Indonesia, 

volume impor biji kakao Malaysia, 

nilai tukar riil rupiah terhadap dollar 

Amerika Serikat, harga riil ekspor biji 

kakao Indonesia ke Malaysia, harga 

riil pasar internasional biji kakao, dan 

dummy tarif ekspor biji kakao 

Indonesia ke Malaysia) pada 

penelitian secara simultan (bersama-

sama) berpengaruh nyata terhadap 

variabel terikat (volume ekspor biji 

kakao Indonesia ke Malaysia) pada 

tingkat kepercayaan 95% atau pada 

taraf nyata (α) sebesar 5%. 

Berikut merupakan hasil uji F dalam 

model volume ekspor biji kakao 

Indonesia ke Malaysia: 

 

Tabel 10. Hasil Uji F (Uji Simultan) Model Volume Ekspor Biji Kakao Indonesia 

ke Malaysia 

 

Model 

Sum of 

Squares 

 

df 

Mean 

Square 

 

F 

 

Sig. 

1 Regression 

Residual Total 

2868,880 

1596,410 

4465,291 

6 

29 

36 

478,147 

55,049 

8,686 ,000b 

Sumber: Data Sekunder (Diolah) 

Keterangan: Taraf Nyata (α) Lima Persen

 

Berdasarkan Tabel 10 

menunjukkan bahwa hasil uji F 

dengan tingkat signifikansi 0,05 dapat 

diketahui bahwa nilai probabilitas F 

sebesar 0,000 yang berarti nilai 

tersebut berada di bawah nilai 

signifikansi (0,000 < 0,05) maka 

dapat disimpulkan bahwa dalam 

model volume ekspor biji kakao 

Indonesia ke Malaysia secara 
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simultan atau bersama-sama variabel 

bebas (produksi biji kakao Indonesia, 

volume impor biji kakao Malaysia, 

nilai tukar riil rupiah terhadap dollar 

Amerika Serikat, harga riil ekspor biji 

kakao Indonesia ke Malaysia, harga 

riil pasar internasional  biji  kakao,  

dan  dummy  tarif  ekspor  biji  kakao  

Indonesia  ke Malaysia)  memiliki  

pengaruh  yang  signifikan  terhadap  

variabel  terikatnya (volume ekspor 

biji kakao Indonesia ke Malaysia). 

Selain melihat nilai probabilitas 

F (P-value), untuk pengujian secara 

simultan atau secara bersama-sama 

juga dapat dilihat dari nilai F-

hitungnya. Hasil dari uji F  diketahui  

bahwa  F-hitung  adalah  sebesar  

8,686  dengan  degree  of freedom 

(df) = k-1 = 7-1 = 6 dan derajat bebas 

penyebut (df2) = n-k = 36-7 = 29, 

dimana k adalah jumlah variabel 

bebas dan terikat dan n adalah jumlah 

observasi/sampel pembentu regresi. 

Berdasarkan tabel distribusi F (tabel 

bantuan jika   menggunakan   statistik   

uji   F)   diperoleh   F-tabel   sebesar   

2,43.   Jika dibandingkan antara F-

hitung dan F-tabel, maka nilai F-

hitung (8,686) lebih besar dari pada 

F-tabel (2,43) (8,686 > 2,43), 

sehingga dapat disimpulkan bahwa 

secara simultan  atau  bersama-sama  

variabel  bebas  (produksi  biji  kakao  

Indonesia, volume impor biji kakao 

Malaysia, nilai tukar riil rupiah 

terhadap dollar Amerika Serikat, 

harga riil ekspor biji kakao Indonesia 

ke Malaysia, harga riil pasar 

internasional  biji  kakao,  dan  

dummy  tarif  ekspor  biji  kakao  

Indonesia  ke Malaysia)  memiliki  

pengaruh  yang  signifikan  terhadap  

variabel  terikatnya (volume ekspor 

biji kakao Indonesia ke Malaysia). 

 

Uji t (Uji Parsial) 

Uji t statistik digunakan untuk 

mengetahui apakah koefisien masing- 

masing variabel bebas (produksi biji 

kakao Indonesia, volume impor biji 

kakao Malaysia, nilai tukar riil rupiah 

terhadap dollar Amerika Serikat, 

harga riil ekspor biji kakao Indonesia 

ke Malaysia, harga riil pasar 

internasional biji kakao, dan dummy 

tarif ekspor biji kakao Indonesia ke 

Malaysia) secara parsial (individu) 

memberikan pengaruh yang 

signifikan terhadap variabel terikat 

(volume ekspor biji  kakao  Indonesia  

ke  Malaysia).   

 

Hasil Uji t (Uji Parsial) Model Volume Ekspor Biji Kakao Indonesia ke Malaysia 

Model Unstandardized 

Coefficients 

Standardized 

Coefficients 

 

 

t 

 

 

Sig. 

B Std. Error Beta 

1 (Constant) -36,237 31,294  -1,158 ,256 

X1 ,194 ,168 ,178 1,158 ,256 

X2 ,039 ,096 ,060 ,404 ,689 

X3 -,002 ,001 -,188 -1,196 ,241 

X4 ,001 ,000 ,670 2,205 ,036 

X5 ,001 ,000 ,611 3,644 ,001 

XD 2,326 5,343 ,103 ,435 ,666 

Sumber: Data Sekunder (Diolah) 

Keterangan: Taraf Nyata (α) Lima Persen

Keterangan:  
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X1 = Produksi biji kakao di Indonesia 

X2 = Volume impor biji kakao 

Malaysia 

X3 = Nilai tukar riil rupiah terhadap 

dollar Amerika Serikat 

X4 = Harga riil ekspor biji kakao 

Indonesia ke Malaysia 

X5 = Harga riil pasar internasional 

biji kakao 

XD = Dummy tarif ekspor biji kakao 

Indonesia ke Malaysia 

Berdasarkan table di atas dapat 

diketahui t-hitung yang diperoleh dari 

masing- masing variabel. Kemudian 

perlu diketahui nilai t-tabel yang akan 

digunakan. Nilai t-tabel tergantung 

pada besarnya degree of freedom (df) 

dan tingkat signifikansi yang 

digunakan. Tingkat signifikansi yang 

digunakan pada penelitian ini adalah 

sebesar 5% dengan nilai df = n – k = 

36 – 7 = 29, maka diperoleh nilai t-

tabel adalah sebesar  1,69913. 

 

Uji Koefisien Determinasi (R2) 

Koefisien determinasi (R2) 

digunakan untuk mengetahui sejauh 

mana ketepatan atau kecocokan garis 

regresi yang terbentuk dalam 

mewakili kelompok data hasil 

observasi. Koefisien determinasi 

menggambarkan bagian dari variasi 

total yang dapat diterangkan oleh 

model. 

 

Tabel 12. Hasil Uji Koefisien Determinasi (R2) Model Volume Ekspor Biji 

KakaoIndonesia ke Malaysia 

 
 

Model 
 

R 
 

R Square 
Adjusted R 

 

Square 

Std. Errorof the 
 

Estimate 

1 ,802
a
 ,642 ,569 7,41948 

Sumber: Data Sekunder (Diolah) 

Keterangan: Taraf Nyata (α) Lima Persen 

 

 

Berdasarkan Tabel 12 

diperoleh nilai  koefisien determinasi  

(R  square) sebesar 0,642. Hal ini 

berarti bahwa variabel terikat 

(volume ekspor biji kakao Indonesia 

ke Malaysia (Y)) mampu dijelaskan 

oleh variabel-variabel bebas dalam 

penelitian ini yang meliputi; produksi 

biji kakao Indonesia (X1), volume 

impor biji kakao Malaysia (X2), nilai 

tukar riil rupiah terhadap dollar 

Amerika Serikat (X3), harga riil 

ekspor biji kakao Indonesia ke 

Malaysia (X4), harga riil pasar 

internasional biji kakao (X5), dan 

dummy tarif ekspor biji kakao 

Indonesia ke Malaysia (XD) sebesar 

64,2%, sedangkan 35,8% lainnya 

dijelaskan oleh variabel- variabel 

bebas lain di luar model (yang 

diteliti). 

 

Persamaan Regresi Linear 

Berganda 

Berdasarkan hasil analisis 

regresi linear berganda pada Tabel 

11, maka model volume ekspor biji 

kakao Indonesia ke Malaysia 

diperoleh persamaan regresi sebagai 

berikut: 

Y = -36,237 +0,194X1+0,039 X2-

0,002 X3+0,001 X4+0,001 

X5+2,326 XD+e 

Keterangan: 
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Y = Volume ekspor biji kakao 

Indonesia ke Malaysia 

X1 = Produksi biji kakao Indonesia 

X2 = Volume impor biji kakao 

Malaysia 

X3 = Nilai tukar riil rupiah terhadap 

dollar Amerika Serikat 

X4 = Harga riil ekspor biji kakao 

Indonesia ke Malaysia 

X5 = Harga riil pasar internasional 

biji kakao 

XD = Dummy tarif ekspor biji kakao 

Indonesia ke Malaysia  

e   = error 

 

Faktor-Faktor yang 

Mempengaruhi Volume Ekspor 

Biji Kakao Indonesia ke Malaysia 

Tahun 2005 – 2013 

Faktor-faktor yang 

mempengaruhinya merupakan 

variabel bebas dalam penelitian 

dengan enam variabel bebas yaitu; 

produksi biji kakao Indonesia (000 

ton), volume impor biji kakao 

Malaysia (000 ton), nilai tukar riil 

rupiah terhadap dollar Amerika 

(Rp/US$), harga riil ekspor biji 

kakao Indonesia ke Malaysia 

(US$/000 ton), harga riil pasar 

internasional biji kakao (US$/000 

ton), dan dummy tarif ekspor biji 

kakao Indonesia ke Malaysia (%). 

Hasil penelitian model volume 

ekspor biji kakao Indonesia ke 

Malaysia menunjukkan faktor-faktor 

yang mempengaruhi volume ekspor 

biji kakao Indonesia ke Malaysia 

dalam penelitian ini sebagai berikut: 

 

1. Produksi Biji Kakao Indonesia 

(X1) 

Hasil regresi linear berganda 

model volume ekspor biji kakao 

Indonesia ke Malaysia menunjukkan 

bahwa tanda koefisien produksi biji 

kakao di Indonesia adalah positif. 

Berdasarkan hasil regresi linear 

berganda pada model volume ekspor 

biji kakao Indonesia ke Malaysia, 

variabel produksi biji kakao 

Indonesia memiliki nilai koefisien 

regresi sebesar 0,194. 

Berdasarkan hasil uji t yang telah 

dilakukan, variabel produksi biji 

kakao Indonesia dalam model 

volume ekspor biji kakao Indonesia 

ke Malaysia tidak berpengaruh 

secara signifikan atau tidak 

berpengaruh nyata pada taraf nyata 

(α) lima persen terhadap volume 

ekspor biji kakao Indonesia ke 

Malaysia. Ketidaksesuaian tersebut 

diduga kualitas biji kakao Indonesia 

yang rendah dikarenakan tidak 

melalui proses fermentasi terlebih 

dahulu, sehingga tidak semua biji 

kakao yang diproduksi Indonesia 

dapat dijual di pasar ekspor 

Malaysia. 

2. VolumeImpor Biji Kakao 

Malaysia (X2) 

Hasil regresi linear berganda 

model volume ekspor biji kakao 

Indonesia ke Malaysia menunjukkan 

bahwa tanda koefisien volume impor 

biji kakao Malaysia adalah positif. 

Berdasarkan hasil analisis regresi 

linear berganda pada model volume 

ekspor biji kakao Indonesia ke 

Malaysia, variabel volume impor biji 

kakao Malaysia memiliki nilai 

koefisien regresi sebesar 0,039. 

Berdasarkan hasil uji t yang telah 

dilakukan, variabel volume impor 

biji kakao Malaysia dalam model 

volume ekspor biji kakao Indonesia 

ke Malaysia tidak berpengaruh 

secara signifikan atau tidak 

berpengaruh nyata pada taraf nyata 

(α) lima persen terhadap volume 

ekspor biji kakao Indonesia ke 

Malaysia. Apabila kebutuhan biji 

kakao di Malaysia pada tahun 

tersebut tinggi namun volume ekspor 
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biji kakao Indonesia ke Malaysia di 

tahun yang sama mengalami 

penurunan, maka untuk memenuhi 

kebutuhan biji kakao, Malaysia 

melakukan impor biji kakao dari 

negara lain. 

 

3. Nilai Tukar Riil Rupiah 

terhadapDollar 

AmerikaSerikat(X3) 

Hasil regresi linear berganda 

model volume ekspor biji kakao 

Indonesia ke Malaysia menunjukkan 

bahwa tanda koefisien nilai tukar riil 

rupiah terhadap dollar Amerika 

Serikat adalah negatif. 

Berdasarkan hasil analisis regresi 

linear berganda pada model volume 

ekspor biji kakao Indonesia ke 

Malaysia, variabel nilai tukar riil 

rupiah terhadap dollar Amerika 

Serikat memiliki koefisien regresi 

sebesar -0,002. Variabel nilai tukar 

riil rupiah terhadap dollar Amerika 

Serikat dalam model volume ekspor 

biji kakao Indonesia ke Malaysia 

tidak berpengaruh secara signifikan 

atau berpengaruh tidak nyata pada 

taraf nyata (α) lima persen terhadap 

volume ekspor biji kakao Indonesia 

ke Malaysia. 

 

4. Harga Riil Ekspor Biji Kakao 

Indonesia ke Malaysia (X4) 

Hasil regresi linear berganda 

model volume ekspor biji kakao 

Indonesia ke Malaysia menunjukkan 

bahwa tanda koefisien harga riil 

ekspor biji kakao Indonesia ke 

Malaysia adalah positif. 

Berdasarkan hasil analisis 

regresi linear berganda pada model 

volume ekspor biji kakao Indonesia 

ke Malaysia, variabel harga riil 

ekspor biji kakao Indonesia ke 

Malaysia memiliki koefisien regresi 

sebesar 0,001. 

Berdasarkan hasil uji t yang 

telah dilakukan, variabel harga riil 

ekspor biji kakao Indonesia ke 

Malaysia dalam model volume 

ekspor biji kakao Indonesia ke 

Malaysia berpengaruh secara 

signifikan/nyata pada taraf nyata (α) 

lima persen terhadap volume ekspor 

biji kakao Indonesia ke Malaysia. 

 

5. Harga riil pasar internasional biji 

kakao (X5) 

Hasil regresi linear berganda 

model volume ekspor biji kakao 

Indonesia ke Malaysia menunjukkan 

bahwa tanda koefisien harga riil 

pasar internasional biji kakao adalah 

positif. 

Berdasarkan hasil analisis regresi 

linear berganda pada model volume 

ekspor biji kakao Indonesia ke 

Malaysia menunjukkan bahwa 

variabel harga riil pasar internasional 

biji kakao memiliki koefisien regresi 

sebesar 0,001. 

Berdasarkan hasil uji t yang 

telah dilakukan, variabel harga riil 

pasar internasional biji kakao  dalam  

model  volume  ekspor biji  kakao  

Indonesia  ke Malaysia  juga  

berpengaruh  secara  signifikan/nyata  

pada  taraf  nyata  (α)  lima persen 

terhadap volume ekspor biji kakao 

Indonesia ke Malaysia. 

 

6. Dummy Tarif Ekspor Biji Kakao 

Indonesia ke Malaysia (XD) 

Berdasarkan hasil analisis 

regresi linear berganda pada model 

volume ekspor biji kakao Indonesia 

ke Malaysia menunjukkan bahwa 

variabel dummy tarif ekspor biji 

kakao Indonesia ke Malaysia 

memiliki koefisien regresi 

sebesar2,326. 

Berdasarkan hasil uji t yang 

telah dilakukan, variabel dummy 

tarif ekspor biji kakao Indonesia ke 
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Malaysia tidak berpengaruh nyata 

terhadap volume ekspor biji kakao 

Indonesia ke Malaysia  pada  taraf  

nyata  (α)  lima  persen.  Kebijakan 

tarif ekspor yang telah ditetapkan 

oleh pemerintah bertujuan untuk 

menekan volume ekspor biji kakao 

Indonesia, sehingga dengan adanya 

tarif ekspor biji kakao diharapkan 

mampu menurunkan volume ekspor 

biji kakao Indonesia ke Malaysia. 

 

 

KESIMPULAN 

 

Berdasarkan hasil dan 

pembahasan yang  dilakukan  dalam  

penelitian dengan judul “Analisis 

Faktor-Faktor yang Mempengaruhi 

Volume Ekspor Biji Kakao Indonesia 

ke Malaysia” dalam kurun waktu 

2005 - 2013 dapat disimpulkan 

beberapa hal sebagai berikut: 

1. Faktor - faktor yang 

mempengaruhi volume ekspor 

biji kakao Indonesia ke Malaysia 

yang telah dianalisis dalam 

penelitian ini adalah produksi 

biji kakao Indonesia, volume 

impor biji kakao Malaysia, nilai 

tukar riil rupiah terhadap dollar 

Amerika Serikat, harga riil 

ekspor biji kakao Indonesia ke 

Malaysia, harga riil pasar 

internasional biji kakao, dan 

dummy tarif ekspor biji kakao 

Indonesia ke Malaysia. 

2. Hasil penelitian ini 

menunjukkan nilai koefisien 

determinasi (R2) sebesar 0,642. 

Artinya bahwa volume eskpor 

biji kakao   Indonesia ke 

Malaysia mampu   dijelaskan 

oleh variabel-variabel   bebas 

(produksi   biji   kakao 

Indonesia, volume impor biji 

kakao Malaysia, nilai tukar riil 

rupiah terhadap dollar Amerika 

Serikat, harga riil ekspor biji 

kakao Indonesia ke Malaysia, 

harga riil biji kakao intenasional, 

dan dummy tarif ekspor biji 

kakao Indonesia ke Malaysia) 

sebesar 64,2% sedangkan 35,8% 

dijelaskan oleh variabel- 

variabel bebas lainnya. Hasil uji 

F menunjukkan secara simultan 

(bersama- sama) variabel bebas 

yang diteliti memiliki pengaruh 

yang signifikan terhadap 

variabel terikatnya. Adapun 

faktor-faktor yang paling 

berpengaruh secara 

signifikan/nyata terhadap 

volume ekspor biji kakao 

Indonesia ke Malaysia dengan 

taraf nyata (α) lima persen 

adalah harga riil ekspor biji 

kakao Indonesia ke Malaysia 

dan harga riil pasar internasional 

biji kakao. 
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Abstract: The authors study the properties of the ordinary least squares trend estimator in a simple linear 
regression model with multiple known level shift times. The error component in the model is taken to be 
a general short-memory stationary time series. The authors establish the consistency and asymptotic nor- 
mality of the estimator. They also present a climatological application in which the multiple level shifts are 
prominent features. 

La regression lineaire simple a paliers multiples 

R h m C  : Les auteurs Budient les proprikth d’un estimateur des moindres c a d s  du paramhtre de dkri- 
ve d’un modble de rkgression linCaire simple dans lequel des changements de paliers surviennent ti des 
moments pr6dCterminks. Les termes d’emur successifs du modkle constituent une sCrie chronologique 
stationnaire ti &moire come. Les auteurs dkmontrent la convergence et la normalitk asymptotique de I’es- 
timateur. 11s pr&ntent aussi une application climatologique caractkrish par de multiples changements de 
paliers. 

1. INTRODUCTION 

Consider a time series {Xt} sampled from a simple linear regression model with multiple level 
shifts governed by 

(1) 

The errors { E ~ }  have zero mean and are stationary in time t with lag h autocovariance y ( h )  = 

C O V ( E ~ ,  ~ ~ + h ) .  The regression location parameter is p ,  a is the linear trend slope, which is our 
focus, and (6,) represents the level shift factor. For a fixed sample size n and 1 I t 5 n, the 
level shift magnitudes are parameterized as 

xt = p + at + 6t + E t .  

where 71 < . . < Tk-l are the ordered times of the level shifts. All level shift times are consid- 
ered known. We assume that there are k = k(n) different regimes during the time set { 1,  . . . , n}. 
For parameter identifiability, we take A1 = 0; otherwise, the A, and p would be confounded. 
For a fixed n, the model in (1) contains the k + 1 unknown parameters p, a, A 2 , . .  . , A k .  In this 
paper, we focus on the case where the regime lengths 7% - ~ i - 1  are finite for each finite i (take 
TO = 1) and k(n) -+ 00 as n -+ 00. Because the number of mean shifts grows without bound 
as n -+ 00, the asymptotics needed for our analysis are not directly available. Nonetheless, 
regression models with autocorrelated errors have seen many applications (see Gurland 1954; 

Watson 1955; Zinde-Walsh & Galbraith 1991; Choudhury, Hubata & St. Louis 1999, amongst 
many others) and regression models with level shifts and breakpoints similar to (1) also abound 
(see Quandt 1958, 1960; Hinkley 1969, 1971, for early references). 
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Many authors have considered detectingAocating a single level shift at an unknown time (a 
so-called change-point); studies of multiple level shifts at unknown times are less common (see 
however Green 1995; Chib 1998; Yang & Kuo 2001; Fearnhead 2006). In contrast to analyses 
where the shift times are unknown, the present work studies the case where multiple level shifts 
occur, but all at known times. The mathematical formulation here allows for the possibility of 
an extreme number of level shifts. Such structure is indeed encountered in climatology; for 
example, United States temperature stations exhibit frequent shifts due to station relocations and 
instrumentation changes. Here, stations average about six level shifts over a century of operation 
(Lu, Lund & Seymour 2005; Mitchell 1953), but these shift times, for the most part, have been 
documented in the data records. Whereas additional regression factors are easily added to (l), 
we focus on a simple linear structure for clarity of exposition and applicability to the problem on 
temperature trends described in Section 2. 

The rest of this paper is organized as follows. Section 2 motivates the mathematics with an 
application to a temperature series from Tuscaloosa, Alabama. One gains appreciation for the 
multiple level shift aspect here as trend inferences radically change once level shift information 
is taken into account. Sections 3 and 4 provide the main theoretical results, proving consistency 
and asymptotic normality of the ordinary least squares trend estimator, respectively. 

2. A TEMPERATURE SERIES MOTIVATION 
Level shifts are ubiquitous features of climatic series (see Solow 1987; Easterling & Peter- 
son 1995; Vincent 1998; Menne & Williams 2005). For example, level shifts in temperature 
series are plausible whenever the recording station moves (even 100 yards), the thermometer 
is changed, the thermometer shelter is altered, or an observer changes. This section shows the 
importance of level shifts in a trend analysis of data on annual temperatures at Tuscaloosa, Al- 
abama. This century long series is plotted in Figure l.  Station records document three candidate 
shift times since 1901: the thermometer was changed in 1939, the station was moved in 1957, 
and both station location and thermometer changed in 1987. 

“1 

15 

1910 1920 1930 1940 1950 1960 1970 1980 1990 2ooo 

Xme of Observation (Year) 

FIGURE I :  Yearly temperatures at Tuscaloosa, Alabama, with least squares trends. 

As gauged from the 1957-2000 subseries with standard t-tests (and the undocumented 
change-point detection method of Lund & Reeves 2002), the changes in 1987 do not induce 
a significant level shift. Moreover, a regression F-test prefers a model with the same trend slope 
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in all three regimes to a model where the trend slope varies by regime. Hence, we proceed with 
(1) with three regimes encompassing 1901-1938,1939-1956, and 1957-2000. 

The solid and piecewise lines in Figure 1 depict ordinary least squares fits when level shifts 
are ignored and taken into account, respectively. A linear trend estimate and one standard error 
are -0.3023 f 0.7755"C/Century when shifts are ignored and 3.5166 f 0.4186"C/Century when 
shifts are taken into account. The standard errors are based on ( 5 )  below. Of course, the level 
shift adjusted trend estimate is preferable-and this is visually evident from the fits in Figure 1- 
but the criticality of the level shift issue is striking. In particular, the two trend estimates differ 
12-fold and take different signs. 

FIGURE 2: Sample autocorrelations of ordinary least squares residuals. 

Autocorrelations of the residuals are compared in Figure 2. This graph makes a tangential 
point: the memory structure in a model that ignores level shifts typically needs to be longer than 
that for a model where shift information is taken into account. Indeed, mean misspecification can 
be mistaken for long-memory behaviour (Berkes, Horvath, Kokoszka & Shao 2006). a fact well 
known in economics (Phillips 1987) and climatology (Woodward & Gray 1995). In this case, the 
residual autocorrelations of the shift-ignored fit lie outside the 95% percent pointwise confidence 
bounds for white noise over the first five lags, while the autocorrelations of the shift-adjusted 
residuals lie outside these bounds only at lag 15 (and barely so there). In the examination of 
other temperature records, we have found that the autocovariance memory of fits in which shifts 
have been accounted for are typically much shorter than those for shift-ignored fits; nonetheless, 
the time series component does not completely vanish in fits with shifts accounted for. 

The fitted time series models were ARMA( 1,2) for the shift-ignored fit and AR( 1) for the fit 
which allows for level shifts. Both structures were chosen by the AICC model selection criteria 
(Brockwell & Davis 1991). As these ARMA fits ate only used to compute standard errors of the 
trend estimates, we will not elaborate on them in detail. However, a further set of residuals of the 
AR( 1) fit are plotted in Figure 3 and passed a variety of white noise tests. The residuals in Figure 
3 were also tested for undocumented change-points with the methods of Lund & Reeves (2002). 
The results suggest no need for further breakpoints. 

The results for the Tuscaloosa series are not pathological; in fact, Lund, Seymour & 

Kafadar (200 1) show that level shift times are the single most critical piece of information needed 
to construct a realistic linear temperature trend estimate at a fixed station in the United States. 
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While some climatologists argue for a spatial law of large numbers-that shift effects for series 
that have been aggregated over large geographical areas average to zero-the matter has not been 
totally resolved. 

* *  
* .  

1910 1920 1930 1940 1950 1960 1970 1980 1990 2ooo 

Year 

FIGURE 3: Tuscaloosa AR(I) residuals. 

In the rest of this article, we examine the mathematical legitimacy of using z-scores in mul- 
tiple level shift settings. For example, in the Tuscaloosa series, the trend estimate divided by 
one standard error is z = 8.40 when level shifts are taken into account. Tuscaloosa would be 
declared warming if this statistic is truly an approximate draw from the standard normal distri- 
bution. Moreover, if asymptotic normality can be established, an approximate 95% confidence 
level for CT would be (2.6372,4.3960)”C/Century. 

One could question an asymptotic result applied to the Tuscaloosa series, which had two 
statistically significant level shifts in a century of operation. To assess the effects of small sample 
sizes, a simulation study was conducted. Ten thousand series of length 100 with level shifts at 
times 39 and 57 were generated. The level shift magnitudes were generated (independent of all 
else) as either +1 or -1, with probability 1/2 each. The simulation takes 1-1 = a = 0. The errors 
{ E ~ }  were generated as AR(1) noise and three different first order autoregressive coefficients 
were considered: -0.5,0.25,0.75. The white noise variance in the AR( 1 )  model was taken as 
unity. Figure 4 shows QQ plots and histograms of the resulting z-scores of the trend estimates 
and confirms that a normal approximation is quite accurate in this setting. 

3. CONSISTENCY 
This section establishes consistency of the ordinary least squares estimator of a in considerable 
generality. For a fixed sample size n, let Y, = { 7%- 1,  T*- 1 + 1, . . . , T, - 1) be the set of all times 
when the series experienced regime i for 1 5 i 5 k(n). The conventions TO = 1 and T k  = n + 1 
are made so that the length of the zth regime is l, (n) = T~ - T*- 1. In the ensuing asymptotics, it 
is convenient to book-keep an infinite sequence { ~ } p ” =  of “theoretical regime lengths” defined 
by c, = T* - ~ ~ - 1  as long as i is not the last regime. Observe that l ,(n) + . . . + &(,)(n) = n 
and that c, = e,(n) for n 2 c1 + ... + c, (or i < k(n)). In other words, the sample regime 
lengths coincide with the theoretical regimes lengths except during the last regime. While Y,, 
l,(n), and so on, may depend on n for times in the last regime, our notation at times suppresses 
this dependence for overall tidiness. 
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FIGURE 4: Small sample size QQ plots and histograms. 

The ordinary least squares estimator of a is well known as 

- 4 . 2 0 2 4  

2.- 

I AR(l )cad( ld .n (  0 5  

where f, = 4;’ CtcY, t and xi = l;’ c t E y ,  X, are the time and observation averages during 
regime i. Of course, 6 minimizes the sum of squares 

c c ( X t  - p  - at - Ai)2 
i = l  t€Y,  

over p, a, A2,.  . . , Ah. The denominator in (3) is explicitly evaluated as 

It is easy to see that d is unbiased for any zero mean { E ~ } .  As d is a linear combination of 
X I ,  . . . , X,, the variance of d is given by 
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(see Lee & Lund 2004). When t is the j th point in regime i < k(n), we have 

v t = j -  
c, + 1 

2 ,  
1 5 j  <Ci. (7) 

Before proceeding, we comment that generalized least squares estimators of a are seldom 
worth the computational hassle in this setting. Indeed, Grenander (1954) and Grenander & 

Rosenblatt (1957) prove that generalized least squares and ordinary least squares estimators have 
the same asymptotic efficiency for any short-memory stationary { E ~ }  in the model (1) without 
level shifts. 

The following result establishes consistency of & with multiple level shifts when k ( n )  -+ 00 

as n -+ 00. When sup,>I k(n) < 00, one can construct a consistent estimator of a from data 
from the last regime only(since the length of this regime is approaching infinity). 

THEOREM 1 .  Assume that { ~ t  } is stationary and has short-memory in that 
00 

h=O 

and there is an infinite number of regimes in the limit ( k ( n )  + 00 as n -+ 30). Then & is 
consistent as n -+ 00 ifand only i f # { i  : 1 5 i < k ( n )  and c, > 1) -+ 00 as n + 00. 

The short-memory condition in (8) is satisfied by all causal autoregressive moving-average 
(ARMA) process (see Brockwell & Davis 1991). Examples of long-memory series with incon- 
sistent & exist; hence, (8) is hard to dispense with. Short-memory is equivalent to finiteness 
(existence) of a spectral density of { E ~ }  at frequency zero. Imposing that #{i : 1 < i < k ( n )  
and ci > 1) + 00 as n -+ 00 ensures that infinitely many regimes (in the limit) will have 
length two or more. Intuitively, each regime with length two or more provides some information 
for a - e v e n  in short-memory time series settings-and an infinite number of positive informa- 
tion regimes induces consistency. The result in Theorem l is simple and geometrically appealing; 
its proof is given in the Appendix. The result is tight in that consistency will not be achieved in 
short-memory time series settings where k ( n )  -+ 00 as n -+ 30 unless there are infinitely many 
non-unit length regimes in the limit. 

4. ASYMPTOTIC NORMALITY 
Conditions guaranteeing asymptotic normality of ordinary least squares regression estimators 
are admirably developed in Grenander (1954); Grenander & Rosenblatt (1957); Hannan (1961, 
1970); Eicker (1967); Anderson (1971); and Roussas (1989). The results presented there are 
very close to necessary and sufficient conditions for asymptotic normality, though the earlier 
references are phrased in the spectral domain. Fuller (1996) translates many of these results into 
time domain settings. Hence, our main work here is merely to verify that the technical conditions 
in the above references are satisfied. This said, somewhat more structure is needed on { ~ t }  than 
in the last section; in particular, we assume that { E ~ }  is the causal linear process 

where the { 2,) are independent and identically distributed with zero mean and variance u2 > 0. 
Short-memory indeed follows from (9). Every causal ARMA@, q) series can be expressed in the 
form of (9). 
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Asymptotic normality is perhaps most directly investigated by imposing a probabilistic struc- 
ture on the regime lengths { c i } E l .  As station change-point times cannot be predicted exactly 
in advance (for example, lightning could destroy a temperature gauge or an observer may die), 
{cz}gl seems to contains elements of randomness. As a first step, it is natural to postulate that 
the change-point times are sampled from a renewal process with the renewal times { T ~ } Z  Our 
next result proves asymptotic normality of 6 under this structure. 

THEOREM 2. Suppose that { E t }  admits the causal linear representation in (9) and that the 
regime lengths { c i } g  are non-degenerate independent and identically distributed random vari- 
ables with afinite third moment. Assume that { c i } z l  and { E t }  are independent. Then 

{ c(t - fi)2}1'2(6 - a) 3 N(0,V) 
i = l  t € Y ;  

as n -+ 00, where V = cr=-, wir (h)  and w: := limn-rm Wn,h exists for all h 2 0 (take 
W r h  = w: for h 2 1). Moreovec w;I (and hence also V )  does not depend on the realization of 
{cj}& withpmbabilify 1. 

Theorem 2 is proven in the Appendix. A comment about extensions of the result is also 
presented there. From the result, a large sample confidence interval for a is 

where z7 denotes the customary (1 - 7)th quantile of the standard normal distribution for -y > 0. 
a fin& 12, v Can be eSthlated aS zz-, W n , h T ( h ) ,  W h e r e  wn,-h = Wn,h for h 2 1 and 

+( h) is a good estimate of the autocovariance of { c t }  at lag h (an AR( 1) model was fitted for 7 
in the Section 2 example). 

APPENDIX 

Proof of 7'heorem I .  Assume that { E t }  is short-memory and that #{i : 1 5 i < k(n) and ci > 1) 
t 00 as n 4 00. By the Cauchy4chwa.n inequality, 

an-h I t n - h  \ 112 n - h  \ 112 n 

' t = l  t = l  

and it follows that IWn,hl 5 1 for all n and h. Using this in ( 5 )  gives 

From (8) and (10). consistency follows if we can show that 

To prove (1  1). we note that 

t € Y ,  
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whenever e, > 1. But since E, = c, for i < k ( n )  and k ( n )  -+ 30 as n -+ 00, infinitely many 
terms in the inner summation in (1 1) will be greater than or equal to 1/2 (eventually) and the 
limit in (1 1) is indeed infinite. 

Conversely, suppose that (1 1) holds and that #{i : 1 5 i < k ( n )  and c, > 1) is bounded as 
n increases. Then there is some finite integer M such that c ,  = 1 for all i > 111. For i > 111, 
t - t, = 0 and the limit in (1 1) is finite. Arguing by contradiction, if consistency were to hold, 
then by (3) and the identity Elk'?' Ctcv, ( t  - i2)x, = 0, we have 

Since t - i i  = 0 for any t in a regime of some index M or greater, (12) implies that 

Now (13) is of the form var (a':,z~) = 0 for some finite integer B and non-zero vector a ' ~  = 

( a ,  , . . . , a ~ ) ~ ,  where 2~ = ( X I  , . . . , X B ) ~ .  But this is a contradiction as the summability 
in (8) implies that ~ ( h )  + 0 as h + m, which in turn implies that the covariance matrix of r ? ~  
is nonsingular for all finite B (see Proposition 5.1.1 in Brockwell & Davis 1991). 

Proof of Theorem 2. All convergences are as n -+ m. Writing & in terms of qt in (6) gives 
n n 

t = l  t = l  

Let 

By Theorem 6.3.4 of Fuller (191)6), Yn 5 N(0, V) when 

We now verify these three conditions. The assumptions on { c i ) z l  imply that k(n) -+ m 

and that # { i  : 1 5 i < k ( n )  and ci > 1 )  -+ 00. Hence, the arguments in Theorem 1 apply and 
provide xyz q: + 00, proving Condition (i). 

To prove Condition (ii), we use the elementary renewal theorem (or the strong law of large 
numbers) to get k(n) /n  + E ( c 1 ) - l  := TO.  Equation (4) gives 

By the strong law of large numbers, n-l Cr=l cy + E (ci) almost surely for any v E [0, 31. 
Such convergence also holds along any infinite subsequence of the positive integers tending to 
infinity (such as {k(n)),"==,). Since t ,  = c, when i < k ( n ) .  (14) gives 
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where the strict positivity follows from TO > 0 and E (cf) > E (c1) (this follows from the 
non-degeneracy of c1). Condition (ii) is now proven as follows. First, note that IqnJ I ~ k ( ~ ) .  
Hence, 

2 4 ( n )  lirn sup - 'n < lirnsup - 
n-30 Cy=1$ - n-+m Cy=I$ 

and by the limit existence in (15) and k(n)/n -+ E (cl)-', it is sufficient to show that 

This however follows from the almost sure convergence 

1.- c2 - c: + . * .  + c; - (':';;y;-l)(n+) -+o 
n n 

(which follows from the strong law of large numbers) and the fact that k(n) + 00. 

Equation (15) establishes Condition (iii) for h = 0. Unfortunately, there are no simple 
identities for xrI: v tq t+h  for h 2 1 analogous to (14). To proceed, we let S = { 1 5 t I n : 
t is a change-point time} denote the set of all natural change-point times (the notation suppresses 
dependence of S on n). To prove existence of the needed limit for a fixed h L 1, partition 
{1, ..., n -  h}intothe2h+1 sets 

Si,,. .. ,ih = { t : t + m E S if i, = 1 and t + m 4 S if i, = 0, 0 I m I h} ,  (16) 

where io, . . . , i h  E {0,1}. Here, for a fixed t ,  the binary notation 2, = 1 corresponds to time 
t + m (slot m) being a change-point, while i, = 0 indicates that time t + m is not a change- 
point. For example when h = 2, S1,1,1 contains the times where a run of three consecutive 
change-points begins. 

To establish Condition (iii), it is sufficient to prove the existence of 

for each h 1 and 2 0 , .  . . , i h  E {0,1}. While the general book-keeping is tedious, the idea is 
to extract limit existence from identities for the {qt } holding on the configuration set over which 
we are summing. For example when h = 3 and io = 0, il = 1, i2 = 1 and 23 = 0, 

(17) 
Equation (17) is rationalized as follows: if t + 1 = ~i is the ith change-point time, then t is the 
last point in regime i - 1 and 7h = (cj-1 - 1)/2 by (7). Lft E &,l,l,o. then t and t + 3 are not 
change-point times, while times t + 1 and t + 2 are. Hence, in addition to qt = (G-1 - 1)/2, 
these specifications imply that ci-1 2 2, ci = 1, ci+l 2 2, and by (7), 77tt3 = (3 - c,+1)/2 
(since time t + 3 is the second point in regime i + 1). 

For a general argument, suppose that 20, .  . . , i h  E {0,1} and that there are r change-points in 
the indices {t, . . . , t +  h}-say at the times t+ml , .  . . , t +m,, where 0 I rnl < . . < m, I h. 
The mj are merely book-keeping the positions in the configuration i o ,  . . . , i h  where change- 
points occur. If r 2 2, then the indices {t, . . . , t + h} have a first and last change-point at the 
times t + ml and t + m,, respectively. Arguing as in (17). we have 



456 LU & LUND Vol. 35, No. 3 

In general, terms in the sum on the right-hand side of (18) will contain only indicators of the ci 
and the product of two linear combinations of the ci lagged a fixed distance apart. 

To verify that a limit exists in (18), we merely split the sum on the right-hand side of (18) 
and apply the strong law of large numbers to each term, invoking the finite moments of c1 up to 
order 3. 

In the case where {t, . . . , t + h} contains only one change-point (T = l), say at time t + m, 
where 0 5 m 5 h, then 

I 

and the limit exists as before. 
Similar arguments will establish the existence of 

when (20 , .  . . , ih} has at least one element that is unity. 

t and t + h are in the same regime and q t + h  = qt + h. Using this gives 
There remains one last case to consider. When there are no change-points in {t, . . . , t + h}, 

n- h 

, n - h  

To finish the proof of Condition (iii) and our work, expand the indicator terms in (20), note 
that Cy=l qt = 0 and that limn+w n-l cy=, q: exist, and apply the limit existence in (19). 

Comment: The argument in part (iii) is tantamount to proving that the sample averages of the age 
process in a renewal process are ergodic when the interarrivals have a finite third moment; that 
is, that n-l cTI: A t A t + h  converges to a constant as n + 00 where A t  is the age of the item 
in use at time t. If { C ~ } ~ O = ~  is a strictly stationary Markov sequence that is aperiodic and positive 
recurrent with a finite third marginal moment, one can prove the result in Theorem 2 by applying 
ergodic results for Markov chains (see Meyn & Tweedie 1993, for example) in lieu of the strong 
law of large numbers. The crux of this argument deals with limit existence for the right-hand 
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side of (18) and is omitted. In fact, when k(n) --t 00 as n + 00, Theorem 2 essentially follows 
under any conditions guaranteeing that #{i : 1 5 i < k(n) and ci > 1) + 00 as n -+ 00 and 
limn-m n-1 xEr: QQ+h exists and is finite for a11 h 2 0. 
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Abstrak 

Keterlambatan kelulusan Mahasiswa UIN Sultan Syarif Kasim Riau (UIN Suska Riau) sangat 
mempengaruhi pada akreditas universitas, Fakultas danProgram Studi atau Jurusan. Selain itu, hal ini juga 
berdampak buruk pada tingkat produktivitas dari Mahasiswa yang mengalami penurunan karena 
ketidaktepatan waktu dalam menggapai prestasi atau target yang sudah ditetapkan. Dengan dilakukan 
Rancang Bangun Aplikasi Prediksi Semester Kelulusan Mahasiswa Dengan Metode Multiple Regression 
diharapkan dapat mengatasi permasalahan tersebut dengan menggunakan bahasa aplikasi pemrograman 
java pada Netbeans.Hasil yang didapatkan pada perhitungan metode Multiple Regression adalah nilai 
hubungan antara IPK, Fakultas dan Jurusan dalam mempengaruhi penentuan semester tamat Mahasiswa 
sebesar 0.531, yaitu termasuk korelasi kuat. Sedangkan pengaruh variabel IPK, Fakultas dan Jurusan 
terhadap semester adalah 28,2%. 

Kata Kunci :Multiple Regression, SPSS, Java,UIN Suska Riau. 

1. Pendahuluan 
Salah satu kebanggaan bagi seorang Mahasiswa adalah mempunyai prestasi belajar 

yang memuaskan. Oleh karena itu, setiap Mahasiswa berupaya untuk mencapai prestasi belajar 
yang optimal. Berbagai cara dapat diperoleh bila prestasi yang diinginkan tercapai, antara lain 
adalah peluang untuk memperoleh beasiswa, terpilih untuk mewakili Fakultas atau Program Studi 
dalam berbagai kegiatan di dalam kampus maupun di luar kampus dan yang paling penting 
adalah dapat lulus tepat waktu sehingga bisa lebih cepat mendapatkan pekerjaan[1] dengan gelar 
sarjana yang didapatkan dari perguruan tinggi. Setelah melakukan proses perkuliahan di 
perguruan tinggi, keberhasilan Mahasiswa dalam bidang akademik ditandai dengan prestasi 
akademik yang dicapai, ditunjukkan melalui indeks prestasi (IP) maupun indeks Prestasi 
Kumulatif (IPK)[4]. 

Dalam pencapaian gelar sarjana normalnya diraih dalam waktu 4 tahun. Tetapi, fakta 
lapangan mengatakan tidak semua Mahasiswa selalu dapat menuntaskan studinya di perguruan 
tinggi selama waktu normal yang telah ditentukan. Ada beberapa faktor yang menyebabkan 
ketidaktepatan waktu kelulusan Mahasiswa, yang disebabkan oleh faktorinternal maupun 
eksternal[2].  

UIN Sultan Syarif Kasim Riau (UIN Suska Riau)  didirikan pada tanggal 4 Januari 2005 
(berdasarkan Peraturan Presiden RI) dengan membuka Fakultas Tarbiyah dan Keguruan, 
Fakultas Syari’ah dan Ilmu Hukum, Fakultas Ushuluddin, Fakultas Dakwah dan Ilmu Komunikasi, 
Fakultas Sains dan Teknologi, Fakultas Psikologi, Fakultas Ekonomi dan Ilmu Sosial, Fakultas 
Pertanian dan Peternakan dan Program Pascasarjana. Dalam hal ini, UIN SUSKA RIAU memang 
seharusnya memperhatikan lama masa studi dan ketepatan waktu kelulusan Mahasiswa, hal ini 
dikarenakan dapat mempengaruhi akreditas dari masing-masing Program Studi dan Fakultas. 
Namun, kenyataannya masih banyak MahasiswaUIN SUSKA RIAU yang kelulusannya jauh dari 
waktu normal.  

Dengan perkembangan teknologi data saat ini, jumlah data yang dikumpulkan per unit 
waktu semakin besar dengan kecepatan yang berlipat[8] seperti data wisuda.Data Ini bisa diolah 
melaluisuatu sistem yang dapat memprediksi waktu kelulusan MahasiswaUIN SUSKA RIAU 
dengan metode regresi untuk mengantisipasi masalah yang timbul, maka terciptalah Rancang 
Bangun Aplikasi Prediksi Semester Kelulusan Mahasiswa Menggunakan Metode Multiple 
Regression dengan menggunakan data wisudawan S1 UIN SUSKA RIAU tahun 2013 sebagai 
variabel faktor penyebab (x) dan semester tamat (y). 

Dikarenakan luasnya cakupan bahasan penelitian ini, maka ada beberapa batasan 
masalah, diantaranya : (1) Berfokus kepada cara perhitungan metode Linear Regresion sebagai 

mailto:1%20vellyca.werdining.putri@students.uin-suska.ac.id
mailto:2rifaldi.saputra@students.uin-suska.ac.id
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pendugaan awal dalam kelulusan Mahasiswa, (2) Sistem yang dibuat hanya sebatas aplikasi 
bahasa pemrograman javadengan mengkoversi model Linear Regression, (3) Aplikasi Java ini 
merupakan pembuktian dari metode Multiple Regression dalam memprediksi kelulusan 
mahasiswa, (4) Penerapan algoritma Multiple Regression  bisa menggunakan sistem perhitungan 
manual (kertas), Microsoft Excel dan Aplikasi pendukung perhitungan data mining, agar 
penelitian dilakukan lebih mudah dan efektif maka pada penelitian ini menggunakan sebuah 
aplikasi SPSS dalam menganalisa data alumni UIN SUSKA RIAU, dan (5) Didalam penelitian ini 
menggunakan data nilai per semester alumni UIN SUSKA RIAU sebagai variabel faktor 
penyebab.  

 
2. Tinjauan Pustaka 
2.1. Multiple Regression 

Multiple Regression berbeda dengan Linear Regression dikarenakan memiliki lebih dari 
satu variabel independen yang mempengaruhi variabel dependennya[9]. Analisis regresi linier 
berganda merupakan pengembangan dari analisis regresi sederhana di mana terdapat lebih dari 
satu variabel independen x[6].  
Rumus dari Multiple Regression [10] : 

𝑦𝑡 = 𝑤𝑡
′ ∝  + 𝑧𝑡

′𝛿1 + ∈𝑡 ,  t = 1, 2, . . . , 𝑘0 …………………………………………………..(1) 

𝑦𝑡 = 𝑤𝑡
′ ∝  + 𝑧𝑡

′𝛿2 + ∈𝑡 ,  t = 𝑘𝑜 + 1, . . . , T…………………………………………..……..(2) 

Berikut ini adalah gambaran dari analisis penyelesaian tiga kemungkinan (tidak ada 
penyelesaian, penengah parsial atau penyelesaian penuh)[12]. 

 
Gambar 1. Mediation Model [12] 

 
2.2. Statistical Product and Service Solutions (SPSS) 

SPSS merupakan sebuah program aplikasi dalam mengolah data statistik yang memiliki 
kemampuan analisis statistik yang cukup tinggi serta sistem manajemen data pada lingkungan 
grafis menggunakan menu-menu deskriptif dan kotak-kotak dialog yang sederhana[11]. 

 
2.3. Java 

Java pertama kali diluncurkan sebagai bahasa pemrograman umum (general purpose 
programming languange) dengan kelebihan yang bisa dijalankan di web browser sebagai 
applet[13]. 

Java didefinisikan sebagai bahasa yang memiliki dukungan baik terhadap web dan 
pengolahan data.Bahasa ini menyediakan berbagai utilitas struktur java yang canggih dan 
serbaguna[7]. 

 
2.4 UIN Suska Riau 

Pada tahun akademik 2002/2003, IAIN SUSQA RIAU sebagai persiapan UIN SUSKA 
RIAU telah mempunyai 8 Fakultas, yaitu Fakultas Tarbiyah dan Keguruan, Fakultas Syariah dan 
Ilmu Hukum, Fakultas Ushuluddin, Fakultas Dakwah dan Ilmu Komunikasi, Fakultas Sains dan 
Teknologi, Fakultas Psikologi, Fakultas Ekonomi dan Ilmu Sosial dan Fakultas Pertanian dan 
Peternakan[3]. 

 
3. Metode Penelitian 
3.1. Sumber Data 
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 Data yang digunakan pada penelitian ini merupakan data primer dimana data tersebut 
mengenai data para wisudawan UIN SUSKA RIAU Data yang diperoleh adalah data wisudawan 
dari tahun 2013 dengan 1624 data wisudawan/i. 
 
3.2. Metode Analisis 
 Langkah pertama adalah melakukan seleksi data primer yang telah didapatkan. 
Selanjutnya, melakukan analisis regresi linier dengan menghitung nilai konstanta dari IPK, 
Fakultas dan Jurusan dengan menggunakan aplikasi SPSS 22. Sedangkan untuk rancang 
bangun aplikasi prediksi kelulusan menggunakan aplikasi netbeans dengan bahasa 
pemrograman Java.  

 

Gambar 2. Metodologi Penelitian 
 

4. Hasil Dan Pembahasan 
 Pada penelitian ini menggunakan 1624 data wisudawan UIN SUSKA RIAU pada tahun 
2013 dengan 4 atribut yang mana variabel X adalah jur_id, fak_id dan IPK, sedangkan variabel 
Y adalah smt_tmt. 

 
 Tabel 1. Data Latih 

 No 
Nama 

Mahasiswa 
Jurusan jur_id Fakultas fak_id ipk smt_tmt 

1 
Gunawan 

Subroto 

Pendidikan 

Bahasa Inggris 
4 

Tarbiyah 

dan 

Keguruan 

1 3,2 12 
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2 Rudi Ibrahim 
Pendidikan 

Agama Islam 
1 

Tarbiyah 

dan 

Keguruan 

1 3,1 14 

3 TAJUDIN 
Pendidikan 

Agama Islam 
1 

Tarbiyah 

dan 

Keguruan 

1 2,97 14 

 4 Khaidir 
Pendidikan 

Agama Islam 
1 

Tarbiyah 

dan 

Keguruan 

1 3,01 14 

5 
HARJA 

SAPUTRA 

Pendidikan 

Agama Islam 
1 

Tarbiyah 

dan 

Keguruan 

1 3,42 14 

6 NURWIDODO 
Pendidikan 

Agama Islam 
1 

Tarbiyah 

dan 

Keguruan 

1 3,02 14 

… … … … … … … … 

1624 DINNI ARYANI Agroteknologi 41 

Pertanian 

dan 

Peternakan 

8 3,98 7 

 
 Adapun langkah-langkah menganalisa data kasus dengan metode multiple regression 
menggunakan aplikasi SPSS adalah sebagai berikut : 

Variabel X ditentukan dari variabel yang mempengaruhi sedangkan variabel Y dari yang 
dipengaruhi. Data yang ada mendapatkan bahwa  variabel X1(IPK),  X2(fak_id) dan 
X3(jur_id)mempengaruhi variabel Y(smt_tmt). Dari hasil pengamatan variabel Y yang dipengaruhi 
oleh variabel X1, X2 dan X3 sehingga dapat menghasilkan rumus dari linear berganda adalah Y= 
a + bx1 + cx2 + dx3 

 
1. Hasil output data 

 

Gambar 3. Variables Entered/Removed 

Variabel yang diinputkan adalah semua variabel dan tidak ada variabel yang dibuang 
atau dihapus. Untuk metode menggunakan metode enter sehingga variabel yang dibuat pada 
awalnya tidak ada dibuang 

 

Gambar 4. Model Summary  
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Dari gambar 4 diatas besarnya nilai korelasi antara variabel X1(IPK),  X2(fak_id) dan 
X3(jur_id)mempengaruhi variabel Y(smst_tmt) adalah sebesar 0.531 termasuk korelasi kuat 
karena berada pada rentang skala >0.5-0.75 dan persentase pengaruh variabel IPK, fak_id dan 
jur_id terhadap smt_tmt adalah sebesar 0.282 atau 28.2 %. 

 

Gambar 5. ANOVA      Gambar 6. Coefficients 

 Gambar 5 menjelaskan tentang pengaruh yang nyata (signifikan) variabel IPK (X1), 
fak_id (X2) dan jur_id (X3) secara simultan (bersama-sama) terhadap variabel smt_tmt (Y). Dari 
gambar diatas didapatkan bahwa Fhitung = 212,602 dengan tingkat signifikansi atau probabilitas 
0.000 <0.05, maka regresi dapat digunakan untuk memprediksi semester tamat (smt_tmt). 

Tabel 6 diatas menunjukkan bahwa konstanta adalah sebesar 25.844, koefisien regresi 
X1 -4.876, koefisien regresi X2 sebesar 0.009 dan koefisien regresi X3 adalah sebesar -0.016. 

Berdasarkan hasil analisis menggunakan SPSS di atas, dapat disimpulkan bahwa rumus 
dalam memprediksi semester kelulusan Mahasiswa adalah : 

Y = 25,844 + X1(-4,876) + X2(0,009) + X3(-0,016) 

Keterangan : 
Y : Prediksi Semester Kelulusan 
X1 : IPK 
X2 : Fakultas 
X3 : Jurusan 
 
2. Penerapan Model Statistik pada Java 

Aplikasi ini dibangun dengan bahasa pemrograman java dan menggunakan aplikasi 
netbeans.  

 

Gambar 7. Tampilan Utama Aplikasi Prediksi Semester Kelulusan Mahasiswa 

Pada tampilan utama terdapat 3 field inputan yaitu IPK, Fakultas dan Jurusan dengan 
menu combobox, 1 button yaitu Prediksi yang berfungsi untuk mulai memprediksikan semester 
kelulusan, dan 1  menu output yaitu Semester Lulus yang merupakan hasil dari perhitungan 
prediksi dengan modelmultiple regression yang sudah ditetapkan. 
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Gambar 8. Menu Fakultas 

 

Gambar 9. Menu Jurusan 

Pada menu Fakultas menggunakan combobox dengan 8 pilihan sesuai dengan Fakultas 
S1 yang ada di UIN SUSKA RIAU, yaitu Tarbiyah dan Keguruan, Syariah dan Ilmu Hukum, 
Ushuluddin, Dakwah dan Ilmu Komunikasi, Sains dan Teknologi, Psikologi, Ekonomi dan Ilmu 
Sosial, dan Fakultas Pertanian dan Peternakan. Masing-masing Fakultas memiliki menu pilihan 
Jurusan yang berbeda.  

Berikut ini merupakan contoh 4 kali penggunaan aplikasi dengan Fakultas dan Jurusan 
yang sama, yaitu Fakultas Sains dan Teknologi dengan Jurusan Sistem Informasi. Pertama, 
dengan menggunakan IPK 2.4 maka diprediksikan semester lulusnya adalah 14. 

 

Gambar 10. Contoh Pertama 

 

Gambar 11. Contoh Kedua 

Kedua, dengan menggunakan IPK 3.0, maka diprediksikan semester lulusnya adalah 11 
semester.Ketiga, dengan menggunakan IPK adalah 1. Diprediksikan bahwa Mahasiswa tersebut 
akan drop out karena melewati batas waktu kelulusan yaitu 7 tahun atau 14 semester. 

 

Gambar 12. Contoh Ketiga 

 

Gambar 13. Contoh Keempat 
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Sedangkan pada contoh keempat adalah dengan IPK 876876, maka prediksi tidak bisa 
dilakukan karena format IPK yang diinputkan adalah salah.  

5. Penutup 
Berdasarkan hasil output analisis menggunakan aplikasi SPSS didapatkan bahwa nilai 

IPK, Jurusan dan Fakultas termasuk variabel yang kuat dalam menentukan semester tamat 
Mahasiswa. Dibuktikan dengan nilai korelasi yaitu 0,531 dan pengaruh signifikan 0,000 dengan 
Fhitung yaitu 212,602. Dengan data hasil tersebut dapat disimpulkan bahwa metode multiple 
regression dapat digunakan untuk menentukan semester kelulusan Mahasiswa. Pemodelan yang 
dilakukan Multiple Regression dengan menggunakan data wisuda mahasiswa UIN Suska Riau 
tidak dapat dijadikan acuan untuk prediksi perguruan tinggi lain. Sistem ini dibangun berdasarkan 
frame dan model yang dapat digunakan dinamis dengan data berbeda. 

Dari empat percobaan yang dilakukan dapat disimpulkan bahwa semakin rendah nilai 
IPK maka semakin lama pula untuk lulus tepat waktu. Sebaliknya, semakin tinggi nilai IPK maka 
semakin cepat pula untuk menggapai gelar sarjana. Aplikasi ini hanya bersifat pendugaan 
sementara berkaitan dengan variabel nilai, serta pola kelulusan pada setiap Fakultas dan 
Program Studi di UIN Suska Riau. Untuk lebih akuratnya sistem dapat dikembangkan 
menggunakan metode lain dengan banyak variabel ril yang berhubungan langsung dengan 
ketepatan studi pada perguruan tinggi. 
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Abstract. Transport Modelling is important. For certain cases, the conventional model still has to be used, in which 
having a good trip production model is capital. A good model can only be obtained from a good sample. Two of the basic 
principles of a good sampling is having a sample capable to represent the population characteristics and capable to 
produce an acceptable error at a certain confidence level. It seems that this principle is not yet quite understood and used 
in trip production modeling. Therefore, investigating the Trip Production Modelling practice in Indonesia and try to 
formulate a better modeling method for ensuring the Model Quality is necessary. This research result is presented as 
follows. Statistics knows a method to calculate span of prediction value at a certain confidence level for linear regression, 
which is called Confidence Interval of Predicted Value. The common modeling practice uses R2 as the principal quality 
measure, the sampling practice varies and not always conform to the sampling principles. An experiment indicates that 
small sample is already capable to give excellent R2 value and sample composition can significantly change the model. 
Hence, good R2 value, in fact, does not always mean good model quality. These lead to three basic ideas for ensuring 
good model quality, i.e. reformulating quality measure, calculation procedure, and sampling method. A quality measure 
is defined as having a good R2 value and a good Confidence Interval of Predicted Value. Calculation procedure must 
incorporate statistical calculation method and appropriate statistical tests needed. A good sampling method must 
incorporate random well distributed stratified sampling with a certain minimum number of samples. These three ideas 
need to be more developed and tested. 

INTRODUCTION 

Transport Modelling is an important input for Transportation Planning. In general, transportation modeling can 
be classified into three types: direct model, conventional model, and inconventional model. Conventional Model in 
certain cases still an obligation. In the conventional model, generally, the model validation and calibration is done in 
the end, after trip assignment step [1-6]. Therefore, error in Trip Generation step can be compensated in the 
validation and calibration method. 

In general, TP Model can be classified into three basic types: zonal regression model, category analysis model, 
and household regression model [1-2]. Later on, a new TP Model type, based on neural network principal, has been 
tried to be developed [7]. Among those, in professional cases, the zonal regression (ZR) is the most used and linear 
regression (LR) is the most current zonal regression model [1-2,8-9]. Certain Special Conventional Model for New 
BRT Line Passenger Demand Prediction has been developed and tested. The model cannot be validated and 
calibrated in the end based on trip assignment result since there is still no existing passenger flow to be compared 
against. Trip Production (TP) is the first step in Special Conventional Model type. The TP result will be used by the 
following step: the Trip Distribution (TD). So having a good TP Model is vital. Therefore, for this type of model, 
controlling the model quality must be done even started in the TP step [10-11]. Thus, better attention should be paid 
in this Linear Zonal Regression (LZR) TP modeling method to ensure good modeling quality. 
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A good model can be gotten only from a good sample. TP is developed based on household interview survey 
(HIS) data. HIS take sample from modeling area which is divided into a number of traffic zones. It can be thought 
easily that the HIS sampling method can vary a lot, in terms of how many samples should be collected, from which 
traffic zones the sample must be collected, how the samples must be distributed among traffic zones. The sampling 
method is capital, as part of the LZR TP Modelling method, this needs to be well defined. 

A guideline for HIS sampling is limited. The two guidelines normally used are the American Bureau of Public 
Road Guidelines for HIS Sample Size and the Slovin Formula. However, the scientific reasoning of those two is not 
clear enough [8,12-15]. The basic quality of a good sample is “a sample which is capable to well represent the 
observed population’s characteristics”. Statistically, it is formulated as respecting the principle of “Maximum 
Acceptable Error at a Certain Confidence Level” (MAE at CCL) [16-19]. Thus a research to reveal the corelation 
between sampling and model quality is needed. This corelation behavior will give the better understanding of the 
modeling, which in turn can be used to formulate modeling method improvement. 

By using Special Conventional Model, a new Mamminasata BRT Line Corridor 1 passenger demand prediction 
has been conducted. It must be remembered, this method does not incorporate validation and calibration step, by 
comparing the modeling result to the reality. Hence, the modeling is delicate. The sample size used was already in 
concordance with the BPR Guidance and it gave an LZR TP Model with the high coefficient of determination (R2) 
value.  However, it can be seen easily that the passenger volume prediction values are highly not accurate. It has 
been thought that there are two main sources of mistakes: the LZR TP Modelling method and the household data 
gotten from Badan Pusat Statistik (BPS) [20]. Concerning modeling method, it must be noted that a TP Model with 
very good R2 value is not always capable to produce good prediction result and good sample size not always capable 
to give accurate modeling result. Therefore the ZR TP Modelling method needs to be evaluated and improved.  

Normally, LZR TP model uses the R2 to indicate the model quality. Having an R2 value of more than 0.85 
normally is already considered as a very good model [8-9, 14-15, 21-30]. Meanwhile, an experiment on predicting 
Surabaya City population by using regression technique indicates that regression models having a better R2 do not 
always give a better population prediction [31]. Hence, a question can be posed whether the R2 is an appropriate 
model quality measure. The LZR TP modeling method needs to be evaluated and improved. 

A research needs to be conducted to get better formulation of TP modeling method for ensuring good model 
quality. In order to conduct this important and big research, a preliminary reflexion on principal modeling method 
improvement was conducted. This paper discusses the result of this attempt. 

RESEARCH METHOD 

The research objective is to formulate LZR TP Modelling method improvement. Thus, the research was 
conducted by following these steps sequence: problem statement, research objective, analyzing the practice of LR 
TP modeling, reflexion on principal improvements on modeling method for ensuring good model quality, and 
conclusions. The LR TP modeling analyses consist of recalling the LR principle, analyzing the LZR TP practice in 
Indonesia and conducting an experiment to reveal the impact of sample size and sample composition variation for 
LZR TP modeling. Based on the analyze of LR TP Modeling practice, hopefully, the strength and weakness of the 
existing LZR TP Modelling method can be revealed easily, hence the method improvement can be formulated 
easily. 

ANALYZE OF TRIP PRODUCTION MODELLING PRACTICE 

General 

The research is started by analyzing the practice of Linear Regression Trip Production Modelling. The analyze 
consists of three items: recalling the Linear Regression principle, investigating the ZLR TP practice in Indonesia and 
conducting an experiment in using small sample size and sample composition variation to produce the model. 

Linear Regression Principle 

Linear Regression is a straight line or a linear function which best represent the observed data. The observed data 
consists of one dependent variable and one or more independent variable. The linear regression can be a single 
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variate or multiple variates [16-17]. Here, the linear regression discussions will be limited in the case of single 
variate only. 

Single Variate Linear Regression 

An example of linear regression, with single variate case, is presented below. This is about independent variable 
Y against dependent variable X. The regression data and regression graph are presented in Table 1 and Fig. 1 below. 

TABLE 1. Experiment data 
Y X 
11 13 
11 9 
7 7 

 

1 31 21 11 0987

1 2

1 1

1 0

9

8

7

S 2.1 3809
R-Sq 57.1 %
R-Sq(adj) 1 4.3%

X

Y

Linear Regression
Y = 4.1 43 + 0.571 4 X

 
FIGURE 1. Example of linear regression graph 

General Formula 

The general formula of single variate linear regression is presented below with all of the notation. The R2 is an 
indicator of how well the model represents the observation data. The R2 value is between 0 to 1 [16-17]. 
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where : 
 Y : dependent variable 
 X : independent variable 

Ŷ  : estimates from regression equation 
Y  : Means of Y 
 a : slope 
 b  : intercept 
n : number of observations 
R2 : coefficient of determination 

Coefficient of Determination 

Coefficient Determination indicates the absolute correlation strength between the dependent variable and 
independent variable [16-17]. The coefficient of Determination is used a lot to measure the modeling quality. The 
coefficient of determination formulae is presented in Equation (5) above. A linear regression model having R2 value 
> 0.85 is considered as a very good model (1,16). 

Confidence Interval Prediction Value 

The linear regression prediction or estimate, statistically, has a span of value and not a single value. This is called 
the confidence interval of predicted value. So the confidence interval value principle is to apply to a, b and Y 
parameters. The confidence interval value depends, basically, on the standard deviation and confidence level values 
[16-17]. The illustration is presented in Fig. 2 below, while the formula is presented below. 

 

 
FIGURE 2.  Illustration of prediction value span 

 

   (6) 
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where : 
CI Ŷ : confidence interval of predicted Y value 
Ŷi  : value of predicted Yi 
Yi : value of observed Yi 
X0 : independent value for Ŷ 
Xi : value of observed Xi 
Ẍ : means of X 
n : number of samples 
S0 : standard deviation of Ŷ  
Sy : standard deviation of  Ŷ 
 : error value 

T : student distribution value for a certain confidence value and degree of freedom 

Remarks on Linear Regression Principle 

The R2 can not indicate whether the model conforms to the “MAE at CCL” principle. Therefore, it is better to 
use two quality indicators: accepted R2 value and accepted confidence interval of predicted value. 

Analyze of TP Modelling Practice in Indonesia 

The objective of this analyses is to reveal the strength and the weakness of TP modeling practice in Indonesia, to 
formulate the principal method improvement. 

Zonal Regression TP Modelling Principle 

The Transport Modelling textbooks normally explain the Zonal Regression Trip Production quite well and 
clearly. But the book generally considers that R2 is the principal model quality measure, without any reflexion on its 
capability to estimate the trip production value accurately. Meanwhile, concerning the number of samples needed, 
the textbooks give the guidance to use a minimum sample size formula for normal distribution case [1-2]. While the 
characteristics of observed parameters do not always follow the normal distribution. 

TP Modelling Practice in Indonesia 

Twelve practices of LR TP Modelling were analyzed. Four of the twelve are about TP of special buildings and 
the rest eight are about developing ZLR TP modeling on general land use sites[14-15,21-30].  

The principal modeling method and results were noted, i.e. modeling object, model mathematical form, main 
quality expression, sampling method and expression of quality requirements. These data are presented in Table 2, 
Table 3 and Table 4 below. 

It can be noted that, practically, all model use R2 value as the model quality indicator. Practically, just a few of 
the 12 modeling mention it sampling method. Two modeling mentions the use of Slovin formula, one modeling 
mentions the use of Salter formula and another use percentage number for determining minimum sample size. Only 
three of modeling attempt, out of twelve, express its modeling quality requirements. Practically, all modeling 
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attempt use the special statistical test to check whether the model fulfills the certain required condition. Those tests 
are like F-test, t-test, Pearson test, etc. 

TABLE 2.  Example of 12 Indonesian trip production models 
Modeler Year Location Object Model Quality Expr. 

Patmadjaja et al 2002 Surabaya SD Multiple log. R2 
Rahmadani 2015 Padang SMP Multiple linear R2 
Septomiko 2014 Palembang SMA Multiple linear R2 
Wahyu ningsih 2013 Klaten Hospital Multiple linear R2 
Bella et al 2013 Kab. Kupang general Multiple linear R2 
Ersandi et al 2009 Yogyakarta general Multiple linear R2 
Mahmudah 2017 Kab. Sleman general Simple linear R2 
Manopo & Sendowo 2011 Menado general Multiple linear R2 
Patunrangi 2010 Palu general Multiple linear F-test 
Rahmadi & Miro 2016 Padang general Simple linear t-test 
Sulistyono 2007 Jember general Multiple linear R2 
Supriyono 2012 Semarang general Multiple linear R2 

 

TABLE 3. Sampling method of the 12 trip production model 

Modeler Object Model 
Sampling Method 

Sample Size 
Formula Sampel Distribution 

Patmadjaja et al SD Multiple log. based on time of observation 
Rahmadani SMP Multiple linear - - 
Septomiko SMA Multiple linear - - 
Wahyu ningsih Hospital Multiple linear based on time of observation 
Bella et al general Multiple linear 30% random 
Ersandi et al general Multiple linear Salter, 1976 - 
Mahmudah general Simple linear Slovin - 
Manopo & Sendowo general Multiple linear Taro Yamane statified random 
Patunrangi general Multiple linear - - 
Rahmadi & Miro general Simple linear - - 
Sulistyono general Multiple linear - - 

Supriyono general Multiple linear - proportional stratified 
random 

 

TABLE 4. Expression on model quality requirements 
Modeler Object R2 P-value N-var Sign Logic Pearson Yerror 

Patmadjaja et al SD yes yes yes yes yes yes 
Rahmadani SMP yes - - - yes - 
Septomiko SMA yes yes - yes yes - 
Wahyu ningsih Hospital not specially expressed 
Bella et al general not specially expressed 
Ersandi et al general not specially expressed 
Mahmudah general not specially expressed 
Manopo & Sendowo general not specially expressed 
Patunrangi general not specially expressed 
Rahmadi & Miro general not specially expressed 
Sulistyono general not specially expressed 
Supriyono general not specially expressed 
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Remarks on Modelling Practices 

All of the modeling use R2 to express the model quality. There is no any single modeling try to use the principle 
of “MAE at a CLL”. Not all of twelve modeling express its sampling method. Slovin formula is still doubtful. Only 
three of them states the model quality requirements. Thus, certain improvements are needed on the model quality 
measure, sampling method and modeling procedure. 

LZR TP Experiment on Sample Composition Variation 

It has been stated that a good trip production model can only be obtained from a good HIS sampling, a set of HIS 
sample that well represent the population modeling characteristics. The sample is taken from a modeling area which 
is divided into a number of traffic zones. Each traffic zones characteristics vary each other, in terms of location, 
area, population, vehicle population, socio-economic characteristics and its real trip production value. 

In order that the samples can be good enough, the sampling main characteristics have to be good enough. The 
sample must satisfy the following requirements: good HIS questionnaire, the minimum number of HIS samples, 
sample stratification must be represented, zonal category represented, household category represented, the span of 
zonal population variation represented, all modeling area the main variation is represented.  

This experiment is for simulating to have the small sample size and the possibilities of having the different 
various composition of samples in each traffic zone. Samples of 30 households were taken from 3 kelurahan in 
Surabaya, with 10 households for each kelurahan. Kelurahan is the smallest government formal administrative unit 
in Indonesian cities. 

Experiment Objective 

The main experiment objective is to know the trip production model variation as a result of sample variation in 
terms of traffic zone’s sample member variation. For this purpose, a sample of 30 households was taken. From the 
30 samples (30 households), six group of different sample compositions were constructed. Each group’s sample 
contains the whole 30 samples, each group samples were divided into 3 zones consists of 15, 10 and 5 households, 
with different zonal grouping. This is to simulate the sample distribution among traffic zones. 

Sample Composition Variation 

A population of 30 households are group into 6 models, each consists of 15, 10 and 5 samples, distributed 
differently according to sample number. The sample grouping for the 6 models can be explained as follows. The 
Model 1 grouped sample number 1-15 as Zone 1, sample number 16-25 as Zone 2 and sample number 26-30 as 
Zone 3. The Model 2 grouped sample number 6-20 as Zone 1, sample number 21-30 as Zone 3 and sample number 
1-5 as Zone 3. The Model 3 – Model 6 applied the same sample grouping method afterward. 

Each model’s zonal values, calculated based on sample data for those each 6 Models, are presented in Table 5 
below. 

TABLE 5.  Different sample for six groups - motorcycle trip related data 
Model Zone 1 Zone 2 Zone 3 

 
Motorcycle Trip Motorcycle Trip Motorcycle Trip 

veh person-trip veh person-trip veh person-trip 
Model 1 44 42 22 21 16 6 
Model 2 41 39 26 18 15 12 
Model 3 38 35 31 18 13 16 
Model 4 38 27 28 28 16 14 
Model 5 41 30 29 30 12 9 
Model 6 44 34 28 23 10 12 

Model Development 

Six group of models have been developed, each is about person trip production by motorcycle model. Those models 
are presented and discussed below. 
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General Linear Regression Trip Production formula is written as follows. 
 

 TPMC = a + b MC (9) 

 

where : 
TPMC   : person trip production by motorcycle (person-trip/hr) 
MC   : zonal motorcycle population (motorcycle) 

 
Graphical model representations are presented in Fig. 3 below. While the whole six models are presented in 

Table 6 below. 
 

 
FIGURE 3.  Person trip production by motorcycle 

 

TABLE 6. Models of person trip production by motorcycle 
Model a b R2 

Model 1 -9.6944 1.1963 0.9512 
Model 2 -5.9648 1.0597 0.9516 
Model 3 5.7455 0.6313 0.6081 
Model 4 6.3297 0.6099 0.7399 
Model 5 2.2747 0.7582 0.8305 
Model 6 5.3341 0.6463 0.9988 

min 0.6313 0.6081 
means 0.8584 0.8680 
max 1.1963 0.9988 

 
It is clear that the trip production model varies significantly across different sample combination. All of the six 

models are different model each other. Among the six models, four models have R2 value > 0.80, 1 model has R2 
value > 0.70 and a model has R2 value > 0.60. Practically, all of the models are good models. But the slope values 
vary significantly, bmin = 0.6313and bmax = 1.1963. Among the models with R2 value > 0.80, bmin = 0.6463 and bmax = 
1.1963. The differences are huge. 

Remarks on Experiment 

The experiment can do well the simulation of having various possibility in taking different sample composition 
on traffic zones and of having inadequate small sample size. 
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The experiment indicates that practically all model have very good coefficient of determination values. Thus, all 
models, each of them, are very good models. However, all of them have significant difference in model coefficient 
values. All models are different models each other, eventhough they were developed from the same population. This 
indicate that sample composition among different traffic zones is very important. The HIS sampling method is 
capital. 

Carefull must be taken in TP modelling, since it has been proofed that even a small sample is capable to give 
good R2 value. 

REFLEXION ON METHOD IMPROVEMENT 

It must be considered very strongly that TP calculation result will be used for the next calculation step: the Trip 
Distribution. So having accurate TP calculation result is absolutely important. The prediction accuracy is the 
absolute quality above all. 

After analyzing the TP practice, it is noted that there are three methods components need to be improved. 
Method improvements needed are a new formulation of model quality measure, a new formulation of sampling 
method and a new formulation on modeling calculation procedure. These three ideas are presented below. 

The model quality measure must consist of two components, i.e R2 value and Confidence Interval of Predicted 
Value. The R2 value denoting only the correlation strength between the sample and the regression function. The 
model’s confidence interval of predicted value can give the range of estimate error, which can be calculated 
afterward as the percentage of error. Thus it can be used to indicate whether the model conforms to the principle of 
“MAE at CCL” or not. Only this parameter which is capable to indicate the accuracy of TP calculation result. 

Sampling method must consist of the minimum number of samples and also must incorporate the stratified well 
distributed random sampling. Formulating the minimum number of samples and its sampling method will not be 
easy at all since it must incorporate the confidence interval of predicted value. 

Modelling calculation procedure must incorporate the calculation method (stepwise, etc) and a series of 
statistical tests needed to ensure certain modeling requirements. This part is already done extensively in TP 
modeling practices. But a better-structured procedure is still needed. 

Each of those three improvement ideas needs to be further developed and evaluated seriously. These require 
systematic research based on good understanding of the phenomena. Thus, it needs a lot of work. 

CONCLUSIONS 

The research objective has been achieved. TP modeling has been analyzed to produce necessary method 
improvements. Basic conclusions are presented as follows. 

 
 The ZR TP modeling practices, in Indonesia, have a lot of strong points. But it was still important weakness 

concerning the model quality measure, sampling method, and calculation procedures. 
 Principal improvements must be made on the model quality measure, sampling method, and calculation 

procedures. 
 The quality measure must incorporate the R2 value and the confidence interval of predicted value. 
 Sampling must incorporate random well distributed stratified sampling and a minimum number of samples. 
 Calculation procedures must incorporate calculation method and statitistical tests needed to ensure certain 

requirement condition. 
 

Further development needed for the main research are research on quality measures, research on sampling 
method, and research on modeling calculation procedures. 
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Abstract 

This study aims to implement the linear regression method to generate a linear regression equation that can be used in the study 
of EIA (Environmental Impact Assessment) to predict the cost of WWTP (Wastewater Treatment Plant) of the data wastewater 
flow rate with case study of ten malls in Surabaya city.Some previous researchers have produced data on a linear regression 
WWTP construction costs and wastewater flow rate. In the EIA study in Indonesia, management and monitoring costs include 
costs of construction, operation and maintenance costs, and monitoring costs. Therefore, these costs will be calculated for WWTP 
of malls with unit prices prevailing in Surabaya city. The methodology of the study consists of the calculation of the construction 
cost, the calculation of operation and maintenance cost, the calculation of monitoring cost, and the process of making a linear 
regression curve. The result showed that from the ten malls, the smallest flow rate was 0.88 l/sec and 6.72 l/sec the largest, while 
the calculation of the cost was gained at the least as 577x106IDR and the biggest cost was 2163 x106 IDR. The linear regression 
curve between the flow rate WWTP (as independent variables in the X axis) and the total cost WWTP (as dependent variables in 
the Y-axis) has produced a regression equation of Y = 358 + 271X. The result of the linear regression equation can be used 
directly by the EIA committee in Surabaya city and activityinitiator of mall to predict the cost of WWTP quickly and to decide 
the environmental feasibility of the mall. 
 
© 2015 The Authors. Published by Elsevier B.V. 
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* Corresponding author. Tel.: +62-816-540-1291 

E-mail address: razif@its.ac.id 

© 2015 The Authors. Published by Elsevier B.V This is an open access article under the CC BY-NC-ND license 
(http://creativecommons.org/licenses/by-nc-nd/4.0/).
Peer-review under responsibility of Sustain Society

http://crossmark.crossref.org/dialog/?doi=10.1016/j.proenv.2015.07.022&domain=pdf
http://crossmark.crossref.org/dialog/?doi=10.1016/j.proenv.2015.07.022&domain=pdf


159 Mohammad Razif et al.  /  Procedia Environmental Sciences   28  ( 2015 )  158 – 165 

Keywords:construction cost ; flow rate; monitoring cost; operation and maintenance cost; regression linear;  WWTP mall 

1. Introduction 

The business plan includes mall activities that requires to formulate EIA studies in Indonesia because the total 
area of the mall building is generally more than 10,000 m2 in accordance with the provisions of the constitution of 
the Republic of Indonesia No. 32/2009 [1] and the Regulation of the Minister of the Environment No. 5/2012 [2]. 
The environmental feasibility study of EIA is generally given when the techonology to manage the environmental 
impact is available and the cost to manage environmental impacts is not greater than the benefit. Malls in Surabaya 
citygenerally takeinto account the environmental impact on wastewater discharge from the mall activities that can 
potentially cause pollution to recipient river. 

The initiator of each mall has calculated the benefits of mall activities through economic feasibility study.WWTP 
technology of a mall has already been widely available in the community and can be accessed easily in the internet. 
The problems that we are facing today is how to predict the cost of WWTP mall quickly compared with the benefits 
of mall activities.In the EIA study of malls, management and monitoring costs include the construction cost, the 
operation and maintenance cost, and the monitoring cost of WWTP mall. 

Regression method is a method that has been applied to produce a linear regression equation of the WWTP 
construction cost data from the data flowrate [3, 4]. The method is appropriate to be implemented for EIA of malls in 
Surabaya city to predict the cost of WWTP mall quickly by using the linear regression equation and the data from 
the calculation of cost variations of ten malls in Surabaya and data of flowrate variation. 

The purpose of this study is to implement the linear regression method to generate a linear regression equation 
that can be used in EIA studies to predict the WWTP cost of wastewater flowrate with ten malls in Surabaya as case 
study. 

2. Literature Review 

2.1. EIA study 

Malls activities in Surabaya citywhich mainly generate environmental impact have conducted environmental 
impact assessment (EIA)generally. However, the environmental impact as in river pollution still occurs in Surabaya 
River. Republic of Indonesia Act No.32/2009 [1] states that every business and/or activity which generates 
significant impact towards environment is obligated to have an EIA study [2]. EIA initiator is obligated to involve 
public in the process [5] in activities such as socialization and public consultation [6, 7, 8].  The EIA documents 
authors are required to have certificate of competence. In making of the EIA documents, it is required to obey the 
rule [9]. The decision of environmental feasibility from the EIA study of malls in Surabaya City mainly is not based 
on the WWTP consideration cost because it is difficult to predict the magnitude of the cost. This regression equation 
is intended to help the EIA committee in Surabaya city to give a decision regarding the environmental feasibility 
after they know how much the cost of the WWTP is. The environmental impact during the activity process could 
also be prevented and resolved [10, 11]. 

2.2. Regression Equation 

Huang [3] in his research has generated some linear regression equations as between the total construction cost of 
WWTP and a flow rate design for secondary treatment. In addition, the linear regression equation also generates 
secondary treatment with phosphorus removal and linear regression equation between the total cost of OM and the 
size of WWTP. Friedler & Pisanty [4] has also brought out linear regression equation between the design flow of 
WWTP and the construction costs of WWTP. There have been two research studies on linear regression equation 
between the construction costs of WWTP and the flow rate of WWTP wastewater with the applicable unit price 
costs in the USA before 1980[3] and 2006 [4].In this case study, it has also been added with the operation and 
maintenance costs and the monitoring costs for WWTP malls with a unit price of Surabaya city in 2013.Several 
studies on the regression analysis method has also been done by several researchers [12,13,14]. 
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2.3. Wastewater Plants Cost 

The WWTP cost includesthe construction costs, the operation and maintenance costs, and the 
monitoringcost.Construction costs are generally the sum of the cost of preparatory work, soil work, concrete and 
foundation work, and finishing work.Friedler & Pisanty [4] stated that the operation cost of WWTP for the city 
could reach 20-70% of the WWTPconstruction costs.While based on the Regulation of the Minister of Public Works 
[15], component of maintenance costs can include the costof the building age and depreciation, the cost of 
thebuilding damage, andthe cost of the building maintenance in which it can be set the total of 2% of construction 
costs per year.By mergingthe idea of Friedler & Pisanty [4] and the Regulation of the Minister of Public Works [15], 
it will be obtained the length of the WWTP operation ranging between 10 to 35 years (the cost is 20-70%). The 
components of the monitoring costs in Indonesia are generally made up of the cost of sampling and the cost of 
samples analysis in the laboratory. 
 

3. Methodology 

3.1. Calculation of  construction cost 

The calculation of WWTP construction cost refers to the image of DED WWTP for ten malls in Surabaya city. It 
has obtained drawings and pieces for each WWTP to calculate the volume of construction work activities for each 
WWTP. By using the unit price for the construction of Surabaya city in 2013, the WWTP construction cost is 
calculated by multiplying the volume of construction work activities for each WWTP and the unit price for each 
WWTP construction work. 

3.2. Calculation of operation & maintenance cost 

The calculation of WWTP operation and maintenance cost refers to the Regulation of the Minister of Public 
Works [12]. According to the rule, the cost of WWTP operation and maintenance can be calculated at 2% of the 
construction cost per year. Due to the long duration of WWTP operation, for 5 years, the operation and maintenance 
costs will be 10% of the construction costs. 5 years of operation corresponds to the monitoring time set for 5 years 
which is generally applied in the EIA study in Indonesia. Taking the operation and maintenance, monitoring time 
which is more than 5 years is estimated to significantly change the unit price of the construction work from the 
current price. In the Indonesian EIA study, it is difficult to predictmore than 5 years due to the condition changes of 
the environmental baseline studies and the data times series limits. 

3.3. Calculation of monitoring cost 

The monitoring cost is not influenced by the size of WWTP flow rate, but it is determined by the frequency of 
monitoring, the number of monitoring points, the monitored parameters, and the cost of sampling analysis for each 
sample in the laboratory. Accordance with monitoring practice on EIA studies in Indonesia, each WWTP is 
generally only monitored at three locations, namely: the influent quality before entering the WWTP, the effluent 
quality after leaving the WWTP, and the river water quality of WWTP effluent recipient. According to the 
regulations of the Ministry of Environment, effluent monitoring frequencies are set once in a month. The monitored 
parameters are adjusted to the applicable standards, such as BOD (Biological Oxygen Demand) and COD (Chemical 
Oxygen Demand). In 2014, the cost of sampling and laboratory analysis based on standards methods [16] for 
wastewater and river water in Surabaya city is 1,000,000 IDR per sample. Due to the fact that monitoring is 
accounted for 5 years (60 months) and the total monitoring points of every mall are at three locations, the total 
sample which is monitored will be 180 (60x3). The cost of sampling and laboratory analysis is 1,000,000 IDR (106 
IDR) per sample so that the total cost of monitoring for each mall will be 180 x 106 IDR. In accordance with the 
Decree of the Minister of Environment No. 45/2005 [17], monthly monitoring has to be reported every six months 
by activity initiator. 
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3.4. Formulation of Linear Regression Equation 

The formulation of linear regression equation employs Minitab 16 software tools. X axis represents the 
independent variable, which is the flow rate of wastewater from ten malls in l/sec, while Y axis represents the 
dependent variable, which is total cost of the WWTP from ten malls in IDRx106. Based on the results of DED, it 
was obtained the wastewater flow rate for ten malls in m3/day. It was then converted into l/ sec. The total cost of 
each WWTP is the sum of the construction cost, the operation and maintenance cost, and monitoring cost. By 
processing all the independent and dependent variables from ten malls into Minitab 16 software, it would be 
obtained the results of the linear regression curve and the linear regression equation. 
 

4. Results and Analysis 

4.1. Flow rate of wastewater 

Flow rate of wastewater in every mall in m3/day was calculated from 70% water consumption on average each 
day. The daily water consumption on average was calculated based on the monthly average usage obtained from one 
year-water consumption record (January 2013 to December 2013). The flow rate of wastewater from ten malls in 
Surabaya city is shown in Table 1.  

Table 1. Flow rate of wastewater from ten malls in Surabaya city 

Mall A B C D E F G H I J 
Flow rate (m3/day) 77.08 114.28 122.63 126.35 181.84 214.94 235.65 355.41 528.22 587.03 
Flow rate(l/sec) 0.88 1.31 1.41 1.44 2.08 2.46 2.70 4.06 6.03 6.72 

 Source: water demand mall 2013 
 
It can be seen from Table 1 that the flow rate of wastewater for ten malls in Surabaya range from 0.88 l/sec to 6.72 
l/sec. Ten variations of flow rate are considered sufficient to plot a regression curve and to formulate regression 
equation. Flow rate will serve as independent variable on the X axis of the graph of the regression curve.  
 
 
4.2. Construction  Cost 

 
Total cost of this construction was calculated by the unit price of Surabaya City 2013 for construction activity 

groups i.e: preparatory work, soil work, concrete and foundation work, and finishing work, as shown in Table2.  

 Table 2. Total Cost of Construction  

Mall Preparatory Work 
(IDR) 

Soil Work 
(IDR) 

Concrete and 
Foundation Work 

(IDR) 
Finishing Work 

(IDR) 
Total Cost 

(IDR) 

 
Total Cost  
(IDR x 106) 

A 31,105,536 19,971,818 232,996,864 77,021,338 361,095,555 361 

B 38,816,660 24,695,849 299,998,968 110,539,938 474,051,414 474 

C 41,781,792 26,599,562 315,708,314 118,150,905 502,240,572 502 

D 43,413119 27,628,245 326,043,129 121,444,338 518,528,831 519 

E 54,435,201 34,318,455 428,740,491 171,040,678 688,534,826 689 

F 63,071,184 39,788,927 480,764,888 200,799,490 784,424,489 784 

G 60,640,722 47,478,930 512,465,720 219,121,556 839,706,927 840 

H 79,498,624 61,636,882 696,061,625 326,459,914 1,163,657,045 1164 

I 109,813,161 102,206,863 960,752,370 480,215,011 1,652,987,405 1652 

J 117,492,768 109,047,094 1,044,179,715 532,617,675 1,803,337,253 1803 

 Source: unit price construction  of Surabaya City in 2013 
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4.3. Total Cost 

The calculation result from 10 malls in Surabaya City, which was obtained by the sum of construction, operation, 
maintenance, and monitoring cost, is shown in Table 3.  

Table 3. Total cost of 10 malls in Surabaya city(in IDR x 106) 

Mall A B C D E F G H I J 

Construction Cost  361 474 502 519 689 784 840 1164 1653 1803 
Operation and 
Maintenance Cost 

36 47 50 52 69 78 84 116 165 180 

Monitoring Cost  180 180 180 180 180 180 180 180 180 180 
Total Cost  577 701 732 751 938 1042 1104 1460 1998 2163 

   Source: Unit Price of Surabaya Cityin 2013 
 
The construction cost was taken from Table 2. Operation and maintenance cost was calculated at 10% of the 
construction cost in accordance with the description in section 3.2. Monitoring cost was calculated 180 x 106IDR for 
each mall as described in section 3.3. The monitoring cost of each mall was treated equal because there were only 
three monitoring locations for each mall i.e: the quality of the influent, effluent, and river water of effluent receiver. 
 

4.4. Regression Curve 

From the data in Table 1 and calculation from Table 3, the flow rate (independent variable) and total cost 
(dependent variable) for each mall can be seen in Table 4. 

Table 4.Flow rate and Total Cost WWTP from ten malls in Surabaya city 

Mall A B C D E F G H I J 
Flow rate(l/sec) 0.88 1.31 1.41 1.44 2.08 2.46 2.70 4.06 6.03 6.72 
Total Cost (IDRx106) 577 701 732 751 938 1042 1104 1460 1998 2163 

 Source : Table 1 and  Table 3 
 
By inputting the data in Table 4 to Minitab 16 software, the result can be seen in Fig. 1, Fig. 2, andFig. 3. 
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Fig. 1.(a)Probability Plot of Flow rate; (b) Probability Plot of Cost 
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Fig. 2. Residual Plots for Cost 

 
(a)     (b) 

Fig. 3(a) Regression Analysis; (b) Scatter plot of Cost vs Flow rate 

Fig. 1 shows the plot probabilty of flowrate in X axis and total cost in Y axis. The two graphs show that the 
dispersion of the dots is close to diagonal line in which it can be concluded that the residual value is normal. In Fig.4, 
the residual plot of cost from Minitab 16 is depicted. The pictures abovepoint that ten data sets of X and Y produce 
reasonably good regression line with R-Sq = 99.9%. Generally, the more the date set, the better the regression[18]. 
From the regression analysis above, the linear regression curve has been obtained and shown in Fig. 3 with the 
regression equation of Y = 358 + 271X , where Y represents cost inmillion Indonesian Rupiah (IDR x 106) while X 
represents flow rate in litre/second. 

4.5. Discussion 

The result of linear regression equation has improved the linear regression equation from the previous studies 
[3.4] where the Y axis was the construction costs only. In this case study, the Y axis includesnot only the 
construction costs but also the operation and maintenance costand monitoring costs in accordance with the WWTP 
cost in the EIA study. 

The linear regression equation of Y = 358 + 271X can be used to quickly predict the WWTP total cost by 
entering all the flowrate value ranging from i.e.1 l/sec to 19 l/sec, as shown in Table 5. 

 
Table 5 Prediction of WWTP total cost (Y) from WWTP flow rate (X) using equation Y = 358 + 271 X 

Flow rate (l/sec) 1 3 5 7 9 11 13 15 17 19 
Total Cost (IDRx106) 629 1171 1713 2255 2797 3339 3881 4423 4965 5507 

          Source : Fig. 3 
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Table 5 illustrates that the higher the flow rate, the higher prediction WWTP total cost. It is influenced by the 
flow rate increase. The monitoring costs did not significantly affect the prediction total cost of WWTP. The flow 
rate conversion from 1/sec to m3/day can be seen in Table 6. 

 
Table 6 Prediction cost of WWTP with the flow rate conversion from l/sec to m3/day 

Flow rate (l/sec) 1 3 5 7 9 11 13 15 17 19 
Flow rate (m3/day) 86.4 259.2 432 604.8 777.6 950.4 1123.2 1296 1468.8 1641.6 
Total Cost (IDRx106) 629 1171 1713 2255 2797 3339 3881 4423 4965 5507 
Source: Table 5 

 
The prediction results in Table 5 and Table 6 can be directly applied by the EIA committee in Surabaya city and 

activity initiator to decide the environmental feasibility of a mall based on the predicted cost of WWTP.  
 

5. Conclusion 

The result of the study shows that the linear regression curve between flow rate WWTP (as independent 
variable in the X-axis) and the total cost of WWTP (as dependent variable in the Y-axis) has resulted in a linear 
regression equation of Y = 358 + 271X.The linear regression equation can be directly used by the EIA committee in 
Surabaya city and activity initiator to decidethe environmental feasibility of a mall based on the predicted cost of 
WWTP. 
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Abstract 
 

 

Linear Regression Classification (LRC) based face 

recognition achieves high accuracy while being highly 

efficient. As with most other linear-subspace-based 

methods, the faces of a subject are assumed to reside 

on a linear manifold; however, where occlusion or 

disturbances are involved, this assumption may be 

inaccurate. In this paper, a manifold-learning 

procedure is used to expand on conventional LRC by 

excluding faces not fitting the original assumption (of 

linearity), thereby localizing the manifold subspace, 

increasing the accuracy over conventional LRC and 

reducing the number of faces for which the regression 

must be performed. The algorithm is evaluated using 

two standard databases and shown to outperform the 

conventional LRC.  

 

 

1. Introduction 
 

Face recognition is an active research area, with 

much attention being directed towards pixel intensity 

map linear-subspace classification algorithms such as 

Nearest Feature Line (NFL) [2], Nearest Feature 

Subspace (NFS) [3], Sparse Representation 

Classification (SRC) [9] and Linear Regression 

Classification (LRC) [5]. These algorithms achieve 

high recognition rates with varying levels of 

complexity and efficiency. Of particular note is LRC, 

which represents the state-of-the-art, and has shown to 

be exceptionally accurate and efficient [5]. SRC 

generally has better accuracy, however is much slower 

than LRC and is not suitable for real-time processing.  

The assumption common to the linear subspace 

based algorithms is that the test and training images of 

a subject’s face are all contained in the same linear 

subspace [3, 5, 9]. However, it is well known that the 

manifold, which may have to accommodate various 

facial expressions, orientations and lighting conditions, 

is not necessarily linear; it is even less likely 

considering potentially misaligned or partially 

occluded images. 

If the nonlinearizing content of the manifold is 

reduced through manifold learning, better performance 

of the linear solution is usually observed [1].  The 

proposed Locality-Regularized Linear Regression 

Classification (LLRC) embeds the manifold learning 

system into LRC. The experimental results confirm the 

effectiveness of using locality-regularization in LRC, 

which effectively increases its robustness to facial 

appearance changes and achieves favorable results, 

both in accuracy and efficiency, in human face 

recognition. 

 

2. Related work 
 

Linear Regression Classification.   

Let there be N vectorized face 

images 0

1 2X [x ,  x , , x ]
d N

N

×
= … ∈ℝ containing C 

different individuals with each face vector having d0 

elements.  

Let 0x
dc

i ∈ℝ denote the i
th

 face of the c
th

 

individual, 0X cd N

c

×
∈ℝ be the image collection for 

the c
th

 class, and let 0y d∈ℝ  denote the query image. 

If y belongs to the c
th

 class then it is assumed to be able 

to be represented by a linear combination of images in 

the same class, i.e. 

  y X ,c cβ=  (1) 

where 0d

cβ ∈ℝ is the vector of parameters projecting 

the test image onto the linear space spanned by the 

training data images, Xc . Solving (1) for cβ  using a 

pseudo-inverse gives the least-squares sense 

approximation: 
 T 1 Tˆ (X X ) X y.c c c cβ −=  

(2) 

The test vector may now be represented in terms of 

the training images as ɵ ˆy Xc cβ= . From this estimate, 
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the residual reconstruction error for the class can be 

shown as in (3), where 0 0I d d×∈ℝ is the identity matrix. 

 ɵ
2 2

T 1 T(y y) ((X X ) X I)yc c c cr −= − = −  
(3) 

Finally, LRC classifies the query image y as 

belonging to the class having the least error as in (4). 

 ˆ ( )c cc argmin r=  (4) 

LRC has an impressive performance and a simple 

and elegant implementation based on the assumption 

that all faces in Xc reside in a linear space. 

 

3. Locality-regularized linear regression 

based classification 
 

Figure 1 shows two example synthetic manifolds 

with face images for each subject distributed within 

each manifold. Suppose that the query image y, shown 

in the figure as a square belongs to subject 2. It is likely 

that y lies on the plane (the black triangle) spanned by 

the images a1, a2, a3 of subject 1. In such case, LRC 

considers all gallery images within the manifolds and 

will misclassify the query as belonging to subject 1. 

 
Figure 1: Showing the classification ambiguity of LRC, 
which uses all test faces. By using only the k-NN (in this 

case k=3), the test face y is correctly classified. 
 

Inspired by [7], we wish to employ the more 

plausible case of local linearity rather than assume 

global linearity of points in the classes. We propose to 

enforce locality regularization on LRC by only 

including the k closest images to the query image 

measured using Euclidean distance. By rejecting all but 

the k-NN faces, a1, a3 are not in the set and are not 

considered to belong to the query image y; 

consequently subject 2 is correctly selected. 

To this end, let us define a locality-linearized subset 

of   Xc , containing only the k closest neighbors to the 

test image, as � ɵ ɵ ɵ 0
1 2X [x , x , , x ] ,
c c c

d k
c k

×= … ∈ℝ for 

subject c. Solving (1) but substituting �Xc in place 

of Xc produces � � �
T T

1ˆ (X X ) X y,c c ccβ
−=⊻ with a 

reconstruction error of 

 � � �
T T

1 2((X X ) X I)y .c c ccr
−= −‖ ‖  

(5) 

The classification is now done using (4), as per LRC. 

Manifold learning is employed to find the optimum 

k value for a given training gallery set via leave-one-

out cross-validation with k in {2, 4, 6, 8, 10}; the trial 

returning the highest accuracy corresponds to the k 

value chosen to classify the probe image. 

 

3.1. Kernelization 
 

The main idea of Kernelized LLRC (KLLRC) is to 

map the original face samples into a high-dimensional 

Hilbert spaceF and apply LLRC on the Hilbert space. 

The mapping function :Φ →X F is typically non-

linear and may increase the separability of data.  The 

form ofΦ is not necessarily known explicitly; Mercer’s 

theorem [8] tells us the mapping function could be 

determined by a kernel function :K × → ℝX X that  

 (x, z) (x), (z) .K = 〈Φ Φ 〉  (6) 

It is now obvious that (3) can be expressed in terms 

of inner products between the training face set Xc  and 

itself or the test face y.  Let us define 

 ɵ ɵ ɵ ɵ
, (x ), (x ) (x , x )

c c c c

i j i ji j KΨ = 〈Φ Φ 〉 =  
(7) 

and let 
k∈κ ℝ  refer to the inner product vector that 

 ɵ ɵ(x ), (y) (x , y).
c c

i ii Kκ = 〈Φ Φ 〉 =  
(8) 

It is then straight-forward to arrive at 

 T 1(y, y) ,cr K −= −κ Ψ κ  (9) 

where all the individual terms appear in the form of the 

kernel function, hence the kernelization of LLRC is 

feasible. 

There are numerous types of kernel functions [8], 

though we adopt the most popular one, the RBF kernel, 

the definition of which is given by   

 ( )2(x, z) exp x zK γ= − −‖ ‖  
(10) 

Manifold learning is performed for KLLRC as for 

LLRC, trialing cross-validation for each k in {2, 4, 6, 8, 

10} and each γ in {
1
/16, ¼, 1, 4, 16}. 

 

3.2. Block-based Algorithm 
 

It should be noted that for any test image 

incorporating an occlusion mode, there may not be a 

training image in a class that will wholly resemble the 

test image; in fact, images in the class may actually 

detract from the match accuracy. For this reason, 

dividing each of the test and training images into 8 

blocks (i.e. 4x2 partitions) and performing the 

matching algorithm blockwise allows poorly-matched 

blocks to be excluded from the result by voting on the 

blockwise predicted class results.  

While [5] proposes the DEF competition method 
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using the block with the least reconstruction error 

(ignoring all other blocks) to decide the outcome, we 

found that majority voting performed significantly 

better with our dimensionally reduced set. 

The training stage of the LLRC and KLLRC is 

performed for each block in isolation to obtain 

optimum parameter settings for each block. 

 

4. Experimental Results 
 

To evaluate the effectiveness of the proposed LLRC 

and KLLRC approaches, we conducted comparative 

experiments on two publicly available face databases, 

namely AR [4] and FERET [6]. 

 

4.1. Recognition accuracies on AR database 
 

There are 100 individuals in AR (cropped version) 

dataset. Each subject consists of 26 face images, with 

different lighting conditions, facial expressions and 

occlusion modes, see Figure 2. Two sessions are 

recorded with a two-week time interval; the first is used 

as the training gallery; the second as the test set.  
 

 
Figure 2: Samples the AR database (cropped version). 

 

Table 1: Recognition accuracy for AR-100 dataset 
classifying over 4x2 blocks using majority voting. Note 
LDA is unsuitable for dimensions >100 with this dataset. 

Dimensions Dimension 

reduction 

method 

 
20 40 50 100 200 

Random LRC 51.8 81.5 84.4 86.6 86.5 

 NN 72.2 77.3 79.6 80.4 82.0 

 LLRC 73.7 80.6 84.4 85.2 87.0 

 KLLRC 75.5 81.1 84.7 85.8 87.0 

PCA LRC 59.0 81.0 82.0 84.8 84.3 

 NN 68.5 72.2 72.8 84.8 84.3 

 LLRC 70.3 82.1 83.2 84.5 85.0 

 KLLRC 73.8 81.0 82.4 83.3 83.7 

LDA LRC 36.9 82.7 85.5 90.9 - 

 NN 79.5 86.5 86.8 90.8 - 

 LLRC 81.3 87.7 88.8 91.2 - 

 KLLRC 82.2 87.8 89.1 90.9 - 

 

This configuration presents a more difficult problem 

than using a selected subset or using cross-validation 

method [5]. Consequently all accuracy results will be 

less than those reported in [5]. 

All images are first downsampled to 40x40 pixels 

before being partitioned into 4x2 blocks and having 

dimensionality reduced using PCA, LDA or a random 

matrix. 

The results in Table 1 show that LLRC and KLLRC 

consistently outperform LRC for all but one case. The 

improvement is most noticeable at low dimensions, 

gaining 44.4% and 45.3% respectively for LLRC and 

KLLRC. 

 

4.2. Sensitivity to misalignment 
 

The AR database (non-cropped version of 120 

subjects) was used to evaluate the effect of 

misalignment on the recognition rate of the proposed 

approaches. Before the probe images were aligned and 

cropped, the eye locations were offset by two normally 

distributed zero-mean random vectors (∆X1, ∆Y1) and 

(∆X2, ∆Y2). A sample of the perturbed images are 

shown in Figure 3. The recognition rates as a function 

of the eye offset variance σ
2
 are illustrated in Figure 4.  

 

 
Figure 3: Sample images from the AR database 

perturbed by σ2 of {0, 1, 3, 5, 9} (from left to right). 
 

Figure 4 shows the improvement of LLRC and 

KLLRC over LRC for all cases except for PCA 

reduction with σ less than 1.22 pixels. 
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Figure 4: Effect of image perturbation on recognition. 
 

LRC, LLRC and KLLRC are all highly susceptible to 

misalignment of the test images with respect to the 

gallery images. One solution to this problem is to add 

perturbed images to the gallery; unfortunately for LRC 

this will further dilute the effectiveness and increase 

computation time due to the additional unlocalized 

images added to each class. The extra images in the 

gallery will only minimally burden LLRC and KLLRC 

with the need to calculate the additional distances; 

solving will still use only an optimal subset of the 

available gallery images. We leave this as future work.  
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4.3. Recognition accuracy on FERET database 
 

The FERET database includes 7,800 images 

belonging to 739 individuals. There are extreme 

variations in alignment, rotations, poses, illuminations 

and backgrounds making it an important test database. 

Sample images from the FERET are shown in Figure 5.  

Each subject in the database has a differing number 

of images; this experiment is carried out on a subset of 

the database, i.e. 20 individuals having at least 33 

images.  

 
Figure 5: Sample images from the FERET database. 

 

For each class, 20 images are selected randomly for 

the training gallery and the remaining 13 are used as 

test images. The result is averaged over five trials. 
 

Table 2: Recognition results for FERET database. LDA is 
unsuitable due to limited number of classes. 

Dimensions Dimension 

Reduction 

Method 

 
20 40 50 100 200 

Random LRC 13.4±1.4 67.9±2.6 70.2±3.5 73.1±3.3 73.1±2.8 

 NN 69.8±4.5 72.7±2.3 71.5±5.2 73.2±3.4 74.9±3.9 

 LLRC 72.2±3.0 77.5±2.4 76.5±2.8 79.3±2.1 77.9±2.2 

 KLLRC 73.6±3.3 77.1±2.7 77.3±4.1 79.7±2.1 79.4±2.3 

PCA LRC 17.2±3.3 71.8±4.4 72.3±4.0 73.2±3.0 73.5±2.9 

 NN 76.4±2.0 76.3±2.3 76.0±2.9 74.8±3.1 74.9±3.1 

 LLRC 79.1±3.1 80.2±3.0 79.0±2.5 78.1±2.7 78.4±2.9 

 KLLRC 79.0±2.8 79.4±3.2 79.8±2.7 78.8±4.1 78.8±3.9 
 

Table 2 shows the performance mean and standard 

deviation of all algorithms; it is evident that LLRC and 

KLLRC improve upon LRC with up to 62.8% and 

62.6% respectively for 20 dimensions. The proposed 

algorithms maintain superiority in all cases shown. 
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Figure 6: Face recognition algorithm running time. 

4.4. Efficiency 
 

The algorithms are tested against 120 subjects from 

the AR database, with Figure 6 showing the MATLAB 

running time (Intel i5 2.3GHz, 8GB RAM) in 

milliseconds per face. It is clear that LRC is slightly 

faster for low dimensions where LLRC, KLLRC are 

significantly more accurate. The proffered methods 

improve on LRC in efficiency at higher dimensions.  

 

5. Conclusion 
 

We have improved on a state-of-the-art face 

recognition algorithm in terms of both accuracy and 

efficiency. Through manifold learning and dynamic 

formulation of a gallery localized around the probe 

image, the subspace is made more suitable for the 

linear solution to the equation. 

Compared with LRC, the results for the LLRC 

showed higher accuracy in most cases and higher 

efficiency was noted in the higher dimensions.  

Minor improvements were gained with KLLRC 

which employed kernelization of the algorithm to 

circumvent the difficulty in classification in a low 

dimensional linear subspace at the cost of efficiency.  
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Abstract

Quantitative Structure and Activity Relationship (QSAR) analyses were carried out for a series of 13 nitrobenzothiazole
derivatives as antimalarial compounds to find out the structural relationship of their antimalarial activities against the
W2 Plasmodium falciparum strain. The electronic descriptors have been determined using the atomic net charges (q),
dipole moment (μ), ELUMO, EHOMO, polarizability (α) and Log P. In addition, the descriptors were calculated through
HyperChem for Windows 8.0 using the PM3 semi-empirical method. The antimalarial activities (IC50) were taken from
literature [1]. Furthermore, the QSAR model was determined by multiple linear regression (MLR) approach, giving
equation model of QSAR: Log IC50 = 41.483 + 54.812 (qC2) – 50.058 (qS3) + 416.766 (qC4) + 440.734 (qC5) –
754.213 (qC7) – 73.721 (qC8) + 246.715 (qC9) + 0.551 (μ) – 13.269 (EHOMO) – 3.404 (ELUMO) + 0.042 (α) + 0.107 (Log
P). The most statistically significant QSAR model with correlation coefficients n = 13, (r) = 1.00, (r2) = 1.00, SE = 0,
and PRESS = 3.40 were developed by MLR. Based on the model of the above QSAR equation 43 new
nitrobenzothiazole derivatives were modeled and 24 of these compounds showed high antimalarial activity. It is
recommended that these are synthesized for further investigation 4 new compounds (45, 49, 52 and 55) show equivalent
activity to that achieved with chloroquine antimalarial drugs.

Abstrak

Studi QSAR tentang Senyawa Turunan Nitrobenzothiazole sebagai Antimalaria. Analisis Kuantitas Struktur dan
Aktivitas Aktivitas (QSAR) dilakukan terhadap suatu seri senyawa 13 turunan nitrobenzothiazole sebagai antimalaria
untuk mengetahui hubungan struktural dan aktivitas antimalaria turunan nitrobenzothiazole terhadap strain W2
Plasmodium falciparum. Deskriptor elektronik yang telah digunakan dalam studi ini adalah muatan bersih atomik (q),
momen dipol (μ), ELUMO, EHOMO, polarisasi (α) dan Log P. Sebagai tambahan, deskriptor dihitung melalui perangkat
lunak HyperChem for Windows 8.0 menggunakan metode semi-empiris PM3. Aktivitas antimalaria (IC50) diperoleh dari
literatur [1]. Selanjutnya, model persamaan QSAR ditentukan melalui pendekatan regresi multilinier (RML) dan
menghasilkan model persamaan QSAR: Log IC50 = 41.483 + 54.812 (qC2) – 50.058 (qS3) + 416.766 (qC4) + 440.734
(qC5) – 754.213 (qC7 ) – 73,721 (qC8) + 246,715 (qC9) + 0,551 (μ) – 13,269 (EHOMO) – 3.404 (ELUMO) + 0,042 (α) +
0,107 (Log P). Model QSAR yang paling signifikan secara statistik yang mempunyai koefisien korelasi n = 13, (r) =
1,00; (r2) = 1,00; SE = 0, dan PRESS = 3,40 yang dianalisis dengan MLR. Berdasarkan model persamaan QSAR di atas
dimodelkan 43 senyawa turunan nitrobenzothiazole baru dan 24 dari senyawa ini menunjukkan aktivitas antimalaria
yang tinggi. Direkomendasikan 4 senyawa baru (45, 49, 52 dan 55) agar disintesis dan dilakukan penelitian lebih lanjut
karena menunjukkan aktivitas yang setara dengan obat antimalaria klorokuin.

Keywords: nitrobenzothiazole, QSAR analysis, antimalarial activity, PM3 method, MLR analysis

Introduction

Malaria is still one of the most dangerous diseases in the
world and is a major cause of morbidity and mortality in
people living in tropical countries. Globally, there were

approximately 214 million clinical cases of malaria in
2015 [2,3]. Malaria remains one of the major public health
problems and a major cause of illness, hospitalizations,
and deaths in Nigeria. Facts prove that Nigeria is a
malaria endemic area where 97% of the Nigerian
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population at risk of contracting malaria [4-7].
According to statistics, there are about 100 million cases
of malaria per year in Nigeria. Each year, approximately
50% of adults Nigeria suffer from malaria, while
children under the age of 5 will have malarial arracks 2-
4 times each year [8]. Elsewhere, malaria remains a
heavy burden across sub-Saharan Africa where
transmission is maintained by some of the world’s most
efficient vectors. The primary malaria vectors in Africa
are Anopheles gambiae, Anopheles funestus, and
Anopheles arabiensis. Anopheles gambiae is a member
of the Anopheles gambiae complex and is considered to
be the most efficient malaria vector in existence [9].

More than 90 million of the Indonesians population are
living in malaria endemic areas. In 2013, as many as 4.8
million people in Indonesian were infected with malaria
with the majority of cases in eastern Indonesia [10,11].
Malaria attacks are common in Indonesia, especially in
the Province of Maluku and Papua. Malaria remains a
cause of health problems and is one of the largest causes
of death of infants and children. In Maluku, malaria
attacked the residents in the village of Wawasa
Amarsekaru, Gorom, East Seram District, where 18
people were killed. The number of malaria patients
reached 756 people, or half of the population of
Wawasa. This malaria outbreak was described as an
Extraordinary Circumstance [10].

As such, malaria remains a major global health problem
in developing countries, and in Indonesian as particular.
Efforts to eradicate malaria have not been successful.
These have been hampered by an absence of malaria
drugs coinciding with emerging resistance to anti-
malarials [12-14]. A study of rural communities of
Nigeria reported that the cost of malaria treatment by
households accounted for 49.9% of health care costs
incurred by each household [15,16].

One attempt to develop potential malaria drugs was
carried out using molecular modeling of drugs through
computational chemistry techniques. This aimed to
obtain the best equation model of the relationship
between chemical structure and activity. Quantitative
Structure and Activity Relationship (QSAR) analysis,
through the application of computational chemistry
concepts, will be able to provide many benefits that can
save time and cost as it is relatively inexpensive when
compared to experimental lab research. In the
pharmaceutical field, computational chemistry methods
have been used to perform molecular drug modeling to
study the relationship between molecular structure-
activity and drug interactions with receptors [17].

The development of molecular modeling with com-
putational chemistry methods is strongly supported by
the development of computer technology. Improved
computer technology to provide support for the creation

of software, is able to model compounds composed of
hundreds or even thousands of atoms. A technique that
is widely used in medicinal chemistry is the QSAR
study. QSAR studies predict the theoretical chemical
properties and the relationship between both electronic
and geometric structures with the activity of a drug
molecule that is modeled by computer. Based on these
calculations can be predicted side electronically or other
parameters that influence the activity of a drug effect.

Therefore, it is essential to find new anti-malarial drugs
that have a higher pharmacological activity than
antimalarial drugs that are currently available. Here,
QSAR analysis plays an important role to minimize trial
and error when designing new antimalarial drugs [17].
The QSAR approach helps to correlate the specific 
biological activities or physical properties of a series of
compounds with the measured or computed molecular
properties of the compounds, in terms of descriptors
[18]. QSAR methodologies save resources and expedite
the process of the development of new molecular drugs.
There have been many QSAR studies related to the
design of anti-malarial drugs so far but a systematic
QSAR study is yet to be carried out for series of new
nitrobenzothiazole derivatives compounds, and the
central task is to find a regression function that predicts
the activity of the molecule in high accuracy.

Hadanu [17] has conducted molecular modeling of
benzothiazole derivatives compounds through QSAR
methods to result in 14 new benzothiazole derivative
compounds. The all new benzathiazole derivative
compounds were modeled through the best QSAR
equation model to determine their antimalarial activity
(IC50) theoretically. The results of modeling benzothiazole
derivative compounds show that higher antimalarial
activity than the activity of chloroquine, but still activity
is equivalent to halofantrine, anantimalarial drug that is
currently on the market. To obtain more potent antimalarial
drugs, it is necessary research the new nitrobenzothiazole
derivative compounds through modeling. This study used
descriptors: net charge of atomic, the Highest Occupied
Molecular Orbital Energy (ELUMO), the Low Unoccupied
Molecular Orbital Energy (ELUMO), and other parameters,
namely the dipole moment, polarizability, and octanol–
water partition coefficient (Log P) calculated by the 
semi-empirical PM3 method. The calculations were
done in order to perform a quantitative analysis of the
structure-activity relationship of the series of nitroben-
zathiazole derivative antimalarial drugs. The nitroben-
zathiazole derivative compounds used in this study have
been synthesized and tested for antimalarial activity by
Hout [1] as presented in Table 1.

The semi-empirical PM3 method was used in the
calculation of descriptors in this QSAR analysis.
Generally, for compounds having a large molecular
weight are analyzed using the semi-empirical method of
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AM1. Because the nitrobenzothiazole derivative
compound is an organic compound with a moderate
molecular weight, the descriptor analysis does not need
to use the semi-empirical method of AM1. The
nitrobenzothiazole molecule can reach the most stable
optimum condition using the semi-empirical method of
PM3. The semi empirical PM3 method has a high
accuracy when compared to the semi empirical AM1
method. Hadanu (2015) used the semi-empirical AM1
method to calculate the descriptors of aminobenzatiozole
derivatives because the aminobenzotiazole derivative
compounds have larger molecular weight and are more
complex than nitrobenzoatiazole derivatives.

Experiment

Materials. The materials used in this study were
nitrobenzothiazole derivative compounds synthesized
by Hout [1]. The Inhibition Concentration (IC50) was the
dependent variable in Table 1.

Instrumentation. In this research, a Sony Vaio Laptop
equipped with Intel® Dual Core Processor 2.20 GHz;
RAM 1 GHz, and HDD 250 GB was used. All the
compounds (Table 1) were calculated using package
HyperChem® Program Version 8.0 for Windows and
complete geometry optimization with the semi-empirical
PM3 method and there were analyzed using statistical
program IBM® SPSS® version 16 for windows.

Calculating the descriptors. All the calculations were
performed on Intel® Dual Core Processor 2.20 GHz,
Sony Vaio Laptop Computer with 894 MB of memory
and 250 GB of scratch disk space. The descriptors were
calculated for each of the compounds in Table 1 using the
QSAR module of the semi-empirical PM3 method and
this is reported in Table 2. The QSAR model is evaluated
using sets of nitrobenzothiazole derivative compounds
whose molecular structure and antiplasmodial activity is
known (Table 1). The antimalarial activity of these
compounds was taken as the activity against chloroquine
resistant P. falciparum W2 strain and is presented as the
value of Log IC50, where IC50 is an effective
concentration inhibiting 50% growth of the parasite [1].
The 3D-structures of all compounds (Table 1) were
sketched using the HyperChem® Program, Version 8.0
for Windows. The descriptors of all compounds were
calculated with the semi-empirical PM3 method. The
final geometry optimization was optimized to a Root
Mean Square (RMS) gradient of 0.001 kcal/(Å mol) in
vacuo (Polak-Ribière method). The quantum chemical
descriptors: net atomic charges, dipole moment, EHOMO,
ELUMO, polarizability, and Log P, were calculated. The
structural properties yielded from the single point
calculation where atomic net charges and dipole moment,
whereas descriptors of polarizability and Log P were
obtained from the “menu compute” of QSAR properties.

Table 1. Chemical Structure and Activity Data of Antimalarial
Compounds of Nitrobenzothiazole Derivatives against
W2 Strain of Plasmodium falciparum

N

S

R1

O2N

R3

R4

R2

1

2

3

45

6

7 8
9

No R1
IC50

(μM)
Log IC50

1. Cl 2.30 0.36

2. NHCOCH3 21.10 1.32

3. NH2 51.20 1.70

4. N(CH3)2 96.20 1.98

5. N(C2H5)2 9.90 0.99

6. N 102.30 2.00

7. NH(CH2)3N(C2H5)2 24.30 1.38

8. NHC3H7 31.60 1.50

9. NHPh 27.60 1.44

10. NHPh-p-N(CH3)2 2.40 0.38

11. NHCH2CH2OH 104.60 2.01

12. NHPh(o-OCH3)p-
NHSO2CH3

0.70 −0.15

13. NHPh-m-OH 26.60 1.41

The EHOMO and ELUMO descriptors can be obtained from
the menu compute, vibrations then click of orbital in the
sub menu. All of the descriptors are given in Table 2.
From the descriptors mentioned, it can be considered
that some give valuable information about the influence
of electronic and coefficient partition features on the
biological activity of molecular drugs. In this work, the
molecular descriptors were selected so that they represent
the features necessary to quantify such activity.

Development of the QSAR model and Statistical
method. The development of QSAR model has five
steps. The first step is to determine the series of
nitrobenzothiazole compounds to be analyzed along
with the value of IC50 yielded through laboratory
experiment. The second is to select a set of descriptors,
which are likely to be related to the biological activity
of interest and to optimize for the most stable skeleton
structure of the series nitrobenzothiazole compounds.
The third is to calculate descriptors through the
optimized structure. The fourth is to formulate a
mathematical equation model that reflects the
relationship between the biological activity and the
chosen descriptors through statistic analysis using SPSS
16 for Windows to get the equation of QSAR, and the
final step is to validate the QSAR models.
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Table 2. Descriptors/independent Variables used for QSAR Analysis of Antimalarial Compounds of Nitrobenzothiazole
Derivatives Calculated by the Semi-empirical PM3 Method

Comp.

Number

Atomic net charges (Coulomb) μ

(Debye)

ELUMO

(ev)

EHOMO

(ev)

α

(Å3)
Log P

qN1 qC2 qS3 qC4 qC5 qC6 qC7 qC8 qC9

1 −0.028 −0.271 0.256 −0.225 −0.050 −0.069 −0.096 −0.033 −0.076 2.43 −1.013 −9.211 19.98 −2.58

2 −0.131 −0.169 0.236 −0.245 −0.041 −0.089 −0.084 −0.055 −0.033 4.18 −0.671 −8.681 23.71 −3.40

3 −0.121 −0.197 0.240 −0.242 −0.041 −0.086 −0.088 −0.052 −0.038 2.807 −0.701 −8.782 19.40 −3.75

4 −0.118 −0.155 0.232 −0.243 −0.041 −0.087 −0.088 −0.053 −0.040 1.176 −0.6420 −8.657 23.07 −2.98

5 −0.133 −0.139 0.224 −0.246 −0.040 −0.091 −0.085 −0.057 −0.032 1.298 −0.582 −8.570 26.74 −2.29

6 −0.126 −0.142 0.225 −0.245 −0.041 −0.089 −0.086 −0.055 −0.036 2.852 −0.596 −8.604 27.81 −2.25

7 −0.123 −0.171 0.229 −0.242 −0.042 −0.088 −0.086 −0.055 −0.037 1.622 −0.649 −8.698 33.6 −2.62

8 −0.121 −0.171 0.228 −0.242 −0.041 −0.088 −0.087 −0.054 −0.037 1.051 −0.639 −8.686 24.91 −2.53

9 −0.117 −0.181 0.229 −0.240 −0.040 −0.086 −0.084 −0.055 −0.039 1.356 −0.817 −8.463 29.06 −2.71

10 −0.122 −0.179 0.226 −0.241 −0.040 −0.088 −0.084 −0.057 −0.036 1.938 −0.755 −8.031 34.09 −3.65

11 −0.112 −0.174 0.228 −0.240 −0.042 −0.086 −0.087 −0.052 −0.040 2.229 −0.675 −8.740 23.71 −3.78

12 −0.123 −0.181 0.229 −0.242 −0.039 −0.089 −0.083 −0.058 −0.035 0.999 −0.785 −8.140 37.72 −5.34

13 −0.118 −0.184 0.254 −0.245 −0.042 −0.083 −0.088 −0.049 −0.041 2.03 −0.905 −8.600 29.7 −3.73

Results and Discussion

All descriptors resulting from QSAR analysis of the 13
compounds are presented in Table 1. QSAR analysis
enabled the investigation of models with up to fourteen
variables. The correlation between various descriptors
[19,20] with biological activity is the most important
outcome of the QSAR study. The descriptor is a parameter
or property of a molecule used as an independent variable
when calculating predicted activity (theoretical IC50).

The descriptors used in this research are the atomic net
charge, dipole moment, EHOMO, ELUMO, polarizability, and
log P. The descriptors were obtained from the structural
properties of each compound after the process of
geometry optimization. The descriptors of the series of
nitrobenzothiazole derivatives were calculated using the
semi-empirical PM3 method. This method can be used for
the analysis of a series of nitrobenzothiazole derivatives
because they are organic compounds containing atoms:
C, H, N, and S. In the statistical analysis, a regression
method was used to find the QSAR models and their
statistical properties. The best QSAR model built using
the multiple linear regression (MLR) method is
represented by the following equation:

Log IC50 = 41.483 + 54.812 (qC2) – 50.058 (qS3) +
416.766 (qC4) + 440.734 (qC5) – 754.213 (qC7) –
73.721 (qC8) + 246.715 (qC9) + 0.551 (μ) – 13.269
(EHOMO) – 3.404 (ELUMO) + 0.042 (α) + 0.107 (Log P);

n = 13, (r) = 1.00, (r2) = 1.00, SE = 0, and PRESS =
3.40. (1)

Model validation. The QSAR model with 12 component
variables was characterized as the best model. According
to the result of calculation statistics given by MLR using
SPSS version 16.0 for windows, one QSAR model was

obtained. The statistical MLR analysis only produces
one equation QSAR model, so that is immediately set as
the best equation model to be used in determining the
value of the theoretical activity of nitrobenzothiazole
derivative compound modeling results. The best QSAR
model has a high correlation coefficient (R: 1.00) that
indicates that the correlation between electronic structure
(independent variables) and the antimalarial activity is
very strong. The squared correlation coefficient (R2) of
1.00 explains 100% variance in the biological activity of
the tested compounds. It means that a change in activity of
antimalarial Log IC50 in a nitrobenzothiazole derivative
compound resulted from a change of descriptor: electronic
structure, dipole moment, ELUMO, EHOMO, polarizability,
and Log P. The statistical parameters such as the value
of Fcalculate and Ftable do not serve as the basis for
selection of the best QSAR model because the statistical
MLR analysis is obtained for just one QSAR model so
that the value of Ftable cannot be compared with the
value Fcalculate from other QSAR model. The smallest
value of SE indicates that the QSAR model has a very
small deviation of data or has highly significant data.
The small value of PRESS, indicates that antimalarial
activity of experiment and that predicted has very small
difference value. This indicates that the QSAR model can
act as a guide to determine the activity of antimalarial
nitrobenzothiazole derivatives and indicates which are
likely most effective.

The R and R2 in the QSAR model have high values
indicating that the correlation independent variable
between dependent variables is perfect and significant
[21,22]. The statistical parameters commonly use R2

value because it can be more correct than the R value.
The value of r2 has a larger interval than r so that small
differences which are not perceived for the R value are
perceived clearly with r2. The values of r and r2 as
statistical parameters which show only significant
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relationship between IC50 with descriptors on the model
of QSAR equation, then to determine the validity of the
QSAR equation model is required to test other statistical
parameters such as SE and PRESS.

The other statistical parameter, of interest is SE. The
value of SE = 0 and the PRESS value = 3.40 (low)
indicates that the QSAR model has a good ability to
predict theoretical antimalarial activity (IC50). The
correlation of the experimental activities with the MLR
calculated activities is illustrated in Figure 1. The result
of the evaluation antimalarial activity [predicted] Log
IC50 and correlation with antimalarial activity [experiment
Log IC50] for the QSAR model using the semi-empirical
PM3 method has linearity R2 = 0.9875 and slope value
of −0.3544 that can be seen in Figure 1. Based on the
value of the variable dipole moment, the polarizability,
ELUMO; EHOMO, were obtained by the variation of atoms
in MLR analysis (see model of QSAR), atomic net
charges: qC2, qS3, qC4, qC5, qC7, qC8, qC9, dipole
moment, ELUMO; EHOMO, polarizability, and Log P seem
the most responsible for the pharmacological activity.

This study of structure-antimalarial activity relationships
interestingly reveal that change of the structure of
substituent group at C5, C7, C8, and –R1 (see Table 1 and
Table 3) commonly results in a change of bioactivity.
Among those 2-substituent benzothiazole derivatives,
other substituted molecules have already received
considerable attention due to their potential activity.

The Design of new antimalarial nitrobenzothiazole
derivative compounds. In this research, the design of
new antimalarial nitrobenzothiazole derivatives has
been done on the basis of the QSAR model obtained and
this equation model was then used to predict their
activity. The steps of developing drug molecules based
on QSAR analysis are as follows: (1) new compounds
designed to remain homologous with the basic framework

Figure 1. Linear Regression of Experimentally Observed
Antimalarial Activity, Log IC50, against the
Calculated Activity based on the QSAR Model

of the series compound structures used in QSAR analysis
for the best equation model, (2) new compounds which
have been designed through retrospective studies and can
be synthesized in the laboratory, and (3) new compounds
designed to be isolated and/or have been isolated by
previous research but have not been tested for their
activities.

The addition of R2, R3 and R4 groups to the basic
skeleton of the nitrobenzothiazole structure is intended to
find the nitrobenzothiazole derivative compound with
higher antimalarial activity. In designing the structure of
the new antimalarial compounds, -OH, -CH3,,-F, -OCH3, -
SH, NH2, -NHR, NHCOR and -NR2 substituents attached
to the main structure of nitrobenzothiazoles were modified
so that the higher antimalarial activity of the newly
designed molecule compared to that of the previously
synthesized compounds was achieved. Table 3 lists the
detailed substituents of new antimalarial compounds that
have been designed on the basis of the above assumption
along with their predicted activity values calculated using
the best QSAR model. In this research, the alkyl (R1)
groups have been replaced with more polar substituents to
evaluate the effect on antimalarial activity. The evaluation
was done by comparing the predicted log IC50 values of
the corresponding compounds. Results of the study show
that there is a significant difference in the value of
predicted log IC50, if the substituent R1 is made different.

There are 3 factors that are used in the selection of the
new nitrobenzothiazole derivative candidates: theoretical
activity obtained from QSAR equation calculation, the
possibility of synthesizing the new compound and the ease
to get the reactants for synthesis. Based on the prediction
calculation of their activity, some new compounds which
may have better antimalarial activity are proposed e.g.,
compounds 14-24, 27-30, 34, 42-47, 49, 52, and 55 (see
Table 3). These twenty-four candidates could guide the
synthesis procedures of new candidates for nitroben-
zothiazole derivatives.

The new nitrobenzothiazole derivatives modeling results
have a high antimalarial activity with -NHCOPh, -
NHCOPh-p-OH, -NHCOPh-p-OCH3, and -SH functional
groups in the R1 position of the skeleton of the nitro-
benzothiazole derivative compounds. In other nitrobenzo-
thiazole derivatives, modeling results that have high
antimalarial activity have -NH2, -SH in the R1, and -NO2

functional groups in the R4 position of the skeleton of the
nitrobenzothiazole derivative compounds. The newly
suggested nitrobenzothiazole derivatives that are predicted
to have high antimalarial activity are 45, 49, 52, and 55
compounds which have -Ph-p-NH2, Ph-p-NH2-m-CH3,
Ph-p-OH functional groups in the R1 position, -F and -OH
functional groups in the R2, -CH3, -F, -OH functional
groups in the R3, and -F, -NO2 functional groups in the
R4 of the skeleton nitrobenzothiazole compounds.
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Table 3. Newly Designed Nitrobenzothiazole Antimalarial
Compounds and Predicted Log 1/IC50 Calculated
using the best QSAR Model [23,24,25]

N

S

R1

O2N

R3

R4

R2

1

2

3

45

6

7 8
9

Compounds R1 R2 R3 R4
Predicted

Log IC50 (μM)

14 NHCH2Ph H H H 0.116593
15 NHCH2Ph-p-OH H H H 0.146799
16 NHCH2Ph-p-OCH3 H H H 0.174884
17 NHCH2Ph-p-OC2H5 H H H 0.232601
18 NHCH2Ph-p-OC3H7 H H H 0.40586
19 NHCH2Ph-p-OC4H9 H H H 0.544425
20 NHCH2Ph-p-OC5H11 H H H 0.684348
21 NHCH2Ph-p-OCH2Ph H H H 0.203001
22 NHCOCH3 H H H 0.473279
23 NHCOC2H5 H H H 0.777471
24 NHCOC3H7 H H H 0.917926
25 NHCOC4H9 H H H 1.080339
26 NHCOC5H11 H H H 1.20518
27 NHCOPh H H H −1.840411
28 NHCOPh-p-OH H H H −0.144248
29 NHCOPh-p-OCH3 H H H −0.179584
30 NHCOPh-p-OC2H5 H H H 0.818199
31 NHCOPh-p-OC3H7 H H H 1.301003
32 NHCOPh-p-OC4H9 H H H 4.910883
33 NHCOPh-p-OC5H11 H H H 13.62718
34 NHCOPh-p-OCH2Ph H H H 0.627474
35 CH=CH-Ph-p-N(CH3)2

[24] H H H 4.389274
36 CH=CH-Ph-p-OH H H H 5.175493
37 CH=CH-Ph-p-OCH3 H H H 5.294323
38 CH=CH-Ph-p-OC2H5 H H H 5.402038
39 CH=CH-Ph-p-OC3H7 H H H 5.457419
40 CH=CH-Ph-p-OC4H9 H H H 5.521102
41 CH=CH-Ph-p-OC5H11 H H H 5.770583
42 NH2 H H OH 0.327701
43 SH H H H –5.688672
44 SH H H NO2 −58.86885
45 NH2 H CH3 NO2 −85.91763
46 NH2 H H NO2 0.101936
47 NH2 H CH3 H −46.51401
48 Ph-p-NH2

[25] F H H 62.5379
49 Ph-p-NH2

[25] H F H −114.1922
50 Ph-p-NH2

[25] H H F 19.22615
51 Ph-p-NH2-m-CH3

[25] F H H 62.35198
52 Ph-p-NH2-m-CH3

[25] H F H −114.3824
53 Ph-p-NH2-m-CH3

[25] H H F 19.00022
54 Ph H H OCH3 9.410091
55 Ph-p-OH [26] OH OH NO2 −130.5926
56 CN [26] OCH3 NO2 OCH3 305.6931

Conclusions

In this study have used a PM3 semi-empirical molecular
calculation to study the correlation of antimalarial
activity of a series of nitrobenzothiazole derivative
drugs with the chloroquine-resistant W2 strain. The
QSAR model has predicted on the 95% level with
statistical parameters. The overall correlation is given

by the computed molecular properties of qN2, qS3,
qC4, qC5, qC7, qC8, qC9, dipole moment (μ), ELUMO,
EHOMO, polarizability (α) and Log P. A significant
regression model was obtained by the multiple linear
regression method for the structural properties of
nitrobenzothiazole derivatives versus antimalarial activity
against P. falciparum. In this research, it has been found
that the descriptors: polarizability, ELUMO, EHOMO, Log
P, and atomic net charges: qC5, qC7, qC8, and groups
of -NHR and NH2 (R1) as hypothetically active regions
of the molecular nitrobenzothiazole derivatives, seem to
be responsible for the pharmacological activity. Based
on the best QSAR model obtained, new antimalarial
compounds have been designed which have higher
predicted antimalarial activities than those of the existing
compounds. The new suggested compounds are the 45,
49, 52, and 55 and it is recommended that these are
synthesized and then tested for antimalarial activity in
the laboratory.
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Abstract: It is a serious challenge for investors and 
corporate stockholders to forecast the daily behavior of 
stock market which helps them to invest with more 
confidence by taking risks and fluctuations into 
consideration. In this paper, by applying linear 
regression for forecasting behavior of TCS data set, we 
prove that our proposed method is best to compare the 
other regression techniquemethod and the stockholders 
can invest confidentially based on that. 
 
Keywords: Stock Market, Forecast, Data Mining, linear 
regression, Data set. 

I.  INTRODUCTION: 

 
In stock market the most growing topic in research is 
“Forecasting”because of its importance and 
popularity among the masses and also small and large 
companies due to financial benefits and its low risk. 
Despite the risk of falling too much value per share 
due to market fluctuations rarely happens, but again, 
the risk is there. These fluctuations which effect on 
stock price and trading volume have some difficulties 
in forecasting. The fluctuations effect on the behavior 
of people in terms of capital savings or investment, 
the stock price and the increase or decrease of risk for 
investors. Therefore, in general, forecasting the stock 
market behavior through techniques and various 
methods is a useful tool to assist investors to act with 
greater certainty and taking the risks and volatility of 
an investment into consideration and know when to 
buy the cheapest price and when to sell to highest 
price [2].  

In various fields such as economy, policy and 
engineering Data mining techniques have a more 
successful rate compare to traditional statistical 
method by discovering hidden knowledge of data [3, 
4, and 5].Experience has shown that machine 
learning techniques could be successful in forecasting 
daily stock price and its trading volume [6]. In this 
paper, at first review the prior researches done for 
forecasting stock market and then we describe the 
importance of trading volume. By using linear 
regression, we forecastTCS data set [7] behavior and 
at the end we compared and evaluated the result of 
our proposed method with other approaches  
 

II MOTIVATION 
 
Stock market price prediction is a problem that has 
the potential to be worth billions of dollars and is 
actively researched by the largest financial 
corporations in the world. It is a significant problem 
because it has no clear solution, although attempts 
can be made at approximation using many different 
machine learning techniques. The project allows 
techniques for real-world machine learning 
applications including acquiring and analyzing a 
large data set and using a variety of techniques to 
train the program and predict potential outcomes. 
 

II RELATED WORKS 
 
Nowadays the stock market has been called for 
research in many fields due to its effects on financial 
challenging and capacity of forecasting its various 
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aspects through different scientific methods such as 
genetic algorithm, Artificial Neural Network (ANN) 
and other Meta heuristic algorithms.Many institution 
and academic researchers are trying to propose a 
method for forecasting next day behaviors of stock 
indexes in order to be better than the other methods, 
like a research that Majhi and other friends [8] did 
via applying bacterial foraging optimization 
technique for forecasting stock market and S&P500 
indexes in short and long terms, and they made a 
linear combiner model which its weights updated by 
BFO and comparing it with Multi-Layer Perceptron 
(MLP) based method showed that Majhi and other 
friend's method has less calculative complexity and 
more precision to MLP method. Another forecasting 
system [9] in which counting of complex keyword 
topples and its transformation to predict stock market 
behavior periodically and doing real-time forecasting 
on web has been done. Some researchers used text 
mining approach [10], their findings investigate 
effects of financial news in forecasting stock market. 
Increasing social networks and their popularity 
among people have been led into new ideas of 
investigating of effect of the popularity and 
application of these social networks that can have on 
stock market behavior.  

Like a work about effect of emotions like hope, fear 
and worry have on increasing or decreasing amount 
of Dow Jones on the next day [11] or investigating 
effects of Facebook [12] on stock market. The 
relation between the tendencies of investors and 
activities of stock market found by using a new time 
scale which operates on updated mood of about 100 
million American Facebook users between the 
periods of 10/09/2007 to 10/09/2010. In this paper, 
forecasting of trading volume is considered which is 
similar to the introduced methods. 

III PREDICATION METHOD 

Regression predicts a numerical value [16]. 
Regression performs operations on a dataset where 
the target values have been defined already. And the 
result can be extended by adding new information 
[14]. The relations which regression establishes 
between predictor and target values can make a 
pattern. This pattern can be used on other datasets 
which their target values are not known. Therefore 
the data needed for regression are 2 part, first section 

for defining model and the other for testing model. In 
this section we choose linear regression for our 
analysis. First, we divide the data into two parts of 
training and testing. Then we use the training section 
for starting analysis and defining the model. 80% 
data used for training purpose and 20% data used for 
testing purpose. 

Data Representation 
  
The dataset that was used was collected from the 
TCS Stock Database [2] as a collection of comma-
separated values where each row consisted of a stock 
on a specific day along with data on the volume, 
shares out, closing price, and other features for that 
day in time. The Python scientific computing library 
numpy was used along with the data analysis library 
pandas in order to convert these CSV files into 
pandas DataFrames that were indexed by date. Each 
specific stock is a view of the master DataFrame that 
is filtered based on that stock’s ticker. This allowed 
efficient access to stocks of interest and convenient 
access to date ranges. These stock DataFrame views 
are then used as the data to be fed into our regression 
black boxes. 

Table [1]   Dataset Sample (Tcs stock dataset) 

Date  Ope
n 
price 

Hig
h 
pric
e 

Low 
pric
e 

Clos
e 
price 

Number 
of trend 

8/25/200
4 

269 270 244 246 2614523
6 

8/26/200
4 

248 249 249 244 8572064 

8/27/200
4 

245 245 245 239 6013268 

8/30/200
4 

241 247 247 241 4499276 

Open price,High price, Low price and Number of 
trend consider as input  independent variable and 
Close price is consider as target dependent variable 
and  date is used as index variable. 
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Fig.1 Time series plot of trading value 

 We implement linear, polynomial and RBF 
regression model on python 2.7 using machine 
learning libraries. Results of these methods are 
compared on bases of Confidence value. 

Confidence values are percent ratio right predicated 
values v/s total test values. 

 

Result analysis of various regression methods 

Regression Method Confidence  value 
Linear regression 0.9774 
Polynomial 0.468 
RBF 0.5652 

Table 2. Comparison of various regression 
methods. 

On the basis of this compression we analyzed that 
linear regression model provide best result compared 
to polynomial and RBF regression. 

Table 3    Predicted Result 

Date  Close price 

11/17/2016 2142 

11/18/2016 2165 

11/19/2016 2178 

11/20/2016 2135 

11/21/2016 2171 

 

V CONCLUSIONS 

The aim of our research study is to help the stock 
brokers and investors for investing money in the 
stock market. The prediction plays a very important 
role in stock market business which is very 
complicated and challenging process due to dynamic 
nature of the stock market. As per the discussed 
works above our system, predicts the stock prices 
based on Linearregression, polynomial and RBF 
regression approach using 5 variables. We compare 
these methods on bases of confidence value and 
analyzed that linear regression provide betst result 
compare another method. 
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Preface

Regression analysis answers questions about the dependence of a response variable
on one or more predictors, including prediction of future values of a response, dis-
covering which predictors are important, and estimating the impact of changing a
predictor or a treatment on the value of the response. At the publication of the sec-
ond edition of this book about 20 years ago, regression analysis using least squares
was essentially the only methodology available to analysts interested in questions
like these. Cheap, widely available high-speed computing has changed the rules for
examining these questions. Modern competitors include nonparametric regression,
neural networks, support vector machines, and tree-based methods, among others.
A new field of computer science, called machine learning, adds diversity, and con-
fusion, to the mix. With the availability of software, using a neural network or any
of these other methods seems to be just as easy as using linear regression.

So, a reasonable question to ask is: Who needs a revised book on linear regres-
sion using ordinary least squares when all these other newer and, presumably,
better methods exist? This question has several answers. First, most other mod-
ern regression modeling methods are really just elaborations or modifications of
linear regression modeling. To understand, as opposed to use, neural networks or
the support vector machine is nearly impossible without a good understanding of
linear regression methodology. Second, linear regression methodology is relatively
transparent, as will be seen throughout this book. We can draw graphs that will
generally allow us to see relationships between variables and decide whether the
models we are using make any sense. Many of the more modern methods are much
like a black box in which data are stuffed in at one end and answers pop out at
the other, without much hope for the nonexpert to understand what is going on
inside the box. Third, if you know how to do something in linear regression, the
same methodology with only minor adjustments will usually carry over to other
regression-type problems for which least squares is not appropriate. For example,
the methodology for comparing response curves for different values of a treatment
variable when the response is continuous is studied in Chapter 6 of this book. Anal-
ogous methodology can be used when the response is a possibly censored survival
time, even though the method of fitting needs to be appropriate for the censored
response and not least squares. The methodology of Chapter 6 is useful both in its

xiii
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own right when applied to linear regression problems and as a set of core ideas
that can be applied in other settings.

Probably the most important reason to learn about linear regression and least
squares estimation is that even with all the new alternatives most analyses of data
continue to be based on this older paradigm. And why is this? The primary reason
is that it works: least squares regression provides good, and useful, answers to
many problems. Pick up the journals in any area where data are commonly used
for prediction or estimation and the dominant method used will be linear regression
with least squares estimation.

What’s New in this Edition

Many of the examples and homework data sets from the second edition have been
kept, although some have been updated. The fuel consumption data, for example,
now uses 2001 values rather than 1974 values. Most of the derivations are the
same as in the second edition, although the order of presentation is somewhat
different. To keep the length of the book nearly unchanged, methods that failed to
gain general usage have been deleted, as have the separate chapters on prediction
and missing data. These latter two topics have been integrated into the remaining
text.

The continuing theme of the second edition was the need for diagnostic methods,
in which fitted models are analyzed for deficiencies, through analysis of residuals
and influence. This emphasis was unusual when the second edition was published
and important quantities like Studentized residuals and Cook’s distance were not
readily available in the commercial software of the time.

Times have changed, and so has the emphasis of this book. This edition stresses
graphical methods including looking at data both before and after fitting models.
This is reflected immediately in the new Chapter 1, which introduces the key idea of
looking at data with scatterplots and the somewhat less universal tool of scatterplot
matrices. Most analyses and homework problems start with drawing graphs. We
tailor analyses to correspond to what we see in the graphs, and this additional
step can make modeling easier and fitted models reflect the data more closely.
Remarkably, this also lessens the need for diagnostic methods.

The emphasis on graphs leads to several additional methods and procedures that
were not included in the second edition. The use of smoothers to help summarize
a scatterplot is introduced early, although only a little of the theory of smoothing
is presented (in Appendix A.5). Transformations of predictors and the response
are stressed, and relatively unfamiliar methods based both on smoothing and on
generalization of the Box–Cox method are presented in Chapter 7.

Another new topic included in the book is computationally intensive methods
and simulation. The key example of this is the bootstrap, in Section 4.6, which
can be used to make inferences about fitted models in small samples. A somewhat
different computationally intensive method is used in an example in Chapter 10,
which is a completely rewritten chapter on variable selection.

The book concludes with two expanded chapters on nonlinear and logistic regres-
sion, both of which are generalizations of the linear regression model. I have



PREFACE xv

included these chapters to provide instructors and students with enough informa-
tion for basic usage of these models and to take advantage of the intuition gained
about them from an in-depth study of the linear regression model. Each of these
can be treated at book-length, and appropriate references are given.

Mathematical Level

The mathematical level of this book is roughly the same as the level of the second
edition. Matrix representation of data is used, particularly in the derivation of the
methodology in Chapters 2–4. Derivations are less frequent in later chapters, and so
the necessary mathematics is less. Calculus is generally not required, except for an
occasional use of a derivative, for the discussion of the delta method, Section 6.1.2,
and for a few topics in the Appendix. The discussions requiring calculus can be
skipped without much loss.

Computing and Computer Packages

Like the second edition, only passing mention is made in the book to computer
packages. To help the reader make a connection between the text and a com-
puter package for doing the computations, we provide several web companions for
Applied Linear Regression that discuss how to use standard statistical packages for
linear regression analysis. The packages covered include JMP, SAS, SPSS, R, and
S-plus; others may be included after publication of the book. In addition, all the
data files discussed in the book are also on the website. The web address for this
material is

http://www.stat.umn.edu/alr

Some readers may prefer to have a book that integrates the text more closely
with a computer package, and for this purpose, I can recommend R. D. Cook and
S. Weisberg (1999), Applied Regression Including Computing and Graphics, also
published by John Wiley. This book includes a very user-friendly, free computer
package called Arc that does everything that is described in that book and also
nearly everything in Applied Linear Regression.

Teaching with this Book

The first ten chapters of the book should provide adequate material for a one-quarter
course on linear regression. For a semester-length course, the last two chapters can
be added. A teacher’s manual, primarily giving solutions to all the homework
problems, can be obtained from the publisher by instructors.
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Scatterplots and Regression

Regression is the study of dependence. It is used to answer questions such as Does
changing class size affect success of students? Can we predict the time of the next
eruption of Old Faithful Geyser from the length of the most recent eruption? Do
changes in diet result in changes in cholesterol level, and if so, do the results depend
on other characteristics such as age, sex, and amount of exercise? Do countries with
higher per person income have lower birth rates than countries with lower income?
Regression analysis is a central part of many research projects. In most of this book,
we study the important instance of regression methodology called linear regression.
These methods are the most commonly used in regression, and virtually all other
regression methods build upon an understanding of how linear regression works.

As with most statistical analyses, the goal of regression is to summarize observed
data as simply, usefully, and elegantly as possible. In some problems, a theory may
be available that specifies how the response varies as the values of the predictors
change. In other problems, a theory may be lacking, and we need to use the data to
help us decide on how to proceed. In either case, an essential first step in regression
analysis is to draw appropriate graphs of the data.

In this chapter, we discuss the fundamental graphical tool for looking at regres-
sion data, a two-dimensional scatterplot. In regression problems with one predictor
and one response, the scatterplot of the response versus the predictor is the starting
point for regression analysis. In problems with many predictors, several simple
graphs will be required at the beginning of an analysis. A scatterplot matrix is a
convenient way to organize looking at many scatterplots at once. We will look at
several examples to introduce the main tools for looking at scatterplots and scat-
terplot matrices and extracting information from them. We will also introduce the
notation that will be used throughout the rest of the book.

1.1 SCATTERPLOTS

We begin with a regression problem with one predictor, which we will generi-
cally call X and one response variable, which we will call Y . Data consists of

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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2 SCATTERPLOTS AND REGRESSION

values (xi, yi), i = 1, . . . , n, of (X, Y ) observed on each of n units or cases. In
any particular problem, both X and Y will have other names such as Temperature
or Concentration that are more descriptive of the data that is to be analyzed. The
goal of regression is to understand how the values of Y change as X is varied
over its range of possible values. A first look at how Y changes as X is varied is
available from a scatterplot.

Inheritance of Height
One of the first uses of regression was to study inheritance of traits from generation
to generation. During the period 1893–1898, E. S. Pearson organized the collection
of n = 1375 heights of mothers in the United Kingdom under the age of 65 and
one of their adult daughters over the age of 18. Pearson and Lee (1903) published
the data, and we shall use these data to examine inheritance. The data are given in
the data file heights.txt1.

Our interest is in inheritance from the mother to the daughter, so we view the
mother’s height, called Mheight, as the predictor variable and the daughter’s height,
Dheight, as the response variable. Do taller mothers tend to have taller daughters?
Do shorter mothers tend to have shorter daughters?

A scatterplot of Dheight versus Mheight helps us answer these questions. The
scatterplot is a graph of each of the n points with the response Dheight on the
vertical axis and predictor Mheight on the horizontal axis. This plot is shown in
Figure 1.1. For regression problems with one predictor X and a response Y , we
call the scatterplot of Y versus X a summary graph.

Here are some important characteristics of Figure 1.1:

1. The range of heights appears to be about the same for mothers and for daugh-
ters. Because of this, we draw the plot so that the lengths of the horizontal
and vertical axes are the same, and the scales are the same. If all mothers and
daughters had exactly the same height, then all the points would fall exactly
on a 45◦ line. Some computer programs for drawing a scatterplot are not
smart enough to figure out that the lengths of the axes should be the same,
so you might need to resize the plot or to draw it several times.

2. The original data that went into this scatterplot was rounded so each of the
heights was given to the nearest inch. If we were to plot the original data,
we would have substantial overplotting with many points at exactly the same
location. This is undesirable because we will not know if one point represents
one case or many cases, and this can be very misleading. The easiest solution
is to use jittering, in which a small uniform random number is added to each
value. In Figure 1.1, we used a uniform random number on the range from
−0.5 to +0.5, so the jittered values would round to the numbers given in the
original source.

3. One important function of the scatterplot is to decide if we might reasonably
assume that the response on the vertical axis is independent of the predictor

1See Appendix A.1 for instructions for getting data files from the Internet.
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FIG. 1.1 Scatterplot of mothers’ and daughters’ heights in the Pearson and Lee data. The original data
have been jittered to avoid overplotting, but if rounded to the nearest inch would return the original
data provided by Pearson and Lee.

on the horizontal axis. This is clearly not the case here since as we move
across Figure 1.1 from left to right, the scatter of points is different for each
value of the predictor. What we mean by this is shown in Figure 1.2, in which
we show only points corresponding to mother–daughter pairs with Mheight
rounding to either 58, 64 or 68 inches. We see that within each of these three
strips or slices, even though the number of points is different within each
slice, (a) the mean of Dheight is increasing from left to right, and (b) the
vertical variability in Dheight seems to be more or less the same for each of
the fixed values of Mheight.

4. The scatter of points in the graph appears to be more or less elliptically
shaped, with the axis of the ellipse tilted upward. We will see in Section 4.3
that summary graphs that look like this one suggest use of the simple linear
regression model that will be discussed in Chapter 2.

5. Scatterplots are also important for finding separated points, which are either
points with values on the horizontal axis that are well separated from the
other points or points with values on the vertical axis that, given the value
on the horizontal axis, are either much too large or too small. In terms of
this example, this would mean looking for very tall or short mothers or,
alternatively, for daughters who are very tall or short, given the height of
their mother.



4 SCATTERPLOTS AND REGRESSION

Mheight

D
he

ig
ht

55

60

65

70

75

55 60 65 70 75

FIG. 1.2 Scatterplot showing only pairs with mother’s height that rounds to 58, 64 or 68 inches.

These two types of separated points have different names and roles in a
regression problem. Extreme values on the left and right of the horizontal
axis are points that are likely to be important in fitting regression models
and are called leverage points. The separated points on the vertical axis, here
unusually tall or short daughters give their mother’s height, are potentially
outliers, cases that are somehow different from the others in the data.
While the data in Figure 1.1 do include a few tall and a few short mothers
and a few tall and short daughters, given the height of the mothers, none
appears worthy of special treatment, mostly because in a sample size this
large we expect to see some fairly unusual mother–daughter pairs.

We will continue with this example later.

Forbes’ Data
In an 1857 article, a Scottish physicist named James D. Forbes discussed a series of
experiments that he had done concerning the relationship between atmospheric pres-
sure and the boiling point of water. He knew that altitude could be determined from
atmospheric pressure, measured with a barometer, with lower pressures correspond-
ing to higher altitudes. In the middle of the nineteenth century, barometers were
fragile instruments, and Forbes wondered if a simpler measurement of the boiling
point of water could substitute for a direct reading of barometric pressure. Forbes
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FIG. 1.3 Forbes data. (a) Pressure versus Temp; (b) Residuals versus Temp.

collected data in the Alps and in Scotland. He measured at each location pressure
in inches of mercury with a barometer and boiling point in degrees Fahrenheit
using a thermometer. Boiling point measurements were adjusted for the difference
between the ambient air temperature when he took the measurements and a standard
temperature. The data for n = 17 locales are reproduced in the file forbes.txt.

The scatterplot of Pressure versus Temp is shown in Figure 1.3a. The gen-
eral appearance of this plot is very different from the summary graph for the
heights data. First, the sample size is only 17, as compared to over 1300 for the
heights data. Second, apart from one point, all the points fall almost exactly on a
smooth curve. This means that the variability in pressure for a given temperature
is extremely small.

The points in Figure 1.3a appear to fall very close to the straight line shown
on the plot, and so we might be encouraged to think that the mean of pressure
given temperature could be modelled by a straight line. Look closely at the graph,
and you will see that there is a small systematic error with the straight line: apart
from the one point that does not fit at all, the points in the middle of the graph
fall below the line, and those at the highest and lowest temperatures fall above the
line. This is much easier to see in Figure 1.3b, which is obtained by removing the
linear trend from Figure 1.3a, so the plotted points on the vertical axis are given
for each value of Temp by

Residual = Pressure − point on the line

This allows us to gain resolution in the plot since the range on the vertical axis in
Figure 1.3a is about 10 inches of mercury while the range in Figure 1.3b is about
0.8 inches of mercury. To get the same resolution in Figure 1.3a, we would need
a graph that is 10/0.8 = 12.5 as big as Figure 1.3b. Again ignoring the one point
that clearly does not match the others, the curvature in the plot is clearly visible in
Figure 1.3b.
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FIG. 1.4 (a) Scatterplot of Forbes’ data. The line shown is the ols line for the regression of
log(Pressure) on Temp. (b) Residuals versus Temp.

While there is nothing at all wrong with curvature, the methods we will be
studying in this book work best when the plot can be summarized by a straight
line. Sometimes we can get a straight line by transforming one or both of the plotted
quantities. Forbes had a physical theory that suggested that log(Pressure) is linearly
related to Temp. Forbes (1857) contains what may be the first published summary
graph corresponding to his physical model. His figure is redrawn in Figure 1.4.
Following Forbes, we use base ten common logs in this example, although in
most of the examples in this book we will use base-two logarithms. The choice of
base has no material effect on the appearance of the graph or on fitted regression
models, but interpretation of parameters can depend on the choice of base, and
using base-two often leads to a simpler interpretation for parameters.

The key feature of Figure 1.4a is that apart from one point the data appear to
fall very close to the straight line shown on the figure, and the residual plot in
Figure 1.4b confirms that the deviations from the straight line are not systematic
the way they were in Figure 1.3b. All this is evidence that the straight line is a
reasonable summary of these data.

Length at Age for Smallmouth Bass
The smallmouth bass is a favorite game fish in inland lakes. Many smallmouth bass
populations are managed through stocking, fishing regulations, and other means,
with a goal to maintain a healthy population.

One tool in the study of fish populations is to understand the growth pattern of
fish such as the dependence of a measure of size like fish length on age of the fish.
Managers could compare these relationships between different populations with
dissimilar management plans to learn how management impacts fish growth.

Figure 1.5 displays the Length at capture in mm versus Age at capture for n =
439 small mouth bass measured in West Bearskin Lake in Northeastern Minnesota
in 1991. Only fish of age seven or less are included in this graph. The data were
provided by the Minnesota Department of Natural Resources and are given in the
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FIG. 1.5 Length (mm) versus Age for West Bearskin Lake smallmouth bass. The solid line shown
was estimated using ordinary least squares or ols. The dashed line joins the average observed length
at each age.

file wblake.txt. Fish scales have annular rings like trees, and these can be
counted to determine the age of a fish. These data are cross-sectional, meaning
that all the observations were taken at the same time. In a longitudinal study, the
same fish would be measured each year, possibly requiring many years of taking
measurements. The data file gives the Length in mm, Age in years, and the Scale
radius, also in mm.

The appearance of this graph is different from the summary plots shown for last
two examples. The predictor Age can only take on integer values corresponding to
the number of annular rings on the scale, so we are really plotting seven distinct
populations of fish. As might be expected, length generally increases with age, but
the longest fish at age-one fish exceeds the length of the shortest age-four fish,
so knowing the age of a fish will not allow us to predict its length exactly; see
Problem 2.5.

Predicting the Weather
Can early season snowfall from September 1 until December 31 predict snowfall
in the remainder of the year, from January 1 to June 30? Figure 1.6, using data
from the data file ftcollinssnow.txt, gives a plot of Late season snowfall
from January 1 to June 30 versus Early season snowfall for the period September
1 to December 31 of the previous year, both measured in inches at Ft. Collins,
Colorado2. If Late is related to Early, the relationship is considerably weaker than

2The data are from the public domain source http://www.ulysses.atmos.colostate.edu.
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FIG. 1.6 Plot of snowfall for 93 years from 1900 to 1992 in inches. The solid horizontal line is drawn
at the average late season snowfall. The dashed line is the best fitting (ordinary least squares) line of
arbitrary slope.

in the previous examples, and the graph suggests that early winter snowfall and
late winter snowfall may be completely unrelated, or uncorrelated. Interest in this
regression problem will therefore be in testing the hypothesis that the two variables
are uncorrelated versus the alternative that they are not uncorrelated, essentially
comparing the fit of the two lines shown in Figure 1.6. Fitting models will be
helpful here.

Turkey Growth
This example is from an experiment on the growth of turkeys (Noll, Weibel, Cook,
and Witmer, 1984). Pens of turkeys were grown with an identical diet, except
that each pen was supplemented with a Dose of the amino acid methionine as a
percentage of the total diet of the birds. The methionine was provided using either
a standard source or one of two experimental sources. The response is average
weight gain in grams of all the turkeys in the pen.

Figure 1.7 provides a summary graph based on the data in the file
turkey.txt. Except at Dose = 0, each point in the graph is the average response
of five pens of turkeys; at Dose = 0, there were ten pens of turkeys. Because aver-
ages are plotted, the graph does not display the variation between pens treated alike.
At each value of Dose > 0, there are three points shown, with different symbols
corresponding to the three sources of methionine, so the variation between points
at a given Dose is really the variation between sources. At Dose = 0, the point has
been arbitrarily labelled with the symbol for the first group, since Dose = 0 is the
same treatment for all sources.

For now, ignore the three sources and examine Figure 1.7 in the way we have
been examining the other summary graphs in this chapter. Weight gain seems
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FIG. 1.7 Weight gain versus Dose of methionine for turkeys. The three symbols for the points refer
to three different sources of methionine.

to increase with increasing Dose, but the increase does not appear to be linear,
meaning that a straight line does not seem to be a reasonable representation of
the average dependence of the response on the predictor. This leads to study of
mean functions.

1.2 MEAN FUNCTIONS

Imagine a generic summary plot of Y versus X. Our interest centers on how the
distribution of Y changes as X is varied. One important aspect of this distribution
is the mean function, which we define by

E(Y |X = x) = a function that depends on the value of x (1.1)

We read the left side of this equation as “the expected value of the response when
the predictor is fixed at the value X = x;” if the notation “E( )” for expectations
and “Var( )” for variances is unfamiliar, please read Appendix A.2. The right side
of (1.1) depends on the problem. For example, in the heights data in Example 1.1,
we might believe that

E(Dheight|Mheight = x) = β0 + β1x (1.2)

that is, the mean function is a straight line. This particular mean function has two
parameters, an intercept β0 and a slope β1. If we knew the values of the βs, then
the mean function would be completely specified, but usually the βs need to be
estimated from data.

Figure 1.8 shows two possibilities for βs in the straight-line mean function (1.2)
for the heights data. For the dashed line, β0 = 0 and β1 = 1. This mean function
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FIG. 1.8 The heights data. The dashed line is for E(Dheight|Mheight) = Mheight, and the solid line
is estimated by ols.

would suggest that daughters have the same height as their mothers on average.
The second line is estimated using ordinary least squares, or ols, the estimation
method that will be described in the next chapter. The ols line has slope less
than one, meaning that tall mothers tend to have daughters who are taller than
average because the slope is positive but shorter than themselves because the slope
is less than one. Similarly, short mothers tend to have short daughters but taller
than themselves. This is perhaps a surprising result and is the origin of the term
regression, since extreme values in one generation tend to revert or regress toward
the population mean in the next generation.

Two lines are shown in Figure 1.5 for the smallmouth bass data. The dashed
line joins the average length at each age. It provides an estimate of the mean
function E(Length|Age) without actually specifying any functional form for the
mean function. We will call this a nonparametric estimated mean function; some-
times we will call it a smoother. The solid line is the ols estimated straight line
(1.1) for the mean function. Perhaps surprisingly, the straight line and the dashed
lines that join the within-age means appear to agree very closely, and we might
be encouraged to use the straight-line mean function to describe these data. This
would mean that the increase in length per year is the same for all ages. We cannot
expect this to be true if we were to include older-aged fish because eventually the
growth rate must slow down. For the range of ages here, the approximation seems
to be adequate.

For the Ft. Collins weather data, we might expect the straight-line mean function
(1.1) to be appropriate but with β1 = 0. If the slope is zero, then the mean function
is parallel to the horizontal axis, as shown in Figure 1.6. We will eventually test
for independence of Early and Late by testing the hypothesis that β1 = 0 against
the alternative hypothesis that β1 �= 0.
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Not all summary graphs will have a straight-line mean function. In Forbes’
data, to achieve linearity we have replaced the measured value of Pressure by
log(Pressure). Transformation of variables will be a key tool in extending the
usefulness of linear regression models. In the turkey data and other growth models,
a nonlinear mean function might be more appropriate, such as

E(Y |Dose = x) = β0 + β1[1 − exp(−β2x)] (1.3)

The βs in (1.3) have a useful interpretation, and they can be used to summarize the
experiment. When Dose = 0, E(Y |Dose = 0) = β0, so β0 is the baseline growth
without supplementation. Assuming β2 > 0, when the Dose is large, exp(−β2Dose)
is small, and so E(Y |Dose) approaches β0 + β1 for large Dose. We think of β0 + β1
as the limit to growth with this additive. The rate parameter β2 determines how
quickly maximum growth is achieved. This three-parameter mean function will be
considered in Chapter 11.

1.3 VARIANCE FUNCTIONS

Another characteristic of the distribution of the response given the predictor is
the variance function, defined by the symbol Var(Y |X = x) and in words as the
variance of the response distribution given that the predictor is fixed at X = x. For
example, in Figure 1.2 we can see that the variance function for Dheight|Mheight
is approximately the same for each of the three values of Mheight shown in the
graph. In the smallmouth bass data in Figure 1.5, an assumption that the variance
is constant across the plot is plausible, even if it is not certain (see Problem 1.1). In
the turkey data, we cannot say much about the variance function from the summary
plot because we have plotted treatment means rather than the actual pen values, so
the graph does not display the information about the variability between pens that
have a fixed value of Dose.

A frequent assumption in fitting linear regression models is that the variance
function is the same for every value of x. This is usually written as

Var(Y |X = x) = σ 2 (1.4)

where σ 2 (read “sigma squared”) is a generally unknown positive constant. We will
encounter later in this book other problems with complicated variance functions.

1.4 SUMMARY GRAPH

In all the examples except the snowfall data, there is a clear dependence of the
response on the predictor. In the snowfall example, there might be no dependence
at all. The turkey growth example is different from the others because the average
value of the response seems to change nonlinearly with the value of the predictor
on the horizontal axis.
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TABLE 1.1 Four Hypothetical Data Sets. The Data Are Given in the File
anscombe.txt

X1 Y1 Y2 Y3 X2 Y4

10 8.04 9.14 7.46 8 6.580
8 6.95 8.14 6.77 8 5.760

13 7.58 8.74 12.74 8 7.710
9 8.81 8.77 7.11 8 8.840

11 8.33 9.26 7.81 8 8.470
14 9.96 8.1 8.84 8 7.040
6 7.24 6.13 6.08 8 5.250
4 4.26 3.1 5.39 19 12.500

12 10.84 9.13 8.15 8 5.560
7 4.82 7.26 6.42 8 7.910
5 5.68 4.74 5.73 8 6.890

The scatterplots for these examples are all typical of graphs one might see in
problems with one response and one predictor. Examination of the summary graph
is a first step in exploring the relationships these graphs portray.

Anscombe (1973) provided the artificial data given in Table 1.1 that consists
of 11 pairs of points (xi, yi), to which the simple linear regression mean function
E(y|x) = β0 + β1x is fit. Each data set leads to an identical summary analysis
with the same estimated slope, intercept, and other summary statistics, but the
visual impression of each of the graphs is very different. The first example in
Figure 1.9a is as one might expect to observe if the simple linear regression model
were appropriate. The graph of the second data set given in Figure 1.9b suggests
that the analysis based on simple linear regression is incorrect and that a smooth
curve, perhaps a quadratic polynomial, could be fit to the data with little remaining
variability. Figure 1.9c suggests that the prescription of simple regression may be
correct for most of the data, but one of the cases is too far away from the fitted
regression line. This is called the outlier problem. Possibly the case that does not
match the others should be deleted from the data set, and the regression should be
refit from the remaining ten cases. This will lead to a different fitted line. Without
a context for the data, we cannot judge one line “correct” and the other “incorrect”.
The final set graphed in Figure 1.9d is different from the other three in that there
is not enough information to make a judgment concerning the mean function. If
the eighth case were deleted, we could not even estimate a slope. We must distrust
an analysis that is so heavily dependent upon a single case.

1.5 TOOLS FOR LOOKING AT SCATTERPLOTS

Because looking at scatterplots is so important to fitting regression models, we
establish some common vocabulary for describing the information in them and
some tools to help us extract the information they contain.
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FIG. 1.9 Four hypothetical data sets (from Anscombe, 1973).

The summary graph is of the response Y versus the predictor X. The mean
function for the graph is defined by (1.1), and it characterizes how Y changes on
the average as the value of X is varied. We may have a parametric model for the
mean function and will use data to estimate the parameters. The variance function
also characterizes the graph, and in many problems we will assume at least at first
that the variance function is constant. The scatterplot also will highlight separated
points that may be of special interest because they do not fit the trend determined
by the majority of the points.

A null plot has constant mean function, constant variance function and no sep-
arated points. The scatterplot for the snowfall data appears to be a null plot.

1.5.1 Size

To extract all the available information from a scatterplot, we may need to interact
with it by changing scales, by resizing, or by removing linear trends. An example
of this is given in Problem 1.2.
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1.5.2 Transformations

In some problems, either or both of Y and X can be replaced by transformations so
the summary graph has desirable properties. Most of the time, we will use power
transformations, replacing, for example, X by Xλ for some number λ. Because
logarithmic transformations are so frequently used, we will interpret λ = 0 as cor-
responding to a log transform. In this book, we will generally use logs to the base
two, but if your computer program does not permit the use of base-two logarithms,
any other base, such as base-ten or natural logarithms, is equivalent.

1.5.3 Smoothers for the Mean Function

In the smallmouth bass data in Figure 1.5, we computed an estimate of
E(Length|Age) using a simple nonparametric smoother obtained by averaging the
repeated observations at each value of Age. Smoothers can also be defined when
we do not have repeated observations at values of the predictor by averaging the
observed data for all values of X close to, but not necessarily equal to, x. The
literature on using smoothers to estimate mean functions has exploded in recent
years, with good fairly elementary treatments given by Härdle (1990), Simonoff
(1996), Bowman and Azzalini (1997), and Green and Silverman (1994). Although
these authors discuss nonparametric regression as an end in itself, we will gen-
erally use smoothers as plot enhancements to help us understand the information
available in a scatterplot and to help calibrate the fit of a parametric mean function
to a scatterplot.

For example, Figure 1.10 repeats Figure 1.1, this time adding the estimated
straight-line mean function and smoother called a loess smooth (Cleveland, 1979).
Roughly speaking, the loess smooth estimates E(Y |X = x) at the point x by fitting
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FIG. 1.10 Heights data with the ols line and a loess smooth with span = 0.10.
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a straight line to a fraction of the points closest to x; we used the fraction of 0.20
in this figure because the sample size is so large, but it is more usual to set the
fraction to about 2/3. The smoother is obtained by joining the estimated values of
E(Y |X = x) for many values of x. The loess smoother and the straight line agree
almost perfectly for Mheight close to average, but they agree less well for larger
values of Mheight where there is much less data. Smoothers tend to be less reliable
at the edges of the plot. We briefly discuss the loess smoother in Appendix A.5,
but this material is dependent on the results in Chapters 2–4.

1.6 SCATTERPLOT MATRICES

With one potential predictor, a scatterplot provides a summary of the regression
relationship between the response and the potential predictor. With many potential
predictors, we need to look at many scatterplots. A scatterplot matrix is a convenient
way to organize these plots.

Fuel Consumption
The goal of this example is to understand how fuel consumption varies over the
50 United States and the District of Columbia, and, in particular, to understand the
effect on fuel consumption of state gasoline tax. Table 1.2 describes the variables
to be used in this example; the data are given in the file fuel2001.txt. The
data were collected by the US Federal Highway Administration.

Both Drivers and FuelC are state totals, so these will be larger in states with
more people and smaller in less populous states. Income is computed per person.
To make all these comparable and to attempt to eliminate the effect of size of the
state, we compute rates Dlic = Drivers/Pop and Fuel = FuelC/Pop. Additionally,
we replace Miles by its (base-two) logarithm before doing any further analysis.
Justification for replacing Miles with log(Miles) is deferred to Problem 7.7.

TABLE 1.2 Variables in the Fuel Consumption Dataa

Drivers Number of licensed drivers in the state
FuelC Gasoline sold for road use, thousands of gallons
Income Per person personal income for the year 2000, in thousands of dollars
Miles Miles of Federal-aid highway miles in the state
Pop 2001 population age 16 and over
Tax Gasoline state tax rate, cents per gallon
State State name

Fuel 1000 × Fuelc/Pop
Dlic 1000 × Drivers/Pop
log(Miles) Base-two logarithm of Miles

Source: “Highway Statistics 2001,” http://www.fhwa.dot.gov/ohim/hs01/index.htm.
aAll data are for 2001, unless otherwise noted. The last three variables do not appear in the data file
but are computed from the previous variables, as described in the text.
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FIG. 1.11 Scatterplot matrix for the fuel data.

The scatterplot matrix for the fuel data is shown in Figure 1.11. Except for the
diagonal, a scatterplot matrix is a 2D array of scatterplots. The variable names on
the diagonal label the axes. In Figure 1.11, the variable log(Miles) appears on the
horizontal axis of the all the plots in the fourth column from the left and on the
vertical axis of all the plots in the fourth row from the top3.

Each plot in a scatterplot matrix is relevant to a particular one-predictor regres-
sion of the variable on the vertical axis, given the variable on the horizontal axis.
For example, the plot of Fuel versus Tax in the last plot in the first column of the
scatterplot matrix is relevant for the regression of Fuel on Tax ; this is the first plot
in the last row of Figure 1.11. We can interpret this plot as we would a scatterplot
for simple regression. We get the overall impression that Fuel decreases on the
average as Tax increases, but there is lot of variation. We can make similar quali-
tative judgments about the each of the regressions of Fuel on the other variables.
The overall impression is that Fuel is at best weakly related to each of the variables
in the scatterplot matrix.

3The scatterplot matrix program used to draw Figure 1.11, which is the pairs function in R, has the
diagonal running from the top left to the lower right. Other programs, such as the splom function in
R, has the diagonal from lower-left to upper-right. There seems to be no strong reason to prefer one
over the other.
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Does this help us understand how Fuel is related to all four predictors
simultaneously? The marginal relationships between the response and each of the
variables are not sufficient to understand the joint relationship between the response
and the predictors. The interrelationships among the predictors are also important.
The pairwise relationships between the predictors can be viewed in the remain-
ing cells of the scatterplot matrix. In Figure 1.11, the relationships between all
pairs of predictors appear to be very weak, suggesting that for this problem the
marginal plots including Fuel are quite informative about the multiple regression
problem. General considerations for other scatterplot matrices will be developed in
later chapters.

PROBLEMS

1.1. Smallmouth bass data Compute the means and the variances for each of the
eight subpopulations in the smallmouth bass data. Draw a graph of average
length versus Age and compare to Figure 1.5. Draw a graph of the stan-
dard deviations versus age. If the variance function is constant, then the
plot of standard deviation versus Age should be a null plot. Summarize the
information.

1.2. Mitchell data The data shown in Figure 1.12 give average soil temperature
in degrees C at 20 cm depth in Mitchell, Nebraska, for 17 years beginning
January 1976, plotted versus the month number. The data were collected by
K. Hubbard and provided by O. Burnside.

1.2.1. Summarize the information in the graph about the dependence of soil
temperature on month number.
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FIG. 1.12 Monthly soil temperature data.



18 SCATTERPLOTS AND REGRESSION

1.2.2. The data used to draw Figure 1.12 are in the file Mitchell.txt.
Redraw the graph, but this time make the length of the horizontal axis
at least four times the length of the vertical axis. Repeat Problem 1.2.1.

1.3. United Nations The data in the file UN1.txt contains PPgdp, the 2001 gross
national product per person in US dollars, and Fertility, the birth rate per 1000
females in the population in the year 2000. The data are for 193 localities,
mostly UN member countries, but also other areas such as Hong Kong that are
not independent countries; the third variable on the file called Locality gives
the name of the locality. The data were collected from http://unstats.un.org/
unsd/demographic. In this problem, we will study the conditional distribution
of Fertility given PPgdp.

1.3.1. Identify the predictor and the response.

1.3.2. Draw the scatterplot of Fertility on the vertical axis versus PPgdp on
the horizontal axis and summarize the information in this graph. Does
a straight-line mean function seem to be a plausible for a summary of
this graph?

1.3.3. Draw the scatterplot of log(Fertility) versus log(PPgdp), using logs to
the base two. Does the simple linear regression model seem plausible
for a summary of this graph?

1.4. Old Faithful The data in the data file oldfaith.txt gives information
about eruptions of Old Faithful Geyser during October 1980. Variables are
the Duration in seconds of the current eruption, and the Interval, the time
in minutes to the next eruption. The data were collected by volunteers and
were provided by R. Hutchinson. Apart from missing data for the period from
midnight to 6 AM, this is a complete record of eruptions for that month.

Old Faithful Geyser is an important tourist attraction, with up to several
thousand people watching it erupt on pleasant summer days. The park ser-
vice uses data like these to obtain a prediction equation for the time to the
next eruption.

Draw the relevant summary graph for predicting interval from duration,
and summarize your results.

1.5. Water run-off in the Sierras Can Southern California’s water supply in
future years be predicted from past data? One factor affecting water availability
is stream run-off. If run-off could be predicted, engineers, planners and policy
makers could do their jobs more efficiently. The data in the file water.txt
contains 43 years’ worth of precipitation measurements taken at six sites in
the Sierra Nevada mountains (labelled APMAM, APSAB, APSLAKE, OPBPC,
OPRC, and OPSLAKE), and stream run-off volume at a site near Bishop,
California, labelled BSAAM. The data are from the UCLA Statistics WWW
server.

Draw the scatterplot matrix for these data and summarize the information
available from these plots.
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Simple Linear Regression

The simple linear regression model consists of the mean function and the variance
function

E(Y |X = x) = β0 + β1x

Var(Y |X = x) = σ 2
(2.1)

The parameters in the mean function are the intercept β0, which is the value of
E(Y |X = x) when x equals zero, and the slope β1, which is the rate of change in
E(Y |X = x) for a unit change in X; see Figure 2.1. By varying the parameters, we
can get all possible straight lines. In most applications, parameters are unknown
and must be estimated using data. The variance function in (2.1) is assumed to be
constant, with a positive value σ 2 that is usually unknown.

Because the variance σ 2 > 0, the observed value of the ith response yi will
typically not equal its expected value E(Y |X = xi). To account for this dif-
ference between the observed data and the expected value, statisticians have
invented a quantity called a statistical error, or ei , for case i defined implicitly
by the equation yi = E(Y |X = xi) + ei or explicitly by ei = yi − E(Y |X = xi).
The errors ei depend on unknown parameters in the mean function and so are not
observable quantities. They are random variables and correspond to the vertical dis-
tance between the point yi and the mean function E(Y |X = xi). In the heights data,
page 2, the errors are the differences between the heights of particular daughters
and the average height of all daughters with mothers of a given fixed height.

If the assumed mean function is incorrect, then the difference between the
observed data and the incorrect mean function will have a non random component,
as illustrated in Figure 2.2.

We make two important assumptions concerning the errors. First, we assume
that E(ei |xi) = 0, so if we could draw a scatterplot of the ei versus the xi , we
would have a null scatterplot, with no patterns. The second assumption is that the
errors are all independent, meaning that the value of the error for one case gives

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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FIG. 2.2 Approximating a curved mean function by straight line cases adds a fixed component to the
errors.

no information about the value of the error for another case. This is likely to be
true in the examples in Chapter 1, although this assumption will not hold in all
problems.

Errors are often assumed to be normally distributed, but normality is much
stronger than we need. In this book, the normality assumption is used primarily
to obtain tests and confidence statements with small samples. If the errors are
thought to follow some different distribution, such as the Poisson or the Binomial,
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other methods besides ols may be more appropriate; we return to this topic in
Chapter 12.

2.1 ORDINARY LEAST SQUARES ESTIMATION

Many methods have been suggested for obtaining estimates of parameters in a
model. The method discussed here is called ordinary least squares, or ols, in
which parameter estimates are chosen to minimize a quantity called the residual
sum of squares. A formal development of the least squares estimates is given in
Appendix A.3.

Parameters are unknown quantities that characterize a model. Estimates of
parameters are computable functions of data and are therefore statistics. To keep
this distinction clear, parameters are denoted by Greek letters like α, β, γ and σ ,
and estimates of parameters are denoted by putting a “hat” over the corresponding
Greek letter. For example, β̂1, read “beta one hat,” is the estimator of β1, and σ̂ 2 is
the estimator of σ 2. The fitted value for case i is given by Ê(Y |X = xi), for which
we use the shorthand notation ŷi ,

ŷi = Ê(Y |X = xi) = β̂0 + β̂1xi (2.2)

Although the ei are not parameters in the usual sense, we shall use the same hat
notation to specify the residuals: the residual for the ith case, denoted êi , is given
by the equation

êi = yi − Ê(Y |X = xi) = yi − ŷi = yi − (β̂0 + β̂1) i = 1, . . . , n (2.3)

which should be compared with the equation for the statistical errors,

ei = yi − (β0 + β1xi) i = 1, . . . , n

All least squares computations for simple regression depend only on aver-
ages, sums of squares and sums of cross-products. Definitions of the quantities
used are given in Table 2.1. Sums of squares and cross-products have been cen-
tered by subtracting the average from each of the values before squaring or tak-
ing cross-products. Appropriate alternative formulas for computing the corrected
sums of squares and cross products from uncorrected sums of squares and cross-
products that are often given in elementary textbooks are useful for mathematical
proofs, but they can be highly inaccurate when used on a computer and should be
avoided.

Table 2.1 also lists definitions for the usual univariate and bivariate summary
statistics, the sample averages (x, y), sample variances (SD2

x, SD2
y), and estimated

covariance and correlation (sxy, rxy). The “hat” rule described earlier would suggest
that different symbols should be used for these quantities; for example, ρ̂xy might
be more appropriate for the sample correlation if the population correlation is ρxy .
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TABLE 2.1 Definitions of Symbolsa

Quantity Definition Description

x
∑

xi/n Sample average of x

y
∑

yi/n Sample average of y

SXX
∑

(xi − x)2 = ∑
(xi − x)xi Sum of squares for the x’s

SD2
x SXX/(n − 1) Sample variance of the x’s

SDx
√

SXX/(n − 1) Sample standard deviation of the x’s
SYY

∑
(yi − y)2 = ∑

(yi − y)yi Sum of squares for the y’s
SD2

y SYY/(n − 1) Sample variance of the y’s
SDy

√
SYY/(n − 1) Sample standard deviation of the y’s

SXY
∑

(xi − x)(yi − y) = ∑
(xi − x)yi Sum of cross-products

sxy SXY/(n − 1) Sample covariance
rxy sxy/(SDxSDy) Sample correlation

aIn each equation, the symbol
∑

means to add over all the n values or pairs of values in the data.

This inconsistency is deliberate since in many regression situations, these statistics
are not estimates of population parameters.

To illustrate computations, we will use Forbes’ data, page 4, for which n = 17.
The data are given in Table 2.2. In our analysis of these data, the response will
be taken to be Lpres = 100 × log10(Pressure), and the predictor is Temp. We have
used the values for these variables shown in Table 2.2 to do the computations.

TABLE 2.2 Forbes’ 1857 Data on Boiling Point and Barometric Pressure for 17
Locations in the Alps and Scotland

Case Number Temp (◦F) Pressure (Inches Hg) Lpres = 100 × log(Pressure)

1 194.5 20.79 131.79
2 194.3 20.79 131.79
3 197.9 22.40 135.02
4 198.4 22.67 135.55
5 199.4 23.15 136.46
6 199.9 23.35 136.83
7 200.9 23.89 137.82
8 201.1 23.99 138.00
9 201.4 24.02 138.06
10 201.3 24.01 138.04
11 203.6 25.14 140.04
12 204.6 26.57 142.44
13 209.5 28.49 145.47
14 208.6 27.76 144.34
15 210.7 29.04 146.30
16 211.9 29.88 147.54
17 212.2 30.06 147.80
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Neither multiplication by 100 nor the base of the logarithms has important effects
on the analysis. Multiplication by 100 avoids using scientific notation for numbers
we display in the text, and changing the base of the logarithms merely multiplies
the logarithms by a constant. For example, to convert from base-ten logarithms
to base-two logarithms, multiply by 3.321928. To convert natural logarithms to
base-two, multiply by 1.442695.

Forbes’ data were collected at 17 selected locations, so the sample variance
of boiling points, SD2

x = 33.17, is not an estimate of any meaningful population
variance. Similarly, rxy depends as much on the method of sampling as it does
on the population value ρxy , should such a population value make sense. In the
heights example, page 2, if the 1375 mother–daughter pairs can be viewed as a
sample from a population, then the sample correlation is an estimate of a population
correlation.

The usual sample statistics are often presented and used in place of the corrected
sums of squares and cross-products, so alternative formulas are given using both
sets of quantities.

2.2 LEAST SQUARES CRITERION

The criterion function for obtaining estimators is based on the residuals, which
geometrically are the vertical distances between the fitted line and the actual y-
values, as illustrated in Figure 2.3. The residuals reflect the inherent asymmetry in
the roles of the response and the predictor in regression problems.
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FIG. 2.3 A schematic plot for ols fitting. Each data point is indicated by a small circle, and the solid
line is a candidate ols line given by a particular choice of slope and intercept. The solid vertical lines
between the points and the solid line are the residuals. Points below the line have negative residuals,
while points above the line have positive residuals.
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The ols estimators are those values β0 and β1 that minimize the function1

RSS(β0, β1) =
n∑

i=1

[
yi − (β0 + β1xi)

]2 (2.4)

When evaluated at (β̂0, β̂1), we call the quantity RSS(β̂0, β̂1) the residual sum of
squares, or just RSS.

The least squares estimates can be derived in many ways, one of which is
outlined in Appendix A.3. They are given by the expressions

β̂1 = SXY

SXX
= rxy

SDy

SDx

= rxy

(
SYY

SXX

)2

β̂0 = y − β̂1x

(2.5)

The several forms for β̂1 are all equivalent.
We emphasize again that ols produces estimates of parameters but not the actual

values of the parameters. The data in Figure 2.3 were created by setting the xi to be
random sample of 20 numbers from a N(2, 1.5) distribution and then computing
yi = 0.7 + 0.8xi + ei , where the errors were N(0, 1) random numbers. For this
graph, the true values of β0 = 0.7 and β1 = 0.8 are known. The graph of the true
mean function is shown in Figure 2.3 as a dashed line, and it seems to match
the data poorly compared to ols, given by the solid line. Since ols minimizes
(2.4), it will always fit at least as well as, and generally better than, the true mean
function.

Using Forbes’ data, we will write x to be the sample mean of Temp and y to be
the sample mean of Lpres. The quantities needed for computing the least squares
estimators are

x = 202.95294 SXX = 530.78235 SXY = 475.31224

y = 139.60529 SYY = 427.79402
(2.6)

The quantity SYY, although not yet needed, is given for completeness. In the rare
instances that regression calculations are not done using statistical software or a
statistical calculator, intermediate calculations such as these should be done as
accurately as possible, and rounding should be done only to final results. Using
(2.6), we find

β̂1 = SXY

SXX
= 0.895

β̂0 = y − β̂1x = −42.138

1We abuse notation by using the symbol for a fixed though unknown quantity like βj as if it were a
variable argument. Thus, for example, RSS(β0, β1) is a function of two variables to be evaluated as its
arguments β0 and β1 vary. The same abuse of notation is used in the discussion of confidence intervals.
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The estimated line, given by either of the equations

Ê(Lpres|Temp) = −42.138 + 0.895Temp

= 139.606 + 0.895(Temp − 202.953)

was drawn in Figure 1.4a. The fit of this line to the data is excellent.

2.3 ESTIMATING σ 2

Since the variance σ 2 is essentially the average squared size of the e2
i , we should

expect that its estimator σ̂ 2 is obtained by averaging the squared residuals. Under
the assumption that the errors are uncorrelated random variables with zero means
and common variance σ 2, an unbiased estimate of σ 2 is obtained by dividing
RSS = ∑

ê2
i by its degrees of freedom (df), where residual df = number of cases

minus the number of parameters in the mean function. For simple regression,
residual df = n − 2, so the estimate of σ 2 is given by

σ̂ 2 = RSS

n − 2
(2.7)

This quantity is called the residual mean square. In general, any sum of squares
divided by its df is called a mean square. The residual sum of squares can be
computed by squaring the residuals and adding them up. It can also be computed
from the formula (Problem 2.9)

RSS = SYY − SXY 2

SXX
= SYY − β̂2

1 SXX (2.8)

Using the summaries for Forbes’ data given at (2.6), we find

RSS = 427.79402 − 475.312242

530.78235
= 2.15493 (2.9)

σ 2 = 2.15493

17 − 2
= 0.14366 (2.10)

The square root of σ̂ 2, σ̂ = √
0.14366 = 0.37903 is often called the standard error

of regression. It is in the same units as is the response variable.
If in addition to the assumptions made previously, the ei are drawn from a

normal distribution, then the residual mean square will be distributed as a multiple
of a chi-squared random variable with df = n − 2, or in symbols,

(n − 2)
σ̂ 2

σ 2
∼ χ2(n − 2)
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This is proved in more advanced books on linear models and is used to obtain the
distribution of test statistics and also to make confidence statements concerning σ 2.
In particular, this fact implies that E(σ̂ 2) = σ 2, although normality is not required
for unbiasedness.

2.4 PROPERTIES OF LEAST SQUARES ESTIMATES

The ols estimates depend on data only through the statistics given in Table 2.1.
This is both an advantage, making computing easy, and a disadvantage, since any
two data sets for which these are identical give the same fitted regression, even if
a straight-line model is appropriate for one but not the other, as we have seen in
Anscombe’s examples in Section 1.4. The estimates β̂0 and β̂1 can both be written
as linear combinations of y1, . . . , yn, for example, writing ci = (xi − x)/SXX (see
Appendix A.3)

β̂1 =
∑ (

xi − x

SXX

)
yi =

∑
ciyi

The fitted value at x = x is

Ê(Y |X = x) = y − β̂1x + β̂1x = y

so the fitted line must pass through the point (x, y), intuitively the center of the
data. Finally, as long as the mean function includes an intercept,

∑
êi = 0. Mean

functions without an intercept will usually have
∑

êi �= 0.
Since the estimates β̂0 and β̂1 depend on the random eis, the estimates are also

random variables. If all the ei have zero mean and the mean function is correct,
then, as shown in Appendix A.4, the least squares estimates are unbiased,

E(β̂0) = β0

E(β̂1) = β1

The variance of the estimators, assuming Var(ei) = σ 2, i = 1, . . ., n, and
Cov(ei, ej ) = 0, i �= j , are from Appendix A.4,

Var(β̂1) = σ 2 1

SXX

Var(β̂0) = σ 2

(
1

n
+ x2

SXX

)
(2.11)

The two estimates are correlated, with covariance

Cov(β̂0, β̂1) = −σ 2 x

SXX
(2.12)
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The correlation between the estimates can be computed to be

ρ(β̂0, β̂1) = −x√
SXX/n + x2

= −x√
(n − 1)SD2

x/n + x2

This correlation can be close to plus or minus one if SDx is small compared to |x|
and can be made to equal zero if the predictor is centered to have sample mean
zero.

The Gauss–Markov theorem provides an optimality result for ols estimates.
Among all estimates that are linear combinations of the ys and unbiased, the ols
estimates have the smallest variance. If one believes the assumptions and is inter-
ested in using linear unbiased estimates, the ols estimates are the ones to use.

When the errors are normally distributed, the ols estimates can be justified
using a completely different argument, since they are then also maximum likelihood
estimates, as discussed in any mathematical statistics text, for example, Casella and
Berger (1990).

Under the assumption that errors are independent, normal with constant variance,
which is written in symbols as

ei ∼ NID(0, σ 2) i = 1, . . . , n

β̂0 and β̂1 are also normally distributed, since they are linear functions of the yis
and hence of the ei , with variances and covariances given by (2.11) and (2.12).
These results are used to get confidence intervals and tests. Normality of estimates
also holds without normality of errors if the sample size is large enough2.

2.5 ESTIMATED VARIANCES

Estimates of Var(β̂0) and Var(β̂1) are obtained by substituting σ̂ 2 for σ 2 in (2.11).
We use the symbol V̂ar( ) for an estimated variance. Thus

V̂ar(β̂1) = σ̂ 2 1

SXX

V̂ar(β̂0) = σ̂ 2

(
1

n
+ x2

SXX

)

The square root of an estimated variance is called a standard error, for which we
use the symbol se( ). The use of this notation is illustrated by

se(β̂1) =
√

V̂ar(β̂1)

2The main requirement for all estimates to be normally distributed in large samples is that

maxi

(
(xi − x)2/SXX

)
must get close to zero as the sample size increases (Huber, 1981).
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2.6 COMPARING MODELS: THE ANALYSIS OF VARIANCE

The analysis of variance provides a convenient method of comparing the fit of
two or more mean functions for the same set of data. The methodology developed
here is very useful in multiple regression and, with minor modification, in most
regression problems.

An elementary alternative to the simple regression model suggests fitting the
mean function

E(Y |X = x) = β0 (2.13)

The mean function (2.13) is the same for all values of X. Fitting with this mean
function is equivalent to finding the best line parallel to the horizontal or x-axis, as
shown in Figure 2.4. The ols estimate of the mean function is E(̂Y |X) = β̂0, where
β̂0 is the value of β0 that minimizes

∑
(yi − β0)

2. The minimizer is given by

β̂0 = y (2.14)

The residual sum of squares is∑
(yi − β̂0)

2 =
∑

(yi − y)2 = SYY (2.15)

This residual sum of squares has n − 1 df, n cases minus one parameter in the
mean function.

Next, consider the simple regression mean function obtained from (2.13) by
adding a term that depends on X

E(Y |X = x) = β0 + β1x (2.16)

Fitting this mean function is equivalent to finding the best line of arbitrary slope,
as shown in Figure 2.4. The ols estimates for this mean function are given by
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FIG. 2.4 Two mean functions compared by the analysis of variance.
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(2.5). The estimates of β0 under the two mean functions are different, just as the
meaning of β0 in the two mean functions is different. For (2.13), β0 is the average
of the yis, but for (2.16), β0 is the expected value of Y when X = 0.

For (2.16), the residual sum of squares, given in (2.8), is

RSS = SYY − (SXY)2

SXX
(2.17)

As mentioned earlier, RSS has n − 2 df.
The difference between the sum of squares at (2.15) and that at (2.17) is the

reduction in residual sum of squares due to enlarging the mean function from (2.13)
to the simple regression mean function (2.16). This is the sum of squares due to
regression, SSreg, defined by

SSreg = SYY − RSS

= SYY −
(

SYY − (SXY)2

SXX

)
= (SXY)2

SXX
(2.18)

The df associated with SSreg is the difference in df for mean function (2.13),
n − 1, and the df for mean function (2.16), n − 2, so the df for SSreg is (n −
1) − (n − 2) = 1 for simple regression. These results are often summarized in an
analysis of variance table, abbreviated as ANOVA, given in Table 2.3. The column
marked “Source” refers to descriptive labels given to the sums of squares; in
more complicated tables, there may be many sources, and the labels given may be
different in some computer programs. The df column gives the number of degrees of
freedom associated with each named source. The next column gives the associated
sum of squares. The mean square column is computed from the sum of squares
column by dividing sums of squares by the corresponding df. The mean square on
the residual line is just σ̂ 2, as already discussed.

The analysis of variance for Forbes’ data is given in Table 2.4. Although this
table will be produced by any linear regression software program, the entries in
Table 2.4 can be constructed from the summary statistics given at (2.6).

The ANOVA is always computed relative to a specific larger mean function, here
given by (2.16), and a smaller mean function obtained from the larger by setting

TABLE 2.3 The Analysis of Variance Table for Simple Regression

Source df SS MS F p-value

Regression 1 SSreg SSreg/1 MSreg/σ̂ 2

Residual n − 2 RSS σ̂ 2 = RSS/(n − 2)

Total n − 1 SYY
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TABLE 2.4 Analysis of Variance Table for Forbes’ Data

Source df SS MS F p-value

Regression on Temp 1 425.639 425.639 2962.79 ≈ 0
Residual 15 2.155 0.144

some parameters to zero, or occasionally setting them to some other known value.
For example, equation (2.13) was obtained from (2.16) by setting β1 = 0. The line
in the ANOVA table for the total gives the residual sum of squares corresponding
to the mean function with the fewest parameters. In the next chapter, the analysis
of variance is applied to a sequence of mean functions, but the reference to a fixed
large mean function remains intact.

2.6.1 The F -Test for Regression

If the sum of squares for regression SSreg is large, then the simple regression
mean function E(Y |X = x) = β0 + β1x should be a significant improvement over
the mean function given by (2.13), E(y|X = x) = β0. This is equivalent to saying
that the additional parameter in the simple regression mean function β1 is different
from zero or that E(Y |X = x) is not constant as X varies. To formalize this notion,
we need to be able to judge how large is “large.” This is done by comparing the
regression mean square, SSreg divided by its df, to the residual mean square σ̂ 2.
We call this ratio F :

F = (SYY − RSS)/1

σ̂ 2
= SSreg/1

σ̂ 2
(2.19)

F is just a rescaled version of SSreg = SYY − RSS, with larger values of SSreg
resulting in larger values of F . Formally, we can consider testing the null hypothesis
(NH) against the alternative hypothesis (AH)

NH: E(Y |X = x) = β0
AH: E(Y |X = x) = β0 + β1x

(2.20)

If the errors are NID(0, σ 2) or the sample size is large enough, then under NH
(2.19) will follow an F -distribution with df associated with the numerator and
denominator of (2.19), 1 and n − 2 for simple regression. This is written F ∼
F(1, n − 2). For Forbes’ data, we compute

F = 425.639

0.144
= 2963

We obtain a significance level or p-value for this test by comparing F to the
percentage points of the F(1, n − 2)-distribution. Most computer programs that fit
regression models will include functions to computing percentage points of the F
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and other standard distributions and will include the p-value along with the ANOVA
table, as in Table 2.4. The p-value is shown as “approximately zero,” meaning that,
if the NH were true, the change of F exceeding its observed value is essentially
zero. This is very strong evidence against NH and in favor of AH.

2.6.2 Interpreting p-values

Under the appropriate assumptions, the p-value is the conditional probability of
observing a value of the computed statistic, here the value of F , as extreme or
more extreme, here as large or larger, than the observed value, given that the NH
is true. A small p-value provides evidence against the NH.

In some research areas, it has become traditional to adopt a fixed significance
level when examining p-values. For example, if a fixed significance level of α is
adopted, then we would say that an NH is rejected at level α if the p-value is
less than α. The most common choice for α is 0.05, which would mean that, were
the NH to be true, we would incorrectly find evidence against it about 5% of the
time, or about 1 test in 20. Accept–reject rules like this are generally unnecessary
for reasonable scientific inquiry. Simply reporting p-values and allowing readers
to decide on significance seems a better approach.

There is an important distinction between statistical significance, the observation
of a sufficiently small p-value, and scientific significance, observing an effect of
sufficient magnitude to be meaningful. Judgment of the latter usually will require
examination of more than just the p-value.

2.6.3 Power of Tests

When the NH is true, and all assumptions are met, the chance of incorrectly declar-
ing an NH to be false at level α is just α. If α = 0.05, then in 5% of tests where
the NH is true we will get a p-value smaller than or equal to 0.05.

When the NH is false, we expect to see small p-values more often. The power
of a test is defined to be the probability of detecting a false NH. For the hypothesis
test (2.20), when the NH is false, it is shown in more advanced books on linear
models (such as Seber, 1977) that the statistic F given by (2.19) has a noncentral
F distribution, with 1 and n − 2 df, and with noncentrality parameter given by
SXXβ2

1/σ 2. The larger the value of the non centrality parameter, the greater the
power. The noncentrality is increased if β2

1 is large, if SXX is large, either by
spreading out the predictors or by increasing the sample size, or by decreasing σ 2.

2.7 THE COEFFICIENT OF DETERMINATION, R2

If both sides of (2.18) are divided by SYY, we get

SSreg

SYY
= 1 − RSS

SYY
(2.21)

The left-hand side of (2.21) is the proportion of variability of the response explained
by regression on the predictor. The right-hand side consists of one minus the
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remaining unexplained variability. This concept of dividing up the total variability
according to whether or not it is explained is of sufficient importance that a special
name is given to it. We define R2, the coefficient of determination, to be

R2 = SSreg

SYY
= 1 − RSS

SYY
(2.22)

R2 is computed from quantities that are available in the ANOVA table. It is a scale-
free one-number summary of the strength of the relationship between the xi and
the yi in the data. It generalizes nicely to multiple regression, depends only on the
sums or squares and appears to be easy to interpret. For Forbes’ data,

R2 = SSreg

SYY
= 425.63910

427.79402
= 0.995

and thus about 99.5% of the variability in the observed values or
100 × log(Pressure) is explained by boiling point. Since R2 does not depend on
units of measurement, we would get the same value if we had used logarithms with
a different base, or if we did not multiply log(Pressure) by 100.

By appealing to (2.22) and to Table 2.1, we can write

R2 = SSreg

SYY
= (SXY)2

SXX × SYY
= r2

xy

and thus R2 is the same as the square of the sample correlation between the
predictor and the response.

2.8 CONFIDENCE INTERVALS AND TESTS

When the errors are NID(0, σ 2), parameter estimates, fitted values, and predictions
will be normally distributed because all of these are linear combinations of the
yi and hence of the ei . Confidence intervals and tests can be based on the t-
distribution, which is the appropriate distribution with normal estimates but using
an estimate of variance σ̂ 2. Suppose we let t (α/2, d) be the value that cuts off
α/2 × 100% in the upper tail of the t-distribution with d df. These values can be
computed in most statistical packages or spreadsheet software3.

2.8.1 The Intercept

The intercept is used to illustrate the general form of confidence intervals for nor-
mally distributed estimates. The standard error of the intercept is
se(β0) = σ̂ (1/n + x2/SXX)1/2. Hence a (1 − α) × 100% confidence interval for
the intercept is the set of points β0 in the interval

β̂0 − t (α/2, n − 2)se(β̂0) ≤ β0 ≤ β̂0 + t (α/2, n − 2)se(β̂0)

3Such as the function tinv in Microsoft Excel, or the function pt in R or S-plus.
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For Forbes’ data, se(β̂0) = 0.37903(1/17 + (202.95294)2/530.78235)1/2 = 3.340.
For a 90% confidence interval, t (0.05, 15) = 1.753, and the interval is

−42.138 − 1.753(3.340) ≤ β0 ≤ −42.136 + 1.753(3.340)

−47.993 ≤ β0 ≤ −36.282

Ninety percent of such intervals will include the true value.
A hypothesis test of

NH: β0 = β∗
0 , β1 arbitrary

AH: β0 �= β∗
0 , β1 arbitrary

is obtained by computing the t-statistic

t = β̂0 − β∗
0

se(β̂0)
(2.23)

and referring this ratio to the t-distribution with n − 2 df. For example, in Forbes’
data, consider testing the NH β0 = −35 against the alternative that β0 �= −35. The
statistic is

t = −42.138 − (−35)

3.340
= 2.137

which has a p-value near 0.05, providing some evidence against NH. This hypoth-
esis test for these data is not one that would occur to most investigators and is used
only as an illustration.

2.8.2 Slope

The standard error of β̂1 is se(β̂1) = σ̂ /
√

SXX = 0.0164. A 95% confidence inter-
val for the slope is the set of β1 such that

0.8955 − 2.131(0.0164) ≤ β1 ≤ 0.8955 + 2.131(0.0164)

0.867 ≤ β1 ≤ 0.930

As an example of a test for slope equal to zero, consider the Ft. Collins snowfall
data presented on page 7. One can show, Problem 2.11, that the estimated slope is
β̂1 = 0.2035, se(β̂1) = 0.1310. The test of interest is of

NH: β1 = 0
AH: β1 �= 0

(2.24)

For the Ft. Collins data, t = (0.20335 − 0)/0.1310 = 1.553. To get a significance
level for this test, compare t with the t (91) distribution; the two-sided p-value is
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0.124, suggesting no evidence against the NH that Early and Late season snowfalls
are independent.

Compare the hypothesis (2.24) with (2.20). Both appear to be identical. In fact,

t2 =
(

β̂1

se(β̂1)

)2

= β̂2
1

σ̂ 2/SXX
= β̂2

1 SXX

σ̂ 2
= F

so the square of a t statistic with d df is equivalent to an F -statistic with (1, d) df.
In nonlinear and logistic regression models discussed later in the book, the analog
of the t test will not be identical to the analog of the F test, and they can give
conflicting conclusions. For linear regression models, no conflict occurs and the
two tests are equivalent.

2.8.3 Prediction

The estimated mean function can be used to obtain values of the response for given
values of the predictor. The two important variants of this problem are prediction
and estimation of fitted values. Since prediction is more important, we discuss it
first.

In prediction we have a new case, possibly a future value, not one used to
estimate parameters, with observed value of the predictor x∗. We would like to
know the value y∗, the corresponding response, but it has not yet been observed.
We can use the estimated mean function to predict it. We assume that the data
used to estimate the mean function are relevant to the new case, so the fitted
model applies to it. In the heights example, we would probably be willing to apply
the fitted mean function to mother–daughter pairs alive in England at the end of
the nineteenth century. Whether the prediction would be reasonable for mother–
daughter pairs in other countries or in other time periods is much less clear. In
Forbes’ problem, we would probably be willing to apply the results for altitudes
in the range he studied. Given this additional assumption, a point prediction of y∗,
say ỹ∗, is just

ỹ∗ = β̂0 + β̂1x∗

ỹ∗ predicts the as yet unobserved y∗. The variability of this predictor has two
sources: the variation in the estimates β̂0 and β̂1, and the variation due to the
fact that y∗ will not equal its expectation, since even if we knew the parameters
exactly, the future value of the response will not generally equal its expectation.
Using Appendix A.4,

Var(ỹ∗|x∗) = σ 2 + σ 2
(

1

n
+ (x∗ − x)2

SXX

)
(2.25)

Taking square roots and estimating σ 2 by σ̂ 2, we get the standard error of prediction
(sepred) at x∗,

sepred(ỹ∗|x∗) = σ̂

(
1 + 1

n
+ (x∗ − x)2

SXX

)1/2

(2.26)
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A prediction interval uses multipliers from the t-distribution. For prediction of
100 × log(Pressure) for a location with x∗ = 200, the point prediction is ỹ∗ =
−42.13778 + 0.89549(200) = 136.961, with standard error of prediction

sepred(ỹ∗|x∗ = 200) = 0.37903

(
1 + 1

17
+ (200 − 202.95294)2

530.78235

)1/2

= 0.393

Thus a 99% predictive interval is the set of all y∗ such that

136.961 − 2.95(0.393) ≤ y∗ ≤ 136.961 + 2.95(0.393)

135.803 ≤ y∗ ≤ 138.119

More interesting would be a 99% prediction interval for Pressure, rather than for
100 × log(Pressure). A point prediction is just 10(136.961/100) = 23.421 inches of
Mercury. The prediction interval is found by exponentiating the end points of the
interval in log scale. Dividing by 100 and then exponentiating, we get

10135.803/100 ≤ Pressure ≤ 10138.119/100

22.805 ≤ Pressure ≤ 24.054

In the original scale, the prediction interval is not symmetric about the point
estimate.

For the heights data, Figure 2.5 is a plot of the estimated mean function given
by the dashed line for the regression of Dheight on Mheight along with curves at

β̂0 + β̂1x∗ ± t (.025, 15)sepred( ˜Dheight∗|Mheight∗)

The vertical distance between the two solid curves for any value of Mheight cor-
responds to a 95% prediction interval for daughter’s height given mother’s height.
Although not obvious from the graph because of the very large sample size, the
interval is wider for mothers who were either relatively tall or short, as the curves
bend outward from the narrowest point at Mheight = Mheight.

2.8.4 Fitted Values

In rare problems, one may be interested in obtaining an estimate of E(Y |X = x). In
the heights data, this is like asking for the population mean height of all daughters
of mothers with a particular height. This quantity is estimated by the fitted value
ŷ = β0 + β1x, and its standard error is

sefit(ỹ∗|x∗) = σ̂

(
1

n
+ (x∗ − x)2

SXX

)1/2
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FIG. 2.5 Prediction intervals (solid lines) and intervals for fitted values (dashed lines) for the heights
data.

To obtain confidence intervals, it is more usual to compute a simultaneous interval
for all possible values of x. This is the same as first computing a joint confidence
region for β0 and β1, and from these, computing the set of all possible mean
functions with slope and intercept in the joint confidence set (Section 5.5). The
confidence region for the mean function is the set of all y such that

(β̂0 + β̂1x) − sefit(ŷ|x)[2F(α; 2, n − 2)]1/2 ≤ y

≤ (β̂0 + β̂1x) + sefit(ŷ|x)[2F(α; 2, n − 2)]1/2

For multiple regression, replace 2F(α; 2, n − 2) by p′F(α; p′, n − p′), where p′
is the number of parameters estimated in the mean function including the intercept.
The simultaneous band for the fitted line for the heights data is shown in Figure 2.5
as the vertical distances between the two dotted lines. The prediction intervals are
much wider than the confidence intervals. Why is this so (Problem 2.4)?

2.9 THE RESIDUALS

Plots of residuals versus other quantities are used to find failures of assumptions.
The most common plot, especially useful in simple regression, is the plot of resid-
uals versus the fitted values. A null plot would indicate no failure of assumptions.
Curvature might indicate that the fitted mean function is inappropriate. Residuals
that seem to increase or decrease in average magnitude with the fitted values might
indicate nonconstant residual variance. A few relatively large residuals may be
indicative of outliers, cases for which the model is somehow inappropriate.

The plot of residuals versus fitted values for the heights data is shown in
Figure 2.6. This is a null plot, as it indicates no particular problems.
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FIG. 2.6 Residuals versus fitted values for the heights data.
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FIG. 2.7 Residual plot for Forbes’ data.

The fitted values and residuals for Forbes’ data are plotted in Figure 2.7. The
residuals are generally small compared to the fitted values, and they do not fol-
low any distinct pattern in Figure 2.7. The residual for case number 12 is about
four times the size of the next largest residual in absolute value. This may sug-
gest that the assumptions concerning the errors are not correct. Either Var(100 ×
log(Pressure)|Temp) may not be constant or for case 12, the corresponding error
may have a large fixed component. Forbes may have misread or miscopied the
results of his calculations for this case, which would suggest that the numbers in
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TABLE 2.5 Summary Statistics for Forbes’
Data with All Data and with Case 12 Deleted

Quantity All Data Delete Case 12

β̂0 −42.138 −41.308
β̂1 0.895 0.891
se(β̂0) 3.340 1.001
se(β̂1) 0.016 0.005
σ̂ 0.379 0.113
R2 0.995 1.000

the data do not correspond to the actual measurements. Forbes noted this possi-
bility himself, by marking this pair of numbers in his paper as being “evidently a
mistake”, presumably because of the large observed residual.

Since we are concerned with the effects of case 12, we could refit the data, this
time without case 12, and then examine the changes that occur in the estimates
of parameters, fitted values, residual variance, and so on. This is summarized in
Table 2.5, giving estimates of parameters, their standard errors, σ̂ 2, and the coef-
ficient of determination R2 with and without case 12. The estimates of parameters
are essentially identical with and without case 12. In other regression problems,
deletion of a single case can change everything. The effect of case 12 on standard
errors is more marked: if case 12 is deleted, standard errors are decreased by a
factor of about 3.1, and variances are decreased by a factor of about 3.12 ≈ 10.
Inclusion of this case gives the appearance of less reliable results than would be
suggested on the basis of the other 16 cases. In particular, prediction intervals of
Pressure are much wider based on all the data than on the 16-case data, although
the point predictions are nearly the same. The residual plot obtained when case
12 is deleted before computing indicates no obvious failures in the remaining 16
cases.

Two competing fits using the same mean function but somewhat different data
are available, and they lead to slightly different conclusions, although the results of
the two analyses agree more than they disagree. On the basis of the data, there is
no real way to choose between the two, and we have no way of deciding which is
the correct ols analysis of the data. A good approach to this problem is to describe
both or, in general, all plausible alternatives.

PROBLEMS

2.1. Height and weight data The table below and in the data file htwt.txt
gives Ht = height in centimeters and Wt = weight in kilograms for a sample
of n = 10 18-year-old girls. The data are taken from a larger study described
in Problem 3.1. Interest is in predicting weight from height.
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Ht Wt

169.6 71.2
166.8 58.2
157.1 56.0
181.1 64.5
158.4 53.0
165.6 52.4
166.7 56.8
156.5 49.2
168.1 55.6
165.3 77.8

2.1.1. Draw a scatterplot of Wt on the vertical axis versus Ht on the horizontal
axis. On the basis of this plot, does a simple linear regression model
make sense for these data? Why or why not?

2.1.2. Show that x = 165.52, y = 59.47, SXX = 472.076, SYY = 731.961,
and SXY = 274.786. Compute estimates of the slope and the intercept
for the regression of Y on X. Draw the fitted line on your scatterplot.

2.1.3. Obtain the estimate of σ 2 and find the estimated standard errors of
β̂0 and β̂1. Also find the estimated covariance between β̂0 and β̂1.
Compute the t-tests for the hypotheses that β0 = 0 and that β1 = 0
and find the appropriate p-values using two-sided tests.

2.1.4. Obtain the analysis of variance table and F -test for regression. Show
numerically that F = t2, where t was computed in Problem 2.1.3 for
testing β1 = 0.

2.2. More with Forbes’ data An alternative approach to the analysis of Forbes’
experiments comes from the Clausius–Clapeyron formula of classical ther-
modynamics, which dates to Clausius (1850). According to this theory, we
should find that

E(Lpres|Temp) = β0 + β1
1

Ktemp
(2.27)

where Ktemp is temperature in degrees Kelvin, which equals 255.37 plus
(5/9) × Temp. If we were to graph this mean function on a plot of Lpres
versus Ktemp, we would get a curve, not a straight line. However, we can
estimate the parameters β0 and β1 using simple linear regression methods by
defining u1 to be the inverse of temperature in degrees Kelvin,

u1 = 1

Ktemp
= 1

(5/9)Temp + 255.37



40 SIMPLE LINEAR REGRESSION

Then the mean function (2.27) can be rewritten as

E(Lpres|Temp) = β0 + β1u1 (2.28)

for which simple linear regression is suitable. The notation we have used
in (2.28) is a little different, as the left side of the equation says we are
conditioning on Temp, but the variable Temp does not appear explicitly on
the right side of the equation.

2.2.1. Draw the plot of Lpres versus u1, and verify that apart from case 12
the 17 points in Forbes’ data fall close to a straight line.

2.2.2. Compute the linear regression implied by (2.28), and summarize your
results.

2.2.3. We now have two possible models for the same data based on the
regression of Lpres on Temp used by Forbes, and (2.28) based on the
Clausius–Clapeyron formula. To compare these two, draw the plot of
the fitted values from Forbes’ mean function fit versus the fitted values
from (2.28). On the basis of these and any other computations you
think might help, is it possible to prefer one approach over the other?
Why?

2.2.4. In his original paper, Forbes provided additional data collected by
the botanist Dr. Joseph Hooker on temperatures and boiling points
measured often at higher altitudes in the Himalaya Mountains. The
data for n = 31 locations is given in the file hooker.txt. Find the
estimated mean function (2.28) for Hooker’s data.

2.2.5. This problem is not recommended unless you have access to a pack-
age with a programming language, like R, S-plus, Mathematica, or
SAS IML. For each of the cases in Hooker’s data, compute the pre-
dicted values ŷ and the standard error of prediction. Then compute
z = (Lpres − ŷ)/sepred. Each of the zs is a random variable, but if
the model is correct, each has mean zero and standard deviation close
to one. Compute the sample mean and standard deviation of the zs,
and summarize results.

2.2.6. Repeat Problem 2.2.5, but this time predict and compute the z-scores
for the 17 cases in Forbes data, again using the fitted mean func-
tion from Hooker’s data. If the mean function for Hooker’s data
applies to Forbes’ data, then each of the z-scores should have zero
mean and standard deviation close to one. Compute the z-scores,
compare them to those in the last problem and comment on the
results.

2.3. Deviations from the mean Sometimes it is convenient to write the simple
linear regression model in a different form that is a little easier to manipu-
late. Taking equation (2.1), and adding β1x − β1x, which equals zero, to the
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right-hand side, and combining terms, we can write

yi = β0 + β1x + β1xi − β1x + ei

= (β0 + β1x) + β1(xi − x) + ei

= α + β1(xi − x) + ei (2.29)

where we have defined α = β0 + β1x. This is called the deviations from the
sample average form for simple regression.

2.3.1. What is the meaning of the parameter α?

2.3.2. Show that the least squares estimates are

α̂ = y, β̂1 as given by (2.5)

2.3.3. Find expressions for the variances of the estimates and the covariance
between them.

2.4. Heights of mothers and daughters
2.4.1. For the heights data in the file heights.txt, compute the regres-

sion of Dheight on Mheight, and report the estimates, their standard
errors, the value of the coefficient of determination, and the esti-
mate of variance. Give the analysis of variance table that tests the
hypothesis that E(Dheight |Mheight) = β0 versus the alternative that
E(Dheight |Mheight) = β0 + β1Mheight, and write a sentence or two
that summarizes the results of these computations.

2.4.2. Write the mean function in the deviations from the mean form as in
Problem 2.3. For this particular problem, give an interpretation for the
value of β1. In particular, discuss the three cases of β1 = 1, β1 < 1
and β1 > 1. Obtain a 99% confidence interval for β1 from the data.

2.4.3. Obtain a prediction and 99% prediction interval for a daughter whose
mother is 64 inches tall.

2.5. Smallmouth bass
2.5.1. Using the West Bearskin Lake smallmouth bass data in the file

wblake.txt, obtain 95% intervals for the mean length at ages 2, 4
and 6 years.

2.5.2. Obtain a 95% interval for the mean length at age 9. Explain why this
interval is likely to be untrustworthy.

2.5.3. The file wblake2.txt contains all the data for ages one to eight
and, in addition, includes a few older fishes. Using the methods we
have learned in this chapter, show that the simple linear regression
model is not appropriate for this larger data set.

2.6. United Nations data Refer to the UN data in Problem 1.3, page 18.
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2.6.1. Using base-ten logarithms, use a software package to compute the
simple linear regression model corresponding to the graph in Prob-
lem 1.3.3, and get the analysis of variance table.

2.6.2. Draw the summary graph, and add the fitted line to the graph.

2.6.3. Test the hypothesis that the slope is zero versus the alternative that it
is negative (a one-sided test). Give the significance level of the test
and a sentence that summarizes the result.

2.6.4. Give the value of the coefficient of determination, and explain its
meaning.

2.6.5. Increasing log(PPgdp) by one unit is the same as multiplying PPgdp
by ten. If two localities differ in PPgdp by a factor of ten, give a 95%
confidence interval on the difference in log(Fertility) for these two
localities.

2.6.6. For a locality not in the data with PPgdp = 1000, obtain a point pre-
diction and a 95% prediction interval for log(Fertility). If the interval
(a, b) is a 95% prediction interval for log(Fertility), then a 95% pre-
diction interval for Fertility is given by (10a, 10b). Use this result to
get a 95% prediction interval for Fertility.

2.6.7. Identify (1) the locality with the highest value of Fertility; (2) the
locality with the lowest value of Fertility; and (3) the two localities
with the largest positive residuals from the regression when both vari-
ables are in log scale, and the two countries with the largest negative
residuals in log scales.

2.7. Regression through the origin Occasionally, a mean function in which the
intercept is known a priori to be zero may be fit. This mean function is
given by

E(y|x) = β1x (2.30)

The residual sum of squares for this model, assuming the errors are indepen-
dent with common variance σ 2, is RSS = ∑

(yi − β̂1xi)
2.

2.7.1. Show that the least squares estimate of β1 is β̂1 = ∑
xiyi/

∑
x2
i .

Show that β̂1 is unbiased and that Var(β̂1) = σ 2/
∑

x2
i . Find an

expression for σ̂ 2. How many df does it have?

2.7.2. Derive the analysis of variance table with the larger model given by
(2.16), but with the smaller model specified in (2.30). Show that the
F -test derived from this table is numerically equivalent to the square
of the t-test (2.23) with β∗

0 = 0.

2.7.3. The data in Table 2.6 and in the file snake.txt give X = water
content of snow on April 1 and Y = water yield from April to July
in inches in the Snake River watershed in Wyoming for n = 17 years
from 1919 to 1935 (from Wilm, 1950).
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TABLE 2.6 Snake River Data for Problem 2.7

X Y X Y

23.1 10.5 32.8 16.7
31.8 18.2 32.0 17.0
30.4 16.3 24.0 10.5
39.5 23.1 24.2 12.4
52.5 24.9 37.9 22.8
30.5 14.1 25.1 12.9
12.4 8.8 35.1 17.4
31.5 14.9 21.1 10.5
27.6 16.1

Fit a regression through the origin and find β̂1 and σ 2. Obtain a
95% confidence interval for β1. Test the hypothesis that the intercept
is zero.

2.7.4. Plot the residuals versus the fitted values and comment on the ade-
quacy of the mean function with zero intercept. In regression through
the origin,

∑
êi �= 0.

2.8. Scale invariance
2.8.1. In the simple regression model (2.1), suppose the value of the predictor

X is replaced by cX, where c is some non zero constant. How are β̂0,
β̂1, σ̂ 2, R2, and the t-test of NH: β1 = 0 affected by this change?

2.8.2. Suppose each value of the response Y is replaced by dY , for some
d �= 0. Repeat 2.8.1.

2.9. Using Appendix A.3, verify equation (2.8).

2.10. Zipf’s law Suppose we counted the number of times each word was used in
the written works by Shakespeare, Alexander Hamilton, or some other author
with a substantial written record (Table 2.7). Can we say anything about the
frequencies of the most common words?

Suppose we let fi be the rate per 1000 words of text for the ith most
frequent word used. The linguist George Zipf (1902–1950) observed a law
like relationship between rate and rank (Zipf, 1949),

E(fi |i) = a/ib

and further observed that the exponent is close to b = 1. Taking logarithms
of both sides, we get approximately

E(log(fi)| log(i)) = log(a) − b log(i) (2.31)
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TABLE 2.7 The Word Count Data

Word The word
Hamilton Rate per 1000 words of this word in the writings of Alexander Hamilton
HamiltonRank Rank of this word in Hamilton’s writings
Madison Rate per 1000 words of this word in the writings of James Madison
MadisonRank Rank of this word in Madison’s writings
Jay Rate per 1000 words of this word in the writings of John Jay
JayRank Rank of this word in Jay’s writings
Ulysses Rate per 1000 words of this word in Ulysses by James Joyce
UlyssesRank Rank of this word in Ulysses

Zipf’s law has been applied to frequencies of many other classes of objects
besides words, such as the frequency of visits to web pages on the internet
and the frequencies of species of insects in an ecosystem.

The data in MWwords.txt give the frequencies of words in works from
four different sources: the political writings of eighteenth-century American
political figures Alexander Hamilton, James Madison, and John Jay, and the
book Ulysses by twentieth-century Irish writer James Joyce. The data are
from Mosteller and Wallace (1964, Table 8.1-1), and give the frequencies of
165 very common words. Several missing values occur in the data; these are
really words that were used so infrequently that their count was not reported
in Mosteller and Wallace’s table.

2.10.1. Using only the 50 most frequent words in Hamilton’s work (that is,
using only rows in the data for which HamiltonRank ≤ 50), draw the
appropriate summary graph, estimate the mean function (2.31), and
summarize your results.

2.10.2. Test the hypothesis that b = 1 against the two-sided alternative and
summarize.

2.10.3. Repeat Problem 2.10.1, but for words with rank of 75 or less, and
with rank less than 100. For larger number of words, Zipf’s law may
break down. Does that seem to happen with these data?

2.11. For the Ft. Collins snow fall data discussed in Example 1.1, test the hypoth-
esis that the slope is zero versus the alternative that it is not zero. Show that
the t-test of this hypothesis is the same as the F -test; that is, t2 = F .

2.12. Old Faithful Use the data from Problem 1.4, page 18.

2.12.1. Use simple linear regression methodology to obtain a prediction
equation for interval from duration. Summarize your results in a
way that might be useful for the nontechnical personnel who staff
the Old Faithful Visitor’s Center.

2.12.2. Construct a 95% confidence interval for

E(interval|duration = 250)
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2.12.3. An individual has just arrived at the end of an eruption that lasted 250
seconds. Give a 95% confidence interval for the time the individual
will have to wait for the next eruption.

2.12.4. Estimate the 0.90 quantile of the conditional distribution of

interval|(duration = 250)

assuming that the population is normally distributed.

2.13. Windmills Energy can be produced from wind using windmills. Choosing
a site for a wind farm, the location of the windmills, can be a multimillion
dollar gamble. If wind is inadequate at the site, then the energy produced
over the lifetime of the wind farm can be much less than the cost of building
and operation. Prediction of long-term wind speed at a candidate site can be
an important component in the decision to build or not to build. Since energy
produced varies as the square of the wind speed, even small errors can have
serious consequences.

The data in the file wm1.txt provides measurements that can be used
to help in the prediction process. Data were collected every six hours for
the year 2002, except that the month of May 2002 is missing. The values
Cspd are the calculated wind speeds in meters per second at a candidate
site for building a wind farm. These values were collected at tower erected
on the site. The values RSpd are wind speeds at a reference site, which is
a nearby location for which wind speeds have been recorded over a very
long time period. Airports sometimes serve as reference sites, but in this
case, the reference data comes from the National Center for Environmental
Modeling; these data are described at http://dss.ucar.edu/datasets/ds090.0/.
The reference is about 50 km south west of the candidate site. Both sites
are in the northern part of South Dakota. The data were provided by Mark
Ahlstrom and Rolf Miller of WindLogics.

2.13.1. Draw the scatterplot of the response CSpd versus the predictor RSpd.
Is the simple linear regression model plausible for these data?

2.13.2. Fit the simple regression of the response on the predictor, and present
the appropriate regression summaries.

2.13.3. Obtain a 95% prediction interval for CSpd at a time when RSpd =
7.4285.

2.13.4. For this problem, we revert to generic notation and let x = CSpd and
y = CSpd and let n be the number of cases used in the regression
(n = 1116 in the data we have used in this problem) and x and
SXX defined from these n observations. Suppose we want to make
predictions at m time points with values of wind speed x∗1, .., x∗m

that are different from the n cases used in constructing the prediction
equation. Show that (1) the average of the m predictions is equal to
the prediction taken at the average value x∗ of the m values of the
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predictor, and (2) using the first result, the standard error of the
average of m predictions is

se of average prediction =
√

σ̂ 2

m
+ σ̂ 2

(
1

n
+ (x∗ − x)2

SXX

)
(2.32)

If m is very large, then the first term in the square root is negligible,
and the standard error of average prediction is essentially the same
as the standard error of a fitted value at x∗.

2.13.5. For the period from January 1, 1948 to July 31, 2003, a total of
m = 62039 wind speed measurements are available at the reference
site, excluding the data from the year 2002. For these measurements,
the average wind speed was x∗ = 7.4285. Give a 95% prediction
interval on the long-term average wind speed at the candidate site.
This long-term average of the past is then taken as an estimate of
the long-term average of the future and can be used to help decide
if the candidate is a suitable site for a wind farm.
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Multiple Regression

Multiple linear regression generalizes the simple linear regression model by
allowing for many terms in a mean function rather than just one intercept and
one slope.

3.1 ADDING A TERM TO A SIMPLE LINEAR REGRESSION MODEL

We start with a response Y and the simple linear regression mean function

E(Y |X1 = x1) = β0 + β1x1

Now suppose we have a second variable X2 with which to predict the response.
By adding X2 to the problem, we will get a mean function that depends on both
the value of X1 and the value of X2,

E(Y |X1 = x1, X2 = x2) = β0 + β1x1 + β2x2 (3.1)

The main idea in adding X2 is to explain the part of Y that has not already been
explained by X1.

United Nations Data
We will reconsider the United Nations data discussed in Problem 1.3. To the regres-
sion of log(Fertility), the base-two log fertility rate on log(PPgdp), the base-two
log of the per person gross domestic product, we consider adding Purban, the per-
centage of the population that lives in an urban area. The data in the file UN2.txt
give values for these three variables, as well as the name of the Locality for 193
localities, mostly countries, for which the United Nations provides data.

Figure 3.1 presents several graphical views of these data. Figure 3.1a can
be viewed as a summary graph for the simple regression of log(Fertility) on
log(PPgdp). The fitted mean function using ols is

Ê(log(Fertility)| log(PPgdp)) = 2.703 − 0.153 log(PPgdp)

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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FIG. 3.1 United Nations data on 193 localities, mostly nations. (a) log(Fertility) versus log(PPgdp);
(b) log(Fertility) versus Purban; (c) Purban versus log(PPgdp); (d) Added-variable plot for Purban
after log(PPgdp).

with R2 = 0.459, so about 46% of the variability in log(Fertility) is explained
by log(PPgdp). An increase of one unit in log(PPgdp), which corresponds to a
doubling of PPgdp, is estimated to decrease log(Fertility) by 0.153 units.

Similarly, Figure 3.1b is the summary graph for the regression of log(Fertility)
on Purban. This simple regression has fitted mean function

Ê(log(Fertility)|Purban) = 1.750 − 0.013 Purban

with R2 = 0.348, so Purban explains about 35% of the variability in log(Fertility).
An increase of one percent urban implies a change on the average in log(Fertility)
of −0.13.

To get a summary graph of the regression of log(Fertility) on both log(PPgdp)

and Purban would require a three-dimensional plot of these three variables, with
log(PPgdp) on one of the horizontal axes, Purban on the other horizontal axis,
and log(Fertility) on the vertical axis. Although such plots are possible by using
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either perspective or motion to display the third dimension, using them is much
more difficult than using two-dimensional graphics, and their successful use is
not widespread. Cook and Weisberg (1999a) discuss using motion to understand
three-dimensional graphics for regression.

As a partial substitute for looking at the full three-dimensional plot, we add
a third plot to the first two in Figure 3.1, namely, the plot of Purban versus
log(PPgdp) shown in Figure 3.1c. This graph does not include the response, so it
only shows the relationship between the two potential predictors. In this problem,
these two variables are positively correlated, and the mean function for Figure 3.1c
seems to be well approximated by a straight line.

The inference to draw from Figure 3.1c is that to the extent that Purban can
be predicted by log(PPgdp), these two potential predictors are measuring the same
thing, and so the role of these two variables in predicting log(Fertility) will be
overlapping, and they will both, to some extent, be explaining the same variability.

3.1.1 Explaining Variability

Given these graphs, what can be said about the proportion of variability in
log(Fertility) explained by log(PPgdp) and Purban? We can say that the total
explained variation must exceed 46 percent, the larger of the two values explained
by each variable separately, since using both log(PPgdp) and Purban must surely
be at least as informative as using just one of them. The total variation will be
additive, 46% + 35% = 91%, only if the two variables are completely unrelated
and measure different things. The total can be less than the sum if the terms are
related and are at least in part explaining the same variation. Finally, the total can
exceed the sum if the two variables act jointly so that knowing both gives more
information than knowing just one of them. For example, the area of a rectangle
may be only poorly determined by either the length or width alone, but if both are
considered at the same time, area can be determined exactly. It is precisely this
inability to predict the joint relationship from the marginal relationships that makes
multiple regression rich and complicated.

3.1.2 Added-Variable Plots

The unique effect of adding Purban to a mean function that already includes
log(PPgdp) is determined by the relationship between the part of log(Fertility)
that is not explained by log(PPgdp) and the part of Purban that is not explained
by log(PPgdp). The “unexplained parts” are just the residuals from these two
simple regressions, and so we need to examine the scatterplot of the residuals from
the regression of log(Fertility) on log(PPgdp) versus the residuals from the regres-
sion of Purban on log(PPgdp). This plot is shown in Figure 3.1d. Figure 3.1b is
the summary graph for the relationship between log(Fertility) and Purban ignor-
ing log(PPgdp), while Figure 3.1d shows this relationship, but after adjusting for
log(PPgdp). If Figure 3.1d shows a stronger relationship than does Figure 3.1b,
meaning that the points in the plot show less variation about the fitted straight line,
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then the two variables act jointly to explain extra variation, while if the relationship
is weaker, or the plot exhibits more variation, then the total explained variability
is less than the additive amount. The latter seems to be the case here.

If we fit the simple regression mean function to Figure3.1d, the fitted line has
zero intercept, since the averages of the two plotted variables are zero, and the
estimated slope via ols is β̂2 = −0.0035 ≈ −0.004. It turns out that this is exactly
the estimate β̂2 that would be obtained using ols to get the estimates using the
mean function (3.1). Figure 3.1d is called an added-variable plot.

We now have two estimates of the coefficient β2 for Purban:

β̂2 = −0.013 ignoring log(PPgdp)

β̂2 = −0.004 adjusting for log(PPgdp)

While both of these indicate that more urbanization is associated with lower fer-
tility, adjusting for log(PPgdp) suggests that the magnitude of this effect is only
about one-fourth as large as one might think if log(PPgdp) were ignored. In other
problems, slope estimates for the same term but from different mean functions
can be even more wildly different, changing signs, magnitude, and significance.
This naturally complicates the interpretation of fitted models, and also comparing
between studies fit with even slightly different mean functions.

To get the coefficient estimate for log(PPgdp) in the regression of log(Fertility)
on both predictors, we would use the same procedure we used for Purban and
consider the problem of adding log(PPgdp) to a mean function that already includes
Purban. This would require looking at the graph of the residuals from the regression
of log(Fertility) on Purban versus the residuals from the regression of log(PPgdp)

on Purban (see Problem 3.2).

3.2 THE MULTIPLE LINEAR REGRESSION MODEL

The general multiple linear regression model with response Y and terms
X1, . . . , Xp will have the form

E(Y |X) = β0 + β1X1 + · · · + βpXp (3.2)

The symbol X in E(Y |X) means that we are conditioning on all the terms on the
right side of the equation. Similarly, when we are conditioning on specific values
for the predictors x1, . . . , xp that we will collectively call x, we write

E(Y |X = x) = β0 + β1x1 + · · · + βpxp (3.3)

As in Chapter 2, the βs are unknown parameters we need to estimate. Equation
(3.2) is a linear function of the parameters, which is why this is called linear
regression. When p = 1, X has only one element, and we get the simple regression
problem discussed in Chapter 2. When p = 2, the mean function (3.2) corresponds
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FIG. 3.2 A linear regression surface with p = 2 predictors.

to a plane in three dimensions, as shown in Figure 3.2. When p > 2, the fitted
mean function is a hyperplane, the generalization of a p-dimensional plane in a
(p + 1)-dimensional space. We cannot draw a general p-dimensional plane in our
three-dimensional world.

3.3 TERMS AND PREDICTORS

Regression problems start with a collection of potential predictors. Some of these
may be continuous measurements, like the height or weight of an object. Some
may be discrete but ordered, like a doctor’s rating of overall health of a patient on
a nine-point scale. Other potential predictors can be categorical, like eye color or
an indicator of whether a particular unit received a treatment. All these types of
potential predictors can be useful in multiple linear regression.

From the pool of potential predictors, we create a set of terms that are the
X-variables that appear in (3.2). The terms might include:

The intercept The mean function (3.2) can we rewritten as

E(Y |X) = β0X0 + β1X1 + · · · + βpXp

where X0 is a term that is always equal to one. Mean functions without an
intercept would not have this term included.

Predictors The simplest type of term is equal to one of the predictors, for
example, the variable Mheight in the heights data.

Transformations of predictors Sometimes the original predictors need to be
transformed in some way to make (3.2) hold to a reasonable approxima-
tion. This was the case with the UN data just discussed, in which PPgdp was
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used in log scale. The willingness to replace predictors by transformations of
them greatly expands the range of problems that can be summarized with a
linear regression model.

Polynomials Problems with curved mean functions can sometimes be
accommodated in the multiple linear regression model by including poly-
nomial terms in the predictor variables. For example, we might include as
terms both a predictor X1 and its square X2

1 to fit a quadratic polynomial
in that predictor. Complex polynomial surfaces in several predictors can be
useful in some problems1.

Interactions and other combinations of predictors Combining several predictors
is often useful. An example of this is using body mass index, given by height
divided by weight squared, in place of both height and weight, or using a total
test score in place of the separate scores from each of several parts. Products
of predictors called interactions are often included in a mean function along
with the original predictors to allow for joint effects of two or more variables.

Dummy variables and factors A categorical predictor with two or more levels
is called a factor. Factors are included in multiple linear regression using
dummy variables, which are typically terms that have only two values, often
zero and one, indicating which category is present for a particular observation.
We will see in Chapter 6 that a categorical predictor with two categories can
be represented by one dummy variable, while a categorical predictor with
many categories can require several dummy variables.

A regression with say k predictors may combine to give fewer than k terms or
expand to require more than k terms. The distinction between predictors and terms
can be very helpful in thinking about an appropriate mean function to use in a
particular problem, and in using graphs to understand a problem. For example, a
regression with one predictor can always be studied using the 2D scatterplot of the
response versus the predictor, regardless of the number of terms required in the
mean function.

We will use the fuel consumption data introduced in Section 1.6 as the primary
example for the rest of this chapter. As discussed earlier, the goal is to understand
how fuel consumption varies as a function of state characteristics. The variables
are defined in Table 1.2 and are given in the file fuel2001.txt. From the six
initial predictors, we use a set of four combinations to define terms in the regression
mean function.

Basic summary statistics for the relevant variables in the fuel data are given in
Table 3.1, and these begin to give us a bit of a picture of these data. First, there
is quite a bit of variation in Fuel, with values between a minimum of about 626
gallons per year and a maximum of about 843 gallons per year. The gas Tax varies

1This discussion of polynomials might puzzle some readers because in Section 3.2, we said the linear
regression mean function was a hyperplane, but here we have said that it might be curved, seemingly
a contradiction. However, both of these statements are correct. If we fit a mean function like E(Y |X =
x) = β0 + β1x + β2x2, the mean function is a quadratic curve in the plot of the response versus x but
a plane in the three-dimensional plot of the response versus x and x2.
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TABLE 3.1 Summary Statistics for the Fuel Data

Variable N Average Std Dev Minimum Median Maximum
Tax 51 20.155 4.5447 7.5 20. 29.
Dlic 51 903.68 72.858 700.2 909.07 1075.3
Income 51 28.404 4.4516 20.993 27.871 40.64
logMiles 51 15.745 1.4867 10.583 16.268 18.198
Fuel 51 613.13 88.96 317.49 626.02 842.79

from only 7.5 cents per gallon to a high of 29 cents per gallon, so unlike much of
the world gasoline taxes account for only a small part of the cost to consumers of
gasoline. Also of interest is the range of values in Dlic: The number of licensed
drivers per 1000 population over the age of 16 is between about 700 and 1075.
Some states appear to have more licensed drivers than they have population over
age 16. Either these states allow drivers under the age of 16, allow nonresidents to
obtain a driver’s license, or the data are in error. For this example, we will assume
one of the first two reasons.

Of course, these univariate summaries cannot tell us much about how the fuel
consumption depends on the other variables. For this, graphs are very helpful. The
scatterplot matrix for the fuel data is repeated in Figure 3.3. From our previous
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FIG. 3.3 Scatterplot matrix for the fuel data.
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TABLE 3.2 Sample Correlations for the Fuel Data

Sample Correlations
Tax Dlic Income logMiles Fuel

Tax 1.0000 -0.0858 -0.0107 -0.0437 -0.2594
Dlic -0.0858 1.0000 -0.1760 0.0306 0.4685
Income -0.0107 -0.1760 1.0000 -0.2959 -0.4644
logMiles -0.0437 0.0306 -0.2959 1.0000 0.4220
Fuel -0.2594 0.4685 -0.4644 0.4220 1.0000

discussion, Fuel decreases on the average as Tax increases, but there is lot of
variation. We can make similar qualitative judgments about each of the regressions
of Fuel on the other variables. The overall impression is that Fuel is at best weakly
related to each of the variables in the scatterplot matrix, and in turn these variables
are only weakly related to each other.

Does this help us understand how Fuel is related to all four predictors simultane-
ously? We know from the discussion in Section 3.1 that the marginal relationships
between the response and each of the variables is not sufficient to understand the
joint relationship between the response and the terms. The interrelationships among
the terms are also important. The pairwise relationships between the terms can be
viewed in the remaining cells of the scatterplot matrix. In Figure 3.3, the relation-
ships between all pairs of terms appear to be very weak, suggesting that for this
problem the marginal plots including Fuel are quite informative about the multiple
regression problem.

A more traditional, and less informative, summary of the two-variable relation-
ships is the matrix of sample correlations, shown in Table 3.2. In this instance,
the correlation matrix helps to reinforce the relationships we see in the scatter-
plot matrix, with fairly small correlations between the predictors and Fuel, and
essentially no correlation between the predictors themselves.

3.4 ORDINARY LEAST SQUARES

From the initial collection of potential predictors, we have computed a set of
p + 1 terms, including an intercept, X = (X0, X1, . . . , Xp). The mean function
and variance function for multiple linear regression are

E(Y |X) = β0 + β1X1 + · · · + βpXp (3.4)
Var(Y |X) = σ 2

Both the βs and σ 2 are unknown parameters that need to be estimated.

3.4.1 Data and Matrix Notation

Suppose we have observed data for n cases or units, meaning we have a value of Y

and all of the terms for each of the n cases. We have symbols for the response and
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the terms using matrices and vectors; see Appendix A.6 for a brief introduction.
We define

Y =


y1
y2
...

yn

 X =


1 x11 · · · x1p

1 x21 · · · x2p

...
...

...
...

1 xn1 · · · xnp

 (3.5)

so Y is an n × 1 vector and X is an n × (p + 1) matrix. We also define β to be
a (p + 1) × 1 vector of regression coefficients and e to be the n × 1 vector of
statistical errors,

β =


β0
β1
...

βp

 and e =


e1
e2
...

en


The matrix X gives all of the observed values of the terms. The ith row of X will
be defined by the symbol x′

i , which is a (p + 1) × 1 vector for mean functions that
include an intercept. Even though xi is a row of X, we use the convention that all
vectors are column vectors and therefore need to write x′

i to represent a row. An
equation for the mean function evaluated at xi is

E(Y |X = xi ) = x′
iβ

= β0 + β1xi1 + · · · + βpxip (3.6)

In matrix notation, we will write the multiple linear regression model as

Y = Xβ + e (3.7)

The ith row of (3.7) is yi = x′
iβ + ei .

For the fuel data, the first few and the last few rows of the matrix X and the
vector Y are

X =



1 18.00 1031.38 23.471 16.5271
1 8.00 1031.64 30.064 13.7343
1 18.00 908.597 25.578 15.7536
...

...
...

...
...

1 25.65 904.894 21.915 15.1751
1 27.30 882.329 28.232 16.7817
1 14.00 970.753 27.230 14.7362


Y =



690.264
514.279
621.475

...

562.411
581.794
842.792


The terms in X are in the order intercept, Tax, Dlic, Income and finally log(Miles).
The matrix X is 51 × 5 and Y is 51 × 1.
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3.4.2 Variance-Covariance Matrix of e

The 51 × 1 error vector is an unobservable random vector, as in Appendix A.6.
The assumptions concerning the eis given in Chapter 2 are summarized in matrix
form as

E(e) = 0 Var(e) = σ 2In

where Var(e) means the covariance matrix of e, In is the n × n matrix with ones
on the diagonal and zeroes everywhere else, and 0 is a matrix or vector of zeroes
of appropriate size. If we add the assumption of normality, we can write

e ∼ N(0, σ 2In)

3.4.3 Ordinary Least Squares Estimators

The least squares estimate β̂ of β is chosen to minimize the residual sum of squares
function

RSS(β) =
∑

(yi − x′
iβ)2 = (Y − Xβ)′(Y − Xβ) (3.8)

The ols estimates can be found from (3.8) by differentiation in a matrix analog to
the development of Appendix A.3. The ols estimate is given by the formula

β̂ = (X′X)−1X′Y (3.9)

provided that the inverse (X′X)−1 exists. The estimator β̂ depends only on the
sufficient statistics X′X and X′Y, which are matrices of uncorrected sums of squares
and cross-products.

Do not compute the least squares estimates using (3.9)! Uncorrected sums of
squares and cross-products are prone to large rounding error, and so computations
can be highly inaccurate. The preferred computational methods are based on matrix
decompositions as briefly outlined in Appendix A.8. At the very least, computations
should be based on corrected sums of squares and cross-products.

Suppose we define X to be the n × p matrix

X =


(x11 − x1) · · · (x1p − xp)

(x21 − x1) · · · (x2p − xp)
...

...
...

(xn1 − x1) · · · (xnp − xp)


This matrix consists of the original X matrix, but with the first column removed
and the column mean subtracted from each of the remaining columns. Similarly,
Y is the vector with typical elements yi − y. Then

C = 1

n − 1

(
X ′X X ′Y
Y ′X Y ′Y

)
(3.10)
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is the matrix of sample variances and covariances. When p = 1, the matrix C is
given by

C = 1

n − 1

(
SXX SXY
SXY SYY

)
The elements of C are the summary statistics needed for ols computations in simple
linear regression. If we let β∗ be the parameter vector excluding the intercept β0,
then for p ≥ 1,

β̂
∗ = (X ′X )

−1X ′Y

β̂0 = y − β̂
∗′

x

where x is the vector of sample means for all the terms except for the intercept.
Once β̂ is computed, we can define several related quantities. The fitted values

are Ŷ = Xβ̂ and the residuals are ê = Y − Ŷ. The function (3.8) evaluated at β̂ is
the residual sum of squares, or RSS,

RSS = ê′ê = (Y − Xβ̂)′(Y − Xβ̂) (3.11)

3.4.4 Properties of the Estimates

Additional properties of the ols estimates are derived in Appendix A.8 and are only
summarized here. Assuming that E(e) = 0 and Var(e) = σ 2In, then β̂ is unbiased,
E(β̂) = β, and

Var(β̂) = σ 2(X′X)−1 (3.12)

Excluding the intercept term,

Var(β̂
∗
) = σ 2(X ′X )−1 (3.13)

and so (X ′X )−1 is all but the first row and column of (X′X)−1. An estimate of σ 2

is given by

σ̂ 2 = RSS

n − (p + 1)
(3.14)

which is the residual sum of squares divided by its df = n − (p + 1). Several
formulas for RSS can be computed by substituting the value of β̂ into (3.11) and
simplifying:

RSS = Y′Y − β̂
′
(X′X)β̂

= Y′Y − β̂
′
X′Y

= Y ′Y − β̂
∗′

(X ′X )β̂
∗

(3.15)

= Y ′Y − β̂
′
(X′X)β̂ + ny2
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Recognizing that Y ′Y = SYY, (3.15) has the nicest interpretation, as it writes RSS
as equal to the total sum of squares minus a quantity we will call the regression
sum of squares, or SSreg. In addition, if e is normally distributed, then the residual
sum of squares has a Chi-squared distribution,

(n − (p + 1))σ̂ 2/σ 2 ∼ χ2(n − (p + 1))

By substituting σ̂ 2 for σ 2 in (3.12), we find the estimated variance of β̂, V̂ar(β̂),
to be

V̂ar(β̂) = σ̂ 2(X′X)−1 (3.16)

3.4.5 Simple Regression in Matrix Terms

For simple regression, X and Y are given by

X =


1 x1
1 x2
...

...

1 xn

 Y =


y1
y2
...

yn


and thus

(X′X) =
(

n
∑

xi∑
xi

∑
x2
i

)
X′Y =

( ∑
yi∑
y2
i

)
By direct multiplication, (X′X)−1 can be shown to be

(X′X)−1 = 1

SXX

( ∑
x2
i /n −x

−x 1

)
(3.17)

so that

β̂ =
(

β̂0

β̂1

)
= (X′X)−1X′Y = 1

SXX

( ∑
x2
i /n −x

−x
∑

xiyi

) ( ∑
yi∑
y2
i

)
=

(
y − β̂1x

SXY/SXX

)
as found previously. Also, since

∑
x2
i /(nSXX) = 1/n + x2/SXX, the variances and

covariances for β̂0 and β̂1 found in Chapter 2 are identical to those given by
σ 2(X′X)−1.

The results are simpler in the deviations from the sample average form, since

X ′X = SXX X ′Y = SXY
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and

β̂1 = (X ′X )
−1X ′Y = SXY

SXX

β̂0 = y − β̂1x

Fuel Consumption Data
We will generally let p equal the number of terms in a mean function excluding the
intercept, and p′ = p + 1 equal if the intercept is included; p′ = p if the intercept
is not included. We shall now fit the mean function with p′ = 5 terms, including
the intercept for the fuel consumption data. Continuing a practice we have already
begun, we will write Fuel on Tax Dlic Income log(Miles) as shorthand for using
ols to fit the multiple linear regression model with mean function

E(Fuel|X) = β0 + β1Tax + β2Dlic + β3Income + β4log(Miles)

where conditioning on X is short for conditioning on all the terms in the mean
function. All the computations are based on the summary statistics, which are the
sample means given in Table 3.1 and the sample covariance matrix C defined at
(3.10) and given by

Tax Dlic Income logMiles Fuel
Tax 20.6546 -28.4247 -0.2162 -0.2955 -104.8944
Dlic -28.4247 5308.2591 -57.0705 3.3135 3036.5905
Income -0.2162 -57.0705 19.8171 -1.9580 -183.9126
logMiles -0.2955 3.3135 -1.9580 2.2103 55.8172
Fuel -104.8944 3036.5905 -183.9126 55.8172 7913.8812

Most statistical software will give the sample correlations rather than the covari-
ances. The reader can verify that the correlations in Table 3.2 can be obtained from
these covariances. For example, the sample correlation between Tax and Income
is −0.2162/

√
(20.6546 × 19.8171) = −0.0107 as in Table 3.2. One can convert

back from correlations and sample variances to covariances; the square root of the
sample variances are given in Table 3.1.

The 5 × 5 matrix (X′X)−1 is given by

Intercept Tax Dlic Income logMiles
Intercept 9.02151 -2.852e-02 -4.080e-03 -5.981e-02 -1.932e-01
Tax -0.02852 9.788e-04 5.599e-06 4.263e-05 1.602e-04
Dlic -0.00408 5.599e-06 3.922e-06 1.189e-05 5.402e-06
Income -0.05981 4.263e-05 1.189e-05 1.143e-03 1.000e-03
logMiles -0.19315 1.602e-04 5.402e-06 1.000e-03 9.948e-03

The elements of (X′X)−1 often differ by several orders of magnitude, as is the case
here, where the smallest element in absolute value is 3.9 × 10−6 = 0.0000039, and
the largest element is 9.02. It is the combining of these numbers of very different
magnitude that can lead to numerical inaccuracies in computations.
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The lower-right 4 × 4 sub-matrix of (X′X)−1 is (X ′X )−1. Using the formulas
based on corrected sums of squares in this chapter, the estimate β̂

∗
is computed

to be

β̂
∗ = (X ′X )

−1X ′Y =


β̂1

β̂2

β̂3

β̂4

 =


−4.2280

0.4719
−6.1353
18.5453


The estimated intercept is

β̂0 = y − β̂
∗′

x = 154.193

and the residual sum of squares is

RSS = Y ′Y − β̂
∗′

(X ′X )Oβ∗ = 193,700

so the estimate of σ 2 is

σ̂ 2 = RSS

n − (p + 1)
= 193,700

51 − 5
= 4211

Standard errors and estimated covariances of the β̂j are found by multiplying σ̂

by the square roots of elements of (X′X)−1. For example,

se(β̂2) = σ̂
√

3.922 × 10−6 = 0.1285

Virtually all statistical software packages include higher-level functions that will
fit multiple regression models, but getting intermediate results like (X′X)−1 may be
a challenge. Table 3.3 shows typical output from a statistical package. This output
gives the estimates β̂ and their standard errors computed based on σ̂ 2 and the

TABLE 3.3 Edited Output from the Summary Method in R for
Multiple Regression in the Fuel Data

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 154.1928 194.9062 0.791 0.432938
Tax -4.2280 2.0301 -2.083 0.042873
Dlic 0.4719 0.1285 3.672 0.000626
Income -6.1353 2.1936 -2.797 0.007508
logMiles 18.5453 6.4722 2.865 0.006259

Residual standard error: 64.89 on 46 degrees of freedom
Multiple R-Squared: 0.5105
F-statistic: 11.99 on 4 and 46 DF, p-value: 9.33e-07
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diagonal elements of (X′X)−1. The column marked t-value is the ratio of the
estimate to its standard error. The column labelled Pr(>|t|) will be discussed
shortly. Below the table are a number of other summary statistics; at this point
only the estimate of σ called the residual standard error and its df are familiar.

3.5 THE ANALYSIS OF VARIANCE

For multiple regression, the analysis of variance is a very rich technique that is
used to compare mean functions that include different nested sets of terms. In the
overall analysis of variance, the mean function with all the terms

E(Y |X = x) = β ′x (3.18)

is compared with the mean function that includes only an intercept:

E(Y |X = x) = β0 (3.19)

For simple regression, these correspond to (2.16) and (2.13), respectively. For mean
function (3.19), β̂0 = y and the residual sum of squares is SYY. For mean function
(3.18), the estimate of β is given by (3.9) and RSS is given in (3.11). We must
have RSS < SYY, and the difference between these two

SSreg = SYY − RSS (3.20)

corresponds to the sum of squares of Y explained by the larger mean function that
is not explained by the smaller mean function. The number of df associated with
SSreg is equal to the number of df in SYY minus the number of df in RSS, which
equals p, the number of terms in the mean function excluding the intercept.

These results are summarized in the analysis of variance table in Table 3.4.
We can judge the importance of the regression on the terms in the larger model
by determining if SSreg is sufficiently large by comparing the ratio of the mean
square for regression to σ̂ 2 to the F(p, n − p′) distribution2 to get a significance

TABLE 3.4 The Overall Analysis of Variance Table

Source df SS MS F p-value

Regression p SSreg SSreg/1 MSreg/σ̂ 2

Residual n − (p + 1) RSS σ̂ 2 = RSS/(n − 2)

Total n − 1 SYY

2Reminder: p′ = p for mean functions with no intercept, and p′ = p + 1 for mean functions with an
intercept.
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level. If the computed significance level is small enough, then we would judge that
the mean function (3.18) provides a significantly better fit than does (3.19). The
ratio will have an exact F distribution if the errors are normal and (3.19) is true.
The hypothesis tested by this F -test is

NH: E(Y |X = x) = β0
AH: E(Y |X = x) = x′β

3.5.1 The Coefficient of Determination

As with simple regression, the ratio

R2 = SSreg

SYY
= 1 − RSS

SYY
(3.21)

gives the proportion of variability in Y explained by regression on the terms. R2

can also be shown to be the square of the correlation between the observed values
Y and the fitted values Ŷ ; we will explore this further in the next chapter. R2 is
also called the multiple correlation coefficient because it is the maximum of the
correlation between Y and any linear combination of the terms in the mean function.

Fuel Consumption Data
The overall analysis of variance table is given by

Df Sum Sq Mean Sq F value Pr(>F)
Regression 4 201994 50499 11.992 9.33e-07
Residuals 46 193700 4211
Total 50 395694

To get a significance level for the test, we would compare F = 11.992 with the
F(4, 46) distribution. Most computer packages do this automatically, and the result
is shown in the column marked Pr(>F) to be about 0.0000009, a very small
number, leading to very strong evidence against the null hypothesis that the mean
of Fuel does not depend on any of the terms. The value of R2 = 201994/395694 =
0.5105 indicates that about half the variation in Fuel is explained by the terms.
The value of F , its significance level, and the value of R2 are given in Table 3.3.

3.5.2 Hypotheses Concerning One of the Terms

Obtaining information on one of the terms may be of interest. Can we do as
well, understanding the mean function for Fuel if we delete the Tax variable? This
amounts to the following hypothesis test of

NH: β1 = 0, β0, β2, β3, β4 arbitrary
AH: β1 �= 0, β0, β2, β3, β4 arbitrary

(3.22)

The following procedure can be used. First, fit the mean function that excludes the
term for Tax and get the residual sum of squares for this smaller mean function.
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Then fit again, this time including Tax, and once again get the residual sum of
squares. Subtracting the residual sum of squares for the larger mean function from
the residual sum of squares for the smaller mean function will give the sum of
squares for regression on Tax after adjusting for the terms that are in both mean
functions, Dlic, Income and log(Miles). Here is a summary of the computations
that are needed:

Df SS MS F Pr(>F)
Excluding Tax 47 211964
Including Tax 46 193700

Difference 1 18264 18264 4.34 0.043

The row marked “Excluding Tax” gives the df and RSS for the mean function
without Tax, and the next line gives these values for the larger mean function
including Tax. The difference between these two given on the next line is the sum
of squares explained by Tax after adjusting for the other terms in the mean function.
The F -test is given by F = (18,264/1)/σ̂ 2 = 4.34, which, when compared to the
F distribution with (1, 46) df gives a significance level of about 0.04. We thus have
modest evidence that the coefficient for Tax is different from zero. This is called a
partial F -test. Partial F -tests can be generalized to testing several coefficients to
be zero, but we delay that generalization to Section 5.4.

3.5.3 Relationship to the t-Statistic

Another reasonable procedure for testing the importance of Tax is simply to com-
pare the estimate of the coefficient divided by its standard error to the t (n − p′)
distribution. One can show that the square of this t-statistic is the same number of
the F -statistic just computed, so these two procedures are identical. Therefore, the
t-statistic tests hypothesis (3.22) concerning the importance of terms adjusted for
all the other terms, not ignoring them.

From Table 3.3, the t-statistic for Tax is t = −2.083, and t2 = (−2.083)2 =
4.34, the same as the F -statistic we just computed. The significance level for Tax
given in Table 3.3 also agrees with the significance level we just obtained for the
F -test, and so the significance level reported is for the two-sided test. To test the
hypothesis that β1 = 0 against the one-sided alternative that β1 < 0, we could again
use the same t-value, but the significance level would be one-half of the value for
the two-sided test.

A t-test that βj has a specific value versus a two-sided or one-sided alternative
(with all other coefficients arbitrary) can be carried out as described in Section 2.8.

3.5.4 t-Tests and Added-Variable Plots

In Section 3.1, we discussed adding a term to a simple regression mean function.
The same general procedure can be used to add a term to any linear regression
mean function. For the added-variable plot for a term, say X1, plot the residuals
from the regression of Y on all the other X’s versus the residuals for the regression
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of X1 on all the other Xs. One can show (Problem 3.2) that (1) the slope of the
regression in the added-variable plot is the estimated coefficient for X1 in the
regression with all the terms, and (2) the t-test for testing the slope to the zero in
the added-variable plot is essentially the same as the t-test for testing β1 = 0 in the
fit of the larger mean function, the only difference being a correction for degrees
of freedom.

3.5.5 Other Tests of Hypotheses

We have obtained a test of a hypothesis concerning the effect of Tax adjusted for
all the other terms in the mean function. Equally well, we could obtain tests for the
effect of Tax adjusting for some of the other terms or for none of the other terms.
In general, these tests will not be equivalent, and a variable can be judged useful
ignoring variables but useless when adjusted for them. Furthermore, a predictor
that is useless by itself may become important when considered in concert with
the other variables. The outcome of these tests depends on the sample correlations
between the terms.

3.5.6 Sequential Analysis of Variance Tables

By separating Tax from the other terms, SSreg is divided into two pieces, one
for fitting the first three terms, and one for fitting Tax after the other three. This
subdivision can be continued by dividing SSreg into a sum of squares “explained”
by each term separately. Unless all the terms are uncorrelated, this breakdown is
not unique. For example, we could first fit Dlic, then Tax adjusted for Dlic, then
Income adjusted for both Dlic and Tax, and finally log(Miles) adjusted for the other
three. The resulting table is given in Table 3.5a. Alternatively, we could fit in the
order log(Miles), Income, Dlic and then Tax as in Table 3.5b. The sums of squares
can be quite different in the two tables. For example, the sum of squares for Dlic
ignoring the other terms is about 25% larger than the sum of squares for Dlic
adjusting for the other terms. In this problem, the terms are nearly uncorrelated,
see Table 3.2, so the effect of ordering is relatively minor. In problems with high
sample correlations between terms, order can be very important.

TABLE 3.5 Two Analysis of Variance Tables with Different Orders of Fitting

(a) First analysis (b) Second analysis

Df Sum Sq Mean Sq
Dlic 1 86854 86854
Tax 1 19159 19159
Income 1 61408 61408
logMiles 1 34573 34573
Residuals 46 193700 4211

Df Sum Sq Mean Sq
logMiles 1 70478 70478
Income 1 49996 49996
Dlic 1 63256 63256
Tax 1 18264 18264
Residuals 46 193700 4211
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3.6 PREDICTIONS AND FITTED VALUES

Suppose we have observed, or will in the future observe, a new case with its own
set of predictors that result in a vector of terms x∗. We would like to predict the
value of the response given x∗. In exactly the same way as was done in simple
regression, the point prediction is ỹ∗ = x′∗β̂, and the standard error of prediction,
sepred(ỹ∗|x∗), using Appendix A.8, is

sepred(ỹ∗|x∗) = σ̂

√
1 + x′∗(X′X)−1x∗ (3.23)

Similarly, the estimated average of all possible units with a value x for the terms is
given by the estimated mean function at x, Ê(Y |X = x) = ŷ = x′β̂ with standard
error given by

sefit(ŷ|x) = σ̂
√

x′(X′X)−1x (3.24)

Virtually all software packages will give the user access to the fitted values, but
getting the standard error of prediction and of the fitted value may be harder. If a
program produces sefit but not sepred, the latter can be computed from the former
from the result

sepred(ỹ∗|x∗) =
√

σ̂ 2 + sefit(ỹ∗|x∗)2

PROBLEMS

3.1. Berkeley Guidance Study The Berkeley Guidance Study enrolled children
born in Berkeley, California, between January 1928 and June 1929, and then
measured them periodically until age eighteen (Tuddenham and Snyder, 1954).
The data we use is described in Table 3.6, and the data is given in the data
files BGSgirls.txt for girls only, BGSboys.txt for boys only, and
BGSall.txt for boys and girls combined. For this example, use only the
data on the girls.

3.1.1. For the girls only, draw the scatterplot matrix of all the age two vari-
ables, all the age nine variables and Soma. Write a summary of the
information in this scatterplot matrix. Also obtain the matrix of sample
correlations between the height variables.

3.1.2. Starting with the mean function E(Soma|WT9) = β0 + β1WT9, use
added-variable plots to explore adding LG9 to get the mean function
E(Soma|WT9, LG9) = β0 + β1WT9 + β2LG9. In particular, obtain the
four plots equivalent to Figure 3.1, and summarize the information in
the plots.

3.1.3. Fit the multiple linear regression model with mean function

E(Soma|X) = β0 + β1HT2 + β2WT2 + β3HT9 + β4WT9 + β5ST9
(3.25)
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TABLE 3.6 Variable Definitions for the Berkeley Guidance Study in the Files
BGSgirls.txt, BGSboys.txt, and BGSall.txt

Variable Description

Sex 0 for males, 1 for females
WT2 Age 2 weight, kg
HT2 Age 2 height, cm
WT9 Age 9 weight, kg
HT9 Age 9 height, cm
LG9 Age 9 leg circumference, cm
ST9 Age 9 strength, kg
WT18 Age 18 weight, kg
HT18 Age 18 height, cm
LG18 Age 18 leg circumference, cm
ST18 Age 18 strength, kg
Soma Somatotype, a scale from 1, very thin, to 7, obese, of body type

Find σ̂ , R2, the overall analysis of variance table and overall F -test.
Compute the t-statistics to be used to test each of the βj to be zero
against two-sided alternatives. Explicitly state the hypotheses tested and
the conclusions.

3.1.4. Obtain the sequential analysis of variance table for fitting the variables
in the order they are given in (3.25). State the hypotheses tested and
the conclusions for each of the tests.

3.1.5. Obtain analysis of variance again, this time fitting with the five terms
in the order given from right to left in (3.25). Explain the differences
with the table you obtained in Problem 3.1.4. What graphs could help
understand the issues?

3.2. Added-variable plots This problem uses the United Nations example in
Section 3.1 to demonstrate many of the properties of added-variable plots.
This problem is based on the mean function

E(log(Fertility)|log(PPgdp) = x1, Purban = x2) = β0 + β1x1 + β2x2

There is nothing special about the two-predictor regression mean function, but
we are using this case for simplicity.

3.2.1. Show that the estimated coefficient for log(PPgdp) is the same as the
estimated slope in the added-variable plot for log(PPgdp) after Purban.
This correctly suggests that all the estimates in a multiple linear regres-
sion model are adjusted for all the other terms in the mean function.
Also, show that the residuals in the added-variable plot are identical to
the residuals from the mean function with both predictors.
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3.2.2. Show that the t-test for the coefficient for log(PPgdp) is not quite the
same from the added-variable plot and from the regression with both
terms, and explain why they are slightly different.

3.3. The following questions all refer to the mean function

E(Y |X1 = x1, X2 = x2) = β0 + β1x1 + β2x2 (3.26)

3.3.1. Suppose we fit (3.26) to data for which x1 = 2.2x2, with no error. For
example, x1 could be a weight in pounds, and x2 the weight of the
same object in kg. Describe the appearance of the added-variable plot
for X2 after X1.

3.3.2. Again referring to (3.26), suppose now that Y and X1 are perfectly
correlated, so Y = 3X1, without any error. Describe the appearance of
the added-variable plot for X2 after X1.

3.3.3. Under what conditions will the added-variable plot for X2 after X1
have exactly the same shape as the scatterplot of Y versus X2?

3.3.4. True or false: The vertical variation in an added-variable plot for X2
after X1 is always less than or equal to the vertical variation in a plot
of Y versus X2. Explain.

3.4. Suppose we have a regression in which we want to fit the mean function (3.1).
Following the outline in Section 3.1, suppose that the two terms X1 and X2
have sample correlation equal to zero. This means that, if xij , i = 1, . . . , n,
and j = 1, 2 are the observed values of these two terms for the n cases in the
data,

∑n
i=1(xi1 − x1)(xi2 − x2) = 0.

3.4.1. Give the formula for the slope of the regression for Y on X1, and for
Y on X2. Give the value of the slope of the regression for X2 on X1.

3.4.2. Give formulas for the residuals for the regressions of Y on X1 and for
X2 on X1. The plot of these two sets of residuals corresponds to the
added-variable plot in Figure 3.1d.

3.4.3. Compute the slope of the regression corresponding to the added-variable
plot for the regression of Y on X2 after X1, and show that this slope
is exactly the same as the slope for the simple regression of Y on X2
ignoring X1. Also find the intercept for the added-variable plot.

3.5. Refer to the data described in Problem 1.5, page 18. For this problem, consider
the regression problem with response BSAAM, and three predictors as terms
given by OPBPC, OPRC and OPSLAKE.

3.5.1. Examine the scatterplot matrix drawn for these three terms and the
response. What should the correlation matrix look like (that is, which
correlations are large and positive, which are large and negative, and
which are small)? Compute the correlation matrix to verify your results.
Get the regression summary for the regression of BSAAM on these three
terms. Explain what the “t-values” column of your output means.
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3.5.2. Obtain the overall test if the hypothesis that BSAAM is independent of
the three terms versus the alternative that it is not independent of them,
and summarize your results.

3.5.3. Obtain three analysis of variance tables fitting in the order (OPBPC,
OPRC and OPSLAKE), then (OPBPC, OPSLAKE and OPRC), and
finally (OPSLAKE, OPRC and OPBPC). Explain the resulting tables,
and discuss in particular any apparent inconsistencies. Which F -tests
in the Anova tables are equivalent to t-tests in the regression output?

3.5.4. Using the output from the last problem, test the hypothesis that the coef-
ficients for both OPRC and OPBPC are both zero against the alternative
that they are not both zero.

Administrator
v



C H A P T E R 4

Drawing Conclusions

The computations that are done in multiple linear regression, including drawing
graphs, creation of terms, fitting models, and performing tests, will be similar in
most problems. Interpreting the results, however, may differ by problem, even if
the outline of the analysis is the same. Many issues play into drawing conclusions,
and some of them are discussed in this chapter.

4.1 UNDERSTANDING PARAMETER ESTIMATES

Parameters in mean functions have units attached to them. For example, the fitted
mean function for the fuel consumption data is

E(Fuel|X) = 154.19 − 4.23 Tax + 0.47 Dlic − 6.14 Income + 18.54 log(Miles)

Fuel is measured in gallons, and so all the quantities on the right of this equation
must also be in gallons. The intercept is 154.19 gallons. Since Income is measured
in thousands of dollars, the coefficient for Income must be in gallons per thousand
dollars of income. Similarly, the units for the coefficient for Tax is gallons per cent
of tax.

4.1.1 Rate of Change

The usual interpretation of an estimated coefficient is as a rate of change: increas-
ing Tax rate by one cent should decrease consumption, all other factors being
held constant, by about 4.23 gallons per person. This assumes that a predictor
can in fact be changed without affecting the other terms in the mean function
and that the available data will apply when the predictor is so changed. The
fuel data are observational since the assignment of values for the predictors was
not under the control of the analyst, so whether increasing taxes would cause
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a decrease in fuel consumption cannot be assessed from these data. From these
data, we can observe association but not cause: states with higher tax rates are
observed to have lower fuel consumption. To draw conclusions concerning the
effects of changing tax rates, the rates must in fact be changed and the results
observed.

The coefficient estimate of log(Miles) is 18.55, meaning that a change of one unit
in log(Miles) is associated with an 18.55 gallon per person increase in consumption.
States with more roads have higher per capita fuel consumption. Since we used
base-two logarithms in this problem, increasing log(Miles) by one unit means that
the value of Miles doubles. If we double the amount of road in a state, we expect
to increase fuel consumption by about 18.55 gallons per person. If we had used
base-ten logarithms, then the fitted mean function would be

E(Fuel|X) = 154.19 − 4.23 Tax + 0.47 Dlic − 6.14 Income + 61.61 log10(Miles)

The only change in the fitted model is for the coefficient for the log of Miles, which
is now interpreted as a change in expected Fuel consumption when log10(Miles)
increases by one unit, or when Miles is multiplied by 10.

4.1.2 Signs of Estimates

The sign of a parameter estimate indicates the direction of the relationship between
the term and the response. In multiple regression, if the terms are correlated, the sign
of a coefficient may change depending on the other terms in the model. While this
is mathematically possible and, occasionally, scientifically reasonable, it certainly
makes interpretation more difficult. Sometimes this problem can be removed by
redefining the terms into new linear combinations that are easier to interpret.

4.1.3 Interpretation Depends on Other Terms in the Mean Function

The value of a parameter estimate not only depends on the other terms in a mean
function but it can also change if the other terms are replaced by linear combinations
of the terms.

Berkeley Guidance Study
Data from the Berkeley Guidance Study on the growth of boys and girls are given
in Problem 3.1. As in Problem 3.1, we will view Soma as the response, but con-
sider the three predictors WT2, WT9, WT18 for the n = 70 girls in the study. The
scatterplot matrix for these four variables is given in Figure 4.1. First look at the
last row of this figure, giving the marginal response plots of Soma versus each of
the three potential predictors. For each of these plots, we see that Soma is increasing
with the potential predictor on the average, although the relationship is strongest
at the oldest age and weakest at the youngest age. The two-dimensional plots of
each pair of predictors suggest that the predictors are correlated among themselves.
Taken together, we have evidence that the regression on all three predictors cannot
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FIG. 4.1 Scatterplot matrix for the girls in the Berkeley Guidance Study.

be viewed as just the sum of the three separate simple regressions because we must
account for the correlations between the terms.

We will proceed with this example using the three original predictors as terms
and Soma as the response. We are encouraged to do this because of the appearance
of the scatterplot matrix. Since each of the two-dimensional plots appear to be well
summarized by a straight-line mean function, we will see later that this suggests
that the regression of the response on the original predictors without transformation
is likely to be appropriate.

The parameter estimates for the regression of Soma on WT2, WT9, and WT18
given in the column marked “Model 1” in Table 4.1 leads to the unexpected con-
clusion that heavier girls at age two may tend to be thinner, have lower expected
somatotype, at age 18. We reach this conclusion because the t-statistic for testing
the coefficient equal to zero, which is not shown in the table, has a significance level
of about 0.06. The sign, and the weak significance, may be due to the correlations
between the terms. In place of the preceding variables, consider the following:

WT2 = Weight at age 2

DW9 = WT9 − WT2 = Weight gain from age 2 to 9

DW18 = WT18 − WT9 = Weight gain from age 9 to 18
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TABLE 4.1 Regression of Soma on Different
Combinations of Three Weight Variables for the n = 70
Girls in the Berkeley Guidance Study

Term Model 1 Model 2 Model 3

(Intercept) 1.5921 1.5921 1.5921
WT2 −0.1156 −0.0111 −0.1156
WT9 0.0562 0.0562
WT18 0.0483 0.0483
DW9 0.1046 NA
DW18 0.0483 NA

Since all three original terms measure weight, combining them in this way is
reasonable. If the variables measured different quantities, then combining them
could lead to conclusions that are even less useful than those originally obtained.
The parameter estimates for Soma on WT2, DW9, and DW18 are given in the
column marked “Model 2” in Table 4.1. Although not shown in the table, summary
statistics for the regression like R2 and σ̂ 2 are identical for all the mean functions
in Table 4.1 but coefficient estimates and t-tests are not the same. For example,
the slope estimate for WT2 is about −0.12, with t = −1.87 in the column “Model
1,” while in Model 2, the estimate is about one-tenth the size, and the t-value is
−0.21. In the former case, the effect of WT2 appears plausible, while in the latter
it does not. Although the estimate is negative in each, we would be led in the latter
case to conclude that the effect of WT2 is negligible. Thus, interpretation of the
effect of a variable depends not only on the other variables in a model but also
upon which linear transformation of those variables is used.

Another interesting feature of Table 4.1 is that the estimate for WT18 in Model
1 is identical to the estimate for DW18 in Model 2. In Model 1, the estimate
for WT18 is the effect on Soma of changing WT18 by one unit, with all other
terms held fixed. In Model 2, the estimate for DW18 is the change in Soma when
DW18 changes by one unit, when all other terms are held fixed. But the only way
DW18 = WT18 − WT9 can be changed by one unit with the other variables includ-
ing WT9 = DW9 − WT2 held fixed is by changing WT18 by one unit. Conse-
quently, the terms WT18 in Model 1 and DW18 in Model 2 play identical roles
and therefore we get the same estimates.

The linear transformation of the three weight variables we have used so far
could be replaced by other linear combinations, and, depending on the context,
others might be preferred. For example, another set might be

AVE = (WT2 + WT9 + WT18)/3

LIN = WT18 − WT2

QUAD = WT2 − 2WT9 + WT18

This transformation focuses on the fact that WT2, WT9 and WT18 are ordered in
time and are more or less equally spaced. Pretending that the weight measurements
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are equally spaced, AVE, LIN and QUAD are, respectively, the average, linear, and
quadratic time trends in weight gain.

4.1.4 Rank Deficient and Over-Parameterized Mean Functions

In the last example, several combinations of the basic predictors WT2, WT9, and
WT18 were studied. One might naturally ask what would happen if more than three
combinations of these predictors were used in the same regression model. As long as
we use linear combinations of the predictors, as opposed to nonlinear combinations
or transformations of them, we cannot use more than three, the number of linearly
independent quantities.

To see why this is true, consider adding DW9 to the mean function including
WT2, WT9 and WT18. As in Chapter 3, we can learn about adding DW9 using an
added-variable plot of the residuals from the regression of Soma on WT2, WT9
and WT18 versus the residuals from the regression of DW9 on WT2, WT9 and
WT18. Since DW9 can be written as an exact linear combination of the other
predictors, DW9 = WT9 − WT2, the residuals from this second regression are all
exactly zero. A slope coefficient for DW9 is thus not defined after adjusting for the
other three terms. We would say that the four terms WT2, WT9, WT18, and DW9
are linearly dependent, since one can be determined exactly from the others. The
three variables WT2, WT9 and WT18 are linearly independent because one of them
cannot be determined exactly by a linear combination of the others. The maximum
number of linearly independent terms that could be included in a mean function is
called the rank of the data matrix X.

Model 3 in Table 4.1 gives the estimates produced in a computer package when
we tried to fit using an intercept and the five terms WT2, WT9, WT18, DW9, and
DW18. Most computer programs, including this one, will select the first three, and
the estimated coefficients for them. For the remaining terms, this program sets the
estimates to “NA,” a code for a missing value; the word aliased is sometimes
used to indicate a term that is a linear combination of terms already in the mean
function, and so a coefficient for it is not estimable.

Mean functions that are over-parameterized occur most often in designed experi-
ments. The simplest example is the one-way design. Suppose that a unit is assigned
to one of three treatment groups, and let X1 = 1 if the unit is in group one and
zero otherwise, X2 = 1 if the unit is in group two and zero otherwise, and X3 = 1
if the unit is in group three and zero otherwise. For each unit, we must have
X1 + X2 + X3 = 1 since each unit is in only one of the three groups. We therefore
cannot fit the model

E(Y |X) = β0 + β1X1 + β2X2 + β3X3

because the sum of the Xj is equal to the column of ones, and so, for example,
X3 = 1 − X1 − X2. To fit a model, we must do something else. The options are:
(1) place a constraint like β1 + β2 + β3 = 0 on the parameters; (2) exclude one of
the Xj from the model, or (3) leave out an explicit intercept. All of these options
will in some sense be equivalent, since the same R2, σ 2 and overall F -test and
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predictions will result. Of course, some care must be taken in using parameter
estimates, since these will surely depend on the parameterization used to get a full
rank model. For further reading on matrices and models of less than full rank, see,
for example, Searle (1971, 1982).

4.1.5 Tests

Even if the fitted model were correct and errors were normally distributed, tests and
confidence statements for parameters are difficult to interpret because correlations
among the terms lead to a multiplicity of possible tests. Sometimes, tests of effects
adjusted for other variables are clearly desirable, such as in assessing a treatment
effect after adjusting for other variables to reduce variability. At other times, the
order of fitting is not clear, and the analyst must expect ambiguous results. In most
situations, the only true test of significance is repeated experimentation.

4.1.6 Dropping Terms

Suppose we have a sample of n rectangles from which we want to model log(Area)

as a function of log(Length), perhaps through the simple regression mean function

E(log(Area)|log(Length)) = η0 + η1log(Length) (4.1)

From elementary geometry, we know that Area = Length × Width, and so the “true”
mean function for log(Area) is

E(log(Area)|log(Length), log(Width)) = β0 + β1log(Length) + β2log(Width)

(4.2)
with β0 = 0, and β1 = β2 = 1. The questions of interest are: (1) can the incorrect
mean function specified by (4.1) provide a useful approximation to the true mean
function (4.2), and if so, (2) what are the relationships between ηs, in (4.1) and the
βs in (4.2)?

The answers to these questions comes from Appendix A.2.4. Suppose that the
true mean function were

E(Y |X1 = x1, X2 = x2) = β0 + β ′
1x1 + β ′

2x2 (4.3)

but we want to fit a mean function with X1 only. The mean function for Y |X1 is
obtained by averaging (4.3) over X2,

E(Y |X1 = x1) = E [E(Y |X1 = x1, X2)|X1 = x1]

= β0 + β ′
1x1 + β ′

2E(X2|X1 = x1) (4.4)

We cannot, in general, simply drop a set of terms from a correct mean function,
but we need to substitute the conditional expectation of the terms dropped given
the terms that remain in the mean function.

In the context of the rectangles example, we get

E(log(Area)|log(Length)) = η0 + η1log(Length) + β2E(log(Width)|log(Length))

(4.5)
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The answers to the questions posed depend on the mean function for the regression
of log(Width) on log(Length). This conditional expectation has little to do with the
area of rectangles, but much to do with the way we obtain a sample of rectangles
to use in our study. We will consider three cases.

In the first case, imagine that each of the rectangles in the study is formed by
sampling a log(Length) and a log(Width) from independent distributions. If the
mean of the log(Width) distribution is W , then by independence

E(log(Width)|log(Length)) = E(log(Width)) = W

Substituting into (4.5),

E(log(Area)|log(Length)) = β0 + β1log(Length) + β2W

= (β0 + β2W) + β1log(Length)

= W + log(Length)

where the last equation follows by substituting β0 = 0, β1 = β2 = 1. For this case,
the mean function (4.1) would be appropriate for the regression of log(Area) on
log(Width). The intercept for the mean function (4.1) would be W , and so it depends
on the distribution of the widths in the data. The slope for log(Length) is the same
for fitting (4.1) or (4.2).

In the second case, suppose that

E(log(Width)|log(Length)) = γ0 + γ1log(Length)

so the mean function for the regression of log(Width) on log(Length) is a straight
line. This could occur, for example, if the rectangles in our study were obtained
by sampling from a family of similar rectangles, so the ratio Width/Length is
the same for all rectangles in the study. Substituting this into (4.5) and simplify-
ing gives

E(log(Area)|log(Length)) = β0 + β1log(Length) + β2(γ0 + γ1log(Length))

= (β0 + β2γ0) + (β1 + β2γ1)log(Length)

= γ0 + (1 + γ1)log(Length)

Once again fitting using (4.1) will be appropriate, but the values of η0 = γ0
and η1 = 1 + γ1 depend on the parameters of the regression of log(Width) on
log(Length). The γ s are a characteristic of the sampling plan, not of rectangles.
Two experimenters who sample rectangles of different shapes will end up estimating
different parameters.

For a final case, suppose that the mean function

E(log(Width)|log(Length)) = γ0 + γ1log(Length) + γ2log(Length)2
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is quadratic. Substituting into (4.5), setting β0 = 0, β1 = β2 = 1 and simplify-
ing gives

E(log(Area)|log(Length)) = β0 + β1log(Length)

+ β2

(
γ0 + γ1log(Length) + γ2log(Length)2

)
= γ0 + (1 + γ1)log(Length) + γ2log(Length)2

which is a quadratic function of log(Length). If the mean function is quadratic, or
any other function beyond a straight line, then fitting (4.1) is inappropriate.

From the above three cases, we see that both the mean function and the parame-
ters for the response depend on the mean function for the regression of the removed
terms on the remaining terms. If the mean function for the regression of the removed
terms on the retained terms is not linear, then a linear mean function will not be
appropriate for the regression problem with fewer terms.

Variances are also affected when terms are dropped. Returning to the true mean
function given by (4.3), the general result for the regression of Y on X1 alone is,
from Appendix A.2.4,

Var(Y |X1 = x1) = E [Var(Y |X1 = x1, X2)|X1 = x1]

+ Var [E(Y |X1 = x1, X2)|X1 = x1]

= σ 2 + β ′
2Var(X2|X1 = x1)β2 (4.6)

In the context of the rectangles example, β2 = 1 and we get

Var(log(Area)|log(Length)) = σ 2 + Var(log(Width)|log(Length))

Although fitting (4.1) can be appropriate if log(Width) and log(Length) are linearly
related, the errors for this mean function can be much larger than those for (4.2)
if Var(log(Width)|log(Length)) is large. If Var(log(Width)|log(Length)) is small
enough, then fitting (4.2) can actually give answers that are nearly as accurate as
fitting with the true mean function (4.2).

4.1.7 Logarithms

If we start with the simple regression mean function,

E(Y |X = x) = β0 + β1x

a useful way to interpret the coefficient β1 is as the first derivative of the mean
function with respect to x,

dE(Y |X = x)

dx
= β1

We recall from elementary geometry that the first derivative is the rate of change,
or the slope of the tangent to a curve, at a point. Since the mean function for
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simple regression is a straight line, the slope of the tangent is the same value β1
for any value of x, and β1 completely characterizes the change in the mean when
the predictor is changed for any value of x.

When the predictor is replaced by log(x), the mean function as a function of x

E(Y |X = x) = β0 + β1 log(x)

is no longer a straight line, but rather it is a curve. The tangent at the point x > 0 is

dE(Y |X = x)

dx
= β1

x

The slope of the tangent is different for each x and the effect of changing x on
E(Y |X = x) is largest for small values of x and gets smaller as x is increased.

When the response is in log scale, we can get similar approximate results by
exponentiating both sides of the equation:

E(log(Y )|X = x) = β0 + β1x

E(Y |X = x) ≈ eβ0eβ1x

Differentiating this second equation gives

dE(Y |X = x)

dx
= β1E(Y |X = x)

The rate of change at x is thus equal to β1 times the mean at x. We can also write

dE(Y |X = x)/dx

E(Y |X = x)
= β1

is constant, and so β1 can be interpreted as the constant rate of change in the
response per unit of response.

4.2 EXPERIMENTATION VERSUS OBSERVATION

There are fundamentally two types of predictors that are used in a regression
analysis, experimental and observational. Experimental predictors have values that
are under the control of the experimenter, while for observational predictors, the
values are observed rather than set. Consider, for example, a hypothetical study of
factors determining the yield of a certain crop. Experimental variables might include
the amount and type of fertilizers used, the spacing of plants, and the amount of
irrigation, since each of these can be assigned by the investigator to the units, which
are plots of land. Observational predictors might include characteristics of the plots
in the study, such as drainage, exposure, soil fertility, and weather variables. All of
these are beyond the control of the experimenter, yet may have important effects
on the observed yields.

The primary difference between experimental and observational predictors is in
the inferences we can make. From experimental data, we can often infer causation.
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If we assign the level of fertilizer to plots, usually on the basis of a randomization
scheme, and observe differences due to levels of fertilizer, we can infer that the fer-
tilizer is causing the differences. Observational predictors allow weaker inferences.
We might say that weather variables are associated with yield, but the causal link
is not available for variables that are not under the experimenter’s control. Some
experimental designs, including those that use randomization, are constructed so
that the effects of observational factors can be ignored or used in analysis of
covariance (see, e.g., Cox, 1958; Oehlert, 2000).

Purely observational studies that are not under the control of the analyst can
only be used to predict or model the events that were observed in the data, as
in the fuel consumption example. To apply observational results to predict future
values, additional assumptions about the behavior of future values compared to the
behavior of the existing data must be made. From a purely observational study,
we cannot infer a causal relationship without additional information external to the
observational study.

Feedlots
A feedlot is a farming operation that includes large number of cattle, swine or
poultry in a small area. Feedlots are efficient producers of animal products, and can
provide high-paying skilled jobs in rural areas. They can also cause environmental
problems, particularly with odors, ground water pollution, and noise.

Taff, Tiffany, and Weisberg (1996) report a study on the effect of feedlots on
property values. This study was based on all 292 rural residential property sales
in two southern Minnesota counties in 1993–94. Regression analysis was used.
The response was sale price. Predictors included house characteristics such as
size, number of bedrooms, age of the property, and so on. Additional predictors
described the relationship of the property to existing feedlots, such as distance to
the nearest feedlot, number of nearby feedlots, and related features of the feedlots
such as their size. The “feedlot effect” could be inferred from the coefficients for
the feedlot variables.

In the analysis, the coefficient estimates for feedlot effects were generally pos-
itive and judged to be nonzero, meaning that close proximity to feedlots was
associated with an increase in sale prices. While association of the opposite sign
was expected, the positive sign is plausible if the positive economic impact of the
feedlot outweighs the negative environmental impact. The positive effect is esti-
mated to be small, however, and equal to 5% or less of the sale price of the homes
in the study.

These data are purely observational, with no experimental predictors. The data
collectors had no control over the houses that actually sold, or siting of feed-
lots. Consequently, any inference that nearby feedlots cause increases in sale price
is unwarranted from this study. Given that we are limited to association, rather
than causation, we might next turn to whether we can generalize the results.
Can we infer the same association to houses that were not sold in these coun-
ties during this period? We have no way of knowing from the data if the same
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relationship would hold for homes that did not sell. For example, some home-
owners may have perceived that they could not get a reasonable price and may
have decided not to sell. This would create a bias in favor of a positive effect of
feedlots.

Can we generalize geographically, to other Minnesota counties or to other places
in the Midwest United States? The answer to this question depends on the char-
acteristics of the two counties studied. Both are rural counties with populations of
about 17,000. Both have very low property values with median sale price in this
period of less than $50,000. Each had different regulations for operators of feedlots,
and these regulations could impact pollution problems. Applying the results to a
county with different demographics or regulations cannot be justified by these data
alone, and additional information and assumptions are required.

Joiner (1981) coined the picturesque phrase lurking variable to describe a pre-
dictor variable not included in a mean function that is correlated with terms in the
mean function. Suppose we have a regression with predictors X that are included
in the regression and a lurking variable L not included in the study, and that the
true regression mean function is

E(Y |X = x, L = �) = β0 +
p∑

j−1

βjxj + δ� (4.7)

with δ �= 0. We assume that X and L are correlated and for simplicity we assume
further that E(L|X = x) = γ0 + ∑

γjxj . When we fit the incorrect mean function
that ignores the lurking variable, we get, from Section 4.1.6,

E(Y |X = x) = β0 +
p∑

j−1

βjxj + δE(L|X = x)

= (β0 + δγ0) +
p∑

j−1

(βj + δγj )xj (4.8)

Suppose we are particularly interested in inferences about the coefficient for X1,
and, unknown to us, β1 in (4.7) is equal to zero. If we were able to fit with the
lurking variable included, we would probably conclude that X1 is not an important
predictor. If we fit the incorrect mean function (4.8), the coefficient for X1 becomes
(β1 + δγ1), which will be non zero if γ1 �= 0. The lurking variable masquerades
as the variable of interest to give an incorrect inference. A lurking variable can
also hide the effect of an important variable if, for example, β1 �= 0 but β1 +
δγ1 = 0.

All large observational studies like this feedlot study potentially have lurking
variables. For this study, a casino had recently opened near these counties, creating
many jobs and a demand for housing that might well have overshadowed any effect
of feedlots. In experimental data with random assignment, the potential effects of
lurking variables are greatly decreased, since the random assignment guarantees that
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the correlation between the terms in the mean function and any lurking variable is
small or zero.

The interpretation of results from a regression analysis depend on the details
of the data design and collection. The feedlot study has extremely limited scope,
and is but one element to be considered in trying to understand the effect of
feedlots on property values. Studies like this feedlot study are easily misused.
As recently as spring 2004, the study was cited in an application for a permit
to build a feedlot in Starke county, Indiana, claiming that the study supports the
positive effect of feedlots on property values, confusing association with causation,
and inferring generalizability to other locations without any logical foundation for
doing so.

4.3 SAMPLING FROM A NORMAL POPULATION

Much of the intuition for the use of least squares estimation is based on the assump-
tion that the observed data are a sample from a multivariate normal population.
While the assumption of multivariate normality is almost never tenable in practical
regression problems, it is worthwhile to explore the relevant results for normal
data, first assuming random sampling and then removing that assumption.

Suppose that all of the observed variables are normal random variables, and the
observations on each case are independent of the observations on each other case.
In a two-variable problem, for the ith case observe (xi, yi), and suppose that(

xi

yi

)
∼ N

((
µx

µy

)
,

(
σ 2

x ρxyσxσy

ρxyσxσy σ 2
y

))
(4.9)

Equation (4.9) says that xi and yi are each realizations of normal random variables
with means µx and µy , variances σ 2

x and σ 2
y and correlation ρxy . Now, suppose

we consider the conditional distribution of yi given that we have already observed
the value of xi . It can be shown (see e.g., Lindgren, 1993; Casella and Berger,
1990) that the conditional distribution of yi given xi , is normal and,

yi |xi ∼ N

(
µy + ρxy

σy

σx

(xi − µx), σ 2
y (1 − ρ2

xy)

)
(4.10)

If we define

β0 = µy − β1µx β1 = ρxy

σy

σx

σ 2 = σ 2
y (1 − ρ2

xy) (4.11)

then the conditional distribution of yi given xi is simply

yi |xi ∼ N(β0 + β1xi, σ 2) (4.12)

which is essentially the same as the simple regression model with the added assump-
tion of normality.
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Given random sampling, the five parameters in (4.9) are estimated, using the
notation of Table 2.1, by

µ̂x = x σ̂ 2
x = SD2

x ρ̂xy = rxy

µ̂y = y σ̂ 2
y = SD2

y

(4.13)

Estimates of β0 and β1 are obtained by substituting estimates from (4.13) for
parameters in (4.11), so that β̂1 = rxySDy/SDx , and so on, as derived in Chapter 2.
However, σ̂ 2 = [(n − 1)/(n − 2)]SD2

y(1 − r2
xy) to correct for degrees of freedom.

If the observations on the ith case are yi and a p × 1 vector xi not including a
constant, multivariate normality is shown symbolically by(

xi

yi

)
∼ N

((
µx

µy

)
,

(
�xx �xy

�xy σ 2
y

))
(4.14)

where �xx is a p × p matrix of variances and covariances between the elements
of xi and �xy is a p × 1 vector of covariances between xi and yi . The conditional
distribution of yi given xi is then

yi |xi ∼ N
(
(µy − β∗′

µx) + β∗′xi , σ 2
)

(4.15)

If R2 is the population multiple correlation,

β∗ = �−1
xx �xy; σ 2 = σ 2

y �′
xy�

−1
xx �xy = σ 2

y (1 − R2)

The formulas for β̂
∗

and σ 2 and the formulas for their least squares estimators
differ only by the substitution of estimates for parameters, with (n − 1)−1(X ′X )

estimating �xx , and (n − 1)−1(X ′Y) estimating �xy .

4.4 MORE ON R2

The conditional distribution in (4.10) or (4.15) does not depend on random sam-
pling, but only on normal distributions, so whenever multivariate normality seems
reasonable, a linear regression model is suggested for the conditional distribution
of one variable, given the others. However, if random sampling is not used, some
of the usual summary statistics, including R2, lose their connection to population
parameters.

Figure 4.2a repeats Figure 1.1, the scatterplot of Dheight versus Mheight for
the heights data. These data closely resemble a bivariate normal sample, and so
R2 = 0.24 estimates the population R2 for this problem. Figure 4.2b repeats this
last figure, except that all cases with Mheight between 61 and 64 inches—the lower
and upper quartile of the mother’s heights rounded to the nearest inch—have been
removed form the data. The ols regression line appears similar, but the value of
R2 = 0.37 is about 50% larger. By removing the middle of the data, we have made
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FIG. 4.2 Three views of the heights data.

R2 larger, and it no longer estimates a population value. Similarly, in Figure 4.2c,
we exclude all the cases with Mheight outside the quartiles, and get R2 = 0.027,
and the relationship between Dheight and Mheight virtually disappears.

This example points out that even in the unusual event of analyzing data drawn
from a multivariate normal population, if sampling of the population is not random,
the interpretation of R2 may be completely misleading, as this statistic will be
strongly influenced by the method of sampling. In particular, a few cases with
unusual values for the predictors can largely determine the observed value of this
statistic.

We have seen that we can manipulate the value of R2 merely by changing our
sampling plan for collecting data: if the values of the terms are widely dispersed,
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then R2 will tend to be too large, while if the values are over a very small range,
then R2 will tend to be too small. Because the notion of proportion of variability
explained is so useful, a diagnostic method is needed to decide if it is a useful
concept in any particular problem.

4.4.1 Simple Linear Regression and R2

In simple regression linear problems, we can always determine the appropriateness
of R2 as a summary by examining the summary graph of the response versus the
predictor. If the plot looks like a sample from a bivariate normal population, as in
Figure 4.2a, then R2 is a useful measure. The less the graph looks like this figure,
the less useful is R2 as a summary measure.

Figure 4.3 shows six summary graphs. Only for the first three of them is R2

a useful summary of the regression problem. In Figure 4.3e, the mean function
appears curved rather than straight so correlation is a poor measure of depen-
dence. In Figure 4.3d the value of R2 is virtually determined by one point, making
R2 necessarily unreliable. The regular appearance of the remaining plot suggests
a different type of problem. We may have several identifiable groups of points
caused by a lurking variable not included in the mean function, such that the
mean function for each group has a negative slope, but when groups are com-
bined the slope becomes positive. Once again R2 is not a useful summary of this
graph.

Predictor or ŷ

(a) (b)

(e) (f)

(c)

R
es

po
ns

e

(d)

FIG. 4.3 Six summary graphs. R2 is an appropriate measure for a–c, but inappropriate for d–f.
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4.4.2 Multiple Linear Regression

In multiple linear regression, R2 can also be interpreted as the square of the
correlation in a summary graph, this time of Y versus fitted values Ŷ . This plot can
be interpreted exactly the same way as the plot of the response versus the single
term in simple linear regression to decide on the usefulness of R2 as a summary
measure.

For other regression methods such as nonlinear regression, we can define R2 to
be the square of the correlation between the response and the fitted values, and use
this summary graph to decide if R2 is a useful summary.

4.4.3 Regression through the Origin

With regression through the origin, the proportion of variability explained is given
by 1 − SSreg/

∑
y2
i , using uncorrected sums of squares. This quantity is not invari-

ant under location change, so, for example, if units are changed from Fahrenheit to
Celsius, you will get a different value for the proportion of variability explained.
For this reason, use of an R2-like measure for regression through the origin is not
recommended.

4.5 MISSING DATA

In many problems, some variables will be unrecorded for some cases. The methods
we study in this book generally assume and require complete data, without any
missing values. The literature on analyzing incomplete data problems is very large,
and our goal here is more to point out the issues than to provide solutions. Two
recent books on this topic are Little and Rubin (1987) and Schafer (1997).

4.5.1 Missing at Random

The most common solution to missing data problems is to delete either cases or
variables so the resulting data set is complete. Many software packages delete
partially missing cases by default, and fit regression models to the remaining,
complete, cases. This is a reasonable approach as long as the fraction of cases
deleted is small enough, and the cause of values being unobserved is unrelated to
the relationships under study. This would include data lost through an accident like
dropping a test tube, or making an illegible entry in a logbook. If the reason for not
observing values depends on the values that would have been observed, then the
analysis of data may require modeling the cause of the failure to observe values.
For example, if values of a measurement are unrecorded if the value is less than the
minimum detection limit of an instrument, then the value is missing because the
value that should have been observed is too small. A simple expedient in this case
that is sometimes helpful is to substitute a value less than or equal to the detection
limit for the unobserved values. This expedient is not always entirely satisfactory
because substituting, or imputing, a fixed value for the unobserved quantity can
reduce the variation on the filled-in variable, and yield misleading inferences.
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As a second example, suppose we have a clinical trial that enrolls subjects
with a particular medical condition, assigns each subject a treatment, and then the
subjects are followed for a period of time to observe their response, which may
be time until a particular landmark occurs, such as improvement of the medical
condition. Subjects who do not respond well to the treatment may drop out of
the study early, while subjects who do well may be more likely to remain in the
study. Since the probability of observing a value depends on the value that would
have been observed, simply deleting subjects who drop out early can easily lead to
incorrect inferences because the successful subjects will be overrepresented among
those who complete the study.

In many clinical trials, the response variable is not observed because the study
ends, not because of patient characteristics. In this case, we call the response times
censored; so for each patient, we know either the time to the landmark or the time
to censoring. This is a different type of missing data problem, and analysis needs
to include both the uncensored and censored observations. Book-length treatments
of censored survival data are given by Kalbfleisch and Prentice (1980) and Cox
and Oakes (1984), among others.

As a final example, consider a cross-cultural demographic study. Some demo-
graphic variables are harder to measure than others, and some variables, such as
the rate of employment for women over the age of 15, may not be available for
less-developed countries. Deleting countries that do not have this variable measured
could change the population that is studied by excluding less-developed countries.

Rubin (1976) defined data to be missing at random (MAR) if the failure to
observe a value does not depend on the value that would have been observed.
With MAR data, case deletion can be a useful option. Determining whether an
assumption of MAR is appropriate for a particular data set is an important step in
the analysis of incomplete data.

4.5.2 Alternatives

All the alternatives we briefly outline here require strong assumptions concerning
the data that may be impossible to check in practice.

Suppose first that we combine the response and predictors into a single vector
Z. We assume that the distribution of Z is fully known, apart from unknown
parameters. The simplest assumption is that Z ∼ N(µ, �). If we had reasonable
estimates of µ and �, then we could use (4.15) to estimate parameters for the
regression of the response on the other terms. The EM algorithm (Dempster, Laird,
and Rubin , 1977) is a computational method that is used to estimate the parameters
of the known joint distribution based on data with missing values.

Alternatively, given a model for the data like multivariate normality, one could
impute values for the missing data and then analyze the completed data as if it were
fully observed. Multiple imputation carries this one step further by creating several
imputed data sets that, according to the model used, are plausible, filled-in data
sets, and then “average” the analyses of the filled-in data sets. Software for both
imputation and the EM algorithm for maximum likelihood estimate is available
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in several standard statistical packages, including the “missing” package in S-plus
and the “MI” procedure in SAS.

The third approach is more comprehensive, as it requires building a model for
the process of interest and the missing data process simultaneously. Examples of
this approach are given by Ibrahim, Lipsitz, and Horton (2001), and Tang, Little,
and Raghunathan (2003).

The data described in Table 4.2 provides an example. Allison and Cicchetti
(1976) presented data on sleep patterns of 62 mammal species along with several
other possible predictors of sleep. The data were in turn compiled from several
other sources, and not all values are measured for all species. For example, PS, the
number of hours of paradoxical sleep, was measured for only 50 of the 62 species in
the data set, and GP, the gestation period, was measured for only 58 of the species.
If we are interested in the dependence of hours of sleep on the other predictors,
then we have at least three possible responses, PS, SWS, and TS, all observed on
only a subset of the species. To use case deletion and then standard methods to
analyze the conditional distributions of interest, we need to assume that the chance
of a value being missing does not depend on the value. For example, the four
missing values of GP are missing because no one had (as of 1976) published this
value for these species. Using the imputation or the maximum likelihood methods
are alternatives for these data, but they require making assumptions like normality,
which might be palatable for many of the variables if transformed to logarithmic
scale. Some of the variables, like P and SE are categorical, so other assumptions
beyond multivariate normality might be needed.

TABLE 4.2 The Sleep Dataa

Number Percent
Variable Type Observed Missing Description

BodyWt Variate 62 0 Body weight in kg
BrainWt Variate 62 0 Brain weight in g
D Factor 62 0 Danger index, 1 = least danger,

. . . , 5 = most
GP Variate 58 6 Gestation time, days
Life Variate 58 6 Maximum life span, years
P Factor 62 0 Predation index, 1 = lowest , . . . ,

5 = highest
SE Factor 62 0 Sleep exposure index, 1 = more

exposed, . . . , 5 = most protected
PS Response 50 19 Paradoxical dreaming sleep, hrs/day
SWS Response 48 23 Slow wave nondreaming sleep,

hrs/day
TS Response 58 6 Total sleep, hrs/day
Species Labels 62 0 Species of mammal

a10 variables, 62 observations, 8 patterns of missing values; 5 variables (50%) have at least one missing
value; 20 observations (32%) have at least one missing value.
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4.6 COMPUTATIONALLY INTENSIVE METHODS

Suppose we have a sample y1, . . . , yn from a particular distribution G, for example
a standard normal distribution. What is a confidence interval for the population
median?

We can obtain an approximate answer to this question by computer simulation,
set up as follows:

1. Obtain a simulated random sample y∗
1 , . . . . , y∗

n from the known distribution
G. Most statistical computing languages include functions for simulating
random deviates (see Thisted, 1988 for computational methods).

2. Compute and save the median of the sample in step 1.

3. Repeat steps 1 and 2 a large number of times, say B times. The larger the
value of B, the more precise the ultimate answer.

4. If we take B = 999, a simple percentile-based 95% confidence interval for
the median is the interval between the 25th smallest value and the 975th
largest value, which are the sample 2.5 and 97.5 percentiles, respectively.

In most interesting problems, we will not actually know G and so this simu-
lation is not available. Efron (1979) pointed out that the observed data can be
used to estimate G, and then we can sample from the estimate Ĝ. The algorithm
becomes:

1. Obtain a random sample y∗
1 , . . . , y∗

n from Ĝ by sampling with replacement
from the observed values y1, . . . , yn. In particular, the i-th element of the
sample y∗

i is equally likely to be any of the original y1, . . . , yn. Some of
the yi will appear several times in the random sample, while others will not
appear at all.

2. Continue with steps 2–4 of the first algorithm. A test at the 5% level con-
cerning the population median can be rejected if the hypothesized value of
the median does not fall in the confidence interval computed at step 4.

Efron called this method the bootstrap, and we call B the number of bootstrap sam-
ples. Excellent references for the bootstrap are the books by Efron and Tibshirani
(1993), and Davison and Hinkley (1997).

4.6.1 Regression Inference without Normality

Bootstrap methods can be applied in more complex problems like regression. Infer-
ences and accurate standard errors for parameters and mean functions require either
normality of regression errors or large sample sizes. In small samples without nor-
mality, standard inference methods can be misleading, and in these cases a bootstrap
can be used for inference.
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Transactions Data
The data in this example consists of a sample of branches of a large Australian
bank (Cunningham and Heathcote, 1989). Each branch makes transactions of two
types, and for each of the branches we have recorded the number of transactions
T1 and T2, as well as Time, the total number of minutes of labor used by the branch
in type 1 and type 2 transactions. If βj is the average number of minutes for a
transaction of type j , j = 1, 2, then the total number of minutes in a branch for
transaction type j is βjTj , and the total number of minutes is expected to be

E(Time|T1, T2) = β0 + β1T1 + β2T2 (4.16)

possibly with β0 = 0 because zero transactions should imply zero time spent. The
data are displayed in Figure 4.4, and are given in the data file transact.txt.
The key features of the scatterplot matrix are: (1) the marginal response plots in
the last row appear to have reasonably linear mean functions; (2) there appear to
be a number of branches with no T1 transactions but many T2 transactions; and
(3) in the plot of Time versus T2, variability appears to increase from left to right.

The errors in this problem probably have a skewed distribution. Occasional
transactions take a very long time, but since transaction time is bounded below by
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FIG. 4.4 Scatterplot matrix for the transactions data.
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TABLE 4.3 Summary for B = 999 Case Bootstraps for the Transactions Data,
Giving 95% Confidence Intervals, Lower to Upper, Based on Standard Normal
Theory and on the Percentile Bootstrap

Normal Theory Bootstrap
Estimate Lower Upper Estimate Lower Upper

Intercept 144.37 −191.47 480.21 136.09 −254.73 523.36
T1 5.46 4.61 6.32 5.48 4.08 6.77
T2 2.03 1.85 2.22 2.04 1.74 2.36

zero, there can not be any really extreme “quick” transactions. Inferences based on
normal theory are therefore questionable.

Following the suggestion of Pardoe and Weisberg (2001) for this example, a
bootstrap is computed as follows:

1. Number the cases in the data set from 1 to n. Take a random sample with
replacement of size n from these case numbers. Thus, the i-th case number
in the sample is equally likely to be any of the n cases in the original data.

2. Create a data set from the original data, but repeating each row in the data
set the number of times that row was selected in the random sample in
step 1. Some cases will appear several times and others will not appear at
all. Compute the regression using this data set, and save the values of the
coefficient estimates.

3. Repeat steps 1 and 2 a large number of times, say, B times.

4. Estimate a 95% confidence interval for each of the estimates by the 2.5 and
97.5 percentiles of the sample of B bootstrap samples.

Table 4.3 summarizes the percentile bootstrap for the transactions data. The column
marked Estimate gives the ols estimate under “Normal theory” and the average
of the B bootstrap simulations under “Bootstrap.” The difference between these
two is called the bootstrap bias, which is quite small for all three terms relative to
the size of the confidence intervals. The 95% bootstrap intervals are consistently
wider than the corresponding normal intervals, indicating that the normal-theory
confidence intervals are probably overly optimistic. The bootstrap intervals given
in Table 4.3 are random, since if the bootstrap is repeated, the answers will be a
little different. The variability in the end-points of the interval can be decreased by
increasing the number B of bootstrap samples.

4.6.2 Nonlinear Functions of Parameters

One of the important uses of the bootstrap is to get estimates of error variability
in problems where standard theory is either missing, or, equally often, unknown
to the analyst. Suppose, for example, we wanted to get a confidence interval for
the ratio β1/β2 in the transactions data. This is the ratio of the time for a type 1
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transaction to the time for a type 2 transaction. The point estimate for this ratio is
just β̂1/β̂2, but we will not learn how to get a normal-theory confidence interval for
a nonlinear function of parameters like this until Section 6.1.2. Using the bootstrap,
this computation is easy: just compute the ratio in each of the bootstrap samples and
then use the percentiles of the bootstrap distribution to get the confidence interval.
For these data, the point estimate is 2.68 with 95% bootstrap confidence interval
from 1.76 to 3.86, so with 95% confidence, type 1 transactions take on average
from about 1.76 to 3.86 times as long as do type 2 transactions.

4.6.3 Predictors Measured with Error

Predictors and the response are often measured with error. While we might have
a theory that tells us the mean function for the response, given the true values
of the predictors, we must fit with the response, given the imperfectly measured
values of the predictors. We can sometimes use simulation to understand how the
measurement error affects our answers.

Here is the basic setup. We have a true response Y ∗ and a set of terms X∗ and
a true mean function

E(Y ∗|X∗ = x∗) = β ′x∗

In place of Y ∗ and X∗ we observe Y = Y ∗ + δ and X = X∗ + η, where δ and η

are measurement errors. If we fit the mean function

E(Y |X = x) = γ ′x

what can we say about the relationship between β and γ ? While there is a sub-
stantial theoretical literature on this problem (for example, Fuller, 1987), we shall
attempt to get an answer to this question using simulation. To do so, we need to
know something about δ and η.

Catchability of Northern Pike
One of the questions of interest to fisheries managers is the difficulty of catching a
fish. A useful concept is the idea of catchability. Suppose that Y ∗ is the catch for
an angler for a fixed amount of effort, and X∗ is the abundance of fish available
in the population that the angler is fishing. Suppose further that

E(Y ∗|X∗ = x∗) = β1x
∗ (4.17)

If this mean function were to hold, then we could define β1 to be the catchability
of this particular fish species.

The data we use comes from a study of Northern Pike, a popular game fish
in inland lakes in the United States. Data were collected on 16 lakes by Rob
Pierce of the Minnesota Department of Natural Resources. On each lake we have
a measurement called CPUE or catch per unit effort, which is the catch for a
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specific amount of fishing effort. Abundance on the lake is measured using the fish
Density that is defined to be the number of fish in the lake divided by the surface
area of the lake. While surface area can be determined with reasonable accuracy,
the number of fish in the lake is estimated using a capture–recapture experiment
(Seber, 2002). Since both CPUE and Density are experimentally estimated, they
both have standard errors attached to them. In terms of (4.17), we have observed
CPUE = Y ∗ + δ and Density = x∗ + η. In addition, we can obtain estimates of the
standard deviations of the δs and ηs from the properties of the methods used to
find CPUE and Density. The data file npdata.txt includes both the CPUE and
Density and their standard errors SECPUE and SEdens.

Figure 4.5 is the plot of the estimated CPUE and Density. Ignoring the lines on
the graph, a key characteristic of this graph is the large variability in the points. A
straight line mean function seems plausible for these data, but many other curves
are equally plausible. We continue under the assumption that a straight-line mean
function is sensible.

The two lines on Figure 4.5 are the ols simple regression fits through the origin
(solid line) and not through the origin (dashed line). The F -test comparing them
has a p-value of about 0.13, so we are encouraged to use the simpler through-
the-origin model that will allow us to interpret the slope as the catchability. The
estimate is β̂1 = 0.34 with standard error 0.035, so a 95% confidence interval for
β1 ignoring measurement errors is (0.250, 0.0399).

To assess the effect of measurement error on the estimate and on the confidence
interval, we first make some assumptions. First, we suppose that the estimated stan-
dard errors of the measurements are the actual standard errors of the measurements.
Second, we assume that the measurement errors are independently and normally
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FIG. 4.5 Scatterplot of estimated CPUE versus Density for the northern pike data. Solid line is the
ols mean function through the origin, and the dashed line is the ols line allowing an intercept.
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TABLE 4.4 Simulation Summary for the Northern Pike
Data

Point Estimate 95% ConfidenceInterval

Normal theory 0.324 (0.250, 0.399)
Simulation 0.309 (0.230, 0.387)

distributed. Neither of these assumptions are checkable from these data, but for the
purposes of a simulation these seem like reasonable assumptions.

The simulation proceeds as follows:

1. Generate a pseudo-response vector given by Ỹ = CPUE + δ̃, where the i-th
element of δ̃ is a normal random number with mean zero and variance given
by the square of the estimated standard error for the i-th CPUE value. In this
problem, each observation has its own estimated error variance, but in other
problems there may be a common estimate for all elements of the response.

2. Repeat step 1, but for the predictor to get x̃ = Density + η̃.

3. Fit the simple regression model of Ỹ on x̃ and save the estimated slope.

4. Repeat steps 1–3 B times. The average of the B values of the slope estimate
is an estimate of the slope in the problem with no measurement error. A con-
fidence interval for the slope is found using the percentile method discussed
with the bootstrap.

The samples generated in steps 1–2 are not quite from the right distribution, as
they are centered at the observed values of CPUE and Density rather than the
unobserved values of Y ∗ and x∗, but the observed values estimate the unobserved
true values, so this substitution adds variability to the results, but does not affect
the validity of the methodology.

The results for B = 999 simulations are summarized in Table 4.4. The results of
the normal theory and the simulation that allows for measurement error are remark-
ably similar. In this problem, we judge the measurement error to be unimportant.

PROBLEMS

4.1. Fit the regression of Soma on AVE, LIN and QUAD as defined in Section 4.1
for the girls in the Berkeley Guidance Study data, and compare to the results
in Section 4.1.

4.2.

4.2.1. Starting with (4.10), we can write

yi = µy + ρxy

σy

σx

(xi − µx) + εi
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Ignoring the error term εi , solve this equation for xi as a function of
yi and the parameters.

4.2.2. Find the conditional distribution of xi |yi . Under what conditions is
the equation you obtained in Problem 4.2.1, which is computed by
inverting the regression of y on x, the same as the regression of
x on y?

4.3. For the transactions data described in Section 4.6.1, define A = (T1 + T2)/2
to be the average transaction time, and D = T1 − T2, and fit the following
four mean functions

M1 : E(Y |T1, T2) = β01 + β11T1 + β21T2

M2 : E(Y |T1, T2) = β02 + β32A + β42D

M3 : E(Y |T1, T2) = β03 + β23T2 + β43D

M4 : E(Y |T1, T2) = β04 + β14T1 + β24T2 + β34A + β44D

4.3.1. In the fit of M4, some of the coefficients estimates are labelled as
either “aliased” or as missing. Explain what this means.

4.3.2. What aspects of the fitted regressions are the same? What is different?

4.3.3. Why is the estimate for T2 different in M1 and M3?

4.4. Interpreting coefficients with logarithms
4.4.1. For the simple regression with mean function E(log(Y )|X = x) =

β0 + β1 log(x), provide an interpretation for β1 as a rate of change in
Y for a small change in x.

4.4.2. Show that the results of Section 4.1.7 do not depend on the base of
the logarithms.

4.5. Use the bootstrap to estimate confidence intervals of the coefficients in the
fuel data.

4.6. Windmill data For the windmill data in the data file wm1.txt discussed in
Problem 2.13, page 45, use B = 999 replications of the bootstrap to estimate
a 95% confidence interval for the long-term average wind speed at the candi-
date site and compare this to the prediction interval in Problem 2.13.5. See the
comment at the end of Problem 2.13.4 to justify using a bootstrap confidence
interval for the mean as a prediction interval for the long-term mean.

4.7. Suppose we fit a regression with the true mean function

E(Y |X1 = x1, X2 = x2) = 3 + 4x1 + 2x2

Provide conditions under which the mean function for E(Y |X1 = x1) is linear
but has a negative coefficient for x1.
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4.8. In a study of faculty salaries in a small college in the Midwest, a linear
regression model was fit, giving the fitted mean function

E( ̂Salary|Sex) = 24697 − 3340Sex (4.18)

where Sex equals one if the faculty member was female and zero if male.
The response Salary is measured in dollars (the data are from the 1970s).

4.8.1. Give a sentence that describes the meaning of the two estimated
coefficients.

4.8.2. An alternative mean function fit to these data with an additional term,
Years, the number of years employed at this college, gives the esti-
mated mean function

E( ̂Salary|Sex, Years) = 18065 + 201Sex + 759Years (4.19)

The important difference between these two mean functions is that the
coefficient for Sex has changed signs. Using the results of this chapter,
explain how this could happen. (Data consistent with these equations
are presented in Problem 6.13).

4.9. Sleep data
4.9.1. For the sleep data described in Section 4.5, describe conditions under

which the missing at random assumption is reasonable. In this case,
deleting the partially observed species and analyzing the complete data
can make sense.

4.9.2. Describe conditions under which the missing at random assumption
for the sleep data is not reasonable. In this case, deleting partially
observed species can change the inferences by changing the definition
of the sampled population.

4.9.3. Suppose that the sleep data were fully observed, meaning that values
for all the variables were available for all 62 species. Assuming that
there are more than 62 species of mammals, provide a situation where
examining the missing at random assumption could still be important.

4.10. The data given in longley.txt were first given by Longley (1967) to
demonstrate inadequacies of regression computer programs then available.
The variables are:

Def = GNP price deflator, in percent

GNP = GNP, in millions of dollars

Unemployed = Unemployment, in thousands of persons

Armed.Forces = Size of armed forces, in thousands

Population = Population 14 years of age and over, in thousands
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Employed = Total derived employment in thousands the response

Year = Year

4.10.1. Draw the scatterplot matrix for these data excluding Year, and explain
from the plot why this might be a good example to illustrate numer-
ical problems of regression programs. (Hint: Numerical problems
arise through rounding errors, and these are most likely to occur
when terms in the regression model are very highly correlated.)

4.10.2. Fit the regression of Employed on the others excluding Year.

4.10.3. Suppose that the values given in this example were only accurate to
three significant figures (two figures for Def). The effects of mea-
surement errors can be assessed using a simulation study in which
we add uniform random values to the observed values, and recom-
pute estimates for each simulation. For example, Unemp for 1947
is given as 2356, which corresponds to 2,356,000. If we assume
only three significant figures, we only believe the first three digits.
In the simulation we would replace 2356 by 2356 + u, where u is a
uniform random number between −5 and +5. Repeat the simulation
1000 times, and on each simulation compute the coefficient estimates.
Compare the standard deviation of the coefficient estimates from the
simulation to the coefficient standard errors from the regression on
the unperturbed data. If the standard deviations in the simulation are
as large or larger than the standard errors, we would have evidence
that rounding would have important impact on results.
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Weights, Lack of Fit, and More

This chapter introduces a number of additional basic tools for fitting and using
multiple linear regression models.

5.1 WEIGHTED LEAST SQUARES

The assumption that the variance function Var(Y |X) is the same for all values of
the terms X can be relaxed in a number of ways. In the simplest case, suppose we
have the multiple regression mean function given for the ith case by

E(Y |X = xi ) = β ′xi (5.1)

but rather than assume that errors are constant, we assume that

Var(Y |X = xi ) = Var(ei) = σ 2/wi (5.2)

where w1, . . . , wn are known positive numbers. The variance function is still char-
acterized by only one unknown positive number σ 2, but the variances can be
different for each case. This will lead to the use of weighted least squares, or wls,
in place of ols, to get estimates.

In matrix terms, let W be an n × n diagonal matrix with the wi on the diagonal.
The model we now use is

Y = Xβ + e Var(e) = σ 2W−1 (5.3)

We will continue to use the symbol β̂ for the estimator of β, even though the
estimate will be obtained via weighted, not ordinary, least squares. The estimator
β̂ is chosen to minimize the weighted residual sum of squares function,

RSS(β) = (Y − Xβ)′W(Y − Xβ) (5.4)

=
∑

wi(yi − x′
iβ)2 (5.5)

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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The use of the weighted residual sum of squares recognizes that some of the errors
are more variable than others since cases with large values of wi will have small
variance and will therefore be given more weight in the weighted RSS. The wls
estimator is given by

β̂ = (X′WX)−1X′WY (5.6)

While this last equation can be found directly, it is convenient to transform the
problem specified by (5.3) to one that can be solved by ols. Then, all of the results
for ols can be applied to wls problems.

Let W1/2 be the n × n diagonal matrix with ith diagonal element
√

wi , and so
W−1/2 is a diagonal matrix with 1/

√
wi on the diagonal, and W1/2W−1/2 = I.

Using Appendix A.7 on random vectors, the covariance matrix of W1/2e is

Var(W1/2e) = W1/2Var(e)W1/2

= W1/2(σ 2W−1)W1/2

= W1/2(σ 2W−1/2W−1/2)W1/2

= σ 2(W1/2W−1/2)(W−1/2W1/2)

= σ 2I (5.7)

This means that the vector W1/2e is a random vector but with covariance matrix
equal to σ 2 times the identity matrix. Multiplying both sides of equation (5.3) by
W1/2 gives

W1/2Y = W1/2Xβ + W1/2e (5.8)

Define Z = W1/2Y, M = W1/2X, and d = W1/2e, and (5.8) becomes

Z = Mβ + d (5.9)

From (5.7), Var(d) = σ 2I, and in (5.9) β is exactly the same as β in (5.3). Model
(5.9) can be solved using ols,

β̂ = (M′M)−1M′Z

=
(
(W1/2X)′(W1/2X)

)−1
(W1/2X)′(W1/2Y)

=
(

X′W1/2W1/2X
)−1

(X′W1/2W1/2Y)

= (
X′WX

)−1
(X′WY)

which is the estimator given at (5.6).
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To summarize, the wls regression of Y on X with weights given by the diagonal
elements of W is the same as the ols regression of Z on M, where

M =


√

w1
√

w1x11 · · · √
w1x1p√

w2
√

w2x21 · · · √
w2x2p

...
...

...
...√

wn
√

wnxn1 · · · √
wnxnp

 Z =


√

w1y1√
w2y2

...√
wnyn


Even the column of ones gets multiplied by the

√
wi . The regression problem is

then solved using M and Z in place of X and Y.

5.1.1 Applications of Weighted Least Squares

Known weights wi can occur in many ways. If the ith response is an average of ni

equally variable observations, then Var(yi) = σ 2/ni , and wi = ni . If yi is a total
of ni observations, Var(yi) = niσ

2, and wi = 1/ni . If variance is proportional to
some predictor xi , Var(yi) = xiσ

2, then wi = 1/xi .

Strong Interaction
The purpose of the experiment described here is to study the interactions of unstable
elementary particles in collision with proton targets (Weisberg et al., 1978). These
particles interact via the so-called strong interaction force that holds nuclei together.
Although the electromagnetic force is well understood, the strong interaction is
somewhat mysterious, and this experiment was designed to test certain theories of
the nature of the strong interaction.

The experiment was carried out with beam having various values of incident
momentum, or equivalently for various values of s, the square of the total energy
in the center-of-mass frame of reference system. For each value of s, we observe
the scattering cross-section y, measured in millibarns (µb). A theoretical model of
the strong interaction force predicts that

E(y|s) = β0 + β1s
−1/2 + relatively small terms (5.10)

The theory makes quantitative predictions about β0 and β1 and their dependence on
particular input and output particle type. Of interest, therefore, are: (1) estimation of
β0 and β1, given (5.10) and (2) assessment of whether (5.10) provides an accurate
description of the observed data.

The data given in Table 5.1 and in the file physics.txt summarize the
results of experiments when both the input and output particle was the π− meson.
At each value of s, a very large number of particles was counted, and as a result
the values of Var(y|s = si) = σ 2/wi are known almost exactly; the square roots of
these values are given in the third column of Table 5.1, labelled SDi . The variables
in the file are labelled as x, y, and SD, corresponding to Table 5.1.

Ignoring the smaller terms, mean function (5.10) is a simple linear regression
mean function with terms for an intercept and x = s−1/2. We will need to use wls,
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TABLE 5.1 The Strong Interaction Data

x = s−1/2 y (µb) SDi

0.345 367 17
0.287 311 9
0.251 295 9
0.225 268 7
0.207 253 7
0.186 239 6
0.161 220 6
0.132 213 6
0.084 193 5
0.060 192 5

TABLE 5.2 wls Estimates for the Strong Interaction Data

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 148.473 8.079 18.38 7.91e-08
x 530.835 47.550 11.16 3.71e-06

Residual standard error: 1.657 on 8 degrees of freedom
Multiple R-Squared: 0.9397

Analysis of Variance Table
Df Sum Sq Mean Sq F value Pr(>F)

x 1 341.99 341.99 124.63 3.710e-06
Residuals 8 21.95 2.74

because the variances are not constant but are different for each value of s. In
this problem, we are in the unusual situation that we not only know the weights
but also know the value of σ 2/wi for each value of i. There are 11 quantities
w1, . . . , w10 and σ 2 that describe the values of only 10 variances, so we have too
many parameters, and we are free to specify one of the 11 parameters to be any
nonzero value we like. The simplest approach is to set σ 2 = 1. If σ 2 = 1, then the
last column of Table 5.1 gives 1/

√
wi , i = 1, 2, . . . , n, and so the weights are just

the inverse squares of the last column of this table.
The fit of the simple regression model via wls is summarized in Table 5.2. R2

is large, and the parameter estimates are well determined. The next question is
whether (5.10) does in fact fit the data. This question of fit or lack of fit of a model
is the subject of the next section.

5.1.2 Additional Comments

Many statistical models, including mixed effects, variance components, time series,
and some econometric models, will specify that Var(e) = �, where � is an n × n

symmetric matrix that depends on a small number of parameters. Estimates for
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the generalized least squares problem minimize (5.4), with W replaced by �−1.
Pinheiro and Bates (2000) is one recent source for discussion of these models.

If many observations are taken at each value of x, the inverse of the sample
variance of y given x can provide useful estimated weights. This method was used
to get weights in the strong interaction data, where the number of cases per value
of x was extremely large. Problem 5.6 provides another example using estimated
weights as if they were true weights. The usefulness of this method depends on
having a large sample size at each value of x.

In some problems, Var(Y |X) will depend on the mean E(Y |X). For example,
if the response is a count that follows a Poisson distribution, then Var(Y |X) =
E(Y |X), while if the response follows a gamma distribution, Var(Y |X) =
σ 2(E(Y |X))2. The traditional approach to fitting when the variance depends on
the mean is to use a variance stabilizing transformation, as will be described in
Section 8.3, in which the response is replaced by a transformation of it so that the
variance function is approximately constant in the transformed scale.

Nelder and Wedderburn (1972) introduced generalized linear models that extend
linear regression methodology to problems in which the variance function depends
on the mean. One particular generalized linear model when the response is a bino-
mial count leads to logistic regression and is discussed in Chapter 12. The other
most important example of a generalized linear model is Poisson regression and
log-linear models and is discussed by Agresti (1996). McCullagh and Nelder (1989)
provide a general introduction to generalized linear models.

5.2 TESTING FOR LACK OF FIT, VARIANCE KNOWN

When the mean function used in fitting is correct, then the residual mean square
σ̂ 2 provides an unbiased estimate of σ 2. If the mean function is wrong, then σ̂ 2

will estimate a quantity larger than σ 2, since its size will depend both on the errors
and on systematic bias from fitting the wrong mean function. If σ 2 is known, or
if an estimate of it is available that does not depend on the fitted mean function,
a test for lack of fit of the model can be obtained by comparing σ̂ 2 to the model-
free value. If σ̂ 2 is too large, we may have evidence that the mean function is
wrong.

In the strong interaction data, we want to know if the straight-line mean function
(5.10) is correct. As outlined in Section 5.1, the inverses of the squares of the values
in column 3 of Table 5.1 are used as weights when we set σ 2 = 1, a known value.
From Table 5.2, σ̂ 2 = 2.744. Evidence against the simple regression model will be
obtained if we judge σ̂ 2 = 2.744 large when compared with the known value of
σ 2 = 1. To assign a p-value to this comparison, we use the following result.

If the ei ∼ NID(0, σ 2/wi), i = 1, 2, . . . , n, with the wi and σ 2 known, and
parameters in the mean function are estimated using wls, and the mean function
is correct, then

X2 = RSS

σ 2
= (n − p′)σ̂ 2

σ 2
(5.11)



TESTING FOR LACK OF FIT, VARIANCE KNOWN 101

is distributed as a chi-squared random variable with n − p′ df. As usual, RSS is
the residual sum of squares. For the example, from Table 5.4,

X2 = 21.953

1
= 21.953

Using a table or a computer program that computes quantiles of the χ2 distribution,
χ2(0.01, 8) = 20.09, so the p-value associated with the test is less than 0.01, which
suggests that the straight-line mean function may not be adequate.

When this test indicates the lack of fit, it is usual to fit alternative mean functions
either by transforming some of the terms or by adding polynomial terms in the
predictors. The available physical theory suggests this latter approach, and the
quadratic mean function

E(y|s) = β0 + β1s
−1/2 + β2(s

−1/2)2 + smaller terms

≈ β0 + β1x + β2x
2 (5.12)

with x = s−1/2 should be fit to the data. This mean function has three terms, an
intercept, x = s−1/2, and x2 = s−1. Fitting must use wls with the same weights
as before, as given in Table 5.3. The fitted curve for the quadratic fit is shown in
Figure 5.1. The curve matches the data very closely. We can test for lack of fit of
this model by computing

X2 = RSS

σ 2
= 3.226

1
= 3.226

Comparing this value with the percentage points of χ2(7) gives a p-value of about
0.86, indicating no evidence of lack of fit for mean function (5.12).

TABLE 5.3 wls Estimates for the Quadratic Mean Function for the
Strong Interaction Data

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 183.830 6.459 28.46 1.7e-08
x 0.971 85.369 0.01 0.99124
x^2 1597.505 250.587 6.38 0.00038

Residual standard error: 0.679 on 7 degrees of freedom
Multiple R-Squared: 0.991

Analysis of Variance Table
Response: y

Df Sum Sq Mean Sq F value Pr(>F)
x 1 341.991 341.991 742.1846 2.3030e-08
x^2 1 18.727 18.727 40.6413 0.00037612
Residuals 7 3.226 0.461
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FIG. 5.1 Scatterplot for the strong interaction data. Solid line: simple linear regression mean function.
Dashed line: quadratic mean function.

Although (5.10) does not describe the data, (5.12) does result in an adequate
fit. Judgment of the success or failure of the model for the strong interaction force
requires analysis of data for other choices of incidence and product particles, as
well as the data analyzed here. On the basis of this further analysis, Weisberg
et al. (1978) concluded that the theoretical model for the strong interaction force
is consistent with the observed data.

5.3 TESTING FOR LACK OF FIT, VARIANCE UNKNOWN

When σ 2 is unknown, a test for lack of fit requires a model-free estimate of the vari-
ance. The most common model-free estimate makes use of the variation between
cases with the same values on all of the predictors. For example, consider the artifi-
cial data with n = 10 given in Table 5.4. The data were generated by first choosing
the values of xi and then computing yi = 2.0 + 0.5xi + ei, i = 1, 2, . . . , 10, where
the ei are standard normal random deviates. If we consider only the values of yi

corresponding to x = 1, we can compute the average response y and the standard
deviation with 3 − 1 = 2 df, as shown in the table. If we assume that variance is
the same for all values of x, a pooled estimate of the common variance is obtained
by pooling the individual standard deviations into a single estimate. If n is the
number of cases at a value of x and SD is the standard deviation for that value of
x, then the sum of squares for pure error, symbolically SSpe, is given by

SSpe =
∑

(n − 1)SD2 (5.13)
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TABLE 5.4 An Illustration of the Computation of Pure Error

X Y y (n − 1)SD2 SD df

1
1
1

2.55
2.75
2.57

 2.6233 0.0243 0.1102 2

2 2.40 2.4000 0 0 0
3
3

4.19
4.70

}
4.4450 0.1301 0.3606 1

4
4
4
4

3.81
4.87
2.93
4.52

 4.0325 2.2041 0.8571 3

2.3585 6

where the sum is over all groups of cases. For example, SSpe is simply the sum of
the numbers in the fourth column of Table 5.4,

SSpe = 0.0243 + 0.0000 + 0.1301 + 2.2041 = 2.3585

Associated with SSpe is its df, dfpe = ∑
(n − 1) = 2 + 0 + 1 + 3 = 6. The pooled,

or pure error estimate of variance is σ̂pe = SSpe/dfpe = 0.3931. This is the same
estimate that would be obtained for the residual variance if the data were analyzed
using a one-way analysis of variance, grouping according to the value of x. The pure
error estimate of variance makes no reference to the linear regression mean function.
It only uses the assumption that the residual variance is the same for each x.

Now suppose we fit a linear regression mean function to the data. The analysis
of variance is given in Table 5.5. The residual mean square in Table 5.5 provides
an estimate of σ 2, but this estimate depends on the mean function. Thus we have
two estimates of σ 2, and if the latter is much larger than the former, the model is
inadequate.

We can obtain an F -test if the residual sum of squares in Table 5.5 is divided
into two parts, the sum of squares for pure error, as given in Table 5.4, and
the remainder, called the sum of squares for lack of fit, or SSlof = RSS − SSpe =
4.2166 − 2.3585 = 1.8581 with df = n − p′ − dfpe. The F -test is the ratio of the

TABLE 5.5 Analysis of Variance for the Data in Table 5.4

Analysis of Variance Table
Df Sum Sq Mean Sq F value Pr(>F)

Regression 1 4.5693 4.5693 11.6247 0.01433
Residuals 8 4.2166 0.5271

Lack of fit 2 1.8582 0.9291 2.3638 0.17496
Pure error 6 2.3584 0.3931
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mean square for lack of fit to the mean square for pure error. The observed F = 2.36
is considerably smaller than F(0.05; 2, 6) = 5.14, suggesting no lack of fit of the
model to these data.

Although all the examples in this section have a single predictor, the ideas used
to get a model-free estimate of σ 2 are perfectly general. The pure-error estimate
of variance is based on the sum of squares between the values of the response for
all cases with the same values on all of the predictors.

Apple Shoots
Many types of trees produce two types of morphologically different shoots. Some
branches remain vegetative year after year and contribute considerably to the size
of the tree. Called long shoots or leaders, they may grow as much as 15 or 20 cm
in one growing season. Short shoots, rarely exceeding 1 cm in total length, produce
fruit. To complicate the issue further, long shoots occasionally change to short in
a new growing season and vice versa. The mechanism that the tree uses to control
the long and short shoots is not well understood.

Bland (1978) has done a descriptive study of the difference between long and
short shoots of McIntosh apple trees. Using healthy trees of clonal stock planted in
1933 and 1934, he took samples of long and short shoots from the trees every few
days throughout the 1971 growing season of about 106 days. The shoots sampled
are presumed to be a sample of available shoots at the sampling dates. The sampled
shoots were removed from the tree, marked and taken to the laboratory for analysis.

Among the many measurements taken, Bland counted the number of stem units
in each shoot. The long and the short shoots could differ because of the number of
stem units, the average size of stem units, or both. Bland’s data is given in the data
files longshoots.txt for data on long shoots, shortshoots.txt for data
on short shoots, and allshoots.txt for both long and short shoots. We will
consider only the long shoots, leaving the short shoots to the problems section.

Our goal is to find an equation that can adequately describe the relationship
between Day = days from dormancy and Y = number of stem units. Lacking
a theoretical form for this equation, we first examine Figure 5.2, a scatterplot of
average number of stem units versus Day. The apparent linearity of this plot should
encourage us to fit a straight-line mean function,

E(Y |Day) = β0 + β1Day (5.14)

If this mean function were adequate, we would have the interesting result that the
observed rate of production of stem units per day is constant over the growing
season.

For each sampled day, Table 5.6 reports n = number of shoots sampled, y =
average number of stem units on that day, and SD = within-day standard devia-
tion. Assuming that residual variance is constant from day to day, we can do the
regression in two ways.

On the basis of the summaries given, since Var(y|Day) = σ 2/n, we must com-
pute the wls regression of y on Day with weights given by the values of n. This is
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FIG. 5.2 Scatterplot for long shoots in the apple shoot data.

summarized in Table 5.7a. Alternatively, if the original 189 data points were avail-
able, we could compute the unweighted regression of the original data on Day.
This is summarized in Table 5.7b. Both methods give identical intercept, slope,
and regression sum of squares. They differ on any calculation that uses the resid-
ual sum of squares, because in Table 5.7b the residual sum of squares is the sum
of SSpe and SSlof. For example, the standard errors of the coefficients in the two
tables differ because in Table 5.7a the apparent estimate of variance is 3.7196 with
20 d.f., while in Table 5.7b it is 1.7621 with 187 df. Using pure error alone to
estimate σ̂ 2 may be appropriate, especially if the model is doubtful; this would
lead to a third set of standard errors. The SSpe can be computed directly from
Table 5.6 using (5.13), SSpe = ∑

(n − 1)SD2 = 255.11 with
∑

(n − 1) = 167 df.
The F -test for lack of fit is F = 2.43. Since F(0.01; 20, 167) = 1.99, the p-value
for this test is less than 0.01, indicating that the straight-line mean function (5.14)
does not appear to be adequate. However, an F -test with this many df is very pow-
erful and will detect very small deviations from the null hypothesis. Thus, while
the result here is statistically significant, it may not be scientifically important, and
for purposes of describing the growth of apple shoots, the mean function (5.14)
may be adequate.

5.4 GENERAL F TESTING

We have encountered several situations that lead to computation of a statistic that
has an F distribution when a null hypothesis (NH) and normality hold. The theory
for the F -tests is quite general. In the basic structure, a smaller mean function
of the null hypothesis is compared with a larger mean function of the alternative
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TABLE 5.6 Bland’s Data for Long and Short Apple Shootsa

Long Shoots Short Shoots

Day n y SD Len Day n y SD Len

0 5 10.200 0.830 1 0 5 10.000 0.000 0
3 5 10.400 0.540 1 6 5 11.000 0.720 0
7 5 10.600 0.540 1 9 5 10.000 0.720 0

13 6 12.500 0.830 1 19 11 13.360 1.030 0
18 5 12.000 1.410 1 27 7 14.290 0.950 0
24 4 15.000 0.820 1 30 8 14.500 1.190 0
25 6 15.170 0.760 1 32 8 15.380 0.510 0
32 5 17.000 0.720 1 34 5 16.600 0.890 0
38 7 18.710 0.740 1 36 6 15.500 0.540 0
42 9 19.220 0.840 1 38 7 16.860 1.350 0
44 10 20.000 1.260 1 40 4 17.500 0.580 0
49 19 20.320 1.000 1 42 3 17.330 1.520 0
52 14 22.070 1.200 1 44 8 18.000 0.760 0
55 11 22.640 1.760 1 48 22 18.460 0.750 0
58 9 22.780 0.840 1 50 7 17.710 0.950 0
61 14 23.930 1.160 1 55 24 19.420 0.780 0
69 10 25.500 0.980 1 58 15 20.600 0.620 0
73 12 25.080 1.940 1 61 12 21.000 0.730 0
76 9 26.670 1.230 1 64 15 22.330 0.890 0
88 7 28.000 1.010 1 67 10 22.200 0.790 0

100 10 31.670 1.420 1 75 14 23.860 1.090 0
106 7 32.140 2.280 1 79 12 24.420 1.000 0

82 19 24.790 0.520 0
85 5 25.000 1.010 0
88 27 26.040 0.990 0
91 5 26.600 0.540 0
94 16 27.120 1.160 0
97 12 26.830 0.590 0

100 10 28.700 0.470 0
106 15 29.130 1.740 0

aLen = 0 for short shoots and 1 for long shoots.

hypothesis (AH), and the smaller mean function can be obtained from the larger
by setting some parameters in the larger mean function equal to zero, equal to
each other, or equal to some specific value. One example previously encountered
is testing to see if the last q terms in a mean function are needed after fitting the
first p′ − q. In matrix notation, partition X = (X1, X2), where X1 is n × (p′ − q),
X2 is n × q, and partition β ′ = (β ′

1, β ′
2), where β1 is (p′ − q) × 1, β2 is q × 1,

so the two hypotheses in matrix terms are

NH: Y = X1β1 + e
AH: Y = X1β1 + X2β2 + e

(5.15)
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TABLE 5.7 Regression for Long Shoots in the Apple Data

(a) wls regression using day means
Estimate Std. Error t value Pr(>|t|)

(Intercept) 9.973754 0.314272 31.74 <2e-16
Day 0.217330 0.005339 40.71 <2e-16

Residual standard error: 1.929 on 20 degrees of freedom
Multiple R-Squared: 0.988

Analysis of Variance Table
Df Sum Sq Mean Sq F value Pr(>F)

Day 1 6164.3 6164.3 1657.2 < 2.2e-16
Residuals 20 74.4 3.7

(b) ols regression of y on Day

Estimate Std. Error t value Pr(>|t|)
(Intercept) 9.973754 0.21630 56.11 <2e-16
Day 0.217330 0.00367 59.12 <2e-16

Residual standard error: 1.762 on 187 degrees of freedom
Multiple R-Squared: 0.949

Analysis of Variance Table
Df Sum Sq Mean Sq F value Pr(>F)

Regression 1 6164.3 6164.3 1657.2 < 2.2e-16
Residual 187 329.5 1.8

Lack of fit 20 74.4 3.7 2.43 0.0011
Pure error 167 255.1 1.5

The smaller model is obtained from the larger by setting β2 = 0.
The most general approach to computing the F -test is to fit two regressions.

After fitting NH, find the residual sum of squares and its degrees of freedom
RSSNH and dfNH. Similarly, under the alternative mean function compute RSSAH

and dfAH. We must have dfNH > dfAH, since the alternative mean function has
more parameters. Also, RSSNH − RSSAH > 0, since the fit of the AH must be at
least as good as the fit of the NH. The F -test then gives evidence against NH if

F = (RSSNH − RSSAH)/(dfNH − dfAH)

RSSAH/dfAH
(5.16)

is large when compared with the F(dfNH − dfAH, dfAH) distribution.

5.4.1 Non-null Distributions

The numerator and denominator of (5.16) are independent of each other. Assuming
normality, apart from the degrees of freedom, the denominator is distributed as σ 2

times a χ2 random variable under both NH and AH. Ignoring the degrees of
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freedom, when NH is true the numerator is also distributed as σ 2 times a χ2, so
the ratio (5.16) has an F -distribution under NH because the F is defined to be
the ratio of two independent χ2 random variables, each divided by their degrees
of freedom. When AH is true, apart from degrees of freedom the numerator is
distributed as a σ 2 times a noncentral χ2. In particular, the expected value of the
numerator of (5.16) will be

E(numerator of (5.16)) = σ 2(1 + noncentrality parameter) (5.17)

For hypothesis (5.15), the noncentrality parameter is given by the expression

β ′
2X′

2(I − X1(X′
1X1)

−1X′
1)X2β2

qσ 2
(5.18)

To help understand this, consider the special case of X′
2X2 = I and X′

1X2 = 0 so
the terms in X2 are uncorrelated with each other and with the terms in X1. Then
(5.17) becomes

E(numerator) = σ 2 + β ′
2β2 (5.19)

For this special case, the expected value of the numerator of (5.16), and the power
of the F -test, will be large if β2 is large. In the general case where X′

1X2 �= 0,
the results are more complicated, and the size of the noncentrality parameter, and
power of the F -test, depend not only on σ 2 but also on the sample correlations
between the variables in X1 and those in X2. If these correlations are large, then
the power of F may be small even if β ′

2β2 is large. More general results on F -tests
are presented in advanced linear model texts such as Seber (1977).

5.4.2 Additional Comments

The F distribution for (5.16) is exact if the errors are normally distributed, and in
this case it is the likelihood ratio test for (5.15). The F -test is generally robust to
departures from normality of the errors, meaning that estimates, tests, and confi-
dence procedures are only modestly affected by modest departures from normality.
In any case, when normality is in doubt, the bootstrap described in Section 4.6 can
be used to get significance levels for (5.16).

5.5 JOINT CONFIDENCE REGIONS

Just as confidence intervals for a single parameter are based on the t distribution,
confidence regions for several parameters will require use of an F distribution. The
regions are elliptical.

The (1 − α) × 100% confidence region for β is the set of vectors β such that

(β − β̂)′(X′X)(β − β̂)

p′σ̂ 2
≤ F(α; p′, n − p′) (5.20)
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The confidence region for β∗, the parameter vector excluding β0, is, using the
notation of Chapter 3, the set of vectors β∗ such that

(β∗ − β̂
∗
)′(X ′X )(β∗ − β̂

∗
)

pσ̂ 2
≤ F(α; p, n − p) (5.21)

The region (5.20) is a p′-dimensional ellipsoid centered at β, while (5.21) is a
p-dimensional ellipsoid centered at β∗.

For example, the 95% confidence region for (β1, β2) in the regression of
log(Fertility) on log(PPgdp) and Purban in the UN data is given in Figure 5.3.
This ellipse is centered at (−0.13, −0.0035). The orientation of the ellipse, the
direction of the major axis, is negative, reflecting the negative correlation between
the estimates of these two coefficients. The horizontal and vertical lines shown of
the plot are the marginal 95% confidence intervals for each of the two coefficient
estimates. From the graph, it is apparent that there are values of the coefficients
that are in the 95% joint confidence region that would be viewed as implausible if
we examined only the marginal intervals.

A slight generalization is needed to get a confidence ellipsoid for an arbitrary
subset of β. Suppose that β1 is a subvector of β with q elements. Let S be the
q × q submatrix of (X′X)−1 corresponding to the q elements of β1. Then the 95%
confidence region is the set of points β l such that

(β1 − β̂1)
′S−1(β1 − β̂1)

qσ̂ 2
≤ F(α; q, n − p′) (5.22)
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FIG. 5.3 95% confidence region for the UN data.
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The bootstrap can also be used to get joint confidence regions by generalization
of the method outlined for confidence intervals in Section 4.6, but the number
of bootstrap replications B required is likely to be much larger than the number
needed for intervals. The bootstrap confidence region would be the smallest set
that includes (1 − α) × 100% of the bootstrap replications.

PROBLEMS

5.1. Galton’s sweet peas Many of the ideas of regression first appeared in the
work of Sir Francis Galton on the inheritance of characteristics from one gen-
eration to the next. In a paper on “Typical Laws of Heredity,” delivered to the
Royal Institution on February 9, 1877, Galton discussed some experiments on
sweet peas. By comparing the sweet peas produced by parent plants to those
produced by offspring plants, he could observe inheritance from one generation
to the next. Galton categorized parent plants according to the typical diameter
of the peas they produced. For seven size classes from 0.15 to 0.21 inches, he
arranged for each of nine of his friends to grow 10 plants from seed in each
size class; however, two of the crops were total failures. A summary of Gal-
ton’s data was later published by Karl Pearson (1930) (see Table 5.8 and the
data file galtonpeas.txt). Only average diameter and standard deviation
of the offspring peas are given by Pearson; sample sizes are unknown.

5.1.1. Draw the scatterplot of Progeny versus Parent.

5.1.2. Assuming that the standard deviations given are population values,
compute the weighted regression of Progeny on Parent. Draw the fitted
mean function on your scatterplot.

5.1.3. Galton wanted to know if characteristics of the parent plant such as
size were passed on to the offspring plants. In fitting the regression,
a parameter value of β1 = 1 would correspond to perfect inheritance,
while β1 < 1 would suggest that the offspring are “reverting” toward
“what may be roughly and perhaps fairly described as the average
ancestral type” (The substitution of “regression” for “reversion” was

TABLE 5.8 Galton’s Peas Data

Parent Progeny
Diameter (.01 in) Diameter (.01 in) SD

21 17.26 1.988
20 17.07 1.938
19 16.37 1.896
18 16.40 2.037
17 16.13 1.654
16 16.17 1.594
15 15.98 1.763
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probably due to Galton in 1885). Test the hypothesis that β1 = 1 versus
the alternative that β1 < 1.

5.1.4. In his experiments, Galton took the average size of all peas produced
by a plant to determine the size class of the parental plant. Yet for seeds
to represent that plant and produce offspring, Galton chose seeds that
were as close to the overall average size as possible. Thus, for a small
plant, the exceptional large seed was chosen as a representative, while
larger, more robust plants were represented by relatively smaller seeds.
What effects would you expect these experimental biases to have on
(1) estimation of the intercept and slope and (2) estimates of error?

5.2. Apple shoots Apply the analysis of Section 5.3 to the data on short shoots
in Table 5.6.

5.3. Nonparametric lack of fit The lack-of-fit tests in Sections 5.2–5.3 require
either a known value for σ 2 or repeated observations for a given value of the
predictor that can be used to obtain a model-free, or pure-error, estimate of
σ 2. Loader (2004, Sec. 4.3) describes a lack-of-fit test that can be used with-
out repeated observations or prior knowledge of σ 2 based on comparing the
fit of the parametric model to the fit of a smoother. For illustration, consider
Figure 5.4, which uses data that will be described later in this problem. For
each data point, we can find the fitted value ŷi from the parametric fit, which
is just a point on the line, and ỹi , the fitted value from the smoother, which is
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FIG. 5.4 Height versus Dbh for the Upper Flat Creek grand fir data. The solid line is the ols fit. The
dashed line is the loess fit with smoothing parameter 2/3.
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a point on the dashed line. If the parametric model is appropriate for the data,
then the differences (ŷi − ỹi) should all be relatively small. A suggested test
statistic is based on looking at the squared differences and then dividing by
an estimate of σ 2,

G =
∑n

i=1(ŷi − ỹi )
2

σ̂ 2
(5.23)

where σ̂ 2 is the estimate of variance from the parametric fit. Large values of
G provide evidence against the NH that the parametric mean function matches
the data. Loader (2004) provides an approximation to the distribution of G

and also a bootstrap for computing an approximate significance level for a
test based on G. In this problem, we will present the bootstrap.

5.3.1. The appropriate bootstrap algorithm is a little different from what we
have seen before, and uses a parametric bootstrap. It works as follows:

1. Fit the parametric and smooth regression to the data, and compute G

from (5.23). Save the residuals, êi = yi − ŷi from the parametric fit.

2. Obtain a bootstrap sample ê∗
1, . . . , ê∗

n by sampling with replacement
from ê1, . . . , ên. Some residuals will appear in the sample many
times, some not at all.

3. Given the bootstrap residuals, compute a bootstrap response Y∗ with
elements y∗

i = ŷi + ê∗
i . Use the original predictors unchanged in

every bootstrap sample. Obtain the parametric and nonparametric
fitted values with the response Y∗, and then compute G from (5.23).

4. Repeat steps 2–3 B times, perhaps B = 999.

5. The significance level of the test is estimated to be the fraction
of bootstrap samples that give a value of (5.23) that exceed the
observed G.

The important problem of selecting a smoothing parameter for the
smoother has been ignored. If the loess smoother is used, selecting
the smoothing parameter to be 2/3 is a reasonable default, and statis-
tical packages may include methods to choose a smoothing parameter.
See Simonoff (1996), Bowman, and Azzalini (1997), and Loader (2004)
for more discussion of this issue.

Write a computer program that implements this algorithm for regres-
sion with one predictor.

5.3.2. The data file ufcgf.txt gives the diameter Dbh in millimeters at 137
cm perpendicular to the bole, and the Height of the tree in decimeters
for a sample of grand fir trees at Upper Flat Creek, Idaho, in 1991,
courtesy of Andrew Robinson. Also included in the file are the Plot
number, the Tree number in a plot, and the Species that is always “GF”
for these data. Use the computer program you wrote in the last subprob-
lem to test for lack of fit of the simple linear regression mean function
for the regression of Height on Dbh.
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5.4. An F -test In simple regression, derive an explicit formula for the F -test of

NH: E(Y |X = x) = x (β0 = 0, β1 = 1)

AH: E(Y |X = x) = β0 + β1x

5.5. Snow geese Aerial surveys sometimes rely on visual methods to estimate
the number of animals in an area. For example, to study snow geese in their
summer range areas west of Hudson Bay in Canada, small aircraft were used
to fly over the range, and when a flock of geese was spotted, an experienced
person estimated the number of geese in the flock.

To investigate the reliability of this method of counting, an experiment
was conducted in which an airplane carrying two observers flew over n = 45
flocks, and each observer made an independent estimate of the number of birds
in each flock. Also, a photograph of the flock was taken so that a more or less
exact count of the number of birds in the flock could be made. The resulting
data are given in the data file snowgeese.txt (Cook and Jacobson, 1978).
The three variables in the data set are Photo = photo count, Obs1 = aerial
count by observer one and Obs2 = aerial count by observer 2.

5.5.1. Draw scatterplot matrix of three variables. Do these graphs suggest
that a linear regression model might be appropriate for the regression
of Photo on either of the observer counts, or on both of the observer
counts? Why or why not? For the simple regression model of Photo
on Obs1, what do the error terms measure? Why is it appropriate to
fit the regression of Photo on Obs1 rather than the regression of Obs1
on Photo?

5.5.2. Compute the regression of Photo on Obs1 using ols, and test the
hypothesis of Problem 5.4. State in words the meaning of this hypoth-
esis and the result of the test. Is the observer reliable (you must define
reliable)? Summarize your results.

5.5.3. Repeat Problem 5.5.2, except fit the regression of Photo1/2 on Obs11/2.
The square-root scale is used to stabilize the error variance.

5.5.4. Repeat Problem 5.5.2, except assume that the variance of an error is
Obs1 × σ 2.

5.5.5. Do both observers combined do a better job at predicting Photo than
either predictor separately? To answer this question, you may wish to
look at the regression of Photo on both Obs1 and Obs2. Since from
the scatterplot matrix the two terms are highly correlated, interpretation
of results might be a bit hard. An alternative is to replace Obs1 and
Obs2 by Average = (Obs1 + Obs2)/2 and Diff = Obs1 − Obs2. The
new terms have the same information as the observer counts, but they
are much less correlated. You might also need to consider using wls.

As a result of this experiment, the practice of using visual counts of
flock size to determine population estimates was discontinued in favor
of using photographs.
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TABLE 5.9 Jevons Gold Coinage Data

Age, Sample Average Minimum Maximum
Decades Size n Weight SD Weight Weight

1 123 7.9725 0.01409 7.900 7.999
2 78 7.9503 0.02272 7.892 7.993
3 32 7.9276 0.03426 7.848 7.984
4 17 7.8962 0.04057 7.827 7.965
5 24 7.873 0.05353 7.757 7.961

5.6. Jevons’ gold coins The data in this example are deduced from a diagram
in a paper written by W. Stanley Jevons (1868) and provided by Stephen
M. Stigler. In a study of coinage, Jevons weighed 274 gold sovereigns that
he had collected from circulation in Manchester, England. For each coin, he
recorded the weight after cleaning to the nearest 0.001 g, and the date of
issue. Table 5.9 lists the average, minimum, and maximum weight for each
age class. The age classes are coded 1 to 5, roughly corresponding to the age
of the coin in decades. The standard weight of a gold sovereign was supposed
to be 7.9876 g; the minimum legal weight was 7.9379 g. The data are given
the file jevons.txt.

5.6.1. Draw a scatterplot of Weight versus Age, and comment on the appli-
cability of the usual assumptions of the linear regression model. Also
draw a scatterplot of SD versus Age, and summarize the information in
this plot.

5.6.2. Since the numbers of coins n in each age class are all fairly large, it is
reasonable to pretend that the variance of coin weight for each Age is
well approximated by SD2, and hence Var(Weight) is given by SD2/n.
Compute the implied wls regression.

5.6.3. Compute a lack-of-fit test for the linear regression model, and summa-
rize results.

5.6.4. Is the fitted regression consistent with the known standard weight for
a new coin?

5.6.5. For previously unsampled coins of Age = 1, 2, 3, 4, 5, estimate the
probability that the weight of the coin is less than the legal minimum.
(Hints: The standard error of prediction is a sum of two terms, the
known variance of an unsampled coin of known Age and the estimated
variance of the fitted value for that Age. You should use the normal
distribution rather than a t to get the probabilities.)

5.7. The data file physics1.txt gives the results of the experiment described
in Section 5.1.1, except in this case the input is the π− meson as before, but
the output is the π+ meson.

Analyze these data following the analysis done in the text, and summarize
your results.
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Polynomials and Factors

6.1 POLYNOMIAL REGRESSION

If a mean function with one predictor X is smooth but not straight, integer powers
of the predictors can be used to approximate E(Y |X). The simplest example of this
is quadratic regression, in which the mean function is

E(Y |X = x) = β0 + β1x + β2x
2 (6.1)

Depending on the signs of the βs, a quadratic mean function can look like either
of curves shown in Figure 6.1. Quadratic mean functions can therefore be used
when the mean is expected to have a minimum or maximum in the range of the
predictor. The minimum or maximum will occur for the value of X for which the
derivative dE(Y |X = x)/dx = 0, which occurs at

xM = −β1/(2β2) (6.2)

xM is estimated by substituting estimates for the βs into (6.2).
Quadratics can also be used when the mean function is curved but does not have

a minimum or maximum within the range of the predictor. Referring to Figure 6.1a,
if the range of X is between the dashed lines, then the mean function is everywhere
increasing but not linear, while in Figure 6.1b it is decreasing but not linear.

Quadratic regression is an important special case of polynomial regression. With
one predictor, the polynomial mean function of degree d is

E(Y |X) = β0 + β1X + β2X
2 + · · · + βdXd (6.3)

If d = 2, the model is quadratic, d = 3 is cubic, and so on. Any smooth func-
tion can be estimated by a polynomial of high-enough degree, and polynomial
mean functions are generally used as approximations and rarely represent a physi-
cal model.

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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FIG. 6.1 Generic quadratic curves. A quadratic is the simplest curve that can approximate a mean
function with a minimum or maximum within the range of possible values of the predictor. It can also
be used to approximate some nonlinear functions without a minimum or maximum in the range of
interest, possibly using the part of the curve between the dashed lines.

The mean function (6.3) can be fit via ols with p′ = d + 1 terms given by
an intercept and X, X2, . . . , Xd . Any regression program can be used for fitting
polynomials, but if d is larger than three, serious numerical problems may arise
with some computer packages, and direct fitting of (6.3) can be unreliable. Some
numerical accuracy can be retained by centering, using terms such as Zk = (X −
x)k, k = 1, . . . , d. Better methods using orthogonal polynomials are surveyed by
Seber (1977, Chapter 8).

An example of quadratic regression has already been given with the physics
data in Section 5.1.1. From Figure 5.1, page 102, a maximum value of the mean
function does not occur within the range of the data, and we are in a situation like
Figure 6.1b with the range of x between the dashed lines. The approximating mean
function may be very accurate within the range of X observed in the data, but it
may be very poor outside this range; see Problem 6.15.

In the physics example, a test for lack of fit that uses extra information about
variances indicated that a straight-line mean function was not adequate for the
data, while the test for lack of fit after the quadratic model indicated that this
model was adequate. When a test for lack of fit is not available, comparison of the
quadratic model

E(Y |X) = β0 + β1X + β2X
2

to the simple linear regression model

E(Y |X) = β0 + β1X

is usually based on a t-test of β2 = 0. A simple strategy for choosing d is to
continue adding terms to the mean function until the t-test for the highest-order term
is nonsignificant. An elimination scheme can also be used, in which a maximum
value of d is fixed, and terms are deleted from the mean function one at a time,
starting with the highest-order term, until the highest-order remaining term has a
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significant t-value. Kennedy and Bancroft (1971) suggest using a significance level
of about 0.10 for this procedure. In most applications of polynomial regression, only
d = 1 or d = 2 are considered. For larger values of d, the fitted polynomial curves
become wiggly, providing an increasingly better fit by matching the variation in
the observed data more and more closely. The curve is then modeling the random
variation rather than the overall shape of the relationship between variables.

6.1.1 Polynomials with Several Predictors

With more than one predictor, we can contemplate having integer powers and
products of all the predictors as terms in the mean function. For example, for the
important special case of two predictors the second-order mean function is given by

E(Y |X1 = x1, X2 = x2) = β0 + β1x1 + β2x2 + β11x
2
1 + β22x

2
2 + β12x1x2 (6.4)

The new term in (6.4) is the multiplicative term x1x2 called an interaction. With k

predictors, the second-order model includes an intercept, k linear terms, k quadratic
terms, and k(k + 1)/2 interaction terms. If k = 5, the second-order mean function
has 26 terms, and with k = 10, it has 76 terms. A usual strategy is to view the
second-order model as consisting of too many terms and use testing or other selec-
tion strategies such as those to be outlined in Section 10.2.1 to delete terms for
unneeded quadratics and interactions. We will provide an alternative approach in
Section 6.4.

The most important new feature of the second-order model is the interaction.
Return to the k = 2 predictor mean function (6.4). If x1 is changed to x1 + δ, then
the value of the mean function is

E(Y |X1 = x1 + δ, X2 = x2) = β0 + β1(x1 + δ) + β2x2 + β11(x1 + δ)2

+ β22x
2
2 + β12(x1 + δ)x2 (6.5)

The change in the expected response is the difference between (6.5) and (6.4),

E(Y |X1 = x1 + δ, X2 = x2) − E(Y |X1 = x1, X2 = x2)

= (β11δ
2 + β1δ) + 2β11δx1 + β12δx2 (6.6)

If β12 = 0, the expected change is the same for every value of x2. If β12 �= 0, then
β12δx2 will be different for each value of x2, and so the effect of changing x1
will depend on the value of x2. Without the interaction, the effect of changing one
predictor is the same for every value of the other predictor.

Cakes
Oehlert (2000, Example 19.3) provides data from a small experiment on baking
packaged cake mixes. Two factors, X1 = baking time in minutes and X2 = baking
temperature in degrees F, were varied in the experiment. The response Y was the
average palatability score of four cakes baked at a given combination of (X1, X2),
with higher values desirable. Figure 6.2 is a graphical representation of the experi-
mental design, from which we see that the center point at (35, 350) was replicated
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FIG. 6.2 Central composite design for the cake example. The center points have been slightly jittered
to avoid overprinting.

six times. Replication allows for estimation of pure error and tests for lack of fit.
The experiment consisted of n = 14 runs.

The estimated mean function based on (6.4) and using the data in the file
cakes.txt is

E(Y |X1, X2) = −2204.4850 + 25.9176X1 + 9.9183X2

−0.1569X2
1 − 0.0120X2

2 − 0.0416X1X2 (6.7)

Each of the coefficient estimates, including both quadratics and the interaction, has
significance level of 0.005 or less, so all terms are useful in the mean function
(see Problem 6.1). Since each of X1 and X2 appears in three of the terms in
(6.7), interpreting this mean function is virtually impossible without the aid of
graphs. Figure 6.3 presents a useful way of summarizing the fitted mean function.
In Figure 6.3a, the horizontal axis is the baking time X1, and the vertical axis is
the response Y . The three curves shown on the graph are obtained by fixing the
value of temperature X2 at either 340, 350, or 360, and substituting into (6.7). For
example, when X2 = 350, substitute 350 for X2 in (6.7), and simplify to get

E(Y |X1, X̂2 = 350) = β̂0 + β̂2(350) + β̂22(350)2

+β̂1X1 + β̂12(350)X1

+β̂11X
2
1 (6.8)

= −196.9664 + 11.3488X1 − 0.1569X2
1
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FIG. 6.3 Estimated response curves for the cakes data, based on (6.7).

Each of the lines within a plot is a quadratic curve, because both the X2
1 and X2

2
terms are in the mean function. Each of the curves has a somewhat different shape.
For example, in Figure 6.3a, the baking time X1 that maximizes the response is
lower at X2 = 360 degrees than it is at X2 = 340 degrees. Similarly, we see from
Figure 6.3b that the response curves are about the same for baking time of 35 or 37
minutes, but the response is lower at the shorter baking time. The palatability score
is perhaps surprisingly sensitive to changes in temperature of 10 or 15 degrees and
baking times of just a few minutes.

If we had fit the mean function (6.4), but with β12 = 0 so the interaction is
absent, we would get the fitted response curves shown in Figure 6.4. Without the
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FIG. 6.4 Estimated response curves for the cakes data, based on fitting with β12 = 0.
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interaction, all the curves within a plot have the same shape, and all are maximized
at the same point. Without the interaction, we could say, for example, that for
all temperatures the response is maximized for baking time of around 36 min,
and for all baking times, the response is maximized for temperature around 355
degrees. While this mean function is simpler, F -testing would show that it does not
adequately match the data, and so (6.8) and Figure 6.3 give appropriate summaries
for these data.

6.1.2 Using the Delta Method to Estimate a Minimum or a Maximum

We have seen at (6.2) that the value of the predictor that will maximize or mini-
mize a quadratic, depending on the signs of the βs, is xM = −β1/(2β2). This is a
nonlinear combination of the βs, and so its estimate, x̂M = −β̂1/(2β̂2) is a nonlin-
ear combination of estimates. The delta method provides an approximate standard
error of a nonlinear combination of estimates that is accurate in large samples. The
derivation of the delta method, and possibly its use, requires elementary calculus.

We will use different notation for this derivation to emphasize that the results
are much more general than just for ratios of coefficient estimates in multiple linear
regression. Let θ be a k × 1 parameter vector, with estimator θ̂ such that

θ̂ ∼ N(θ, σ 2D) (6.9)

where D is a known, positive definite, matrix. Equation (6.9) can be exact, as it
is for the multiple linear regression model with normal errors, or asymptotically
valid, as in nonlinear or generalized linear models. In some problems, σ 2 may be
known, but in the multiple linear regression problem it is usually unknown and
also estimated from data.

Suppose g(θ) is a nonlinear continuous function of θ that we would like to
estimate. Suppose that θ∗ is the true value of θ . To approximate g(θ̂), we can use
a Taylor series expansion (see Section 11.1) about g(θ∗),

g(θ̂) = g(θ∗) +
k∑

j=1

∂g

∂θj

(θ̂j − θ∗
j ) + small terms

≈ g(θ∗) + ġ(θ∗)′(θ̂ − θ∗) (6.10)

where we have defined

ġ(θ∗) = ∂g

∂θ
=

(
∂g

∂θ1
, . . . ,

∂g

∂θk

)′

evaluated at θ∗. The vector ġ has dimension k × 1. We have expressed in (6.10)
our estimate g(θ̂) as approximately a constant g(θ∗) plus a linear combination of
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data. The variance of a constant is zero, as is the covariance between a constant
and a function of data. We can therefore approximate the variance of g(θ̂) by

Var(g(θ̂)) = Var(g(θ∗)) + Var
[
ġ(θ∗)′(θ̂ − θ∗)

]
= ġ(θ∗)′Var(θ̂)ġ(θ∗)

= σ 2ġ(θ∗)′Dġ(θ∗) (6.11)

This equation is the heart of the delta method, so we will write it out again as a
scalar equation. Let ġi be the i-th element of ġ(θ̂ ), so ġi is the partial derivative
of g(θ) with respect to θi , and let dij be the (i, j)-element of the matrix D. Then
the estimated variance of g(θ̂) is

Var(g(θ̂)) = σ 2
k∑

i=1

k∑
j=1

ġi ġj dij (6.12)

In practice, all derivatives are evaluated at θ̂ , and σ 2 is replaced by its estimate.
In large samples and under regularity conditions, g(θ̂) will be normally dis-

tributed with mean g(θ∗) and variance (6.11). In small samples, the normal approx-
imation may be poor, and inference based on the bootstrap, Problem 6.16, might
be preferable.

For quadratic regression (6.1), the minimum or maximum occurs at g(β) =
−β1/(2β2), which is estimated by g(β̂). To apply the delta method, we need the
partial derivative, evaluated at β̂,

(
∂g

∂β

)′
=

(
0, − 1

2β̂2
,

β̂1

2β̂2
2

)

Using (6.12), straightforward calculation gives

Var(g(β)) = 1

4β̂2
2

(
Var(β̂1) + β̂2

1

β̂2
2

Var(β̂2) − 2β̂1

β̂2
Cov(β̂1, β̂2)

)
(6.13)

The variances and covariances in (6.13) are elements of the matrix σ 2(X′X)−1,
and so the estimated variance is obtained from σ̂ 2D = σ̂ 2(X′X)−1.

As a modestly more complicated example, the estimated mean function for
palatability for the cake data when the temperature is 350 degrees is given by
(6.8). The estimated maximum palatability occurs when the baking time is

x̂M = − β̂1 + β̂12(350)

2β̂11
= 36.2 min
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which depends on the estimate β̂12 for the interaction as well as on the linear and
quadratic terms for X1. The standard error from the delta method can be computed
to be 0.4 minutes. If we can believe the normal approximation, a 95% confidence
interval for xM is 36.2 ± 1.96 × 0.4 or about 35.4 to 37 min.

Writing a function for computing the delta method is not particularly hard using
a language such as Maple, Mathematica, MatLab, R or S-plus that can do sym-
bolic differentiation to get ġ. If your package will not do the differentiation for
you, then you can still compute the derivatives by hand and use (6.12) to get the
estimated standard error. The estimated variance matrix σ̂ 2(X′X)−1 is computed
by all standard regression programs, although getting access to it may not be easy
in all programs.

6.1.3 Fractional Polynomials

Most problems that use polynomials use only integer powers of the predictors as
terms. Royston and Altman (1994) considered using fractional powers of predictors
in addition to integer powers. This provides a wider class of mean functions that
can be approximated using only a few terms and gives results similar to the results
we will get in choosing a transformation in Section 7.1.1.

6.2 FACTORS

Factors allow the inclusion of qualitative or categorical predictors in the mean
function of a multiple linear regression model. Factors can have two levels, such
as male or female, treated or untreated, and so on, or they can have many levels,
such as eye color, location, or many others.

To include factors in a multiple linear regression mean function, we need a way
to indicate which particular level of the factor is present for each case in the data.
For a factor with two levels, a dummy variable, which is a term that takes the value
1 for one of the categories and 0 for the other category, can be used. Assignment
of labels to the values is generally arbitrary, and will not change the outcome of
the analysis. Dummy variables can alternatively be defined with a different set of
values, perhaps −1 and 1, or possibly 1 and 2. The only important point is the
term has only two values.

As an example, we return to the sleep data described in Section 4.5. This is
an observational study of the sleeping patterns of 62 mammal species. One of the
response variables in the study is TS, the total hours of sleep per day. Consider
here as an initial predictor the variable D, which is a categorical index to measure
the overall danger of that species. D has five categories, with D = 1 indicating
species facing the least danger from other animals, to D = 5 for species facing the
most danger. Category labels here are the numbers 1, 2, 3, 4, and 5, but D is not
a measured variable. We could have just as easily used names such as “lowest,”
“low,” “middle,” “high,” and “highest” for these five category names. The data are
in the file sleep1.txt. TS was not given for three of the species, so this analysis
is based on the 59 species for which data are provided.
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6.2.1 No Other Predictors

We begin this discussion by asking how the mean of TS varies as D changes from
category to category. We would like to be able to write down a mean function
that allows each level of D to have its own mean, and we do that with a set of
dummy variables. Since D has five levels, the j -th dummy variable Uj for the
factor, j = 1, . . . , 5 has ith value uij , for i = 1, . . . , n, given by

uij =
{

1 if Di = j th category of D
0 otherwise

(6.14)

If the factor had three levels rather than five, and the sample size n = 7 with cases
1, 2, and 7 at the first level of the factor, cases 4 and 5 at the second level, and
cases 3 and 6 at the third level, then the three dummy variables would be

U1 U2 U3

1 0 0
1 0 0
0 0 1
0 1 0
0 1 0
0 0 1
1 0 0

If these three dummy variables are added together, we will get a column of ones.
This is an important characteristic of a set of dummy variables for a factor: their
sum always adds up to the same value, usually one, for each case because each
case has one and only one level of the factor.

Returning to the sleep data, we can write the mean function as

E(TS|D) = β1U1 + β2U2 + β3U3 + β4U4 + β5U5 (6.15)

and we can interpret βj as the population mean for all species with danger index
equal to j . Mean function (6.15) does not appear to include an intercept. Since the
sum of the Uj is just a column of ones, the intercept is implicit in (6.15). Since
it is usual to have an intercept included explicitly, we can leave out one of the
dummy variables, leading to the factor rule:

The factor rule A factor with d levels can be represented by at most d dummy
variables. If the intercept is in the mean function, at most d − 1 of the dummy
variables can be used in the mean function.

One common choice is to delete the first dummy variable, and get the mean function

E(TS|D) = η0 + η2U2 + η3U3 + η4U4 + η5U5 (6.16)

where we have changed the names of the parameters because they now have
different meanings. The means for the five groups are now η0 + ηj for levels
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j = 2, 3, 4, 5 of D, and η0 for D = 1. Although the parameters have different
meanings in (6.15) and (6.16), both are fitting a separate mean for each level of
D, and so both are really the same mean function. The mean function (6.16) is a
usual mean function for one-way analysis of variance models, which simply fits a
separate mean for each level of the classification factor.

Most computer programs allow the user to use a factor1 in a mean function
without actually computing the dummy variables. For example, in the packages
S-plus and R, D would first be declared to be a factor, and then the mean function
(6.16) would be specified by

TS ∼ 1 + D (6.17)

where the “1” specifies fitting the intercept, and the D specifies fitting the terms that
are created for the factor D. As is common in the specification of mean functions
in linear regression computer programs, (6.17) specifies the terms in the mean
function but not the parameters. This will work for linear models because each
term has one corresponding parameter.

Since most mean functions include an intercept, the specification

TS ∼ D

is equivalent to (6.17)2; to fit (6.15) without an explicit intercept, use

TS ∼ D − 1

Sets of dummy variables are not the only way to convert a factor into a set of
terms, and each computer package can have its own rules for getting the terms that
will represent the factor, and it is important to know what your package is doing
if you need to interpret and use coefficient estimates. Some packages, like R and
S-plus, allow the user to choose the way that a factor will be represented.

Figure 6.5 provides a scatterplot of TS versus D for the sleep data. Some com-
ments about this plot are in order. First, D is a categorical variable, but since
the categories are ordered, it is reasonable to plot them in the order from one
to five. However, the spacings on the horizontal axis between the categories are
arbitrary. Figure 6.5 appears to have an approximately linear mean function, but
we are not using this discovery in the one-way analysis of variance model (but
see Problem 6.3). If D had unordered categories, the graph could be drawn with
the categories on the horizontal axis so that the average response within group is
increasing from left to right. Also from Figure 6.5, variability seems to be more
or less the same for each group, suggesting that fitting with constant variance is
appropriate.

Table 6.1 summarizes the fit of the one-way analysis of variance, first using
(6.15), then using (6.16). In Table 6.1a, the coefficient for each Uj is the cor-
responding estimated mean for level j of D, and the t-value is for testing the

1A factor is called a class variable in SAS.
2In SAS, the equivalent model specification would be TS=D.
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FIG. 6.5 Total sleep versus danger index for the sleep data.

TABLE 6.1 One-Way Mean Function for the Sleep Data Using
Two Parameterizations

Estimate Std. Error t-value Pr(>|t|)

(a) Mean function (6.15)
U1 13.0833 0.8881 14.73 0.0000
U2 11.7500 1.0070 11.67 0.0000
U3 10.3100 1.1915 8.65 0.0000
U4 8.8111 1.2559 7.02 0.0000
U5 4.0714 1.4241 2.86 0.0061

Df Sum Sq Mean Sq F -value Pr(>F)

D 5 6891.72 1378.34 97.09 0.0000
Residuals 53 752.41 14.20

Estimate Std. Error t-value Pr(>|t|)

(b) Mean function (6.16)
Intercept 13.0833 0.8881 14.73 0.0000
U2 −1.3333 1.3427 −0.99 0.3252
U3 −2.7733 1.4860 −1.87 0.0675
U4 −4.2722 1.5382 −2.78 0.0076
U5 −9.0119 1.6783 −5.37 0.0000

Df Sum Sq Mean Sq F -value Pr(>F)

D 4 457.26 114.31 8.05 0.0000
Residuals 53 752.41 14.20
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hypothesis that the mean for level j is zero versus the alternative that the mean is
not zero. In Table 6.1b, the estimate for the intercept is the mean for level one of
D, and the other estimates are the differences between the mean for level one and
the j th level. Similarly, the t-test that the coefficient for Uj is zero for j > 1 is
really testing the difference between the mean for the j th level of D and the first
level of D.

There are also differences in the analysis of variance tables. The analysis of
variance in Table 6.1a corresponding to (6.15) is testing the null hypothesis that all
the βs equal zero or that E(TS|D) = 0, against the alternative (6.15). This is not
the usual hypothesis that one wishes to test using the overall analysis of variance.
The analysis of variance in Table 6.1b is the usual table, with null hypothesis
E(TS|D) = β0 versus (6.16).

In summary, both the analyst and a computer package have considerable flexi-
bility in the way that dummy variables for a factor are defined. Different choices
have both advantages and disadvantages, and the analyst should be aware of the
choice made by a particular computer program.

6.2.2 Adding a Predictor: Comparing Regression Lines

To the sleep data, suppose we add log(BodyWt), the base-two logarithm of the
species average body weight, as a predictor. We now have two predictors, the
danger index D, a factor with five levels, and log(BodyWt). We assume for now
that for a fixed value of D,

E(TS|log(BodyWt) = x, D = j) = β0j + β1j x (6.18)

We distinguish four different situations:

Model 1: Most general Every level of D has a different slope and intercept,
corresponding to Figure 6.6a. We can write this most general mean function
in several ways. If we include a dummy variable for each level of D, we can
write

E(TS|log(BodyWt) = x, D = j) =
d∑

j=1

(
β0jUj + β1jUjx

)
(6.19)

Mean function (6.19) has 2d terms, the d dummy variables for d intercepts
and d interactions formed by multiplying each dummy variable by the con-
tinuous predictor for d slope parameters. In the computer packages R and
S-plus, if D has been declared to be a factor, this mean function can be fit
by the statement

TS ∼ −1 + D + D:log(BodyWt)
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FIG. 6.6 Four models for the regression of TS on log(BodyWt) with five groups determined by D.

where the “−1” explicitly deletes the intercept, the term “D” fits a separate
intercept for each level of D, and the term “D:log(BodyWt)” specifies inter-
actions between each of the dummy variables for D and log(BodyWt)3.

Using a different letter for the parameters, this mean function can also be
written as

E(TS|log(BodyWt) = x, D = j) = η0 + η1x +
d∑

j=2

(
η0jUj + η1jUjx

)
(6.20)

Comparing the two parameterizations, we have η0 = β01, η1 = β11, and for
j > 1, η0j = β0j − β01 and η1j = β1j − β11. The parameterization (6.19) is
more convenient for getting interpretable parameters, while (6.20) is useful
for comparing mean functions. Mean function (6.20) can be specified in R

3Other programs such as SAS may replace the “:” with a “*”.
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and S-plus by

log(TS) ∼ log(BodyWt) + D + D:log(BodyWt)

where again the overall intercept is implicit in the mean function and need
not be specified.

In Figure 6.6a, the estimated mean functions for each level of D appear to
be nearly parallel, so we should expect a simpler mean function might be
appropriate for these data.

Model 2: Parallel regressions For this mean function, all the within-group mean
functions are parallel as in Figure 6.6b, so β11 = β12 = · · · = β1d in (6.19),
or η12 = η12 = · · · = η1d = 0 in (6.20). Each level of D can have its own
intercept. This mean function can be specified as

log(TS) ∼ D + log(BodyWt)

The difference between levels of D is the same for every value of the con-
tinuous predictor because no dummy variable by predictor interactions is
included in the mean function. This mean function should only be used if it is
in fact appropriate for the data. This mean function is fit with terms for the
intercept, log(BodyWt) and D. The number of parameters estimated is d + 1.

We can see from Figure 6.6b that the fitted mean function for D = 5 has the
smallest intercept, for D = 1 the intercept is largest, and for the three inter-
mediate categories, the mean functions are very nearly the same. This might
suggest that the three middle categories could be combined; see Problem 6.3.

Model 3: Common intercept In this mean function, the intercepts are all equal,
β01 = · · · = β0d in (6.19) or η02 = · · · = η0d = 0 in (6.20), but slopes are
arbitrary, as illustrated in Figure 6.6c. This particular mean function is prob-
ably inappropriate for the sleep data, as it requires that the expected hours of
TS given that a species is of 1-kg body weight, so log(BodyWt) = 0, is the
same for all levels of danger, and this seems to be totally arbitrary. The mean
function would change if we used different units, like grams or pounds.

This mean function is fit with terms for the intercept, log(BodyWt) and the
log(BodyWt) × D interaction, for a total of d + 1 parameters. The R or S-plus
specification of this mean function is

TS ∼ 1 + D:log(BodyWt)

Model 4: Coincident regression lines Here, all lines are the same, β01 = · · · =
β0m and β11 = · · · = β1m in (6.19) or η02 = · · · = η0d = η12 = · · · = η1d =
0 in (6.20). This is the most stringent model, as illustrated in Figure 6.6d. This
mean function requires only a term for the intercept and for log(BodyWt),
for a total of 2 parameters and is given by

TS ∼ log(BodyWt)
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TABLE 6.2 Residual Sum of Squares and df for the Four Mean
Functions for the Sleep Data

df RSS F P(>F)
Model 1, most general 48 565.46
Model 2, parallel 52 581.22 0.33 0.853
Model 3, common intercept 52 709.49 3.06 0.025
Model 4, all the same 56 866.23 3.19 0.006

It is usually of interest to test the plausibility of models 4 or 2 against a different,
less stringent model as an alternative. The form of these tests is from the formulation
of the general F -test given in Section 5.4.

Table 6.2 gives the RSS and df for each of the four models for the sleep data.
Most tests concerning the slopes and intercepts of different regression lines will use
the general mean function of Model 1 as the alternative model. The usual F -test
for testing mean functions 2, 3, and 4 is then given for � = 2, 3, 4 by

F� = (RSS� − RSS1)(df� − df1)

RSS1/df1
(6.21)

If the hypothesis provides as good a model as does the alternative, then F will be
small. If the model is not adequate when compared with the general model, then F

will be large when compared with the percentage points of the F(df� − df1, df1)

distribution. The F -values for comparison to the mean function for Model 1 are
given in Table 6.2. Both the common intercept mean function and the coincident
mean function are clearly worse than Model 1, since the p-values are quite small.
However, the p-value for the parallel regression model is very large, suggesting
that the parallel regression model is appropriate for these data. The analysis is
completed in Problem 6.3.

6.2.3 Additional Comments

Probably the most common problem in comparing groups is testing for parallel
slopes in simple regression with two groups. Since this F -test has 1 df in the
numerator, it is equivalent to a t-test. Let β̂j , σ̂ 2

j , nj and SXXj be, respectively, the
estimated slope, residual mean square, sample size, and corrected sum of squares
for the fit of the mean function in group j , j = 1, 2. Then a pooled estimate of
σ 2 is

σ̂ 2 =
(

(n1 − 2)σ̂ 2
1 + (n2 − 2)σ̂ 2

2

n1 + n2 − 4

)
(6.22)

and the t-test for equality of slopes is

t = β̂1 − β̂2

σ̂ (1/SXX1 + 1/SXX2)1/2
(6.23)
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with n1 + n2 − 4 df. The square of this t-statistic is numerically identical to the
corresponding F -statistic.

The model for common intercept, Model 3 of Section 6.2.2, can be easily
extended to the case where the regression lines are assumed common at any fixed
point, X = c. In the sleep data, suppose we wished to test for concurrence at c = 2,
close to the average log body weight in the data. Simply replace log(BrainWt) by
z = log(BrainWt) − 2 in all the models. Another generalization of this method is
to allow the regression lines to be concurrent at some arbitrary and unknown point,
so the point of equality must be estimated from the data. This turns out to be a
nonlinear regression problem (Saw, 1966).

6.3 MANY FACTORS

Increasing the number of factors or the number of continuous predictors in a mean
function can add considerably to complexity but does not really raise any new
fundamental issues. Consider first a problem with many factors but no continu-
ous predictors. The data in the file wool.txt are from a small experiment to
understand the strength of wool as a function of three factors that were under
the control of the experimenter (Box and Cox, 1964). The variables are summa-
rized in Table 6.3. Each of the three factors was set to one of three levels, and
all 33 = 27 possible combinations of the three factors were used exactly once in
the experiment, so we have a single replication of a 33 design. The response vari-
able log(Cycles) is the logarithm of the number of loading cycles to failure of
worsted yarn. We will treat each of the three predictors as a factor with three
levels.

A main-effects mean function for these data would include only an intercept and
two dummy variables for each of the three factors, for a total of seven parame-
ters. A full second-order mean function would add all the two-factor interactions
to the mean function; each two-factor interaction would require 2 × 2 = 4 dummy
variables, so the second-order model will have 7 + 3 × 4 = 19 parameters. The
third-order model includes the three-factor interaction with 2 × 2 × 2 = 8 dummy
variables for a total of 19 + 8 = 27 parameters. This latter mean function will fit
the data exactly because it has as many parameters as data points. R and S-plus
specification of these three mean functions are, assuming that Len, Amp and Load

TABLE 6.3 The Wool Data

Variable Definition

Len Length of test specimen (250, 300, 350 mm)
Amp Amplitude of loading cycle (8, 9, 10 mm)
Load Load put on the specimen (40, 45, 50 g)
log(Cycles) Logarithm of the number of cycles until the specimen fails
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have all been declared as factors,

log(Cycles) ∼ Len + Amp + Load

log(Cycles) ∼ Len + Amp + Load

+ Len:Amp + Len:Load + Amp:Load

log(Cycles) ∼ Len + Amp + Load

+ Len:Amp + Len:Load + Amp:Load

+ Len:Amp:Load

Other mean functions can be obtained by dropping some of the two-factor interac-
tions. Problems with many factors can be neatly handled using analysis of variance
methods given, for example, by Oehlert (2000), and in many other books. The anal-
ysis of variance models are the same as multiple linear regression models, but the
notation is a little different. Analysis of the wool data is continued in Problems 6.20
and 7.6.

6.4 PARTIAL ONE-DIMENSIONAL MEAN FUNCTIONS

A problem with several continuous predictors and factors requires generalization of
the four mean functions given in Section 6.2.2. For example, suppose we have two
continuous predictors X1 and X2 and a single factor F . All of the following are
generalizations of the parallel regression mean functions, using a generic response
Y and the computer notation of showing the terms but not the parameters:

Y ∼ 1 + F + X1

Y ∼ 1 + F + X2

Y ∼ 1 + F + X1 + X2

Y ∼ 1 + F + X1 + X2 + X1X2

These mean functions differ only with respect to the complexity of the dependence
of Y on the continuous predictors. With more continuous predictors, interpreting
mean functions such as these can be difficult. In particular, how to summarize these
fitted functions using a graph is not obvious.

Cook and Weisberg (2004) have provided a different way to look that problems
such as this one can be very useful in practice and can be easily summarized
graphically. In the basic setup, suppose we have terms X = (X1, . . . , Xp) created
from the continuous terms and a factor F with d levels. We suppose that

1. The mean function depends on the X-terms through a single linear com-
bination, so if X = x, the linear combination has the value x′β∗ for some
unknown β∗. A term for the intercept is not included in X.
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2. For an observation at level j of the factor F , the mean function is

E(Y |X = x, F = j) = η0j + η1j (x′β∗) (6.24)

This is equivalent to the most general Model 1 given previously, since each
level of the factor has its own intercept and slope. We can then summarize
the regression problem with a graph like one of the frames in Figure 6.6,
with x′β∗ or an estimate of it on the horizontal axis. The generalization of
the parallel mean functions is obtained by setting all the η1j equal, while the
generalization of the common intercepts mean function sets all the η0j to be
equal.

There is an immediate complication: the mean function (6.24) is not a linear
mean function because the unknown parameter η1j multiplies the unknown param-
eter β∗, and so the parameters cannot be fit in the usual way using linear least
squares software. Even so, estimating parameters is not particularly hard. In Prob-
lem 6.21, we suggest a simple computer program that can be written that will use
standard linear regression software to estimate parameters, and in Problem 11.6,
we show how the parameters can be estimated using a nonlinear least squares
program.

Australian Athletes
As an example, we will use data provided by Richard Telford and Ross Cunningham
collected on a sample of 202 elite athletes who were in training at the Australian
Institute of Sport. The data are in the file ais.txt. For this example, we are
interested in the conditional distribution of the variable LBM, the lean body mass,
given three terms, Ht, height in cm, Wt, weight in kg, and RCC, the red cell count,
separately for each sex. The data are displayed in Figure 6.7, with “m” for males
and “f” for females. With the exception of RCC, the variables are all approximately
linearly related; RCC appears to be at best weakly related to the others.

We begin by computing an F -test to compare the null hypothesis given by

E(LBM|Sex, Ht, Wt, RCC) = β0 + β1Sex + β2Ht + β3Wt + β4RCC

to the alternative mean function

E(LBM|Sex, Ht, Wt, RCC)=β0 + β1Sex + β2Ht + β3Wt + β4RCC + β12(Sex×Ht)

+ β13(Sex × Wt) + β14(Sex × RCC) (6.25)

that has a separate mean function for each of the two sexes. For the first of these
two, we find RSS = 4043.6 with 202 − 4 = 198 df. For the second mean function,
RSS = 1136.8 with 202 − 8 = 194 df. The value of the test statistic is F = 104.02
with (4, 194) df, for a corresponding p-value that is zero to three decimal places.
We have strong evidence that the smaller of these mean functions is inadequate.
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FIG. 6.7 Scatterplot matrix for the Australian athletes data, using “m” for males and “f” for females.

Interpretation of the larger mean function is difficult because we cannot draw simple
graphs to summarize the results.

The partial one-dimensional (POD) mean function for these data is given by

E(LBM|Sex, Ht, Wt, RCC) = β0 + β1Sex + β2Ht + β3Wt + β4RCC

+ η0Sex + η1Sex × (β2Ht + β3Wt + β4RCC) (6.26)

which is a modest reparameterization of (6.24). We can fit the mean function
(6.26) using either the algorithm outlined in Problem 6.21 or the nonlinear least
squares method outlined in Problem 11.6. The residual sum of squares is 1144.2
with 202 − 6 = 196 df. The F -test for comparing this mean function to (6.25) has
value F = 0.63 with (2, 194) df, with a p-value of about 0.53. The conclusion is
the POD mean function matches the data as well as the more complicated (6.25).

The major advantage of the POD mean function is that we can draw the sum-
marizing graph given in Figure 6.8. The horizontal axis in the graph is the single
linear combination of the predictors β̂2Ht + β̂3Wt + β̂4RCC from the fit of (6.26).
The vertical axis is the response LBM, once again with “m” for males and “f” for
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FIG. 6.8 Summary graph for the POD mean function for the Australian athletes data.

females. The two lines shown on the graph are the fitted values for males in the
solid line and females in the dashed line. We get the interesting summary that LBM
depends on the same linear combination of the terms for each of the two sexes,
but the fitted regression has a larger slope for males than for females.

6.5 RANDOM COEFFICIENT MODELS

We conclude this chapter with a brief introduction to problems in which the method-
ology of this chapter seems appropriate, but for which different methodology is to
be preferred.

Little is known about wetland contamination by road salt, primarily NaCl. An
exploratory study examined chloride concentrations in five roadside marshes and
four marshes isolated from roads to evaluate potential differences in chloride con-
centration between marshes receiving road runoff and those isolated from road
runoff, and to explore trends in chloride concentrations across an agricultural grow-
ing season, from about April to October.

The data in the file chloride.txt, provided by Stefanie Miklovic and Susan
Galatowitsch, summarize results. Repeated measurements of chloride level were
taken in April, June, August, and October, during 2001. Two of the marshes were
dry by August 2001, so only April and June measurements were taken on those
two. The variables in the file are Cl, the measured chloride level in mg/liter, Month,
the month of measurement, with April as 4, June as 6, and so on; Marsh, the marsh
number, and Type, either isolated or roadside.

Following the methodology of this chapter, we might contemplate fitting mul-
tiple linear regression models with a separate intercept and slope for each level of
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Type, following the outline in Section 6.2.2. This mean function ignores the possi-
bility of each marsh having a different intercept and slope. Were we to include a
factor Marsh in the mean function, we would end up fitting up to 18 parameters,
but the data include only 32 observations. Furthermore, fitting a separate regression
for each marsh does not directly answer the questions of interest that average over
marshes.

The data are shown in Figure 6.9. A separate graph is given for the two types,
and the points within a wetland are joined in each graph. While it is clear that
the overall chloride level is different in the two types of wetlands, the lines within
a graph do not tell a coherent story; we cannot tell if there is a dependence on
Month, or if the dependence is the same for the two types.

To examine data such as these, we use a random coefficients model, which in this
problem assumes that the marshes within a type are a random sample of marshes
that could have been studied. Using a generic notation, suppose that yijk is the value
of the response for the j th marsh of type i at time xk . The random coefficients
model specifies that

yijk = β0i + β1ixk + b0ij + b1ij xk + eijk (6.27)

As in other models, the βs are fixed, unknown parameters that specify separate
linear regression for each of the two types, β01 + β11xk for Type = isolated, and
β02 + β12xk for Type = roadside. The errors eijk will be taken to be independent
and identically distributed with variance σ 2. Mean function (6.27) is different from
other mean functions we have seen because of the inclusion of the bs. We assume

Month number

C
l (

m
g/

l)

0

20

40

60

80

100

4 5 6 7 8 9 10

Isolated Roadside

4 5 6 7 8 9 10

FIG. 6.9 The chloride concentration data.



136 POLYNOMIALS AND FACTORS

that the bs are random variables, independent of the eijk , and that(
b0ij

b1ij

)
∼ N

((
0
0

)
,

(
τ 2

0 τ01

τ01 τ 2
1

))
According to this model, a particular marsh has intercept β0i + b0ij and slope
β1i + b1ij , while the average intercept and slope for type i are β0i and β1i , respec-
tively. The two variances τ 2

0 and τ 2
1 model the variation in intercepts and slopes

between marshes within a type, and τ01 allows the bs to be correlated within marsh.
Rather than estimate all the bs, we will instead estimate the τ s that characterize
the variability in the bs.

One of the effects of a random coefficient model is that the yijk are no longer
independent as they are in the linear regression models we have considered so far.
Using Appendix A.2.2:

Cov(yijk , yi ′j ′k′) =


0 i �= i′
0 i = i′, j �= j ′

τ 2
0 + xkxk′τ 2

1 + (xk + xk′)τ01 i = i′, j = j ′, k �= k′

σ 2 + τ 2
0 + x2

k τ 2
1 + 2xkτ01 i = i′, j = j ′, k = k′

(6.28)
The important point here is that repeated observations on the same marsh are cor-
related, while observations on different marshes are not correlated. If we consider
the simpler random intercepts model given by

yijk = β0i + β1ixk + b0ij + eijk (6.29)

we will have b1ij = τ 2
1 = τ01 = 0, and the correlation between observations in the

same marsh will be τ 2
0 /(σ 2 + τ 2

0 ), which is known as the intra-class correlation.
Since this is always positive, the variation within one marsh will always be smaller
than the variation between marshes, as often makes very good sense.

Methods for fitting with a model such as (6.27) is beyond the scope of this
book. Software is widely available, however, and books by Pinheiro and Bates
(2000), Littell, Milliken, Stroup, and Wolfinger (1996), and Verbeke and Molen-
berghs (2000) describe the methodology and the software. Without going into detail,
generalization of the testing methods discussed in this book suggest that the random
intercepts model (6.29) is appropriate for these data with β11 = β12, as there is no
evidence that either the slope is different for the two types or that the slope varies
from marsh to marsh. When we fit (6.29) using the software described by Pinheiro
and Bates, we get the summaries shown in Table 6.4. The difference between the
types is estimated to be between about 28 and 72 mg/liter, while the level of Cl
appears to be increasing over the year by about 1.85 mg/liter per month. The esti-
mates of the variances τ0 and σ are shown in the standard deviation scale. Since
these two are of comparable size, therefore a substantial gain in precision in the
analysis by accounting for, and removing, the between marsh variation.

The random coefficients models are but one instance of a general class of linear
mixed models. These are described in Pinheiro and Bates (2000), Littell, Milliken,
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TABLE 6.4 Approximate 95% Confidence Intervals for Parameters
of the Random Coefficients Model Using R for the Chloride Data

Fixed effects:
lower est. upper

(Intercept) -21.50837 -5.5038 10.5007
Month 0.75487 1.8538 2.9527
Type 28.69165 50.5719 72.4521

Random Effects:
lower est. upper

sd((Intercept)) 7.5761 13.335 23.473
Within-group standard error: 4.7501 6.3872 8.5885

Stroup, and Wolfinger (1996), and Diggle, Heagerty, Liang, and Zeger (2002). This
is a very rich and important class of models that allow fitting with a wide variety
of correlation and mean structures.

PROBLEMS

6.1. Cake data The data for this example are in the data file cakes.txt.

6.1.1. Fit (6.4) and verify that the significance levels are all less than 0.005.

6.1.2. Estimate the optimal (X1, X2) combination (X̃1, X̃2) and find the stan-
dard errors of X̃1 and X̃2.

6.1.3. The cake experiment was carried out in two blocks of seven obser-
vations each. It is possible that the response might differ by block.
For example, if the blocks were different days, then differences in
air temperature or humidity when the cakes were mixed might have
some effect on Y . We can allow for block effects by adding a fac-
tor for Block to the mean function, and possibly allowing for Block
by term interactions. Add block effects to the mean function fit in
Section 6.1.1 and summarize results. The blocking is indicated by the
variable Block in the data file.

6.2. The data in the file lathe1.txt are the results of an experiment on char-
acterizing the life of a drill bit in cutting steel on a lathe. Two factors were
varied in the experiment, Speed and Feed rate. The response is Life, the total
time until the drill bit fails, in minutes. The values of Speed in the data have
been coded by computing

Speed = (Actual speed in feet per minute − 900)

300

Feed = (Actual feed rate in thousandths of an inch per revolution − 13)

6
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The coded variables are centered at zero. Coding has no material effect on
the analysis but can be convenient in interpreting coefficient estimates.

6.2.1. Draw a scatterplot matrix of Speed, Feed, Life, and log(Life), the base-
two logarithm of tool life. Add a little jittering to Speed and Feed to
reveal over plotting. The plot of Speed versus Feed gives a picture of
the experimental design, which is called a central composite design.
It is useful when we are trying to find a value of the factors that
maximizes or minimizes the response. Also, several of the experi-
mental conditions were replicated, allowing for a pure-error estimate
of variance and lack of fit testing. Comment on the scatterplot matrix.

6.2.2. For experiments in which the response is a time to failure or time to
event, the response often needs to be transformed to a more useful
scale, typically by taking the log of the response, or sometimes by
taking the inverse. For this experiment, log scale can be shown to be
appropriate (Problem 9.7).

Fit the full second-order mean function (6.4) to these data using
log(Life) as the response, and summarize results.

6.2.3. Test for the necessity of the Speed × Feed interaction, and summa-
rize your results. Draw appropriate summary graphs equivalent to
Figure 6.3 or Figure 6.4, depending on the outcome of your test.

6.2.4. For Speed = 0.5, estimate the value of Feed that minimizes log(Life),
and obtain a 95% confidence interval for this value using the delta
method.

6.3. In the sleep data, do a lack of fit test for D linear against the one-way Anova
model. Summarize results.

6.4. The data in the file twins.txt give the IQ scores of identical twins, one
raised in a foster home, IQf, and the other raised by birth parents, IQb.
The data were published by Burt (1966), and their authenticity has been
questioned. For purposes of this example, the twin pairs can be divided into
three social classes C, low, middle or high, coded in the data file 1, 2, and
3, respectively, according to the social class of the birth parents. Treat IQf
as the response and IQb as the predictor, with C as a factor.

Perform an appropriate analysis of these data. Be sure to draw and discuss
a relevant graph. Are the within-class mean functions straight lines? Are there
class differences? If there are differences, what are they?

6.5. Referring to the data in Problem 2.2, compare the regression lines for Forbes’
data and Hooker’s data, for the mean function E(log(Pressure)|Temp) = β0 +
β1Temp.

6.6. Refer to the Berkeley Guidance study described in Problem 3.1. Using the
data file BGSall.txt, consider the regression of HT18 on HT9 and the
grouping factor Sex.
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6.6.1. Draw the scatterplot of HT18 versus HT9, using a different symbol for
males and females. Comment on the information in the graph about
an appropriate mean function for these data.

6.6.2. Fit the four mean function suggested in Section 6.2.2, perform the
appropriate tests, and summarize your findings.

6.7. In the Berkeley Guidance Study data, Problem 6.6, consider the response
HT18 and predictors HT2 and HT9. Model 1 in Section 6.2.2 allows each
level of the grouping variable, in this example the variable Sex, to have its
own mean function. Write down at least two generalizations of this model
for this problem with two continuous predictors rather than one.

6.8. Continuing with Problem 6.7 and assuming no interaction between HT2 and
HT9, obtain a test for the null hypothesis that the regression planes are parallel
for boys and girls versus the alternative that separate planes are required for
each sex.

6.9. Refer to the apple shoot data, Section 5.3, using the data file all-
shoots.txt, giving information on both long and short shoots.

6.9.1. Compute a mean square for pure error separately for long and short
shoots, and show that the pure-error estimate of variance for long
shoots is about twice the size of the estimate for short shoots. Since
these two estimates are based on completely different observations,
they are independent, and so their ratio will have an F distribution
under the null hypothesis that the variance is the same for the two
types of shoots. Obtain the appropriate test, and summarize results.
(Hint: the alternative hypothesis is that the two variances are unequal,
meaning that you need to compute a two-tailed significance level, not
one-tailed as is usually done with F -tests). Under the assumption that
the variance for short shoots is σ 2 and the variance for long shoots is
2σ 2, obtain a pooled pure-error estimate of σ 2.

6.9.2. Draw the scatterplot of ybar versus Day, with a separate symbol for
each of the two types of shoots, and comment on the graph. Are
straight-line mean functions plausible? Are the two types of shoots
different?

6.9.3. Fit models 1, 3 and 4 from Section 6.2.2 to these data. You will need
to use weighted least squares, since each of the responses is an average
of n values. Also, in light of Problem 6.9.1, assume that the variance
for short shoots is σ 2, but the variance for long shoots is 2σ 2.

6.10. Gothic and Romanesque cathedrals The data in the data file cathe-
dral.txt gives Height = nave height and Length = total length, both in
feet, for medieval English cathedrals. The cathedrals can be classified accord-
ing to their architectural style, either Romanesque or, later, Gothic. Some



140 POLYNOMIALS AND FACTORS

cathedrals have both a Gothic and a Romanesque part, each of differing
height; these cathedrals are included twice. Names of the cathedrals are also
provided in the file. The data were provided by Gould S.J. based on plans
given by Clapham (1934).

6.10.1. For these data, it is useful to draw separate plots of Length versus
Height for each architectural style. Summarize the differences appar-
ent in the graphs in the regressions of Length on Height for the two
styles.

6.10.2. Use the data and the plots to fit regression models that summarize the
relationship between the response Length and the predictor Height
for the two architectural styles.

6.11. Windmill data In Problem 2.13, page 45, we considered data to predict
wind speed CSpd at a candidate site based on wind speed RSpd at a nearby
reference site where long-term data is available. In addition to RSpd, we also
have available the wind direction, RDir, measured in degrees. A standard
method to include the direction data in the prediction is to divide the direc-
tions into several bins and then fit a separate mean function for of CSpd
on RSpd in each bin. In the wind farm literature, this is called the measure,
correlate, predict method, Derrick (1992). The data file wm2.txt contains
values of CSpd, RSpd, RDir, and Bin for 2002 for the same candidate and
reference sites considered in Problem 2.13. Sixteen bins are used, the first bin
for cases with RDir between 0 and 22.5 degrees, the second for cases with
RDir between 22.5 and 45 degrees, . . . , and the last bin between 337.5 and
360 degrees. Both the number of bins and their starting points are arbitrary.

6.11.1. Obtain tests that compare fitting the four mean functions discussed
in Section 6.2.2 to the 16 bins. How many parameters are in each of
the mean functions?

6.11.2. Do not attempt this problem unless your computer package has a
programming language.

Table 6.5 gives the number of observations in each of the 16 bins
along with the average wind speed in that bin for the reference site
for the period January 1, 1948 to July 31, 2003, excluding the year
2002; the table is also given in the data file wm3.txt. Assuming the
most general model of a separate regression in each bin is appropri-
ate, predict the average wind speed at the candidate site for each of
the 16 bins, and find the standard error. This will give you 16 pre-
dictions and 16 independent standard errors. Finally, combine these
16 estimates into one overall estimate (you should weight according
to the number of cases in a bin), and then compare your answer to
the prediction and standard error from Problem 4.6.

6.12. Land valuation Taxes on farmland enrolled in a “Green Acres” program in
metropolitan Minneapolis–St. Paul are valued only with respect to the land’s
value as productive farmland; the fact that a shopping center or industrial park
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TABLE 6.5 Bin Counts and Means for the Windmill Dataa

Bin Bin.count RSpd Bin Bin.count RSpd

0 2676 6.3185 8 4522 7.7517
1 2073 5.6808 9 32077 6.4943
2 1710 5.4584 10 2694 6.1619
3 1851 5.4385 11 2945 6.5947
4 2194 5.8763 12 4580 7.6865
5 3427 6.6539 13 6528 8.8078
6 5201 7.8756 14 6705 8.5664
7 6392 8.4281 15 4218 7.5656

aThese data are also given in the file wm3.txt.

has been built nearby cannot enter into the valuation. This creates difficulties
because almost all sales, which are the basis for setting assessed values, are
priced according to the development potential of the land, not its value as
farmland. A method of equalizing valuation of land of comparable quality
was needed.

One method of equalization is based on a soil productivity score P , a
number between 1, for very poor land, and 100, for the highest quality
agricultural land. The data in the file prodscore.txt, provided by Doug
Tiffany, gives P along with Value, the average assessed value, the Year,
either 1981 or 1982 and the County name for four counties in Minnesota,
Le Sueur, Meeker, McLeod, and Sibley, where development pressures had
little effect on assessed value of land in 1981–82. The unit of analysis is a
township, roughly six miles square.

The goal of analysis is to decide if soil productivity score is a good
predictor of assessed value of farmland. Be sure to examine county and year
differences, and write a short summary that would be of use to decision
makers who need to determine if this method can be used to set property
taxes.

6.13. Sex discrimination The data in the file salary.txt concern salary and
other characteristics of all faculty in a small Midwestern college collected
in the early 1980s for presentation in legal proceedings for which discrim-
ination against women in salary was at issue. All persons in the data hold
tenured or tenure track positions; temporary faculty are not included. The data
were collected from personnel files and consist of the quantities described in
Table 6.6.

6.13.1. Draw an appropriate graphical summary of the data, and comment
of the graph.

6.13.2. Test the hypothesis that the mean salary for men and women is the
same. What alternative hypothesis do you think is appropriate?
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TABLE 6.6 The Salary Data

Variable Description

Sex Sex, 1 for female and 0 for male
Rank Rank, 1 for Assistant Professor, 2 for Associate Professor, and 3 for

Full Professor
Year Number of years in current rank
Degree Highest degree, 1 if Doctorate, 0 if Masters
YSdeg Number of years since highest degree was earned
Salary Academic year salary in dollars

6.13.3. Obtain a test of the hypothesis that salary adjusted for years in cur-
rent rank, highest degree, and years since highest degree is the same
for each of the three ranks, versus the alternative that the salaries are
not the same. Test to see if the sex differential in salary is the same
in each rank.

6.13.4. Finkelstein (1980), in a discussion of the use of regression in dis-
crimination cases, wrote, “. . . [a] variable may reflect a position or
status bestowed by the employer, in which case if there is discrim-
ination in the award of the position or status, the variable may be
‘tainted’.” Thus, for example, if discrimination is at work in promo-
tion of faculty to higher ranks, using rank to adjust salaries before
comparing the sexes may not be acceptable to the courts.

Fit two mean functions, one including Sex, Year, YSdeg and
Degree, and the second adding Rank. Summarize and compare the
results of leaving out rank effects on inferences concerning differen-
tial in pay by sex.

6.14. Using the salary data in Problem 6.13, one fitted mean function is

E(Salary|Sex, Year) = 18223 − 571Sex + 741Year + 169Sex × Year

6.14.1. Give the coefficients in the estimated mean function if Sex were
coded so males had the value 2 and females had the value 1 (the
coding given to get the above mean function was 0 for males and 1
for females).

6.14.2. Give the coefficients if Sex were codes as −1 for males and +1 for
females.

6.15. Pens of turkeys were grown with an identical diet, except that each pen
was supplemented with an amount A of an amino acid methionine as a
percentage of the total diet of the birds. The data in the file turk0.txt
give the response average weight Gain in grams of all the turkeys in the pen
for 35 pens of turkeys receiving various levels of A.
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6.15.1. Draw the scatterplot of Gain versus A and summarize. In particular,
does simple linear regression appear plausible?

6.15.2. Obtain a lack of fit test for the simple linear regression mean function,
and summarize results. Repeat for the quadratic regression mean
function.

6.15.3. To the graph drawn in Problem 6.15.1, add the fitted mean functions
based on both the simple linear regression mean function and the
quadratic mean function, for values of A in the range from 0 to 0.60,
and comment.

6.16. For the quadratic regression mean function for the turkey data discussed in
Problem 6.15, use the bootstrap to estimate the standard error of the value
of D that maximizes gain. Compare this estimated standard error with the
answer obtained using the delta method.

6.17. Refer to Jevons’ coin data, Problem 5.6. Determine the Age at which the
predicted weight of coins is equal to the legal minimum, and use the delta
method to get a standard error for the estimated age. This problem is called
inverse regression, and is discussed by Brown (1994).

6.18. The data in the file mile.txt give the world record times for the one-
mile run. For males, the records are for the period from 1861–2003, and for
females, for the period 1967–2003. The variables in the file are Year, year of
the record, Time, the record time, in seconds, Name, the name of the runner,
Country, the runner’s home country, Place, the place where the record was
run (missing for many of the early records), and Gender, either Male or
Female. The data were taken from http://www.saunalahti.fi/˜sut/eng/.
6.18.1. Draw a scatterplot of Time versus Year, using a different symbol for

men and women. Comment on the graph.

6.18.2. Fit separate simple linear regression mean functions to each sex, and
show that separate slopes and intercepts are required. Provide an
interpretation of the slope parameters for each sex.

6.18.3. Find the year in which the female record is expected to be 240 sec-
onds, or four minutes. This will require inverting the fitted regression
equation. Use the delta method to estimate the standard error of this
estimate.

6.18.4. Using the model fit in Problem 6.18.2, estimate the year in which the
female record will match the male record, and use the delta method
to estimate the standard error of the year in which they will agree.
Comment on whether you think using the point at which the fitted
regression lines cross as a reasonable estimator of the crossing time.

6.19. Use the delta method to get a 95% confidence interval for the ratio β1/β2
for the transactions data, and compare with the bootstrap interval obtained
at the end of Section 4.6.1.
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6.20. Refer to the wool data discussed in Section 6.3.

6.20.1. Write out in full the main-effects and the second-order mean func-
tions, assuming that the three predictors will be turned into factors,
each with three levels. This will require you to define appropriate
dummy variables and parameters.

6.20.2. For the two mean functions in Problem 6.20.1, write out the expected
change in the response when Len and Amp are fixed at their middle
levels, but Load is increased from its middle level to its high level.

6.21. A POD model for a problem with p predictors X = (X1 . . . , Xp) and a factor
F with d levels is specified, for the j th level of F , by

E(Y |X = x, F = j) = η0j + η1j (x′β∗) (6.30)

This is a nonlinear model because ηij multiplies the parameter β∗. Estimation
of parameters can use the following two-step algorithm:

1. Assume that the η1j , j = 1, . . . , d are known. At the first step of the
algorithm, set η1j = 1, j = 1, . . . , d. Define a new term zj = η1j x, and
substituting into (6.30),

E(Y |X = x, F = j) = η0j + z′
jβ

∗

We recognize this as a mean function for parallel regressions with com-
mon slopes β∗ and a separate intercept for each level of F . This mean
function can be fit using standard ols linear regression software. Save the
estimate β̂

∗
of β∗.

2. Let v = x′β̂
∗
, where β̂

∗
was computed in step 1. Substitute v for x′β∗ in

(6.30) to get

E(Y |X = x, F = j) = η0j + η1j v

which we recognize as a mean function with a separate intercept and slope
for each level of F . This mean function can also be fit using ols linear
regression software. Save the estimates of η1j and use them in the next
iteration of step 1.

Repeat this algorithm until the residual sum of squares obtained at the two
steps is essentially the same. The estimates obtained at the last step will be
the ols estimates for the original mean function, and the residual sum of
squares will be the residual sum of squares that would be obtained by fitting
using nonlinear least squares. Estimated standard errors of the coefficients
will be too small, so t-tests should not be used, but F -tests can be used to
compare models.

Write a computer program that implements this algorithm.
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6.22. Using the computer program written in the last problem or some other compu-
tational tool, verify the results obtained in the text for the Australian Athletes
data. Also, obtain tests for the general POD mean function versus the POD
mean function with parallel mean functions.

6.23. The Minnesota Twins professional baseball team plays its games in the
Metrodome, an indoor stadium with a fabric roof. In addition to the large air
fans required to keep to roof from collapsing, the baseball field is surrounded
by ventilation fans that blow heated or cooled air into the stadium. Air is
normally blown into the center of the field equally from all directions.

According to a retired supervisor in the Metrodome, in the late innings
of some games the fans would be modified so that the ventilation air would
blow out from home plate toward the outfield. The idea is that the air flow
might increase the length of a fly ball. For example, if this were done in the
middle of the eighth inning, then the air-flow advantage would be in favor
of the home team for six outs, three in each of the eighth and ninth innings,
and in favor of the visitor for three outs in the ninth inning, resulting in a
slight advantage for the home team.

To see if manipulating the fans could possibly make any difference, a
group of students at the University of Minnesota and their professor built
a “cannon” that used compressed air to shoot baseballs. They then did the
following experiment in the Metrodome in March 2003:

1. A fixed angle of 50 degrees and velocity of 150 feet per second was
selected. In the actual experiment, neither the velocity nor the angle could
be controlled exactly, so the actual angle and velocity varied from shot
to shot.

2. The ventilation fans were set so that to the extent possible all the air was
blowing in from the outfield towards home plate, providing a headwind.
After waiting about 20 minutes for the air flows to stabilize, 20 balls were
shot into the outfield, and their distances were recorded. Additional vari-
ables recorded on each shot include the weight (in grams) and diameter
(in cm) of the ball used on that shot, and the actual velocity and angle.

3. The ventilation fans were then reversed, so as much as possible air was
blowing out toward the outfield, giving a tailwind. After waiting 20 min-
utes for air currents to stabilize, 15 balls were shot into the outfield, again
measuring the ball weight and diameter, and the actual velocity and angle
on each shot.

The data from this experiment are available in the file domedata.txt,
courtesy of Ivan Marusic. The variable names are Cond, the condition, head
or tail wind; Velocity, the actual velocity in feet per second; Angle, the actual
angle; BallWt, the weight of the ball in grams used on that particular test;
BallDia, the diameter in inches of the ball used on that test; Dist, distance
in feet of the flight of the ball.

6.23.1. Summarize any evidence that manipulating the fans can change the
distance that a baseball travels. Be sure to explain how you reached
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your conclusions, and provide appropriate summary statistics that
might be useful for a newspaper reporter (a report of this experiment
is given in the Minneapolis StarTribune for July 27, 2003).

6.23.2. In light of the discussion in Section 6.5, one could argue that this
experiment by itself cannot provide adequate information to decide if
the fans can affect length of a fly ball. The treatment is manipulating
the fans; each condition was set up only once and then repeatedly
observed. Unfortunately, resetting the fans after each shot is not prac-
tical because of the need to wait at least 20 minutes for the air flows
to stabilize.

A second experiment was carried out in May 2003, using a similar
experimental protocol. As before, the fans were first set to provide a
headwind, and then, after several trials, the fans were switched to a
tailwind. Unlike the first experiment, however, the nominal Angle and
Velocity were varied according to a 3 × 2 factorial design. The data
file domedata1.txt contains the results from both the first exper-
iment and the second experiment, with an additional column called
Date indicating which sample is which. Analyze these data, and write
a brief report of your findings.
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Transformations

There are exceptional problems for which we know that the mean function E(Y |X)

is a linear regression mean function. For example, if (Y, X) has a joint normal
distribution, then as in Section 4.3, the conditional distribution of Y |X has a linear
mean function. Sometimes, the mean function may be determined by a theory, apart
from parameter values, as in the strong interaction data in Section 5.1.1. Often, there
is no theory to tell us the correct form for the mean function, and any parametric
form we use is little more than an approximation that we hope is adequate for the
problem at hand. Replacing either the predictors, the response, or both by nonlinear
transformations of them is an important tool that the analyst can use to extend the
number of problems for which linear regression methodology is appropriate. This
brings up two important questions: How do we choose transformations? How do
we decide if an approximate model is adequate for the data at hand? We address
the first of these questions in this chapter, and the second in Chapters 8 and 9.

7.1 TRANSFORMATIONS AND SCATTERPLOTS

The most frequent purpose of transformations is to achieve a mean function that
is linear in the transformed scale. In problems with only one predictor and one
response, the mean function can be visualized in a scatterplot, and we can attempt
to select a transformation so the resulting scatterplot has an approximate straight-
line mean function. With many predictors, selection of transformations can be
harder, as the criterion to use for selecting transformations is less clear, so we
consider the one predictor case first. We seek a transformation so if X is the
transformed predictor and Y is the transformed response, then the mean function
in the transformed scale is

E(Y |X = x) ≈ β0 + β1x

where we have used “≈” rather than “=” to recognize that this relationship may
be an approximation and not exactly true.

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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FIG. 7.1 Plot of BrainWt versus BodyWt for 62 mammal species.

Figure 7.1 contains a plot of body weight BodyWt in kilograms and brain weight
BrainWt in grams for 62 species of mammals (Allison and Cicchetti, 1976), using
the data in the file brains.txt. Apart from the three separated points for two
species of elephants and for humans, the uneven distribution of points hides any
useful visual information about the mean of BrainWt, given BodyWt. In any case,
there is little or no evidence for a straight-line mean function here. Both variables
range over several orders of magnitude from tiny species with body weights of just
a few grams to huge animals of over 6600 kg. Transformations can help in this
problem.

7.1.1 Power Transformations

A transformation family is a collection of transformations that are indexed by one
or a few parameters that the analyst can select. The family that is used most often
is called the power family, defined for a strictly positive variable U by

ψ(U, λ) = Uλ (7.1)

As the power parameter λ is varied, we get the members of this family, including
the square root and cube root transformations, λ = 1/2 or 1/3, and the inverse,
λ = −1. We will interpret the value of λ = 0 to be a log transformation. The usual
values of λ that are considered are in the range from −2 to 2, but values in the range
from −1 to +1 are ordinarily selected. The value of λ = +1 corresponds to no
transformation. The variable U must be strictly positive for these transformations
to be used, but we will have more to say later about transforming variables that
may be zero or negative. We have introduced this ψ-notation1 because we will
later consider other families of transformations, and having this notation will allow
more clarity in the discussion.

1ψ is the Greek letter psi.
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Some statistical packages include graphical tools that can help you select power
transformations of both the predictor and the response. For example, a plot could
include slidebars to select values of the transformation parameters applied to the
horizontal and vertical variables. As different values of the parameters are selected
in the slidebars, the graph is updated to reflect the transformation of the data
corresponding to the currently selected value of the transformation parameter. If a
graphical interface is not available in your package, you can draw several figures
to help select a transformation. A mean smoother and the ols line added to each
of the plots may be helpful in looking at these plots.

Figure 7.2 shows plots of ψ(BrainWt, λ) versus ψ(BodyWt, λ) with the same λ

for both variables, for λ = −1, 0, 1/3, 1/2. There is no necessity for the transfor-
mation to be the same for the two variables, but it is reasonable here because both
variables are the same type of measurements, one being the weight of an object,
and the other a weight of a component of the object. If we allowed each variable
to have its own transformation parameter, the visual search for a transformation is
harder because more possibilities need to be considered.
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FIG. 7.2 Scatterplots for the brain weight data with four possible transformations. The solid line on
each plot is the ols line; the dashed line is a loess smooth.
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From the four graphs in Figure 7.2, the clear choice is replacing the weights by
their logarithms. In this scale, the mean function appears to be a straight line, with
the smoother closely matching the ols line shown on the graph in log scale but
matching less well for the other transformations. As a bonus, the variance function
in the log plot appears to be constant.

The use of logarithms for the brain weight data may not be particularly surpris-
ing, in light of the following two empirical rules that are often helpful in linear
regression modeling:

The log rule If the values of a variable range over more than one order of
magnitude and the variable is strictly positive, then replacing the variable by
its logarithm is likely to be helpful.

The range rule If the range of a variable is considerably less than one order of
magnitude, then any transformation of that variable is unlikely to be helpful.

The log rule is satisfied for both BodyWt, with range 0.005 kg to 6654 kg, and
for BrainWt, with range 0.14 g to 5712 g, so log transformations would have been
indicated as a starting point for examining these variables for transformations.

Simple linear regression seems to be appropriate with both variables in log scale.
This corresponds to the physical model

BrainWt = α × BodyWt β1 × δ (7.2)

where δ is a multiplicative error, meaning that the actual average brain weight for
a particular species is obtained by taking the mean brain weight for species of a
particular body weight and multiplying by δ. We would expect that δ would have
mean 1 and a distribution concentrated on values close to 1. On taking logarithms
and setting β1 = log(α) and e = log(δ),

log(BrainWt) = β0 + β1log(BodyWt) + e

which is the simple linear regression model. Scientists who study the relation-
ships between attributes of individuals or species call (7.2) an allometric model
(see, for example, Gould, 1966, 1973; Hahn, 1979), and the value of β1 plays an
important role in allometric studies. We emphasize, however, that not all useful
transformations will correspond to interpretable physical models.

7.1.2 Transforming Only the Predictor Variable

In the brain weight example, transformations of both the response and the predictor
are required to get a linear mean function. In other problems, transformation of only
one variable may be desirable. If we want to use a family of power transformations,
it is convenient to introduce the family of scaled power transformations, defined
for strictly positive X by

ψS(X, λ) =
{

(Xλ − 1)/λ if λ �= 0
log(X) if λ = 0

(7.3)
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The scaled power transformations ψS(X, λ) differ from the basic power transfor-
mations ψ(X, λ) in several respects. First ψS(X, λ) is continuous as a function of
λ. Since limλ→0 ψS(X, λ) = loge(X), the logarithmic transformation is a member
of this family with λ = 0. Also, scaled power transformations preserve the direction
of association, in the sense that if (X, Y ) are positively related, then (ψS(X, λ), Y )

are positively related for all values of λ. With basic power transformations, the
direction of association changes when λ < 0.

If we find an appropriate power to use for a scaled power transformation, we
would in practice use the basic power transformation ψ(X, λ) in regression mod-
eling, since the two differ only by a scale, location, and possibly sign change. The
scaled transformations are used to select a transformation only.

If transforming only the predictor and using a choice from the power family,
we begin with the mean function

E(Y |X) = β0 + β1ψS(X, λ) (7.4)

If we know λ, we can fit (7.4) via ols and get the residual sum of squares, RSS(λ).
The estimate λ̂ of λ is simply the value of λ that minimizes RSS(λ). As a practical
matter, we do not need to know λ very precisely, and selecting λ to minimize
RSS(λ) from

λ ∈ {−1, −1/2, 0, 1/3, 1/2, 1} (7.5)
is usually adequate.

As an example of transforming only the predictor, we consider the dependence
of tree Height in decimeters on Dbh, the diameter of the tree in mm at 137 cm
above the ground, for a sample of western cedar trees in 1991 in the Upper Flat
Creek stand of the University of Idaho Experimental Forest (courtesy of Andrew
Robinson). The data are in the file ufcwc.txt. Figure 7.3 is the scatterplot of
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FIG. 7.3 Height versus Dbh for the red cedar data from Upper Flat Creek.
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FIG. 7.4 The red cedar data from Upper Flat Creek transformed.

the data, and on this plot we have superimposed three curved lines. For each λ, we
computed fitted values ŷ(λ) from the ols regression of Height on ψS(Dbh, λ). The
line for a particular value of λ is obtained by plotting the points (Dbh, ŷ(λ)) and
joining them with a line. Only three values of λ are shown in the figure because it
gets too crowded to see much with more lines, but among these three, the choice of
λ = 0 seems to match the data most closely. The choice of λ = 1 does not match
the data for large and small trees, while the inverse is too curved to match the data
for larger trees. This suggests replacing Dbh with log(Dbh), as we have done in
Figure 7.4.

As an alternative approach, the value of the transformation parameter can be
estimated by fitting using nonlinear least squares. The mean function (7.4) is a
nonlinear function of the parameters because β1 multiplies the nonlinear function
ψS(X, λ) of the parameter λ. Using the methods described in Chapter 11, the
estimate of λ turns out to be λ̂ = 0.05 with a standard error of 0.15, so λ = 0 is
close enough to believe that this is a sensible transformation to use.

7.1.3 Transforming the Response Only

A transformation of the response only can be selected using an inverse fitted value
plot, in which we put the fitted values from the regression of Y on X on the vertical
axis and the response on the horizontal axis. In simple regression the fitted values
are proportional to the predictor X, so an equivalent plot is of X on the vertical
axis versus Y on the horizontal axis. The method outlined in Section 7.1.2 can then
be applied to this inverse problem, as suggested by Cook and Weisberg (1994).
Thus, to estimate a transformation ψS(Y, λy), start with the mean function

E(ŷ|Y) = α0 + α1ψS(Y, λy)
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and estimate λy . An example of the use of an inverse response plot will be given
in Section 7.3.

7.1.4 The Box and Cox Method

Box and Cox (1964) provided another general method for selecting transformations
of the response that is applicable both in simple and multiple regression. As with
the previous methods, we will select the transformation from a family indexed by
a parameter λ. For the Box–Cox method, we need a slightly more complicated
version of the power family that we will call the modified power family, defined
by Box and Cox (1964) for strictly positive Y to be

ψM(Y, λy) = ψS(Y, λy) × gm(Y )1−λy (7.6)

=
{

gm(Y )1−λy × (Y λy − 1)/λy if λy �= 0
gm(Y ) × log(Y ) if λy = 0

where gm(Y ) is the geometric mean of the untransformed variable2.
In the Box–Cox method, we assume that the mean function

E(ψM(Y, λy)|X = x) = β ′x (7.7)

holds for some λy . If λy were known, we could fit the mean function (7.7) using ols
because the transformed response ψM(Y, λy) would then be completely specified.
Write the residual sum of squares from this regression as RSS(λy). Multiplica-
tion of the scaled power transformation by gm(Y )1−λ guarantees that the units of
ψM(Y, λy) are the same for all values of λy , and so all the RSS(λy) are in the
same units. We estimate λy to be the value of the transformation parameter that
minimizes RSS(λy). From a practical point of view, we can again select λy from
among the choices in (7.5).

The Box–Cox method is not transforming for linearity, but rather it is trans-
forming for normality: λ is chosen to make the residuals from the regression of
ψ(Y, λy) on X as close to normally distributed as possible. Hernandez and Johnson
(1980) point out that “as close to normal as possible” need not be very close to
normal, and so graphical checks are desirable after selecting a transformation. The
Box and Cox method will also produce a confidence interval for the transformation
parameter; see Appendix A.11.1 for details.

7.2 TRANSFORMATIONS AND SCATTERPLOT MATRICES

The data described in Table 7.1 and given in the data file highway.txt are
taken from an unpublished master’s paper in civil engineering by Carl Hoffstedt.

2If the values of Y are y1, . . . , yn, the geometric mean of Y is gm(Y ) = exp(
∑

log(yi )/n), using
natural logarithms.
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TABLE 7.1 The Highway Accident Dataa

Variable Description

Rate 1973 accident rate per million vehicle miles
Len Length of the segment in miles
ADT Estimated average daily traffic count in thousands
Trucks Truck volume as a percent of the total volume
Slim 1973 speed limit
Shld Shoulder width in feet of outer shoulder on the roadway
Sigs Number of signalized interchanges per mile in the segment

aAdditional variables appear in the file highway.txt, and will be described in Table 10.5.

They relate the automobile accident rate in accidents per million vehicle miles to
several potential terms. The data include 39 sections of large highways in the state
of Minnesota in 1973. The goal of this analysis was to understand the impact of
the design variables, Acpts, Slim, Sigs, and Shld that are under the control of the
highway department, on accidents. The other variables are thought to be important
determinants of accidents but are more or less beyond the control of the highway
department and are included to reduce variability due to these uncontrollable fac-
tors. We have no particular reason to believe that Rate will be a linear function of
the predictors, or any theoretical reason to prefer any particular form for the mean
function.

An important first step in this analysis is to examine the scatterplot matrix of all
the predictors and the response, as given in Figure 7.5. Here are some observations
about this scatterplot matrix that might help in selecting transformations:

1. The variable Sigs, the number of traffic lights per mile, is zero for freeway-
type road segments but can be well over 2 for other segments. Transforma-
tions may help with this variable, but since it has non positive values, we
cannot use the power transformations directly. Since Sigs is computed as the
number of signals divided by Len, we will replace Sigs by a related variable
Sigs1 defined by

Sigs1 = Sigs × Len + 1

Len

This variable is always positive and can be transformed using the power
family.

2. ADT and Len have a large range, and logarithms are likely to be appropriate
for them.

3. Slim varies only from 40 mph to 70 mph, with most values in the range 50
to 60. Transformations are unlikely to be much use here.

4. Each of the predictors seems to be at least modestly associated with Rate,
as the mean function for each of the plots in the top row of Figure 7.5 is
not flat.
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FIG. 7.5 The highway accident data, no transformations.

5. Many of the predictors are also related to each other. In some cases, the
mean functions for the plots of predictor versus predictor appear to be linear;
in other cases, they are not linear.

Given these preliminary views of the scatterplot matrix, we now have the daunting
task of finding good transformations to use. This raises immediate questions: What
are the goals in selecting transformations? How can we decide if we have made a
good choice?

The overall goal of transforming in linear regression is to find transformations
in which multiple linear regression matches the data to a good approximation. The
connection between this goal and choosing transformations that make the 2D plots
of predictors have linear mean functions is not entirely obvious. Important work
by Brillinger (1983) and Li and Duan (1989) provides a theoretical connection.
Suppose we have a response variable Y and a set of predictors X, and suppose it
were true that

E(Y |X = x) = g(β ′x) (7.8)
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for some completely unknown and unspecified function g. According to this, the
mean of Y depends on X only through a linear combination of the terms in X, and
if we could draw a graph of Y versus β ′x, this graph would have g as its mean
function. We could then either estimate g, or we could transform Y to make the
mean function linear. All this depends on estimating β without specifying anything
about g. Are there conditions under which the ols regression of Y on X can help
us learn about β?

7.2.1 The 1D Estimation Result and Linearly Related Predictors

Suppose that A = a′X and B = b′X were any two linear combinations of the terms
in X, such that

E(A|B) = γ0 + γ1B (7.9)

so the graph of A versus B has a straight-line mean function. We will say that X

is a set of linear predictors if (7.9) holds for all linear combinations A and B. The
condition that all the graphs in a scatterplot matrix of X have straight-line mean
functions is weaker than (7.9), but it is a reasonable condition that we can check in
practice. Requiring that X has a multivariate normal distribution is much stronger
than (7.9). Hall and Li (1993) show that (7.9) holds approximately as the number
of predictors grows large, so in very large problems, transformation becomes less
important because (7.9) will hold approximately without any transformations.

Given that (7.9) holds at least to a reasonable approximation, and assuming
that E(Y |X = x) = g(β ′x), then the ols estimate β̂ is a consistent estimate of cβ

for some constant c that is usually nonzero (Li and Duan, 1989; see also Cook,
1998). Given this theorem, a useful general procedure for applying multiple linear
regression analysis is:

1. Transform predictors to get terms for which (7.9) holds, at least approxi-
mately. The terms in X may include dummy variables that represent factors,
which should not be transformed, as well as transformations of continuous
predictors.

2. We can estimate g from the 2D scatterplot of Y versus β̂
′
x, where β̂ is the

ols estimator from the regression of Y on X. Almost equivalently, we can
estimate a transformation of Y either from the inverse plot of β̂

′
x versus Y

or from using the Box–Cox method.

This is a general and powerful approach to building regression models that match
data well, based on the assumption that (7.8) is appropriate for the data. We have
already seen mean functions in Chapter 6 for which (7.8) does not hold because of
the inclusion of interaction terms, and so transformations chosen using the methods
discussed here may not provide a comprehensive mean function when interactions
are present.

The Li–Duan theorem is actually much more general and has been extended to
problems with interactions present and to many other estimation methods beyond
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ols. See Cook and Weisberg (1999a, Chapters 18–20) and, at a higher mathematical
level, Cook (1998).

7.2.2 Automatic Choice of Transformation of Predictors

Using the results of Section 7.2.1, we seek to transform the predictors so that all
plots of one predictor versus another have a linear mean function, or at least have
mean functions that are not too curved. Without interactive graphical tools, or some
automatic method for selecting transformations, this can be a discouraging task,
as the analyst may need to draw many scatterplot matrices to get a useful set of
transformations.

Velilla (1993) proposed a multivariate extension of the Box and Cox method to
select transformations to linearity, and this method can often suggest a very good
starting point for selecting transformations of predictors. Starting with k untrans-
formed strictly positive predictors X = (X1, . . . , Xk), we will apply a modified
power transformation to each Xj , and so there will be k transformation parame-
ters collected into λ = (λ1, λ2, . . . , λk)

′. We will write ψM(X, λ) to be the set of
variables

ψM(X, λ) = (ψM(X1, λ1), . . . , ψM(Xk, λk))

Let V(λ) be the sample covariance matrix of the transformed data ψM(X, λ). The
value λ̂ is selected as the value of λ that minimizes the logarithm of the determinant
of V(λ). This minimization can be carried using a general function minimizer
included in high-level languages such as R, S-plus, Maple, Mathematica, or even
Excel. The minimizers generally require only specification of the function to be
minimized and a set of starting values for the algorithm. The starting values can
be taken to be λ = 0, λ = 1, or some other appropriate vector of zeros and ones.

Returning to the highway data, we eliminate Slim as a variable to be transformed
because its range is too narrow. For the remaining terms, we get the summary of
transformations using the multivariate Box–Cox method in Table 7.2. The table

TABLE 7.2 Power Transformations to Normality for the Highway Data

Box Cox Transformations to Multivariate normality

Est.Power Std.Err. Wald(Power=0) Wald(Power=1)
Len 0.1429 0.2124 0.6728 -4.0349
ADT 0.0501 0.1204 0.4162 -7.8904
Trks -0.7019 0.6132 -1.1447 -2.7754
Shld 1.3455 0.3630 3.7065 0.9518
Sigs1 -0.2440 0.1488 -1.6402 -8.3621

L.R. test, all powers = 0: 23.373 df = 5 p = 3e-04
L.R. test, all powers = 1: 133.179 df = 5 p = 0
L.R. test, of (0,0,0,1,0): 6.143 df = 5 p = 0.29
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gives the value of λ̂ in the column marked “Est. power.” The standard errors are
computed as outlined in Appendix A.11.2. For our purposes, the standard errors
can be treated like standard errors of regression coefficients. The next two columns
are like t-tests of the transformation parameter equal to zero or to one. These tests
should be compared with a normal distribution, so values larger in absolute value
than 1.96 correspond to p-values less than 0.05. The power parameters for Len,
ADT, Trks and Sigs1 do not appear to be different from zero, and Shld does not
appear to be different from one. At the foot of the table are three likelihood ratio
tests. The first of these tests is that all powers are zero; this is firmly rejected as the
approximate χ2(5) is very large. Similarly, the test for no transformation (λ = 1)
is firmly rejected. The test that the first three variables should be in log scale, the
next untransformed, and the last in log scale, has a p-value 0.29 and suggests using
these simple transformations in further analysis with these data. The predictors in
transformed scale, along with the response, are shown in Figure 7.6. All these 2D
plots have a linear mean function, or at least are not strongly nonlinear. They
provide a good place to start regression modeling.
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FIG. 7.6 Transformed predictors for the highway data.
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7.3 TRANSFORMING THE RESPONSE

Once the terms are transformed, we can turn our attention to transforming the
response. Figure 7.7 is the inverse fitted value plot for the highway data using the
transformed terms determined in the last section. This plot has the response Rate
on the horizontal axis and the fitted values from the regression of Rate on the
transformed predictors on the vertical axis. Cook and Weisberg (1994) have shown
that if the predictors are approximately linearly related, then we can use the method
of Section 7.1.2 to select a transformation for Rate. Among the three curves shown
on this plot, the logarithmic seems to be the most appropriate.

The Box–Cox method provides an alternative procedure for finding a trans-
formation of the response. It is often summarized by a graph with λy on the
horizontal axis and either RSS(λy) or better yet −(n/2) log(RSS(λy)/n) on the
vertical axis. With this latter choice, the estimate λ̂y is the point that maximizes
the curve, and a confidence interval for the estimate is given by the set of all
λy with log(L(λ̂y)) − log(L(λy) < 1.92; see Appendix A.11.1. This graph for the
highway data is shown in Figure 7.8, with λ̂ ≈ −0.2 and the confidence interval of
about −0.8 to +0.3. The log transformation is in the confidence interval, agreeing
with the inverse fitted value plot.

In the highway data, the two transformation methods for the response seem to
agree, but there is no theoretical reason why they need to give the same transforma-
tion. The following path is recommended for selecting a response transformation:

1. With approximately linear predictors, draw the inverse response plot of ŷ

versus the response. If this plot shows a clear nonlinear trend, then the
response should be transformed to match the nonlinear trend. There is no
reason why only power transformations should be considered. For example,
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FIG. 7.7 Inverse fitted value plot for the highway data.
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the transformation could be selected using a smoother. If there is no clear
nonlinear trend, transformation of the response is unlikely to be helpful.

2. The Box–Cox procedure can be used to select a transformation to normality.
It requires the use of a transformation family.

For the highway data, we now have a reasonable starting point for regression, with
several of the predictors and the response all transformed to log scale. We will
continue with this example in later chapters.

7.4 TRANSFORMATIONS OF NONPOSITIVE VARIABLES

Several transformation families for a variable U that includes negative values have
been suggested. The central idea is to use the methods discussed in this chapter for
selecting a transformation from a family but to use a family that permits U to be
non positive. One possibility is to consider transformations of the form (U + γ )λ,
where γ is sufficiently large to ensure that U + γ is strictly positive. We used a
variant of this method with the variable Sigs in the highway data. In principle, (γ, λ)

could be estimated simultaneously, although in practice estimates of γ are highly
variable and unreliable. Alternatively, Yeo and Johnson (2000) proposed a family
of transformations that can be used without restrictions on U that have many of the
good properties of the Box–Cox power family. These transformations are defined by

ψYJ(U, λ) =
{

ψM(U + 1, λ) if U ≥ 0
ψM(−U + 1, 2 − λ) if U < 0

(7.10)

If U is strictly positive, then the Yeo–Johnson transformation is the same as the
Box–Cox power transformation of (U + 1). If U is strictly negative, then the
Yeo–Johnson transformation is the Box–Cox power transformation of (−U + 1),
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FIG. 7.9 Comparison of Box–Cox (dashed lines) and Yeo–Johnson (solid lines) power transfor-
mations for λ = −1, 0, 0.5. The Box–Cox transformations and Yeo–Johnson transformations behave
differently for values of y close to zero.

but with power 2 − λ. With both negative and positive values, the transformation is
a mixture of these two, so different powers are used for positive and negative values.
In this latter case, interpretation of the transformation parameter is difficult, as it
has a different meaning for U ≥ 0 and for U < 0. Figure 7.9 shows the Box–Cox
transformation and Yeo–Johnson transformation for the values of λ = −1, 0, .5.
For positive values, the two transformations differ in their behavior with values
close to zero, with the Box–Cox transformations providing a much larger change
for small values than do the Yeo–Johnson transformations.

PROBLEMS

7.1. The data in the file baeskel.txt were collected in a study of the effect of
dissolved sulfur on the surface tension of liquid copper (Baes and Kellogg,
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1953). The predictor Sulfur is the weight percent sulfur, and the response
is Tension, the decrease in surface tension in dynes per cm. Two replicate
observations were taken at each value of Sulfur. These data were previously
discussed by Sclove (1968).

7.1.1. Draw the plot of Tension versus Sulfur to verify that a transformation
is required to achieve a straight-line mean function.

7.1.2. Set λ = −1, and fit the mean function

E(Tension|Sulfur) = β0 + β1Sulfurλ

using ols; that is, fit the ols regression with Tension as the response
and 1/Sulfur as the predictor. Let new be a vector of 100 equally
spaced values between the minimum value of Sulfur and its maximum
value. Compute the fitted values from the regression you just fit, given
by Fit.new = β̂0 + β̂1newλ. Then, add to the graph you drew in Prob-
lem 7.1.1 the line joining the points (new, Fit.new). Repeat for λ = 0, 1.
Which of these three choices of λ gives fitted values that match the data
most closely?

7.1.3. Replace Sulfur by its logarithm, and consider transforming the response
Tension. To do this, draw the inverse fitted value plot with the fitted
values from the regression of Tension on log log(Sulphur) on the verti-
cal axis and Tension on the horizontal axis. Repeat the methodology of
Problem 7.1.2 to decide if further transformation of the response will
be helpful.

7.2. The (hypothetical) data in the file stopping.txt give stopping times for
n = 62 trials of various automobiles traveling at Speed miles per hour and the
resulting stopping Distance in feet (Ezekiel and Fox, 1959).

7.2.1. Draw the scatterplot of Distance versus Speed. Add the simple regres-
sion mean function to your plot. What problems are apparent? Compute
a test for lack of fit, and summarize results.

7.2.2. Find an appropriate transformation for Distance that can linearize this
regression.

7.2.3. Hald (1960) has suggested on the basis of a theoretical argument that the
mean function E(Distance|Speed) = β0 + β1Speed + β2Speed2, with
Var(Distance|Speed) = σ 2Speed2 is appropriate for data of this type.
Compare the fit of this model to the model found in Problem 7.2.2. For
Speed in the range 0 to 40 mph, draw the curves that give the predicted
Distance from each model, and qualitatively compare them.

7.3. This problem uses the data discussed in Problem 1.5. A major source of water
in Southern California is the Owens Valley. This water supply is in turn
replenished by spring runoff from the Sierra Nevada mountains. If runoff
could be predicted, engineers, planners, and policy makers could do their
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jobs more efficiently. The data in the file water.txt contains 43 years’ of
precipitation measurements taken at six sites in the mountains, in inches of
water, and stream runoff volume at a site near Bishop, California. The three
sites with name starting with “O” are fairly close to each other, and the three
sites starting with “A” are also fairly close to each other.

7.3.1. Load the data file, and construct the scatterplot matrix of the six
snowfall variables, which are the predictors in this problem. Using
the methodology for automatic choice of transformations outlined in
Section 7.2.2, find transformations to make the predictors as close to
linearly related as possible. Obtain a test of the hypothesis that all
λj = 0 against a general alternative, and summarize your results. Do
the transformations you found appear to achieve linearity? How do
you know?

7.3.2. Given log transformations of the predictors, show that a log transfor-
mation of the response is reasonable.

7.3.3. Consider the multiple linear regression model with mean function
given by

E(log(y)|x) = β0 + β1 log(APMAM) + β2 log(APSAB)

+β3 log(APSLAKE) + β4 log(OPBPC)

+β5 log(OPRC) + β6 log(OPSLAKE)

with constant variance function. Estimate the regression coefficients
using ols. You will find that two of the estimates are negative; Which
are they? Does a negative coefficient make any sense? Why are the
coefficients negative?

7.3.4. In the ols fit, the regression coefficient estimates for the three predictors
beginning with “O” are approximately equal. Are there conditions under
which one might expect these coefficients to be equal? What are they?
Test the hypothesis that they are equal against the alternative that they
are not all equal.

7.3.5. Write one or two paragraphs that summarize the use of the snowfall
variables to predict runoff. The summary should discuss the important
predictors, give useful graphical summaries, and give an estimate of
variability. Be creative.

7.4. The data in the file salarygov.txt give the maximum monthly salary for
495 non-unionized job classes in a midwestern governmental unit in 1986.
The variables are described in Table 7.3.

7.4.1. The data as given has as its unit of analysis the job class. In a study of
the dependence of maximum salary on skill, one might prefer to have
as unit of analysis the employee, not the job class. Discuss how this
preference would change the analysis.
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TABLE 7.3 The Governmental Salary Data

Variable Description

MaxSalary Maximum salary in dollars for employees in this job class, the response
NE Total number of employees currently employed in this job class
NW Number of women employees in the job class
Score Score for job class based on difficulty, skill level, training requirements and

level of responsibility as determined by a consultant to the governmental
unit. This value for these data is in the range between 82 to 1017.

JobClass Name of the job class; a few names were illegible or partly illegible

7.4.2. Examine the scatterplot of MaxSalary versus Score. Find transforma-
tion(s) that would make the mean function for the resulting scatterplot
approximately linear. Does the transformation you choose also appear
to achieve constant variance?

7.4.3. According to Minnesota statutes, and probably laws in other states
as well, a job class is considered to be female dominated if 70% of
the employees or more in the job class are female. These data were
collected to examine whether female-dominated positions are compen-
sated at a lower level, adjusting for Score, than are other positions.
Create a factor with two levels that divides the job classes into female
dominated or not, fit appropriate models, and summarize your results.
Be mindful of the need to transform variables and the possibility of
weighting.

7.4.4. An alternative to using a factor for female-dominated jobs is to use a
term NW/NE, the fraction of women in the job class. Repeat the last
problem, but encoding the information about sex using this variable in
place of the factor.

7.5. World cities The Union Bank of Switzerland publishes a report enti-
tled Prices and Earnings Around the Globe on their internet web site,
www.ubs.com. The data in the file BigMac2003.txt and described in
Table 7.4 are taken from their 2003 version for 70 world cities.

7.5.1. Draw the scatterplot with BigMac on the vertical axis and FoodIndex
on the horizontal axis. Provide a qualitative description of this graph.
Use an inverse fitted value plot and the Box–Cox method to find a
transformation of BigMac so that the resulting scatterplot has a linear
mean function. Two of the cities, with very large values for BigMac,
are very influential for selecting a transformation. You should do this
exercise with all the cities and with those two cities removed.

7.5.2. Draw the scatterplot matrix of the three variables (BigMac, Rice, Bread),
and use the multivariate Box–Cox procedure to decide on normaliz-
ing transformations. Test the null hypothesis that λ = (1, 1, 1)′ against a



PROBLEMS 165

TABLE 7.4 Global Price Comparison Data

Variable Description

BigMac Minutes of labor to buy a Big Mac hamburger based on a typical wage
averaged over 13 occupations

Bread Minutes of labor to buy 1 kg bread
Rice Minutes of labor to buy 1 kg of rice
Bus Lowest cost of 10 km public transit
FoodIndex Food price index, Zurich=100
TeachGI Primary teacher’s gross annual salary, thousands of US dollars
TeachNI Primary teacher’s net annual salary, thousands of US dollars
TaxRate 100 × (TeachGI − TeachNI)/TeackGI. In some places, this is negative,

suggesting a government subsidy rather than tax
TH Teacher’s hours per week of work
Apt Monthly rent in US dollars of a typical three-room apartment
City City name

Source: Most of the data are from the Union Bank of Switzerland publication Prices and Earnings
Around the Globe, 2003 edition, from www.ubs.com.

general alternative. Does deleting Karachi and Nairobi change your con-
clusions?

7.5.3. Set up the regression using the four terms, log(Bread), log(Bus),
log(TeachGI), and Apt0.33, and with response BigMac. Draw the inverse
fitted value plot of ŷ versus BigMac. Estimate the best power trans-
formation. Check on the adequacy of your estimate by refitting the
regression model with the transformed response and drawing the inverse
fitted value plot again. If transformation was successful, this second
inverse fitted value plot should have a linear mean function.

7.6. The data in the file wool.txt were introduced in Section 6.3. For this prob-
lem, we will start with Cycles, rather than its logarithm, as the response.

7.6.1. Draw the scatterplot matrix for these data and summarize the informa-
tion in this plot.

7.6.2. View all three predictors as factors with three levels, and without trans-
forming Cycles, fit the second-order mean function with terms for all
main effects and all two-factor interactions. Summarize results.

7.6.3. Fit the first-order mean function consisting only of the main effects.
From Problem 7.6.2, this mean function is not adequate for these data
based on using Cycles as the response. Use both the inverse fitted value
plot and the Box–Cox method to select a transformation for Cycles
based on the first-order mean function.

7.6.4. In the transformed scale, refit the second-order model, and show that
none of the interactions are required in this scale. For this problem,
the transformation leads to a much simpler model than is required for
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the response in the original scale. This is an example of removable
nonadditivity.

7.7. Justify transforming Miles in the Fuel data.

7.8. The data file UN3.txt contains data described in Table 7.5. There are data
for n = 125 localities, mostly UN member countries, for which values are
observed for all the variables recorded.

Consider the regression problem with ModernC as the response variable
and the other variables in the file as defining terms.

7.8.1. Select appropriate transformations of the predictors to be used as terms.
(Hint: Since Change is negative for some localities, the Box–Cox fam-
ily of transformations cannot be used directly.)

7.8.2. Given the transformed predictors as terms, select a transformation for
the response.

7.8.3. Fit the regression using the transformations you have obtained, and
summarize your results.

TABLE 7.5 Description of Variables in the Data File UN3.txt

Variable Description

Locality Country/locality name
ModernC Percent of unmarried women using a modern method of contraception
Change Annual population growth rate, percent
PPgdp Per capita gross national product, US dollars
Frate Percent of females over age 15 economically active
Pop Total 2001 population, 1000s
Fertility Expected number of live births per female, 2000
Purban Percent of population that is urban, 2001

Source: The data were collected from http://unstats.un.org/unsd/demographic and refer to values col-
lected between 2000 and 2003.
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Regression Diagnostics: Residuals

So far in this book, we have mostly used graphs to help us decide what to do
before fitting a regression model. Regression diagnostics are used after fitting to
check if a fitted mean function and assumptions are consistent with observed data.
The basic statistics here are the residuals or possibly rescaled residuals. If the fitted
model does not give a set of residuals that appear to be reasonable, then some
aspect of the model, either the assumed mean function or assumptions concerning
the variance function, may be called into doubt. A related issue is the importance
of each case on estimation and other aspects of the analysis. In some data sets, the
observed statistics may change in important ways if one case is deleted from the
data. Such a case is called influential, and we shall learn to detect such cases. We
will be led to study and use two relatively unfamiliar diagnostic statistics, called
distance measures and leverage values. We concentrate on graphical diagnostics
but include numerical quantities that can aid in interpretation of the graphs.

8.1 THE RESIDUALS

Using the matrix notation outlined in Chapter 3, we begin by deriving the properties
of residuals. The basic multiple linear regression model is given by

Y = Xβ + e Var(e) = σ̂ 2I (8.1)

where X is a known matrix with n rows and p′ columns, including a column of 1s
for the intercept if the intercept is included in the mean function. We will further
assume that we have selected a parameterization for the mean function so that X
has full column rank, meaning that the inverse (X′X)−1 exists; as we have seen
previously, this is not an important limitation on regression models because we can
always delete terms from the mean function, or equivalently delete columns from
X, until we have full rank. The p′ × 1 vector β is the unknown parameter vector.

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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The vector e consists of unobservable errors that we assume are equally variable
and uncorrelated, unless stated otherwise.

In fitting model (8.1), we estimate β by β̂ = (X′X)−1X′Y, and the fitted values
Ŷ corresponding to the observed values Y are then given by

Ŷ = Xβ̂

= X(X′X)−1X′Y

= HY (8.2)

where H is the n × n matrix defined by

H = X(X′X)−1X′ (8.3)

H is called the hat matrix because it transforms the vector of observed responses
Y into the vector of fitted responses Ŷ. The vector of residuals ê is defined by

ê = Y − Ŷ

= Y − Xβ̂

= Y − X(X′X)−1X′Y

= (I − H)Y (8.4)

8.1.1 Difference Between ê and e

The errors e are unobservable random variables, assumed to have zero mean and
uncorrelated elements, each with common variance σ 2. The residuals ê are com-
puted quantities that can be graphed or otherwise studied. Their mean and variance,
using (8.4) and Appendix A.7, are

E(ê) = 0

Var(ê) = σ 2(I − H) (8.5)

Like the errors, each of the residuals has zero mean, but each residual may have
a different variance. Unlike the errors, the residuals are correlated. From (8.4), the
residuals are linear combinations of the errors. If the errors are normally distributed,
so are the residuals. If the intercept is included in the model, then the sum of the
residuals is 0, ê′1 = ∑

êi = 0. In scalar form, the variance of the ith residual is

Var(êi) = σ̂ 2(1 − hii ) (8.6)

where hii is the ith diagonal element of H. Diagnostic procedures are based on the
computed residuals, which we would like to assume behave as the unobservable
errors would. The usefulness of this assumption depends on the hat matrix, since it
is H that relates e to ê and also gives the variances and covariances of the residuals.
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8.1.2 The Hat Matrix

H is n × n and symmetric with many special properties that are easy to verify
directly from (8.3). Multiplying X on the left by H leaves X unchanged, HX = X.
Similarly, (I − H)X = 0. The property HH = H2 = H also shows that H(I − H) =
0, so the covariance between the fitted values HY and residuals (I − H)Y is

Cov(ê, Ŷ) = Cov(HY, (I − H)Y)

= σ 2H(I − H) = 0

Another name for H is the orthogonal projection on the column space of X. The
elements of H, the hij , are given by

hij = x′
i (X

′X)−1xj = x′
j (X

′X)−1xi = hji (8.7)

Many helpful relationships can be found between the hij . For example,

n∑
i=1

hii = p′ (8.8)

and, if the mean function includes an intercept,

n∑
i=1

hij =
n∑

j=1

hij = 1 (8.9)

Each diagonal element hii is bounded below by 1/n and above by 1/r , if r is the
number of rows of X that are identical to xi .

As can be seen from (8.6), cases with large values of hii will have small values
for Var(êi ); as hii gets closer to 1, this variance will approach 0. For such a case,
no matter what value of yi is observed for the ith case, we are nearly certain to
get a residual near 0. Hoaglin and Welsch (1978) pointed this out using a scalar
version of (8.2),

ŷi =
n∑

j=1

hij yj = hii yi +
n∑

j �=i

hij yj (8.10)

In combination with (8.9), equation (8.10) shows that as hii approaches 1, ŷi gets
closer to yi . For this reason, they called hii the leverage of the ith case.

Cases with large values of hii will have unusual values for xi . Assuming that
the intercept is in the mean function, and using the notation of the deviations from
the average cross-products matrix discussed in Chapter 3, hii can be written as

hii = 1
n

+ (x∗
i − x)′(X ′X )

−1
(x∗

i − x) (8.11)

The second term on the right-hand side of (8.11) is the equation of an ellipsoid
centered at x, and x′

i = (1, x∗
i
′).
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FIG. 8.1 Contours of constant leverage in two dimensions.

For example, consider again the United Nations data, Section 3.1. The plot of
log(PPgdp) versus Purban is given in the scatterplot in Figure 8.1. The ellipses
drawn on graph correspond to elliptical contours of constant hii for hii = 0.02,
0.04, 0.06, 0.08, and 0.10. Any point that falls exactly on the outer contour would
have hii = 0.10, while points on the innermost contour have hii = 0.02. Points
near the long or major axis of the ellipsoid need to be much farther away from x,
in the usual Euclidean distance sense, than do points closer to the minor axis, to
have the same values for hii

1.
In the example, the localities with the highest level of urbanization, which are

Bermuda, Hong Kong, Singapore, and Guadalupe, all with 100% urbanization, do
not have particularly high leverage, as all the points for these places are between
the contour for hii = 0.04 and 0.06. None of the hii is very large, with the largest
value for the marked point for Liechtenstein, which has relatively high income for
relatively low urbanization. In other problems, high-leverage points with values
close to 1 can occur, and identifying these cases is very useful in understanding a
regression problem.

8.1.3 Residuals and the Hat Matrix with Weights

When Var(e) = σ 2W−1 with W a known diagonal matrix of positive weights as
in Section 5.1, all the results so far in this section require some modification. A
useful version of the hat matrix is given by (see Problem 8.9)

H = W1/2X(X′WX)−1X′W1/2 (8.12)

1The term Purban is a percentage between 0 and 100. Contours of constant leverage corresponding
to Purban > 100 are shown to give the shape of the contours, even though in this particular problem
points could not occur in this region.
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and the leverages are the diagonal elements of this matrix. The fitted values are
given as usual by Ŷ = Xβ̂, where now β̂ is the wls estimator.

The definition of the residuals is a little trickier. The “obvious” definition of a
residual is, in scalar version, yi − β̂

′
xi , but this choice has important deficiencies.

First, the sum of squares of these residuals will not equal the residual sum of
squares because the weights are ignored. Second, the variance of the ith residual
will depend on the weight of case i.

Both of these problems can be solved by defining residuals for weighted least
squares for i = 1, . . . , n by

êi = √
wi(yi − β̂

′
xi ) (8.13)

The sum of squares of these residuals is the residual sum of squares, and the
variance of the residuals does not depend on the weight. When all the weights
are equal to 1, (8.13) reduces to (8.4). In drawing graphs and other diagnostic
procedures discussed in this book, (8.13) should be used to define residuals. Some
computer packages use the unweighted residuals rather than (8.13) by default.
There is no consistent name for these residuals. For example, in R and S-plus,
the residuals defined by (8.13) are called Pearson residuals in some functions, and
weighted residuals elsewhere. In this book, the symbols êi or ê always refer to the
residuals defined by (8.13).

8.1.4 The Residuals When the Model Is Correct

Suppose that U is equal to one of the terms in the mean function, or some linear
combination of the terms. Residuals are generally used in scatterplots of the resid-
uals ê against U . The key features of these residual plots when the correct model
is fit are as follows:

1. The mean function is E(ê|U) = 0. This means that the scatterplot of residuals
on the horizontal axis versus any linear combination of the terms should have
a constant mean function equal to 0.

2. Since Var(ê|U) = σ 2(1 − hii ) even if the fitted model is correct, the variance
function is not quite constant. The variability will be smaller for high-leverage
cases with hii close to 1.

3. The residuals are correlated, but this correlation is generally unimportant and
not visible in residual plots.

When the model is correct, residual plots should look like null plots.

8.1.5 The Residuals When the Model Is Not Correct

If the fitted model is based on incorrect assumptions, there will be a plot of residuals
versus some term or combination of terms that is not a null plot. Figure 8.2 shows
several generic residual plots for a simple linear regression problem. The first plot is
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FIG. 8.2 Residual plots: (a) null plot; (b) right-opening megaphone; (c) left-opening megaphone; (d)
double outward box; (e)–(f) nonlinearity; (g)–(h) combinations of nonlinearity and nonconstant variance
function.

a null plot that indicates no problems with the fitted model. From Figures 8.2b–d, in
simple regression, we would infer nonconstant variance as a function of the quantity
plotted on the horizontal axis. The curvature apparent in Figures 8.2e–h suggests
an incorrectly specified mean function. Figures 8.2g–h suggest both curvature and
nonconstant variance.

In models with many terms, we cannot necessarily associate shapes in a residual
plot with a particular problem with the assumptions. For example, Figure 8.3 shows
a residual plot for the fit of the mean function E(Y |X = x) = β0 + β1x1 + β2x2
for the artificial data given in the file caution.txt from Cook and Weisberg
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FIG. 8.3 Residual plot for the caution data.

(1999b). The right-opening megaphone is clear in this graph, suggesting noncon-
stant variance. But these data were actually generated using a mean function

E(Y |X = x) = |x1|
2 + (1.5 + x2)2

(8.14)

with constant variance, with scatterplot matrix given in Figure 8.4. The real problem
is that the mean function is wrong, even though from the residual plot, nonconstant
variance appears to be the problem. A nonnull residual plot in multiple regres-
sion be indicates that something is wrong but does not necessarily tell what is
wrong.

Residual plots in multiple regression can be interpreted just as residual plots
in simple regression if two conditions are satisfied. First, the predictors should be
approximately linearly related, Section 7.2.1. The second condition is on the mean
function: we must be able to write the mean function in the form E(Y |X = x) =
g(β ′x) for some unspecified function g. If either of these conditions fails, then
residual plots cannot be interpreted as in simple regression (Cook and Weisberg,
1999b). In the caution data, the first condition is satisfied, as can be verified by
looking at the plot of X1 versus X2 in Figure 8.4, but the second condition fails
because (8.14) cannot be written as a function of a single linear combination of
the terms.

8.1.6 Fuel Consumption Data

According to theory, if the mean function and other assumptions are correct, then
all possible residual plots of residuals versus any function of the terms should
resemble a null plot, so many plots of residuals should be examined. Usual choices



174 REGRESSION DIAGNOSTICS: RESIDUALS

X1

−1.0 0.0 0.5 1.0

−0
.5

0.
0

0.
5

1.
0

−1
.0

0.
0

0.
5

1.
0

X2

−0.5 0.0 0.5 1.0 0.0 0.2 0.4 0.6 0.8
0.

0
0.

2
0.

4
0.

6
0.

8

Y

FIG. 8.4 Scatterplot matrix for the caution data.

include plots versus each of the terms and versus fitted values, as shown in
Figure 8.5 for the fuel consumption data. None of the plots versus individual terms
in Figure 8.5a–d suggest any particular problems, apart from the relatively large
positive residual for Wyoming and large negative residual for Alaska. In some
of the graphs, the point for the District of Columbia is separated from the oth-
ers. Wyoming is large but sparsely populated with a well-developed road system.
Driving long distances for the necessities of life like going to see a doctor will
be common in this state. While Alaska is also very large and sparsely populated,
most people live in relatively small areas around cities. Much of Alaska is not
accessible by road. These conditions should result in lower use of motor fuel than
might otherwise be expected. The District of Columbia is a very compact urban
area with good rapid transit, so use of cars will generally be less. It has a small
residual but unusual values for the terms in the mean function, so it is separated
horizontally from most of the rest of the data. The District of Columbia has high
leverage (h9,9 = 0.415), while the other two are candidates for outliers. We will
return to these issues in the next chapter.
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FIG. 8.5 Residual plots for the fuel consumption data.

Figure 8.5e is a plot of residuals versus the fitted values, which are just a linear
combination of the terms. Some computer packages will produce this graph as the
only plot of residuals, and if only one plot were possible, this would be the plot
to draw, as it contains some information from all the terms in the mean function.
There is a hint of curvature in this plot, possibly suggesting that the mean function
is not adequate for the data. We will look at this more carefully in the next section.

Figure 8.5f is different from the others because it is not a plot of residuals but
rather a plot of the response versus the fitted values. This is really just a rescaling
of Figure 8.5e. If the mean function and the assumptions appear to be sensible,
then this figure is a summary graph for the regression problem. The mean function
for the graph should be the straight line shown in the figure, which is just the fitted
ols simple regression fit of the response on the fitted values.
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TABLE 8.1 Significance Levels for the Lack-of-Fit
Tests for the Residual Plots in Figure 8.5

Term Test Stat. Pr(> |t |)

Tax −1.08 0.29
Dlic −1.92 0.06
Income −0.09 0.93
log(Miles) −1.35 0.18
Fitted values −1.45 0.15

8.2 TESTING FOR CURVATURE

Tests can be computed to help decide if residual plots such as those in Figure 8.5
are null plots or not. One helpful test looks for curvature in this plot. Suppose
we have a plot of residuals ê versus a quantity U on the horizontal axis, where
U could be a term in the mean function or a combination of terms2. A simple
test for curvature is to refit the original mean function with an additional term for
U2 added. The test for curvature is then based on the t-statistic for testing the
coefficient for U2 to be 0. If U does not depend on estimated coefficients, then
a usual t-test of this hypothesis can be used. If U is equal to the fitted values so
that it depends the estimated coefficients, then the test statistic should be compared
with the standard normal distribution to get significance levels. This latter case is
called Tukey’s test for nonadditivity (Tukey, 1949).

Table 8.1 gives the lack-of-fit tests for the residual plots in Figure 8.5. None of
the tests have small significance levels, providing no evidence against the mean
function.

As a second example, consider again the United Nations data from Section 3.1
with response log(Fertility) and two predictors log(PPgdp) and Purban. The appar-
ent linearity in all the frames of the scatterplot matrix in Figure 8.6 suggests that
the mean function

E(log(Fertility)|log(PPgdp), Purban) = β0 + β1log(PPgdp) + β2Purban (8.15)

should be appropriate for these data. Plots of residuals versus the two terms and
versus fitted values are shown in Figure 8.7. Without reference to the curved
lines shown on the plot, the visual appearance of these plots is satisfactory, with
no obvious curvature or nonconstant variance. However, the curvature tests tell
a different story. In each of the graphs, the value of the test statistics shown
in Table 8.2 has a p-value of 0 to 2 decimal places, suggesting that the mean
function (8.15) is not adequate for these data. We will return to this example in
Section 8.4.

2If U is a polynomial term, for example, U = X2
1, where X1 is another term in the mean function, this

procedure is not recommended.
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FIG. 8.6 Scatterplot matrix for three variables in the UN data.

TABLE 8.2 Lack-of-Fit Tests for the UN Data

Test Stat. Pr(>|t|)

log(PPgdp) 3.22 0.00
Purban 3.37 0.00
Tukey test 3.65 0.00

8.3 NONCONSTANT VARIANCE

A nonconstant variance function in a residual plot may indicate that a constant
variance assumption is false. There are at least four basic remedies for nonconstant
variance. The first is to use a variance stabilizing transformation since replacing
Y by YT may induce constant variance in the transformed scale. A second option
is to find empirical weights that could be used in weighted least squares. Weights
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FIG. 8.7 Residual plots for the UN data. The dotted curved lines are quadratic polynomials fit to
the residual plot and do not correspond exactly to the lack-of-fit tests that add a quadratic term to the
original mean function.

that are simple functions of single predictors, such as Var(Y |X) = σ 2X1, with
X1 > 0, can sometimes be justified theoretically. If replication is available, then
within group variances may be used to provide approximate weights. Although
beyond the scope of this book, it is also possible to use generalized least squares
and estimate weights and coefficients simultaneously (see, for example, Pinheiro
and Bates, 2000, Section 5.1.2).

The third option is to do nothing. Estimates of parameters, given a misspecified
variance function, remain unbiased, if somewhat inefficient. Tests and confidence
intervals computed with the wrong variance function will be inaccurate, but the
bootstrap may be used to get more accurate results.

The final option is to use regression models that account for the nonconstant
variance that is a function of the mean. These are called generalized linear models
and are discussed in the context of logistic regression in Chapter 12. In this section,
we consider primarily the first two options.
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8.3.1 Variance Stabilizing Transformations

Suppose that the response is strictly positive, and the variance function before
transformation is

Var(Y |X = x) = σ 2g(E(Y |X = x)) (8.16)

where g(E(Y |X = x)) is a function that is increasing with the value of its argument.
For example, if the distribution of Y |X has a Poisson distribution, then g(E(Y |X =
x)) = E(Y |X = x), since for Poisson variables, the mean and variance are equal.

For distributions in which the mean and variance are functionally related as
in (8.16), Scheffé (1959, Section 10.7) provides a general theory for determining
transformations that can stabilize variance, so that Var(YT |X = x) will be approx-
imately constant. Table 8.3 lists the common variance stabilizing transformations.
Of course, transforming away nonconstant variance can introduce nonlinearity into
the mean function, so this option may not always be reasonable.

The square root, log(Y ), and 1/Y are appropriate when variance increases or
decreases with the response, but each is more severe than the one before it. The
square-root transformation is relatively mild and is most appropriate when the
response follows a Poisson distribution, usually the first model considered for errors
in counts. The logarithm is the most commonly used transformation; the base of
the logarithms is irrelevant. It is appropriate when the error standard deviation
is a percent of the response, such as ±10% of the response, not ±10 units, so
Var(Y |X) ∝ σ 2[E(Y |X)]2.

The reciprocal or inverse transformation is often applied when the response is a
time until an event, such as time to complete a task, or until healing. This converts
times per event to a rate per unit time; often the transformed measurements may be
multiplied by a constant to avoid very small numbers. Rates can provide a natural
measurement scale.

TABLE 8.3 Common Variance Stabilizing Transformations

YT Comments

√
Y Used when Var(Y |X) ∝ E(Y |X), as for Poisson distributed data.

YT = √
Y + √

Y + 1 can be used if all the counts are small (Freeman
and Tukey, 1950).

log(Y ) Use if Var(Y |X) ∝ [E(Y |X)]2. In this case, the errors behave like a
percentage of the response, ±10%, rather than an absolute deviation,
±10 units.

1/Y The inverse transformation stabilizes variance when
Var(Y |X) ∝ [E(Y |X)]4. It can be appropriate when responses are
mostly close to 0, but occasional large values occur.

sin−1(
√

Y ) The arcsine square-root transformation is used if Y is a proportion
between 0 and 1, but it can be used more generally if y has a limited
range by first transforming Y to the range (0, 1), and then applying
the transformation.
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8.3.2 A Diagnostic for Nonconstant Variance

Cook and Weisberg (l983) provided a diagnostic test for nonconstant variance.
Suppose now that Var(Y |X) depends on an unknown vector parameter λ and a
known set of terms Z with observed values for the ith case zi . For example, if
Z = Y , then variance depends on the response. Similarly, Z may be the same as X,
a subset of X, or indeed it could be completely different from X, perhaps indicating
spatial location or time of observation. We assume that

Var(Y |X, Z = z) = σ 2 exp(λ′z) (8.17)

This complicated form says that (1) Var(Y |Z = z) > 0 for all z because the expo-
nential function is never negative; (2) variance depends on z and λ but only through
the linear combination λ′z; (3) Var(Y |Z = z) is monotonic, either increasing or
decreasing, in each component of Z; and (4) if λ = 0, then Var(Y |Z = z) = σ 2.
The results of Chen (1983) suggest that the tests described here are not very sensi-
tive to the exact functional form used in (8.17), and so the use of the exponential
function is relatively benign, and any form that depends on the linear combination
λ′z would lead to very similar inference.

Assuming that errors are normally distributed, a score test of λ = 0 is particularly
simple to compute using standard regression software. The test is carried out using
the following steps:

1. Compute the ols fit with the mean function

E(Y |X = x) = β ′x

as if

Var(Y |X, Z = z) = σ 2

or equivalently, λ = 0. Save the residuals êi .

2. Compute scaled squared residuals ui = ê2
i /σ̃

2 = nê2
i /[(n − p′)σ̂ 2], where

σ̃ 2 = ∑
ê2
j /n is the maximum likelihood estimate of σ 2, and differs from

σ̂ 2 only by the divisor of n rather than n − p′. We combine the ui into a
variable U .

3. Compute the regression with the mean function E(U |Z = z) = λ0 + λ′z.
Obtain SSreg for this regression with df = q, the number of components
in Z. If variance is thought to be a function of the responses, then in this
regression, replace Z by the fitted values from the regression in step 1. The
SSreg then will have 1 df.

4. Compute the score test, S = SSreg/2. The significance level for the test can
be obtained by comparing S with its asymptotic distribution, which, under
the hypothesis λ = 0, is χ2(q). If λ �= 0, then S will be too large, so large
values of S provide evidence against the hypothesis of constant variance.
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If we had started with a set of known weights, then the score test could be based
on fitting the variance function

Var(Y |X, Z = z) = σ 2

w
exp(λ′z) (8.18)

The null hypothesis for the score test is then Var(Y |X, Z = x) = σ 2/w versus the
alternative given by (8.18). The test is exactly the same as outlined above except
that in step one, the wls fit with weights w is used in place of the ols fit, and in
the remaining steps, the weighted or Pearson residuals given by (8.13) are used,
not unweighted residuals.

Snow Geese
The relationship between photo = photo count, obs1 = count by observer 1, and
obs2 = count by observer 2 of flocks of snow geese in the Hudson Bay area
of Canada is discussed in Problem 5.5 of Chapter 5. The data are displayed in
Figure 8.8. We see in the graph that (1) there is substantial disagreement between
the observers; (2) the observers cannot predict the photo count very well, and (3)
the variability appears to be larger for larger flocks.
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FIG. 8.8 The snow geese data. The line on each plot is a loess smooth with smoothing parameter 2/3.
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Using the first observer only, we illustrate computation of the score test for
constant variance. The first step is to fit the ols regression of photo on obs1. The
fitted ols mean function is Ê(photo|obs1) = 26.55 + 0.88obs1. From this, we can
compute the residuals êi , σ̃ = ∑

ê2
i /n, and then compute the ui = ê2

i /σ̃ . We then
compute the regression of U on obs1, under the hypothesis suggested by Figure 8.8
that variance increases with obs1. The analysis of variance table for this second
regression is:

Response: U
Df Sum Sq Mean Sq F value Pr(>F)

obs1 1 162.826 162.826 50.779 8.459e-09
Residuals 43 137.881 3.207

The score test for nonconstant variance is S = (1/2)SSreg = (1/2)162.83 = 81.41,
which, when C compared with the chi-squared distribution with one df, gives
an extremely small p-value. The hypothesis of constant residual variance is not
tenable. The analyst must now cope with the almost certain nonconstant variance
evident in the data. Two courses of action are outlined in Problems 5.5.3 and 5.5.4.

Sniffer Data
When gasoline is pumped into a tank, hydrocarbon vapors are forced out of the
tank and into the atmosphere. To reduce this significant source of air pollution,
devices are installed to capture the vapor. In testing these vapor recovery systems,
a “sniffer” measures the amount recovered. To estimate the efficiency of the system,
some method of estimating the total amount given off must be used. To this end, a
laboratory experiment was conducted in which the amount of vapor given off was
measured under controlled conditions. Four predictors are relevant for modeling:

TankTemp = initial tank temperature (degrees F)

GasTemp = temperature of the dispensed gasoline (degrees F)

TankPres = initial vapor pressure in the tank (psi)

GasPres = vapor pressure of the dispensed gasoline (psi)

The response is the hydrocarbons Y emitted in grams. The data, kindly provided by
John Rice, are given in the data file sniffer.txt, and are shown in Figure 8.9.
The clustering of points in many of the frames of this scatterplot is indicative of
the attempt of the experimenters to set the predictors at a few nominal values, but
the actual values of the predictors measured during the experiment was somewhat
different from the nominal. We also see that (1) the predictors are generally lin-
early related, so transformations are unlikely to be desirable here, and (2) some
of the predictors, notably the two pressure variables, are closely linearly related,
suggesting, as we will see in Chapter 10, that using both in the mean function may
not be desirable. For now, however, we will use all four terms and begin with
the mean function including all four predictors as terms and fit via ols as if the
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FIG. 8.9 Scatterplot matrix for the sniffer data.

variance function were constant. Several plots of the residuals for this regression
are shown in Figure 8.10.

Figure 8.10a is the plot of residuals versus fitted values. While this plot is far
from perfect, it does not suggest the need to worry much about the assumption
of nonconstant variance. Figures 8.10b and c, which are plots of residuals against
TankTemp and GasPres, respectively, give a somewhat different picture, as partic-
ularly in Figure 8.10c variance does appear to increase from left to right. Because
none of the graphs in Figure 8.9 have clearly nonlinear mean functions, the infer-
ence that variance may not be constant can be tentatively adopted from the residual
plots.

Table 8.4 gives the results of several nonconstant variance score tests, each
computed using a different choice for Z. Each of these tests is just half the sum
of squares for regression for U on the choice of Z shown. The plot shown in
Figure 8.10d has the fitted values from the regression of U on all four predictors,
and corresponds to the last line of Table 8.4.

From Table 8.4, we would diagnose nonconstant variance as a function of var-
ious choices of Z. We can compare nested choices for Z by taking the difference
between the score tests and comparing the result with the χ2 distribution with df
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FIG. 8.10 Residuals plots for the sniffer data with variance assumed to be constant.

TABLE 8.4 Score Tests for Sniffer Data

Choice for Z df S p-value

TankTemp 1 5.50 .019
GasPres 1 9.71 .002
TankTemp, GasPres 2 11.78 .003
TankTemp, GasTemp TankPres, GasPres 4 13.76 .008
Fitted values 1 4.80 .028

equal to the difference in their df (Hinkley, 1985). For example, to compare the 4 df
choice of Z to Z = (TankTemp, GasPres), we can compute 13.76 − 11.78 = 1.98
with 4 − 2 = 2 df, to get a p-value of about 0.37, and so the simpler Z with
two terms is adequate. Comparing Z = (TankTemp, GasPres) with Z = GasPres,
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the test statistic is 11.78 − 9.71 = 2.07 with 2 − 1 = 1 df, giving a p-value of
about .15, so once again the simpler choice of Z seems adequate. Combining these
tests, we would be led to assessing that the variance is primarily a function of
GasPres.

A reasonable approach to working with these data is to assume that

Var(Y |X, Z) = σ 2 × GasPres

and use 1/GasPres as weights in weighted least squares.

8.3.3 Additional Comments

Some computer packages will include functions for the score test for nonconstant
variance. With other computer programs, it may be more convenient to compute the
score test as follows: (1) Compute the residuals êi from the regression of Y on X; let
σ̂ 2 be the usual residual mean square from this regression. (2) Compute the regres-
sion of ê2

i on Z for the choice of Z of interest, and let SSreg(Z) be the resulting
sum of squares for regression. (3) Compute S = (1/2)SSreg(Z)/[(n − p′)σ̂ 2/n]2.
Pinheiro and Bates (2000, Section 5.2.1) present methodology and software for
estimating weights using models similar to those discussed here.

8.4 GRAPHS FOR MODEL ASSESSMENT

Residual plots are used to examine regression models to see if they fail to match
observed data. If systematic failures are found, then models may need to reformu-
lated to find a better fitting model.

A closely related problem is assessing how well a model matches the data.
Let us first think about a regression with one predictor in which we have fitted
a simple linear regression model, and the goal is to summarize how well a fitted
model matches the observed data. The lack-of-fit tests developed in Section 5.3
and 6.1 approach the question of goodness of fit from a testing point of view. We
now look at this issue from a graphical point of view using marginal model plots.

We illustrate the idea first with a problem with just one predictor. In
Section 7.1.2, we discussed the regression of Height on Dbh for a sample of western
red cedar trees from Upper Flat Creek, Idaho. The mean function

E(Height|Dbh) = β0 + β1Dbh (8.19)

was shown to be a poor summary of these data, as can be seen in Figure 8.11.
Two smooths are given on the plot. The ols fit of (8.19), shown as a dashed line,
estimates the mean function only if the simple linear regression model is correct.
The loess fit, shown as a solid line, estimates the mean function regardless of the
fit of the simple linear regression model. If we judge these two fits to be different,
then we have visual evidence against the simple linear regression mean function.
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FIG. 8.11 Model checking plot for the simple linear regression for western red cedar trees at Upper
Flat Creek. The dashed line is the ols simple linear regression fit, and the solid line is a loess smooth.

The loess fit is clearly curved, so the mean function (8.19) is not a very good
summary of this regression problem.

Although Figure 8.11 includes the data, the primary focus in this plot is com-
paring the two curves, using the data as background mostly to help choose the
smoothing parameter for the loess smooth, to help visualize variation, and to locate
any extreme or unusual points.

8.4.1 Checking Mean Functions

With more than one predictor, we will look at marginal models to get a sequence
of two-dimensional plots to examine. Suppose that the model we have fitted has
mean function E(Y |X = x) = β ′x, although in what follows the exact form of the
mean function is not important. We will draw a plot with the response Y on the
vertical axis. On the horizontal axis, we will plot a quantity U that will consist of
any function of X we think is relevant, such as fitted values, any of the individual
terms in X, or even transformations of them. Fitting a smoother to the plot of Y

versus U estimates E(Y |U) without any assumptions. We want to compare this
smooth to an estimate of E(Y |U) based on the model.

Following Cook and Weisberg (1997), an estimate of E(Y |U), given the model,
can be based on application of equation (A.4) in Appendix A.2.4. Under the model,
we have

E(Y |U = u) = E[E(Y |X = x)|U = u]

We need to substitute an estimate for E(Y |X = x). On the basis of the model, this
expectation is estimated at the observed values of the terms by the fitted values Ŷ.
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We get
E(Y |̂U = u) = E(Ŷ|U = u) (8.20)

The implication of this result is that we can estimate E(Y |U = u) by smoothing
the scatterplot with U on the horizontal axis, and the fitted values Ŷ on the vertical
axis. If the model is correct, then the smooth of Y versus U and the smooth of Ŷ
versus U should agree; if the model is not correct, these smooths may not agree.

As an example, we return to the United Nations data discussed in Section 8.2,
starting with the mean function given by (8.15),

E(log(Fertility)|log(PPgdp), Purban) = β0 + β1log(PPgdp) + β2Purban (8.21)

and suppose that U = log(PPgdp), one of the terms in the mean function.
Figure 8.12 shows plots of log(Fertility) versus U and of Ŷ versus U . The
smooth in Figure 8.12a estimates E(log(Fertility)|log(PPgdp)) whether the model
is right or not, but the smooth in Figure 8.12b may not give a useful estimate of
E(log(Fertility)|log(PPgdp)) if the linear regression model is wrong. Comparison
of these two estimated mean functions provides a visual assessment of the adequacy
of the mean function for the model. Superimposing the smooth in Figure 8.12b on
Figure 8.12a gives the marginal model plot shown in Figure 8.13a. The two fitted
curves do not match well, suggesting that the mean function (8.21) is inadequate.

Three additional marginal model plots are shown in Figure 8.13. The plots versus
Purban and versus fitted values also exhibit a curved mean smooth based on the data
compared to a straight smooth based on the fitted model, confirming the inadequacy
of the mean function. The final plot in Figure 8.13d is a little different. The quantity
on the horizontal axis is a randomly selected linear combination of Purban and
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FIG. 8.12 Plots for log(Fertility) versus log(PPgdp) and ŷ versus log(PPgdp). In both plots, the
curves are loess smooths with smoothing parameters equal to 2/3. If the model has the correct mean
function, then these two smooths estimate the same quantity.
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FIG. 8.13 Four marginal model plots, versus the two terms in the mean function, fitted values, and a
random linear combination of the terms in the mean function.

log(PPgdp). In this direction, both smooths are curved, and they agree fairly well,
except possibly at the left edge of the graph. If a fitted model is appropriate for
data, then the two smooths in the marginal model plots will agree for any choice of
U , including randomly selected ones. If the model is wrong, then for some choices
of U , the two smooths will disagree.

Since the mean function (8.21) is inadequate, we need to consider further modifi-
cation to get a mean function that matches the data well. One approach is to expand
(8.15) by including both quadratic terms and an interaction between log(PPgdp)

and Purban. Using the methods described elsewhere in this book, we conclude that
the mean function

E(log(Fertility)|log(PPgdp), Purban) = β0 + β1log(PPgdp) + β2Purban

+ β22Purban2 (8.22)
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FIG. 8.14 Marginal model plots for the United Nations data, including a quadratic term in Purban.

matches the data well, as confirmed by the marginal model plots in Figure 8.14.
Evidently, adding the quadratic in Purban allows the effect of increasing Purban
on log(Fertility) to be smaller when Purban is large than when Purban is small.

8.4.2 Checking Variance Functions

Model checking plots can also be used to check for model inadequacy in the vari-
ance function, which for the multiple linear regression problem means checking the
constant variance assumption. We call the square root of the variance function the
standard deviation function. The plot of Y versus U can be used to get the estimate
SDdata(Y |U) of the standard deviation function, as discussed in Appendix A.5.
This estimate of the square root of the variance function does not depend on a
model.
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We need a model-based estimate of the standard deviation function. Applying
(A.5) and again substituting Ŷ ≈ E(Y |U = u),

Var(Y |U) = E[Var(Y |X)|U ] + Var[E(Y |X)|U ] (8.23)

≈ E[σ 2|U] + Var[Ŷ|U]

= σ 2 + Var[Ŷ|U] (8.24)

Equation (8.23) is the general result that holds for any model. Equation (8.24) holds
for the linear regression model in which the variance function Var(Y |X) = σ 2 is
constant. According to this result, we can estimate Var(Y |U) under the model by
getting a variance smooth of Ŷ versus U , and then adding to this an estimate of
σ 2, for which we use σ̂ 2 from the ols fit of the model. We will call the square
root of this estimated variance function SDmodel(Y |U). If the model is appropriate
for the data, then apart from sampling error, SDdata(Y |U) = SDmodel(Y |U), but if
the model is wrong, these two functions need not be equal.

For visual display, we show the mean function estimated from the plot ±SDdata

(Y |U) using solid lines and the mean function estimated from the model ±SDmodel

(Y |U) using dashed lines; colored lines would be helpful here. The same smooth-
ing parameter should be used for all the smooths, so any bias due to smoothing
will tend to cancel. These smooths for the United Nations example are shown in
Figure 8.15, first for the fit of (8.21) and then for the fit of (8.22). For both, the
horizontal axis is fitted values, but almost anything could be put on this axis. Apart
from the edges of the plot where the smooths are less accurate, these plots do not
suggest any problem with nonconstant variance, as the estimated variances func-
tions using the two methods are similar, particularly for the mean function (8.22)
that matches the data.
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FIG. 8.15 Marginal model plots with standard deviation smooths added. (a) The fit of (8.21). (b) The
fit of (8.22).
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The marginal model plots described here can be applied in virtually any regres-
sion problem, not just for the linear regression. For example, Pan, Connett, Porzio,
and Weisberg (2001) discuss application to longitudinal data, and Porzio (2002)
discusses calibrating marginal model plots for binary regression.

PROBLEMS

8.1. Working with the hat matrix
8.1.1. Prove the results given by (8.7).

8.1.2. Prove that 1/n ≤ hii ≤ 1/r , where hii is a diagonal entry in H, and
r is the number of rows in X that are exactly the same as xi .

8.2. If the linear trend were removed from Figure 8.5f, what would the resulting
graph look like?

8.3. This example compares in-field ultrasonic measurements of the depths of
defects in the Alaska oil pipeline to measurements of the same defects in a
laboratory. The lab measurements were done in six different batches. The goal
is to decide if the field measurement can be used to predict the more accurate
lab measurement. In this analysis, the field measurement is the response vari-
able and the laboratory measurement is the predictor variable. The data, in the
file pipeline.txt, were given at www.itl.nist.gov/div898/handbook/pmd/
section6/pmd621.htm. The three variables are called Field, the in-field mea-
surement, Lab, the more accurate in-lab measurement, and Batch, the batch
number.

8.3.1. Draw the scatterplot of Lab versus Field, and comment on the appli-
cability of the simple linear regression model.

8.3.2. Fit the simple regression model, and get the residual plot. Compute
the score test for nonconstant variance, and summarize your results.

8.3.3. Fit the simple regression mean function again, but this time assume
that Var(Lab|Field) = σ 2/Field. Get the score test for the fit of this
variance function. Also test for nonconstant variance as a function of
batch; since the batches are arbitrarily numbered, be sure to treat Batch
as a factor. (Hint: Both these tests are extensions of the methodology
outlined in the text. The only change required is to be sure that the
residuals defined by (8.13) are used when computing the statistic.)

8.3.4. Repeat Problem 8.3.3, but with Var(Lab|Field) = σ 2/Field2.

8.4. Refer to Problem 7.2. Fit Hald’s model, given in Problem 7.2.3, but with
constant variance, Var(Distance|Speed) = σ 2. Compute the score test for
nonconstant variance for the alternatives that (a) variance depends on the
mean; (b) variance depends on Speed; and (c) variance depends on Speed
and Speed2. Is adding Speed2 helpful?
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8.5. Consider the simple regression model, E(Y |X = x) = β0 + β1x with Var
(Y |X = x) = σ 2.

8.5.1. Find a formula for the hij and for the leverages hii .

8.5.2. In a 2D plot of the response versus the predictor in a simple regression
problem, explain how high-leverage points can be identified.

8.5.3. Make up a predictor X so that the value of the leverage in simple
regression for one of the cases is equal to 1.

8.6. Using the QR factorization defined in Appendix A.12, show that H = QQ′.
Hence, if qi is the ith row of Q,

hii = q ′
iqi hij = q ′

iqj

Thus, if the QR factorization of X is computed, the hii and the hij are easily
obtained.

8.7. Let U be an n × 1 vector with 1 as its first element and 0s elsewhere. Consider
computing the regression of U on an n × p′ full rank matrix X. As usual,
let H = X(X′X)−1X′ be the Hat matrix with elements hij .

8.7.1. Show that the elements of the vector of fitted values from the regres-
sion of U on X are the h1j , j = 1, 2, . . . , n.

8.7.2. Show that the vector of residuals have 1 − h11 as the first element,
and the other elements are −h1j , j > 1.

8.8. Two n × n matrices A and B are orthogonal if AB = BA = 0. Show that
I − H and H are orthogonal. Use this result to show that as long as the
intercept is in the mean function, the slope of the regression of ê on Ŷ is 0.
What is the slope of the regression of ê on Y?

8.9. Suppose that W is a known positive diagonal matrix of positive weights, and
we have a weighted least squares problem,

Y = Xβ + e Var(e) = σ̂ 2W−1 (8.25)

Using the transformations as in Section 5.1, show that the hat matrix is given
by (8.12).

8.10. Draw residuals plots for the mean function described in Problem 7.3.3 for
the California water data, and comment on your results. Test for curvature
as a function of fitted values. Also, get marginal model plots for this model.

8.11. Refer to the transactions data discussed in Section 4.6.1. Fit the mean func-
tion (4.16) with constant variance, and use marginal model plots to examine
the fit. Be sure to consider both the mean function and the variance function.
Comment on the results.
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TABLE 8.5 Crustacean Zooplankton Species Data

Variable Description

Species Number of zooplankton species
MaxDepth Maximum lake depth, m
MeanDepth Mean lake depth, m
Cond Specific conductance, micro Siemans
Elev Elevation, m
Lat N latitude, degrees
Long W longitude, degrees
Dist distance to nearest lake, km
NLakes number of lakes within 20 km
Photo Rate of photosynthesis, mostly by the 14C method
Area Surface area of the lake, in hectares
Lake Name of lake

Source: From Dodson (1992).

8.12. The number of crustacean zooplankton species present in a lake can be dif-
ferent, even for two nearby lakes. The data in the file lakes.txt, provided
by S. Dodson and discussed in part in Dodson (1992), give the number of
known crustacean zooplankton species for 69 world lakes. Also included are
a number of characteristics of each lake. There are some missing values,
indicated with a “?” in the data file. The goal of the analysis is to understand
how the number of species present depends on the other measured variables
that are characteristics of the lake. The variables are described in Table 8.5.

Decide on appropriate transformations of the data to be used in this prob-
lem. Then, fit appropriate linear regression models, and summarize your
results.
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Outliers and Influence

9.1 OUTLIERS

In some problems, the observed response for a few of the cases may not seem
to correspond to the model fitted to the bulk of the data. In a simple regression
problem such as displayed in Figure 1.9c, page 13, this may be obvious from a
plot of the response versus the predictor, where most of the cases lie near a fitted
line but a few do not. Cases that do not follow the same model as the rest of the
data are called outliers, and identifying these cases can be useful.

We use the mean shift outlier model to define outliers. Suppose that the ith case
is a candidate for an outlier. We assume that the mean function for all other cases is
E(Y |X = xj ) = x′

jβ, but for case i the mean function is E(Y |X = xi ) = x′
iβ + δ.

The expected response for the ith case is shifted by an amount δ, and a test of
δ = 0 is a test for a single outlier in the ith case. In this development, we assume
Var(Y |X) = σ 2.

Cases with large residuals are candidates for outliers. Not all large residual cases
are outliers, since large errors ei will occur with the frequency prescribed by the
generating probability distribution. Whatever testing procedure we develop must
offer protection against declaring too many cases to be outliers. This leads to the
use of simultaneous testing procedures. Also, not all outliers are bad. For example,
a geologist searching for oil deposits may be looking for outliers, if the oil is in
the places where a fitted model does not match the data. Outlier identification is
done relative to a specified model. If the form of the model is modified, the status
of individual cases as outliers may change. Finally, some outliers will have greater
effect on the regression estimates than will others, a point that is pursued shortly.

9.1.1 An Outlier Test

Suppose that the ith case is suspected to be an outlier. First, define a new term, say
U , with the j th element uj = 0 for j �= i, and the ith element ui = 1. Thus, U is

Applied Linear Regression, Third Edition, by Sanford Weisberg
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a dummy variable that is zero for all cases but the ith. Then, simply compute the
regression of the response on both the terms in X and U . The estimated coefficient
for U is the estimate of the mean shift δ. The t-statistic for testing δ = 0 against
a two-sided alternative is the appropriate test statistic. Normally distributed errors
are required for this test, and then the test will be distributed as Student’s t with
n − p′ − 1 df.

We will now consider an alternative approach that will lead to the same test,
but from a different point of view. The equivalence of the two approaches is left
as an exercise.

Again suppose that the ith case is suspected to be an outlier. We can proceed
as follows:

1. Delete the ith case from the data, so n − 1 cases remain in the reduced data
set.

2. Using the reduced data set, estimate β and σ 2. Call these estimates β̂(i) and
σ̂ 2

(i) to remind us that case i was not used in estimation. The estimator σ̂ 2
(i)

has n − p′ − 1 df.

3. For the deleted case, compute the fitted value ŷi(i) = x′
i β̂(i). Since the ith

case was not used in estimation, yi and ŷi(i) are independent. The variance
of yi − ŷi(i) is given by

Var(yi − ŷi(i)) = σ 2 + σ 2x′
i (X

′
(i)X(i))

−1xi (9.1)

where X(i) is the matrix X with the ith row deleted. This variance is estimated
by replacing σ 2 with σ̂ 2

(i) in (9.1).

4. Now E(yi − ŷi(i)) = δ, which is zero under the null hypothesis that case i

is not an outlier but nonzero otherwise. Assuming normal errors, a Student’s
t-test of the hypothesis δ = 0 is given by

ti = yi − ŷi(i)

σ̂(i)

√
1 + x′

i (X
′
(i)X(i))−1xi

(9.2)

This test has n − p′ − 1 df, and is identical to the t-test suggested in the first
paragraph of this section.

There is a simple computational formula for ti in (9.2). We first define an
intermediate quantity often called a standardized residual, by

ri = êi

σ̂
√

1 − hii

(9.3)

where the hii is the leverage for the ith case, defined at (8.7) . Like the residuals
êi , the ri have mean zero, but unlike the êi , the variances of the ri are all equal to
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one. Because the hii need not all be equal, the ri are not just a rescaling of the êi .
With the aid of Appendix A.12, one can show that ti can be computed as

ti = ri

(
n − p′ − 1

n − p′ − r2
i

)1/2

= êi

σ̂(i)

√
1 − hii

(9.4)

A statistic divided by its estimated standard deviation is usually called a studentized
statistic, in honor of W. S. Gosset, who first wrote about the t-distribution using
the pseudonym Student1. The residual ti is called a studentized residual. We see
that ri and ti carry the same information since one can be obtained from the other
via a simple formula. Also, this result shows that ti can be computed from the
residuals, the leverages and σ̂ 2, so we don’t need to delete the ith case, or to add
a variable U , to get the outlier test.

9.1.2 Weighted Least Squares

If we initially assumed that Var(Y |X) = σ 2/w for known positive weights w, then
in equation (9.3), we compute the residuals êi using the correct weighted formula
(8.13) and leverages are the diagonal elements of (8.12). Otherwise, no changes
are required.

9.1.3 Significance Levels for the Outlier Test

If the analyst suspects in advance that the ith case is an outlier, then ti should be
compared with the central t-distribution with the appropriate number of df. The
analyst rarely has a prior choice for the outlier. Testing the case with the largest
value of |ti | to be an outlier is like performing n significance tests, one for each
of n cases. If, for example, n = 65, p′ = 4, the probability that a t statistic with
60 df exceeds 2.000 in absolute value is 0.05; however, the probability that the
largest of 65 independent t-tests exceeds 2.000 is 0.964, suggesting quite clearly
the need for a different critical value for a test based on the maximum of many
tests. Since tests based on the ti are correlated, this computation is only a guide.
Excellent discussions of this and other multiple-test problems are presented by
Miller (1981).

The technique we use to find critical values is based on the Bonferroni inequality,
which states that for n tests each of size a, the probability of falsely labeling at least
one case as an outlier is no greater than na. This procedure is conservative and
provides an upper bound on the probability. For example, the Bonferroni inequality
specifies only that the probability of the maximum of 65 tests exceeding 2.00 is
no greater than 65(0.05), which is larger than 1. Choosing the critical value to
be the (α/n) × 100% point of t will give a significance level of no more than
n(α/n) = α. We would choose a level of .05/65 = .00077 for each test to give an
overall level of no more than 65(.00077) = .05.

1See www-gap.dcs.st-and.ac.uk/˜history/Mathematicians/Gosset.html for a biography of Student.
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Standard functions for the t-distribution can be used to compute p-values for
the outlier test: simply compute the p-value as usual and then multiply by the
sample size. If this number is smaller then one, then this is the p-value adjusted
for multiple testing. If this number exceeds one, then the p-value is one.

In Forbes’ data, Example 1.1, case 12 was suspected to be an outlier because
of its large residual. To perform the outlier test, we first need the standardized
residual, which is computed using (9.3) from êi = 1.36, σ̂ = 0.379, and h12,12 =
0.0639,

r12 = 1.3592

0.379
√

1 − .0639
= 3.7078

and the outlier test is

ti = 3.7078

(
17 − 2 − 1

17 − 2 − 3.70782

)1/2

= 12.40

The nominal two-sided p-value corresponding to this test statistic when com-
pared with the t (14) distribution is 6.13 × 10−9. If the location of the outlier was
not selected in advance, the Bonferroni-adjusted p-value is 17 × 6.13 × 10−9 =
1.04 × 10−7. This very small value supports case 12 as an outlier.

The test locates an outlier, but it does not tell us what to do about it. If we
believe that the case is an outlier because of a blunder, for example, an unusually
large measurement error, or a recording error, then we might delete the outlier and
analyze the remaining cases without the suspected case. Sometimes, we can try to
figure out why a particular case is outlying, and finding the cause may be the most
important part of the analysis. All this depends on the context of the problem you
are studying.

9.1.4 Additional Comments

There is a vast literature on methods for handling outliers, including Barnett and
Lewis (2004), Hawkins (1980), and Beckman and Cook (1983). If a set of data
has more than one outlier, a sequential approach can be recommended, but the
cases may mask each other, making finding groups of outliers difficult. Cook and
Weisberg (1982, p. 28) provide the generalization of the mean shift model given
here to multiple cases. Hawkins, Bradu, and Kass (1984) provide a promising
method for searching all subsets of cases for outlying subsets. Bonferroni bounds
for outlier tests are discussed by Cook and Prescott (1981). They find that for one-
case-at-a-time methods the bound is very accurate, but it is much less accurate for
multiple-case methods.

The testing procedure helps the analyst in finding outliers, to make them avail-
able for further study. Alternatively, we could design robust statistical methods
that can tolerate or accommodate some proportion of bad or outlying data; see, for
example, Staudte and Sheather (1990).
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9.2 INFLUENCE OF CASES

Single cases or small groups of cases can strongly influence the fit of a regression
model. In Anscombe’s examples in Figure 1.9d, page 13, the fitted model depends
entirely on the one point with x = 19. If that case were deleted, we could not
estimate the slope. If it were perturbed, moved around a little, the fitted line would
follow the point. In contrast, if any of the other cases were deleted or moved
around, the change in the fitted mean function would be quite small.

The general idea of influence analysis is to study changes in a specific part
of the analysis when the data are slightly perturbed. Whereas statistics such as
residuals are used to find problems with a model, influence analysis is done as if
the model were correct, and we study the robustness of the conclusions, given a
particular model, to the perturbations. The most useful and important method of
perturbing the data is deleting the cases from the data one at a time. We then study
the effects or influence of each individual case by comparing the full data analysis
to the analysis obtained with a case removed. Cases whose removal causes major
changes in the analysis are called influential.

Using the notation from the last section, a subscript (i) means “with the ith case
deleted,” so, for example, β(i) is the estimate of β computed without case i, X(i)

is the (n − 1) × p′ matrix obtained from X by deleting the ith row, and so on. In
particular, then,

β̂(i) = (X′
(i)X(i))

−1X′
(i)Y(i) (9.5)

Figure 9.1 is a scatterplot matrix of coefficient estimates for the three parameters
in the UN data from Section 3.1 obtained by deleting cases one at a time. Every
time a case is deleted, different coefficient estimates may be obtained. All 2D plot
in Figure 9.1 are more or less elliptically shaped, which is a common characteristic
of the deletion estimates. In the plot for the coefficients for log(PPgdp) and Purban,
the points for Armenia and Ukraine are in one corner and the point for Djibouti is
in the opposite corner; deleting any one of these localities causes the largest change
in the values of the estimated parameters, although all the changes are small.

While the plots in Figure 9.1 are informative about the effects of deleting cases
one at a time, looking at these plots can be bewildering, particularly if the number
of terms in the model is large. A single summary statistic that can summarize these
pictures is desirable, and this is provided by Cook’s distance.

9.2.1 Cook’s Distance

We can summarize the influence on the estimate of β by comparing β̂ to β̂(i).
Since each of these is a p′ vector, the comparison requires a method of combining
information from each of the p′ components into a single number. Several ways
of doing this have been proposed in the literature, but most of them will result in
roughly the same information, at least for multiple linear regression. The method
we use is due to Cook (1977). We define Cook’s distance Di to be

Di = (β̂(i) − β̂)′(X′X)(β̂(i) − β̂)

p′σ̂ 2
(9.6)
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FIG. 9.1 Estimates of parameters in the UN data obtained by deleting one case at a time.

This statistic has several desirable properties. First, contours of constant Di are
ellipsoids, with the same shape as confidence ellipsoids. Second, the contours can
be thought of as defining the distance from β̂(i) to β̂. Third, Di does not depend
on parameterization, so if the columns of X are modified by linear transformation,
Di is unchanged. Finally, if we define vectors of fitted values as Ŷ = Xβ̂ and
Ŷ(i) = Xβ̂(i), then (9.6) can be rewritten as

Di = (Ŷ(i) − Ŷ)′(Ŷ(i) − Ŷ)

p′σ̂ 2
(9.7)

so Di is the ordinary Euclidean distance between Ŷ and Ŷ(i). Cases for which Di

is large have substantial influence on both the estimate of β and on fitted values,
and deletion of them may result in important changes in conclusions.

9.2.2 Magnitude of Di

Cases with large values of Di are the ones whose deletion will result in substantial
changes in the analysis. Typically, the case with the largest Di , or in large data sets
the cases with the largest few Di , will be of interest. One method of calibrating
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Di is obtained by analogy to confidence regions. If Di were exactly equal to the
α × 100% point of the F distribution with p′ and n − p′ df, then deletion of the
ith case would move the estimate of β̂ to the edge of a (1 − α) × 100% confidence
region based on the complete data. Since for most F distributions the 50% point
is near one, a value of Di = 1 will move the estimate to the edge of about a 50%
confidence region, a potentially important change. If the largest Di is substantially
less than one, deletion of a case will not change the estimate of β̂ by much. To
investigate the influence of a case more closely, the analyst should delete the large
Di case and recompute the analysis to see exactly what aspects of it have changed.

9.2.3 Computing Di

From the derivation of Cook’s distance, it is not clear that using these statistics is
computationally convenient. However, the results sketched in Appendix A.12 can
be used to write Di using more familiar quantities. A simple form for Di is

Di = 1

p′ r
2
i

hii

1 − hii

(9.8)

Di is a product of the square of the ith standardized residual ri and a monotonic
function of hii . If p′ is fixed, the size of Di will be determined by two different
sources: the size of ri , a random variable reflecting lack of fit of the model at the
ith case, and hii , reflecting the location of xi relative to x. A large value of Di

may be due to large ri , large hii , or both.

Rat Data
An experiment was conducted to investigate the amount of a particular drug present
in the liver of a rat. Nineteen rats were randomly selected, weighed, placed under
light ether anesthesia and given an oral dose of the drug. Because large livers would
absorb more of a given dose than smaller livers, the actual dose an animal received
was approximately determined as 40 mg of the drug per kilogram of body weight.
Liver weight is known to be strongly related to body weight. After a fixed length
of time, each rat was sacrificed, the liver weighed, and the percent of the dose
in the liver determined. The experimental hypothesis was that, for the method of
determining the dose, there is no relationship between the percentage of the dose in
the liver (Y ) and the body weight BodyWt, liver weight LiverWt, and relative Dose.
The data, provided by Dennis Cook and given in the file rat.txt, are shown in
Figure 9.2. As had been expected, the marginal summary plots for Y versus each
of the predictors suggests no relationship, and none of the simple regressions is
significant, all having t-values less than one.

The fitted regression summary for the regression of Y on the three predictors
is shown in Table 9.1. BodyWt and Dose have significant t-tests, with p < 0.05 in
both cases, indicating that the two measurements combined are a useful indicator
of Y ; if LiverWt is dropped from the mean function, the same phenomenon appears.
The analysis so far, based only on summary statistics, might lead to the conclusion
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FIG. 9.2 Scatterplot matrix for the rat data.

TABLE 9.1 Regression Summary for the Rat Data

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 0.265922 0.194585 1.367 0.1919
BodyWt -0.021246 0.007974 -2.664 0.0177
LiverWt 0.014298 0.017217 0.830 0.4193
Dose 4.178111 1.522625 2.744 0.0151

Residual standard error: 0.07729 on 15 degrees of freedom
Multiple R-Squared: 0.3639
F-statistic: 2.86 on 3 and 15 DF, p-value: 0.07197

that while neither BodyWt or Dose are associated with the response when the
other is ignored, in combination they are associated with the response. But, from
Figure 9.2, Dose and BodyWt are almost perfectly linearly related, so they measure
the same thing!

We turn to case analysis to attempt to resolve this paradox. Figure 9.3 displays
diagnostic statistics for the mean function with all the terms included. The outlier
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FIG. 9.3 Diagnostic statistics for the rat data.

statistics are not particularly large. However, Cook’s distance immediately locates
a possible cause: case three has D3 = .93; no other case has Di bigger than 0.27,
suggesting that case number three alone may have large enough influence on the
fit to induce the anomaly. The value of h33 = 0.85 indicates that the problem is an
unusual set of predictors for case 3.

One suggestion at this point is to delete the third case and recompute the regres-
sion. These computations are given in Table 9.2. The paradox dissolves and the
apparent relationship found in the first analysis can thus be ascribed to the third
case alone.

Once again, the diagnostic analysis finds a problem, but does not tell us what
to do next, and this will depend on the context of the problem. Rat number three,
with weight 190 g, was reported to have received a full dose of 1.000, which was a
larger dose than it should have received according to the rule for assigning doses;
for example, rat eight with weight of 195 g got a lower dose of 0.98. A number
of causes for the result found in the first analysis are possible: (1) the dose or
weight recorded for case 3 was in error, so the case should probably be deleted
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TABLE 9.2 Regression Summary for the Rat Data with Case 3 Deleted

Coefficients:
Estimate Std. Error t value Pr(>|t|)

(Intercept) 0.311427 0.205094 1.518 0.151
BodyWt -0.007783 0.018717 -0.416 0.684
LiverWt 0.008989 0.018659 0.482 0.637
Dose 1.484877 3.713064 0.400 0.695

Residual standard error: 0.07825 on 14 degrees of freedom
Multiple R-Squared: 0.02106
F-statistic: 0.1004 on 3 and 14 DF, p-value: 0.9585

from the study, or (2) the regression fit in the second analysis is not appropriate
except in the region defined by the 18 points excluding case 3. This has many
implications concerning the experiment. It is possible that the combination of dose
and rat weight chosen was fortuitous, and that the lack of relationship found would
not persist for any other combinations of them, since inclusion of a data point
apparently taken under different conditions leads to a different conclusion. This
suggests the need for collection of additional data, with dose determined by some
rule other than a constant proportion of weight.

9.2.4 Other Measures of Influence

The added-variable plots introduced in Section 3.1 provide a graphical diagnostic
for influence. Cases corresponding to points at the left or right of an added-variable
plot that do not match the general trend in the plot are likely to be influential for
the variable that is to be added. For example, Figure 9.4 shows the added-variable
plots for BodyWt and for Dose for the rat data. The point for case three is clearly
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FIG. 9.4 Added-variable plots for BodyWt and Dose.
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separated from the others, and is a likely influential point based on these graphs.
The added-variable plot does not correspond exactly to Cook’s distance, but to
local influence defined by Cook (1986).

As with the outlier problem, influential groups of cases may serve to mask
each other and may not be found by examination of cases one at a time. In some
problems, multiple-case methods may be desirable; see Cook and Weisberg (1982,
Section 3.6).

9.3 NORMALITY ASSUMPTION

The assumption of normal errors plays only a minor role in regression analysis. It
is needed primarily for inference with small samples, and even then the bootstrap
outlined in Section 4.6 can be used for inference. Furthermore, nonnormality of the
unobservable errors is very difficult to diagnose in small samples by examination
of residuals. From (8.4), the relationship between the errors and the residuals is

ê = (I − H)Y

= (I − H)(Xβ̂ + e)

= (I − H)e

because (I − H)X = 0. In scalar form, the ith residual is

êi = ei −
 m∑

j=1

hij ej

 (9.9)

Thus, êi is equal to ei , adjusted by subtracting off a weighted sum of all the errors.
By the central limit theorem, the sum in (9.9) will be nearly normal even if the
errors are not normal. With a small or moderate sample size n, the second term
can dominate the first, and the residuals can behave like a normal sample even if
the errors are not normal. Gnanadesikan (1997) refers to this as the supernormality
of residuals.

As n increases for fixed p′, the second term in (9.9) has small variance compared
to the first term, so it becomes less important, and residuals can be used to assess
normality; but in large samples, normality is much less important. Should a test of
normality be desirable, a normal probability plot can be used. A general treatment
of probability plotting is given by Gnanadesikan (1997). Suppose we have a sample
of n numbers z1, z2, . . . , zn, and we wish to examine the hypothesis that the z’s
are a sample from a normal distribution with unknown mean µ and variance σ 2.
A useful way to proceed is as follows:

1. Order the z’s to get z(1) ≤ z(2) ≤ . . . ≤ z(n). The ordered zs are called the
sample order statistics.
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2. Now, consider a standard normal sample of size n. Let u(1) ≤ u(2) ≤ . . . ≤
u(n) be the mean values of the order statistics that would be obtained if we
repeatedly took samples of size n from the standard normal. The u(i)s are
called the expected order statistics. The u(i) are available in printed tables,
or can be well approximated using a computer program2.

3. If the zs are normal, then

E(z(i)) = µ + σu(i)

so that the regression of z(i) on u(i) will be a straight line. If it is not straight,
we have evidence against normality.

Judging whether a probability plot is sufficiently straight requires experience.
Daniel and Wood (1980) provided many pages of plots to help the analyst learn to
use these plots; this can be easily recreated using a computer package that allows
one quickly to look at many plots. Atkinson (1985) used a variation of the bootstrap
to calibrate probability plots.

Many statistics have been proposed for testing a sample for normality. One of
these that works extremely well is the Shapiro and Wilk (1965) W statistic, which
is essentially the square of the correlation between the observed order statistics
and the expected order statistics. Normality is rejected if W is too small. Royston
(1982abc) provides details and computer routines for the calculation of the test and
for finding p-values.

Figure 9.5 shows normal probability plots of the residuals for the heights data
(Section 1.1) and for the transactions data (Section 4.6.1). Both have large enough
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FIG. 9.5 Normal probability plots of residuals for (a) the heights data and (b) the transactions data.

2Suppose �(x) is a function that returns the area p to the left of x under a standard normal distribution,
and �−1(p) computes the inverse of the normal, so for a given value of p, it returns the associated
value of x. Then the ith expected normal order statistic is approximately �−1[(i − (3/8))/(n + (1/4))]
(Blom, 1958).
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samples for normal probability plots to be useful. For the heights data, the plot is
very nearly straight, indicating no evidence against normality. For the transactions
data, normality is in doubt because the plot is not straight. In particular, there are
very large positive residuals well away from a fitted line. This supports the earlier
claim that the errors for this problem are likely to be skewed with too many large
values.

PROBLEMS

9.1. In an unweighted regression problem with n = 54, p′ = 5, the results inclu-
ded σ̂ = 4.0 and the following statistics for four of the cases:

êi hii

1.000 0.9000
1.732 0.7500
9.000 0.2500

10.295 0.185

For each of these four cases, compute ri , Di , and ti . Test each of the four
cases to be an outlier. Make a qualitative statement about the influence of
each case on the analysis.

9.2. In the fuel consumption data, consider fitting the mean function

E(Fuel|X) = β0 + β1Tax + β2Dlic + β3Income + β4log(Miles)

For this regression, we find σ̂ = 64.891 with 46 df, and the diagnostic statis-
tics for four states and the District of Columbia were:

Fuel êi hii

Alaska 514.279 −163.145 0.256
New York 374.164 −137.599 0.162
Hawaii 426.349 −102.409 0.206
Wyoming 842.792 183.499 0.084
District of Columbia 317.492 −49.452 0.415

Compute Di and ti for each of these cases, and test for one outlier. Which
is most influential?

9.3. The matrix (X′
(i)X(i)) can be written as (X′

(i)X(i)) = X′X − xix′
i , where x′

i

is the ith row of X. Use this definition to prove that (A.37) holds.
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9.4. The quantity yi − x′
i β̂(i) is the residual for the ith case when β is estimated

without the ith case. Use (A.37) to show that

yi − x′
i β̂(i) = êi

1 − hii

This quantity is called the predicted residual, or the PRESS residual.

9.5. Use (A.37) to verify (9.8).

9.6. Suppose that interest centered on β∗ rather than β, where β∗ is the parameter
vector excluding the intercept. Using (5.21) as a basis, define a distance
measure D∗

i like Cook’s Di and show that (Cook, 1979)

D∗
i = r2

i

p

(
hii − 1/n

1 − hii + 1/n

)
where p is the number of terms in the mean function excluding the intercept.

9.7. Refer to the lathe data in Problem 6.2.

9.7.1. Starting with the full second-order model, use the Box–Cox method
to show that an appropriate scale for the response is the logarithmic
scale.

9.7.2. Find the two cases that are most influential in the fit of the quadratic
mean function, and explain why they are influential. Delete these
points from the data, refit the quadratic mean function, and compare
to the fit with all the data.

9.8. Florida election 2000 In the 2000 election for US president, the counting of
votes in Florida was controversial. In Palm Beach county in south Florida,
for example, voters used a so-called butterfly ballot. Some believe that the
layout of the ballot caused some voters to cast votes for Buchanan when
their intended choice was Gore.

The data in the file florida.txt3 has four variables, County, the
county name, and Gore, Bush, and Buchanan, the number of votes for each
of these three candidates. Draw the scatterplot of Buchanan versus Bush, and
test the hypothesis that Palm Beach county is an outlier relative to the sim-
ple linear regression mean function for E(Buchanan|Bush). Identify another
county with an unusual value of the Buchanan vote, given its Bush vote, and
test that county to be an outlier. State your conclusions from the test, and its
relevance, if any, to the issue of the butterfly ballot.

Next, repeat the analysis, but first consider transforming the variables
in the plot to better satisfy the assumptions of the simple linear regression
model. Again test to see if Palm Beach County is an outlier and summarize.

3Source: http://abcnews.go.com/sections/politics/2000vote/general/FL county.html.
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9.9. Refer to the United Nations data described in Problem 7.8 and consider the
regression with response ModernC and predictors (log(PPgdp), Change, Pop,
Fertility, Frate, Purban).

9.9.1. Examine added-variable plots for each of the terms in the regres-
sion model and summarize. Is it likely that any of the localities are
influential for any of the terms? Which localities? Which terms?

9.9.2. Are there any outliers in the data?

9.9.3. Complete analysis of the regression of ModernC on the terms in the
mean function.

9.10. The data in the data file landrent.txt were collected by Douglas Tiffany
to study the variation in rent paid in 1977 for agricultural land planted to
alfalfa. The variables are Y = average rent per acre planted to alfalfa, X1 =
average rent paid for all tillable land, X2 = density of dairy cows (number
per square mile), X3 = proportion of farmland used as pasture, X4 = 1 if
liming is required to grow alfalfa; 0, otherwise.

The unit of analysis is a county in Minnesota; the 67 counties with appre-
ciable rented farmland are included. Alfalfa is a high protein crop that is
suitable feed for dairy cows. It is thought that rent for land planted to alfalfa
relative to rent for other agricultural purposes would be higher in areas with
a high density of dairy cows and rents would be lower in counties where
liming is required, since that would mean additional expense. Use all the
techniques learned so far to explore these data with regard to understanding
rent structure. Summarize your results.

9.11. The data in the file cloud.txt summarize the results of the first Florida
Area Cumulus Experiment, or FACE-1, designed to study the effectiveness of
cloud seeding to increase rainfall in a target area (Woodley, Simpson, Bion-
dini, and Berkeley, 1977). A fixed target area of approximately 3000 square
miles was established to the north and east of Coral Gables, Florida. During
the summer of 1975, each day was judged on its suitability for seeding. The
decision to use a particular day in the experiment was based primarily on a
suitability criterion S depending on a mathematical model for rainfall. Days
with S > 1.5 were chosen as experimental days; there were 24 days chosen
in 1975. On each day, the decision to seed was made by flipping a coin;
as it turned out, 12 days were seeded, 12 unseeded. On seeded days, silver
iodide was injected into the clouds from small aircraft. The predictors and
the response are defined in Table 9.3.

The goal of the analysis is to decide if there is evidence that cloud seeding
is effective in increasing rainfall. Begin your analysis by drawing appropri-
ate graphs. Obtain appropriate transformations of predictors. Fit appropriate
mean functions and summarize your results. (Hint: Be sure to check for
influential observations and outliers.)
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TABLE 9.3 The Florida Area Cumulus Experiment on Cloud Seeding

Variable Description

A Action, 1 = seed, 0 = do not seed
D Days after the first day of the experiment (June 16, 1975=0)
S Suitability for seeding
C Percent cloud cover in the experimental area, measured using radar in

Coral Gables, Florida
P Prewetness, amount of rainfall in the hour preceding seeding in 107 cubic

meters
E Echo motion category, either l or 2, a measure of the type of cloud
Rain Rainfall following the action of seeding or not seeding in 107 cubic meters

9.12. Health plans use many tools to try to control the cost of prescription
medicines. For older drugs, generic substitutes that are equivalent to name-
brand drugs are sometimes available at a lower cost. Another tool that
may lower costs is restricting the drugs that physicians may prescribe. For
example, if three similar drugs are available for treating the same symptoms,
a health plan may require physicians to prescribe only one of them. Since
the usage of the chosen drug will be higher, the health plan may be able to
negotiate a lower price for that drug.

The data in the file drugcost.txt, provided by Mark Siracuse, can
be used to explore the effectiveness of these two strategies in controlling
drug costs. The response variable is COST, the average cost of drugs per
prescription per day, and predictors include GS (the extent to which the
plan uses generic substitution, a number between zero, no substitution, and
100, always use a generic substitute if available) and RI (a measure of the
restrictiveness of the plan, from zero, no restrictions on the physician, to 100,

TABLE 9.4 The Drug Cost Data

Variable Description

COST Average cost to plan for one prescription for one day, dollars
RXPM Average number of prescriptions per member per year
GS Percent generic substitution used by the plan
RI Restrictiveness index (0=none, 100=total)
COPAY Average member copayment for prescriptions
AGE Average member age
F Percent female members
MM Member months, a measure of the size of the plan
ID An identifier for the name of the plan
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the maximum possible restrictiveness). Other variables that might impact cost
were also collected, and are described in Table 9.4. The data are from the
mid-1990s, and are for 29 plans throughout the United States with pharmacies
administered by a national insurance company.

Provide a complete analysis if these data, paying particular regard to
possible outliers and influential cases. Summarize your results with regard
to the importance of GS and RI. In particular, can we infer that more use of
GS and RI will reduce drug costs?
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Variable Selection

We live in an era of cheap data but expensive information. A manufacturer studying
the factors that impact the quality of its product, for example, may have many mea-
sures of quality, and possibly hundreds or even thousands of potential predictors of
quality, including characteristics of the manufacturing process, training of employ-
ees, supplier of raw materials, and many others. In a medical setting, to model the
size of tumor, we might have many potential predictors that describe the status of
the patient, treatments given, and environmental factors thought to be relevant. In
both of these settings, and in many others, we can have too many predictors.

One response to working with problems with many potential predictors is to
try to identify the important or active predictors and the unimportant or inactive
ones. Variable selection methods are often used for this purpose, and we will study
them in this chapter. Estimates and predictions will generally be more precise from
fitted models based only on relevant terms, although selection tends to overestimate
significance. Sometimes, identifying the important predictors can be an end in
itself. For example, learning if the supplier of raw materials impacts quality of a
manufactured product may be more important than attempting to measure the exact
form of the dependence.

Linear regression with variable selection is not the only approach to the problem
of modeling a response as a function of a very large number of terms or predictors.
The fields of machine learning and to some extent data mining provide alternative
techniques for this problem, and in some circumstances, the methods developed
in these areas can give superior answers. An introduction to these areas is given
by Hastie, Tibshirani, and Friedman (2001). The methods described in this chapter
are important in their own right because they are so widely used, and also because
they can provide a basis for understanding newer methods.

10.1 THE ACTIVE TERMS

Given a response Y and a set of terms X derived from the predictors, the idealized
goal of variable selection is to divide X into two pieces X = (XA, XI), where XA

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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is the set of active terms, while XI is the set of inactive terms that are not relevant
to the regression problem, in the sense that the two mean functions E(Y |XA, XI)

and E(Y |XA) would give exactly the same values. Identifying the active predictors
can be surprisingly difficult.

Dividing X = (XA, XI) into active and inactive terms, suppose the mean
function

E(Y |X = x) = β ′X = β ′
AxA + β ′

IxI (10.1)

was a correct specification. For example, using the methods of the previous chapters
in this book, we might have selected transformations, added interactions, and possi-
bly deleted a few outliers so that (10.1) holds at least to a reasonable approximation.
For the inactive terms, we will have βI = 0. If we have a sufficiently large sample
to estimate β, then identifying XA seems easy: the terms in XA will have non zero
corresponding elements in β̂, and the terms in XI will correspond to elements in β̂

close to zero.

Simulated Data
To illustrate, we consider two cases based on artificial data, each with five terms
in X, including the intercept. For both cases, the response is obtained as

y = 1 + x1 + x2 + 0x3 + 0x4 + error

where the error is N(0, 1), so σ 2 = 1. For this mean function, XA is the intercept
plus first two components of X, and XI is the remaining two components. In
the first case we consider, X1 = (x1, x2, x3, x4) are independent standard normal
random variables, and so the population covariance matrix for X1 is

Var(X1) =


1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1


In the second case, X2 = (x1, x2, x3, x4) are again normal with mean zero, but the
population covariance matrix is

Var(X2) =


1 0 .95 0
0 1 0 −.95

.95 0 1 0
0 −.95 0 1

 (10.2)

so the first and third variables are highly positively correlated, and the second and
fourth variables are highly negatively correlated.

Table 10.1 summarizes one set of simulated data for the first case and with
n = 100. β̂ is reasonably close to the true value of 1 for the first three coefficients
and 0 for the remaining two coefficients. The t-values for the first three terms are
large, indicating that these are clearly estimated to be nonzero, while the t-values
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TABLE 10.1 Regression Summary for the Simulated Data with No Correlation
between the Predictors

Estimate Std. Error t-value Pr(>|t |)

(Intercept) 0.8022 0.0919 8.73 0.0000
x1 0.9141 0.0901 10.14 0.0000
x2 0.9509 0.0861 11.04 0.0000
x3 −0.0842 0.1091 −0.77 0.4423
x4 −0.2453 0.1109 −2.21 0.0294

σ̂ = 0.911, df = 95, R2 = 0.714

Var(β̂) = 1
100


0.84 0.09 0.01 −0.05 0.02
0.09 0.81 −0.03 −0.04 −0.06
0.01 −0.03 0.74 −0.16 −0.07

−0.05 −0.04 −0.16 1.19 0.02
0.02 −0.06 −0.07 0.02 1.23



for the remaining two terms are much smaller. As it happens, the t-test for β4 has
a p-value of about 0.03, suggesting incorrectly that β3 �= 0. If we do tests at 5%
level, then 5% of the time we will make errors like this. Also shown in Table 10.1
is Var(β̂), which is approximately equal to 1/n times a diagonal matrix; ignoring
the entries in the first row and column of this matrix that involve the intercept, the
remaining 4 × 4 matrix should be approximately the inverse of Var(X1), which is
the identity matrix. Apart from the intercept, all the estimates are equally variable
and independent. If the sample size were increased to 1000, Var(β̂) would be
approximately the same matrix multiplied by 1/1000 rather than 1/100.

Table 10.2 gives the summary of the results when n = 100, and the covariance
of the terms excluding the intercept is given by (10.2). XA and XI are not clearly
identified. Since x2 and x4 are almost the same variable, apart from a sign change,
identification of x4 as more likely to be the active predictor is not surprising; the
choice between x2 and x4 can vary from realization to realization of this simulation.
All of the t-values are much smaller than in the first case, primarily because with
covariance between the terms, variances of the estimated coefficients are greatly
inflated relative to uncorrelated terms. To get estimates with about the same vari-
ances in case 2 as we got in case 1 requires about 11 times as many observations.
The simulation for case 2 is repeated in Table 10.3 with n = 1100. Apart from
the intercept, estimates and standard errors are now similar to those in Table 10.1,
but the large correlations between some of the estimates, indicated by the large
off-diagonal elements in the covariance matrix for β̂, remain. Identification of the
terms in XA and XI with correlation present can require huge sample sizes relative
to problems with uncorrelated terms.

Selection methods try to identify the active terms and then refit, ignoring the
terms thought to be inactive. Table 10.4a is derived from Table 10.2 by deleting the
two terms with small t-values. This seems like a very good solution and summary
of this problem, with one exception: it is the wrong answer, since x4 is included
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TABLE 10.2 Regression Summary for the Simulated Data with High Correlation
between the Predictors

Estimate Std. Error t-value Pr(>|t |)

(Intercept) 0.8022 0.0919 8.73 0.0000
x1 1.1702 0.3476 3.37 0.0011
x2 0.2045 0.3426 0.60 0.5519
x3 −0.2696 0.3494 −0.77 0.4423
x4 −0.7856 0.3553 −2.21 0.0294

σ̂ = 0.911, df = 95, R2 = 0.702

Var(β̂) = 1
100


0.84 0.25 0.08 −0.17 0.07
0.25 12.08 0.14 −11.73 −0.34
0.08 0.14 11.73 −0.36 11.78

−0.17 −11.73 −0.36 12.21 0.17
0.07 −0.34 11.78 0.17 12.63


TABLE 10.3 Regression Summary for the Simulated Data, Correlated Case But
with n = 1100

Estimate Std. Error t-value Pr(>|t |)

(Intercept) 1.0354 0.0305 33.92 0.0000
x1 1.0541 0.0974 10.83 0.0000
x2 1.1262 0.0989 11.39 0.0000
x3 −0.0106 0.0978 −0.11 0.9136
x4 0.1446 0.1006 1.44 0.1511

σ̂ = 1.01, df = 1095, R2 = 0.68

Var(β̂) = 1
1100


1.02 −0.10 0.00 0.09 −0.05

−0.10 10.43 −0.07 −9.97 −0.05
0.00 −0.07 10.75 0.06 10.41
0.09 −9.97 0.06 10.52 0.06

−0.05 −0.05 10.41 0.06 11.14



rather than x2. Table 10.4b is the fit of the mean function using only the correct
XA as terms. The fit of this choice for the mean function is somewhat worse, with
larger σ̂ and smaller R2.

10.1.1 Collinearity

Two terms X1 and X2 are exactly collinear, or linearly dependent, if there is a
linear equation such as

c1X1 + c2X2 = c0 (10.3)

for some constants c0, c1 and c2 that is true for all cases in the data. For example,
suppose that X1 and X2 are amounts of two chemicals and are chosen so that
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TABLE 10.4 Regression Summary for Two Candidate Subsets in the Simulated
Data, Correlated Cases, with n = 100

Estimate Std. Error t-value Pr(>|t |)

(a) Candidate terms are intercept, x1 and x4

(Intercept) 0.7972 0.0912 8.74 0.0000
x1 0.9146 0.0894 10.23 0.0000
x4 −0.9796 0.0873 −11.22 0.0000

σ̂ = 0.906, df = 97, R2 = 0.711

Estimate Std. Error t-value Pr(>|t |)

(b) Candidate terms are intercept, x1 and x2

(Intercept) 0.8028 0.0933 8.60 0.0000
x1 0.9004 0.0915 9.84 0.0000
x2 0.9268 0.0861 10.76 0.0000

σ̂ = 0.927, df = 97, R2 = 0.691

X1 + X2 = 50 ml, then X1 and X2 are exactly collinear. Since X2 = 50 − X1,
knowing X1 is exactly the same as knowing both X1 and X2, and only one of
X1 or X2 can be included in a mean function. Exact collinearities can occur by
accident when, for example, weight in pounds and in kilograms are both included
in a mean function, or with sets of dummy variables. Approximate collinearity is
obtained if the equation (10.3) nearly holds for the observed data. For example,
the variables Dose and BodyWt in the rat data in Section 9.2.3 are approximately
collinear since Dose was approximately determined as a multiple of BodyWt. In the
first of the two simulated cases in the last section, there is no collinearity because
the terms are uncorrelated. In the second case, because of high correlation x1 ≈ x3
and x2 ≈ −x4, so these pairs of terms are collinear.

Collinearity between terms X1 and X2 is measured by the square of their sam-
ple correlation, r2

12. Exact collinearity corresponds to r2
12 = 1, and noncollinearity

corresponds to r2
12 = 0. As r2

12 approaches 1, approximate collinearity becomes
generally stronger. Most discussions of collinearity are really concerned with
approximate collinearity.

The definition of approximate collinearity extends naturally to p > 2 terms. A set
of terms, X1, X2, . . ., Xp are approximately collinear if, for constants c0, c1, . . ., cp,

c1X1 + c2X2 + · · · + cpXp ≈ c0

with at least one cj �= 0. For that j , we can write

Xj ≈ 1

cj

c0 −
∑
��=j

c�X�

 = c0

cj

+
∑
��=j

(
− c�

cj

)
X�
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which is similar to a linear regression mean function with intercept c0/cj and
slopes −c�/cj . A simple diagnostic analogous to the squared correlation for the
two-variable case is the square of the multiple correlation between Xj and the
other X’s, which we will call R2

j . This number is computed from the regression of

Xj on the other X’s. If the largest R2
j is near 1, we would diagnose approximate

collinearity.
When a set of predictors is exactly collinear, one or more predictors must be

deleted, or else unique least squares estimates of coefficients do not exist. Since
the deleted predictor contains no information after the others, no information is lost
by this process although interpretation of parameters can be more complex. When
collinearity is approximate, a usual remedy is again to delete variables from the
mean function, with loss of information about fitted values expected to be minimal.
The hard part is deciding which variables to delete.

10.1.2 Collinearity and Variances

We have seen in the initial example in this chapter that correlation between the
terms increases the variances of estimates. In a mean function with two terms
beyond the intercept,

E(Y |X1 = x1, X2 = x2) = β0 + β1x1 + β2x2

suppose the sample correlation between X1 and X2 is r12, and define the symbol
SXj Xj = ∑

(xij − xj )
2 to be the sum of squares for the j th term in the mean

function. It is an exercise (Problem 10.7) to show that, for j = 1, 2,

Var(β̂j ) = σ 2

1 − r2
12

1

SXj Xj

(10.4)

The variances of β̂1 and β̂2 are minimized if r2
12 = 0, while as r2

12 nears 1, these
variances are greatly inflated; for example, if r2

12 = .95, the variance of β1 is 20
times as large as if r2

12 = 0. The use of collinear predictors can lead to unacceptably
variable estimated coefficients compared to problems with no collinearity.

When p > 2, the variance of the j -th coefficient is (Problem 10.7)

Var(β̂j ) = σ 2

1 − R2
j

1

SXj Xj

(10.5)

The quantity 1/(1 − R2
j ) is called the j th variance inflation factor, or VIFj (Mar-

quardt, 1970). Assuming that the Xj ’s could have been sampled to make R2
j = 0

while keeping SXj Xj constant, the VIF represents the increase in variance due to
the correlation between the predictors and, hence, collinearity.

In the first of the two simulated examples earlier in this section, all the terms are
independent, so each of the R2

j should be close to zero, and the VIF are all close
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to their minimum value of one. For the second example, each of the R2
j ≈ 0.952,

and each VIF should be close to 1/(1 − .952) = 10.256. Estimates in the second
case are about 10 or 11 times as variable as estimates in the first case.

10.2 VARIABLE SELECTION

The goal of variable selection is to divide X into the set of active terms XA and
the set of inactive terms XI . For this purpose, we assume that the mean function
(10.1) is appropriate for the data at hand. If we have k terms in the mean function
apart from the intercept, then there are potentially 2k possible choices of XA
obtained from all possible subsets of the terms. If k = 5, there are only 25 = 32
choices for XA and all 32 possible can be fit and compared. If k = 10, there are
1024 choices, and fitting such a large number of models is possible but still an
unpleasant prospect. For k as small as 30, the number of models possible is much
too large to consider them all.

There are two basic issues. First, given a particular candidate XC for the active
terms, what criterion should be used to compare XC to other possible choices for
XA? The second issue is computational: How do we deal with the potentially huge
number of comparisons that need to be made?

10.2.1 Information Criteria

Suppose we have a particular candidate subset XC . If XC = XA, then the fitted
values from the fit of the mean function

E(Y |XC = xC) = β ′
CxC (10.6)

should be very similar to the fit of mean function (10.1), and the residual sum of
squares for the fit of (10.6) should be similar to the residual sum of squares for
(10.1). If XC misses important terms, the residual sum of squares should be larger;
see Problem 10.9.

Criteria for comparing various candidate subsets are based on the lack of fit
of a model and its complexity. Lack of fit for a candidate subset XC is measured
by its residual sum of squares RSSC . Complexity for multiple linear regression
models is measured by the number of terms pC in XC , including the intercept1.
The most common criterion that is useful in multiple linear regression and many
other problems where model comparison is at issue is the Akaike Information
Criterion, or AIC. Ignoring constants that are the same for every candidate subset,
AIC is given by Sakamoto, Ishiguro, and Kitagawa (1987),

AIC = n log(RSSC/n) + pC (10.7)

1The complexity may also be defined as the number of parameters estimated in the regression as a
whole, which is equal to the number of terms plus one for estimating σ 2.



218 VARIABLE SELECTION

Small values of AIC are preferred, so better candidate sets will have smaller RSS
and a smaller number of terms pC . An alternative to AIC is the Bayes Information
Criterion, or BIC, given by Schwarz (1978),

BIC = n log(RSSC/n) + pC log(n) (10.8)

which provides a different balance between lack of fit and complexity. Once again,
smaller values are preferred.

Yet a third criterion that balances between lack of fit and complexity is Mallows’
Cp (Mallows, 1973), where the subscript p is the number of terms in candidate
XC . This statistic is defined by

CpC = RSSC
σ̂ 2

+ 2pC − n (10.9)

where σ̂ 2 is from the fit of (10.1). As with many problems for which many solutions
are proposed, there is no clear choice between the criteria for preferring a subset
mean function. There is an important similarity between all three criteria: if we
fix the complexity, meaning that we consider only the choices XC with a fixed
number of terms, then all three will agree that the choice with the smallest value
of residual sum of squares is the preferred choice.

Highway Accident Data
We will use the highway accident data described in Section 7.2. The initial terms
we consider include the transformations found in Section 7.2.2 and a few others and
are described in Table 10.5. The response variable is, from Section 7.3, log(Rate).
This mean function includes 14 terms to describe only n = 39 cases.

TABLE 10.5 Definition of Terms for the Highway Accident Data

Variable Description

log(Rate) Base-two logarithm of 1973 accident rate per million vehicle miles,
the response

log(Len) Base-two logarithm of the length of the segment in miles
log(ADT) Base-two logarithm of average daily traffic count in thousands
log(Trks) Base-two logarithm of truck volume as a percent of the total volume
Slim 1973 speed limit
Lwid Lane width in feet
Shld Shoulder width in feet of outer shoulder on the roadway
Itg Number of freeway-type interchanges per mile in the segment
log(Sigs1) Base-two logarithm of (number of signalized interchanges per mile

in the segment + 1)/(length of segment)
Acpt Number of access points per mile in the segment
Hwy A factor coded 0 if a federal interstate highway, 1 if a principal

arterial highway, 2 if a major arterial, and 3 otherwise
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TABLE 10.6 Regression Summary for the Fit of All Terms in the Highway Accident
Dataa

Estimate Std. Error t-value Pr(>|t |)

Intercept 5.7046 2.5471 2.24 0.0342
logLen −0.2145 0.1000 −2.15 0.0419
logADT −0.1546 0.1119 −1.38 0.1792
logTrks −0.1976 0.2398 −0.82 0.4178
logSigs1 0.1923 0.0754 2.55 0.0172
Slim −0.0393 0.0242 −1.62 0.1172
Shld 0.0043 0.0493 0.09 0.9313
Lane −0.0161 0.0823 −0.20 0.8468
Acpt 0.0087 0.0117 0.75 0.4622
Itg 0.0515 0.3503 0.15 0.8842
Lwid 0.0608 0.1974 0.31 0.7607
Hwy1 0.3427 0.5768 0.59 0.5578
Hwy2 −0.4123 0.3940 −1.05 0.3053
Hwy3 −0.2074 0.3368 −0.62 0.5437

σ̂ = 0.376 on 25 df, R2 = 0.791

aThe terms Hwy1, Hwy2, and Hwy3 are dummy variables for the highway factor.

The regression on all the terms is summarized in Table 10.6. Only two of the
terms have t-values exceeding 2 in absolute value, in spite of the fact that R2 =
0.791. Few of the predictors adjusted for the others are clearly important even
though, taken as a group, they are useful for predicting accident rates. This is
usually evidence that XA is smaller than the full set of available terms.

To illustrate the information criteria, consider a candidate subset XC consisting
of the intercept and (log(Len), Slim, Acpt, log(Trks), Shld). For this choice, RSSC =
5.016 with pC = 6. For the mean function with all the terms, RSSX = 3.537 with
pX = 14, so σ̂ 2 = 0.1415. From these, we can compute the values of AIC, BIC,
and Cp for the subset mean function,

AIC = 39 log(5.016/39) + 2 × 6 = −67.99

BIC = 39 log(5.016/39) + 6 log(39) = −58.01

Cp = 5.016

0.1415
+ 2 × 6 − 39 = 8.453

and for the full mean function,

AIC = 39 log(3.5377/39) + 2 × 14 = −65.611

BIC = 39 log(3.5377/39) + 14 log(39) = −42.322

Cp = 3.537

0.1415
+ 2 × 14 − 39 = 14
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All three criteria are smaller for the subset, and so the subset is preferred over
the mean function with all the terms. This subset need not be preferred to other
subsets, however.

10.2.2 Computationally Intensive Criteria

Cross-validation can also be used to compare candidate subset mean functions.
The most straightforward type of cross-validation is to split the data into two parts
at random, a construction set and a validation set. The construction set is used
to estimate the parameters in the mean function. Fitted values from this fit are
then computed for the cases in the validation set, and the average of the squared
differences between the response and the fitted values for the validation set is used
as a summary of fit for the candidate subset. Good candidates for XA will have
small cross-validation errors. Correction for complexity is not required because
different data are used for fitting and for estimating fitting errors.

Another version of cross-validation uses predicted residuals for the subset mean
function based on the candidate XC . For this criterion, compute the fitted value for
each i from a regression that does not include case i. The sum of squares of these
values is the predicted residual sum of squares, or PRESS (Allen, 1974; Geisser
and Eddy, 1979),

PRESS =
n∑

i=1

(yi − x′
Ci β̂C(i))

2 =
n∑

i=1

(
êCi

1 − hCii

)2

(10.10)

where êCi and hCii are, respectively, the residual and the leverage for the ith case
in the subset model. For the subset mean function and the full mean function
considered in the last section, the values of PRESS are computed to be 7.688 and
11.272, respectively, suggesting substantial improvement of this particular subset
over the full mean function because it gives much smaller errors on the average.

The PRESS method for linear regression depends only on residuals and lever-
ages, so it is fairly easy to compute. This simplicity does not carry over to problems
in which the computation will require refitting the mean function n times. As a
result, this method is not often used outside the linear regression model.

10.2.3 Using Subject-Matter Knowledge

The single most important tool in selecting a subset of variables is the analyst’s
knowledge of the area under study and of each of the variables. In the highway
accident data, Hwy is a factor, so all of its levels should probably either be in
the candidate subset or excluded. Also, the variable log(Len) should be treated
differently from the others, since its inclusion in the active predictors may be
required by the way highway segments are defined. Suppose that highways consist
of “safe stretches” and “bad spots,” and that most accidents occur at the bad spots.
If we were to lengthen a highway segment in our study by a small amount, it is
unlikely that we would add another bad spot to the section, assuming bad spots are
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rare, but the computed response, accidents per million vehicle miles on the section
of roadway, will decrease. Thus, the response and log(Len) should be negatively
correlated, and we should consider only subsets that include log(Len). Of the 14
terms, one is to be included in all candidate subsets, and three, the dummy variables
for Hwy, are all to be included or excluded as a group. Thus, we have 10 terms
(or groups of terms) that can be included or not, for a total of 210 = 1024 possible
subset mean functions to consider.

10.3 COMPUTATIONAL METHODS

With linear regression, it is possible to find the few candidate subsets of each subset
size that minimize the information criteria. Furnival and Wilson (1974) provided
an algorithm called the leaps and bounds algorithm that uses information from
regressions already computed to bound the possible value of the criterion function
for regressions as yet not computed. This trick allows skipping the computation of
most regressions. The algorithm has been widely implemented in statistical pack-
ages and in subroutine libraries. It cannot be used with factors, unless the factors are
replaced by sets of dummy variables, and it cannot be used with computationally
intensive criteria such as cross-validation or PRESS.

For problems other than linear least squares regression, or if cross-validation is
to be used as the criterion function, exhaustive methods are generally not feasible,
and computational compromise is required. Stepwise methods require examining
only a few subsets of each subset size. The estimate of XA is then selected from
the few subsets that were examined. Stepwise methods are not guaranteed to find
the candidate subset that is optimal according to any criterion function, but they
often give useful results in practice.

Stepwise methods have three basic variations. For simplicity of presentation, we
assume that no terms beyond the intercept are forced into the subsets considered.
As before, let k be the number of terms, or groups of terms, that might be added
to the mean function. Forward selection uses the following procedure:

[FS.1] Consider all candidate subsets consisting of one term beyond the inter-
cept, and find the subset that minimizes the criterion of interest. If an infor-
mation criterion is used, then this amounts to finding the term that is most
highly correlated with the response because its inclusion in the subset gives
the smallest residual sum of squares. Regardless of the criterion, this step
requires examining k candidate subsets.

[FS.2] For all remaining steps, consider adding one term to the subset selected
at the previous step. Using an information criterion, this will amount to
adding the term with the largest partial correlation2 with the response given
the terms already in the subset, and so this is a very easy calculation. Using

2The partial correlation is the ordinary correlation coefficient between the two plotted quantities in an
added-variable plot.
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cross-validation, this will require fitting all subsets consisting of the subset
selected at the previous step plus one additional term. At step �, k − � + 1
subsets need to be considered.

[FS.3] Stop when all the terms are included in the subset, or when addition of
another term increases the value of the selection criterion.

If the number of terms beyond the intercept is k, this algorithm will consider at
most k + (k − 1) + · · · + 1 = k(k − 1)/2 of the 2k possible subsets. For k = 10,
the number of subsets considered is 45 of the 1024 possible subsets. The subset
among these 45 that has the best value of the criterion selected is tentatively selected
as the candidate for XA.

The algorithm requires modification if a group of terms is to be treated as all
included or all not included, as would be the case with a factor. At each step, we
would consider adding the term or the group of terms that produces the best value
on the criterion of interest. Each of the information criteria can now give different
best choices because at each step, as we are no longer necessarily examining mean
functions with pC fixed.

The backward elimination algorithm works in the opposite order:

[BE.1] Fit first with candidate subset XC = X, as given by (10.1).

[BE.2] At the next step, consider all possible subsets obtained by removing
one term other than those to be forced to be in all mean functions from the
candidate subset selected at the last step. Using an information criterion, this
amounts to removing the term with the smallest t-value in the regression
summary because this will give the smallest increase in residual sum of
squares. Using cross-validation, all subsets formed by deleting one term from
the current subset must be considered.

[BE.3] Continue until all terms but those forced into all mean functions are
deleted, or until the next deletion increases the value of the criterion.

As with the forward selection method, only k(k − 1)/2 subsets are considered,
and the best among those considered is the candidate for XA. The subsets consid-
ered by forward selection and by backward elimination may not be the same. If
factors are included among the terms, as with backward elimination, the information
criteria need not all select the same subset of fixed size as the best.

The forward and backward algorithms can be combined into a stepwise method,
where at each step, a term is either deleted or added so that the resulting can-
didate mean function minimizes the criterion function of interest. This will have
the advantage of allowing consideration of more subsets, without the need for
examining all 2k subsets.

Highway Accidents
Table 10.7 presents a summary of the 45 mean functions examined using forward
selection for the highway accident data, using PRESS as the criterion function for
selecting subsets. The volume of information in this table may seem overwhelming,
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TABLE 10.7 Forward Selection for the Highway Accident Data. Subsets within a
Step Are Ordered According to the Value of PRESS

Step 1: Base terms: (logLen)
df RSS | p C(p) AIC BIC PRESS

Add: Slim 36 6.11216 | 3 10.20 -66.28 -61.29 6.93325
Add: Shld 36 7.86104 | 3 22.56 -56.46 -51.47 9.19173
Add: Acpt 36 7.03982 | 3 16.76 -60.77 -55.78 9.66532
Add: Hwy 34 8.62481 | 5 31.96 -48.85 -40.53 10.4634
Add: logSigs1 36 9.41301 | 3 33.53 -49.44 -44.45 10.8866
Add: logTrks 36 9.89831 | 3 36.96 -47.48 -42.49 11.5422
Add: logADT 36 10.5218 | 3 41.37 -45.09 -40.10 12.0428
Add: Itg 36 10.962 | 3 44.48 -43.50 -38.51 12.5544
Add: Lane 36 10.8671 | 3 43.81 -43.84 -38.84 12.5791
Add: Lwid 36 11.0287 | 3 44.95 -43.26 -38.27 15.3326

Step 2: Base terms: (logLen Slim)
df RSS | p C(p) AIC BIC PRESS

Add: logTrks 35 5.5644 | 4 8.33 -67.94 -61.29 6.43729
Add: Hwy 33 5.41187 | 6 11.25 -65.02 -55.04 6.79799
Add: logSigs1 35 5.80682 | 4 10.04 -66.28 -59.62 6.94127
Add: Itg 35 6.10666 | 4 12.16 -64.31 -57.66 7.07987
Add: Lane 35 6.10502 | 4 12.15 -64.32 -57.67 7.15826
Add: logADT 35 6.05881 | 4 11.82 -64.62 -57.97 7.18523
Add: Shld 35 6.0442 | 4 11.72 -64.71 -58.06 7.28524
Add: Acpt 35 5.51181 | 4 7.96 -68.31 -61.66 7.77756
Add: Lwid 35 6.07752 | 4 11.96 -64.50 -57.85 8.9025

Step 3: Base terms: (logLen Slim logTrks)
df RSS | p C(p) AIC BIC PRESS

Add: Hwy 32 4.82665 | 7 9.12 -67.49 -55.84 6.28517
Add: Itg 34 5.55929 | 5 10.29 -65.98 -57.66 6.54584
Add: logADT 34 5.46616 | 5 9.64 -66.63 -58.32 6.6388
Add: logSigs1 34 5.45673 | 5 9.57 -66.70 -58.38 6.65431
Add: Lane 34 5.56426 | 5 10.33 -65.94 -57.62 6.66387
Add: Shld 34 5.41802 | 5 9.30 -66.98 -58.66 6.71471
Add: Acpt 34 5.15186 | 5 7.41 -68.94 -60.63 7.341
Add: Lwid 34 5.51339 | 5 9.97 -66.30 -57.98 8.12161

Step 4: Base terms: (logLen Slim logTrks Hwy)
df RSS | p C(p) AIC BIC PRESS

Add: logSigs1 31 3.97747 | 8 5.11 -73.03 -59.73 5.67779
Add: Itg 31 4.8187 | 8 11.06 -65.55 -52.24 6.49463
Add: Lane 31 4.8047 | 8 10.96 -65.66 -52.36 6.54448
Add: logADT 31 4.82664 | 8 11.12 -65.49 -52.18 6.73021
Add: Shld 31 4.82544 | 8 11.11 -65.50 -52.19 6.88205
Add: Acpt 31 4.61174 | 8 9.60 -67.26 -53.95 7.72218
Add: Lwid 31 4.80355 | 8 10.95 -65.67 -52.37 8.05348

Step 5: Base terms: (logLen Slim logTrks Hwy logSigs1)
df RSS | p C(p) AIC BIC PRESS

Add: Itg 30 3.90937 | 9 6.63 -71.71 -56.74 5.70787
Add: Lane 30 3.91112 | 9 6.64 -71.69 -56.72 5.7465

(Continued overleaf )
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TABLE 10.7 (Continued)

Step 5: Base terms: (logLen Slim logTrks Hwy logSigs1)
Add: logADT 30 3.66683 | 9 4.92 -74.21 -59.23 5.86015
Add: Shld 30 3.97387 | 9 7.09 -71.07 -56.10 6.25166
Add: Acpt 30 3.92837 | 9 6.77 -71.52 -56.55 7.15377
Add: Lwid 30 3.97512 | 9 7.10 -71.06 -56.08 7.68299
Add: Itg 30 3.90937 | 9 6.63 -71.71 -56.74 5.70787
Add: Lane 30 3.91112 | 9 6.64 -71.69 -56.72 5.7465
Add: logADT 30 3.66683 | 9 4.92 -74.21 -59.23 5.86015
Add: Shld 30 3.97387 | 9 7.09 -71.07 -56.10 6.25166
Add: Acpt 30 3.92837 | 9 6.77 -71.52 -56.55 7.15377
Add: Lwid 30 3.97512 | 9 7.10 -71.06 -56.08 7.68299

Step 6: Base terms: (logLen Slim logTrks Hwy logSigs1 Itg)
df RSS | p C(p) AIC BIC PRESS

Add: Lane 29 3.86586 | 10 8.32 -70.14 -53.51 5.78305
Add: logADT 29 3.66672 | 10 6.92 -72.21 -55.57 6.1424
Add: Shld 29 3.90652 | 10 8.61 -69.74 -53.10 6.30147
Add: Acpt 29 3.86515 | 10 8.32 -70.15 -53.52 7.17893
Add: Lwid 29 3.90718 | 10 8.62 -69.73 -53.09 7.73347

Step 7: Base terms: (logLen Slim logTrks Hwy logSigs1 Itg Lane)
df RSS | p C(p) AIC BIC PRESS

Add: logADT 28 3.65494 | 11 8.83 -70.33 -52.03 6.31797
Add: Shld 28 3.86395 | 11 10.31 -68.16 -49.86 6.40822
Add: Acpt 28 3.8223 | 11 10.02 -68.59 -50.29 7.32972
Add: Lwid 28 3.86487 | 11 10.32 -68.15 -49.85 7.89833

Step 8: Base terms: (logLen Slim logTrks Hwy logSigs1 Itg Lane logADT)
df RSS | p C(p) AIC BIC PRESS

Add: Shld 27 3.654 | 12 10.83 -68.34 -48.38 6.93682
Add: Acpt 27 3.55292 | 12 10.11 -69.44 -49.47 8.2891
Add: Lwid 27 3.63541 | 12 10.70 -68.54 -48.58 8.3678

Step 9: Base terms: (logLen Slim logTrks Hwy logSigs1 Itg Lane
logADT Shld)

df RSS | p C(p) AIC BIC PRESS
Add: Lwid 26 3.61585 | 13 12.56 -66.75 -45.12 8.85795
Add: Acpt 26 3.55037 | 13 12.09 -67.46 -45.84 9.33926

Step 10: Base terms: (logLen Slim logTrks Hwy logSigs1 Itg Lane
logADT Shld Lwid)

df RSS | p C(p) AIC BIC PRESS
Add: Acpt 25 3.53696 | 14 14.00 -65.61 -42.32 11.2722

so some description is in order. At Step 1, the mean function consists of the single
term log(Len) beyond the intercept because this term is to be included in all mean
functions. Ten mean functions can be obtained by adding one of the remaining 10-
candidate terms, counting Hwy as a single term. For each candidate mean function,
the df, RSS, and number of terms p = pC in the mean function are printed, as are
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PRESS and the three information criteria. If none of the terms were factors, then all
three information criteria would order the terms identically. Since Hwy is a factor,
the ordering need not be the same on all criteria. PRESS may choose a different
ordering from the other three. All the criteria agree for the “best” term to add at
the first step, since adding Slim gives the smallest value of each criterion.

Step 2 starts with the base mean function consisting of log(Len) and Slim, and
PRESS selects log(Trks) at this step. Both Cp and BIC would select a different
term at this step, leading to different results (see Problem 10.10). This process is
repeated at each step.

The candidate mean function with the smallest value of PRESS is given by
(log(Len), Slim, log(Trks), Hwy, log(Sigs1)), with a value of PRESS = 5.678. Sev-
eral other subsets have values of PRESS that differ from this one by only a trivial
amount, and, since the values of all the criteria are random variables, declaring
this subset to the “best” needs to be tempered with a bit of common sense. The
estimated active predictors should be selected from among the few essentially
equivalent subsets on some other grounds, such as agreement with theory. The
candidate for the active subset has R2 = 0.765, as compared to the maximum pos-
sible value of 0.791, the R2 for the mean function using all the predictors. Further
analysis of this problem is left to homework problems.

10.3.1 Subset Selection Overstates Significance

All selection methods can overstate significance. Consider another simulated
example. A data set of n = 100 cases with a response Y and 50 predictors
X = (X1, . . . , X50) was generated using standard normal random deviates, so
there are no active terms, and the true multiple correlation between Y and X

is also exactly zero. The regression of Y on X is summarized in the first line
of Table 10.8. The value of R2 = 0.54 may seem surprisingly large, considering
that all the data are independent random numbers. The overall F -test, which is
in a scale more easily calibrated, gives a p-value of .301 for the data; Rencher
and Pun (1980) and Freedman (1983) report similar simulations with the over-
all p-value varying from near 0 to near 1, as it should since the null hypothesis
of β = 0 is true. In the simulation reported here, 11 of 50 terms had |t | >

√
2,

while 7 of 50 had |t | > 2. Line 2 of Table 10.8 displays summary statistics from
the fit of the mean function that retains all the terms with |t | >

√
2. The value

of R2 drops to 0.28. The major change is in the perceived significance of the
result. The overall F now has p-value of about .001, and the |t |-values for five
terms exceed 2. The third line is similar to the second, except a more stringent
|t | > 2 was used. Using seven terms, R2 = 0.20, and four terms have |t |-values
exceeding two.

This example demonstrates many lessons. Significance is overstated. The coeffi-
cients for the terms left in the mean function will generally be too large in absolute
value, and have t- or F -values that are too large. Even if the response and the
predictors are unrelated, R2 can be large: when β = 0, the expected value of R2

is k/(n − 1). With selection, R2 can be much too large.
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TABLE 10.8 Results of a Simulated Example with 50 Terms and n = 100

Number of p-value of Number Number
Method Terms R2 Overall F |t | >

√
2 |t | > 2

No selection 50 0.48 0.301 11 7
|t | >

√
2 11 0.28 0.001 7 5

|t | > 2 5 0.20 0.003 5 4

10.4 WINDMILLS

The windmill data discussed in Problems 2.13, 4.6 and 6.11 provide another case
study for model selection. In Problem 2.13, only the wind speed at the reference
site was used in the mean function. In Problem 6.11, wind direction at the reference
site was used to divide the data into 16 bins, and a separate regression was fit in
each of the bins, giving a mean function with 32 parameters. We now consider
several other potential mean functions.

10.4.1 Six Mean Functions

For this particular candidate site, we used as a reference site the closest site where
the National Center for Environmental Modeling data is collected, which is south-
west of the candidate. There are additional possible reference sites to the northwest,
the northeast, and the southeast of the candidate site. We could use data from all
four of these candidates to predict wind speed at the candidate site. In addition,
we could consider the use of lagged variables, in which we use the wind speed
at the reference site six hours before the current time to model the current wind
speed at the candidate site. Lagged variables are commonly used with data collected
at regularly spaced intervals and can help account for serial correlations between
consecutive measurements.

In all, we will consider six very different mean functions for predicting CSpd,
using the terms defined in Table 10.9:

[Model 1] E(CSpd|Spd1) = β0 + β1Spd1. This was fit in Problem 2.13.

[Model 2] Fit as in Model 1, but with a separate intercept and slope for each
of 16 bins determined by the wind direction at reference site 1.

[Model 3] This mean function uses the information about the wind directions
in a different way. Writing θ for the wind direction at the reference site, the
mean function is

E(CSpd|X) = β0 + β1Spd1 + β2 cos(θ) + β3 sin(θ)

= +β4 cos(θ)Spd1 + β5 sin(θ)Spd1

This mean function uses four terms to include the information in the wind
direction. The term cos(θ)Spd1 is the wind component in the east–west



WINDMILLS 227

TABLE 10.9 Description of Data in the Windmill Data in the File wm4.txt

Label Description

Date Date and time of measurement. “2002/3/4/12” means March 4, 2002 at 12
hours after midnight

Dir1 Wind direction θ at reference site 1 in degrees
Spd1 Wind speed at reference site 1 in meters per second. Site 1 is the closest

site to the candidate site
Spd2 Wind speed at reference site 2 in m/s
Spd3 Wind speed at reference site 3 in m/s
Spd4 Wind speed at reference site 4 in m/s
Spd1Lag1 Wind speed at reference site 1 six hours previously
Spd2Lag1 Wind speed at reference site 2 six hours previously
Spd3Lag1 Wind speed at reference site 3 six hours previously
Spd4Lag1 Wind speed at reference site 4 six hours previously
Bin Bin number
Spd1Sin1 Spd1 × sin(θ), site 1
Spd1Cos1 Spd1 × cos(θ), site 1
CSpd Wind speed in m/s at the candidate site

direction, while sin(θ)Spd1 is the component in the north–south direction.
The terms in sine and cosine alone are included to allow information from
the wind direction alone.

[Model 4] This model uses the mean function

E(CSpd|X) = β0 + β1Spd1 + β2Spd1Lag1

that ignores information from the angles but includes information from the
wind speed at the previous period.

[Model 5] This model uses wind speed from all four candidate sites,

E(CSpd|X) = β0 + β1Spd1 + β2Spd2 + β3Spd3 + β4Spd4

[Model 6] The final mean function starts with model 5 and then adds informa-
tion on the lagged wind speeds:

E(CSpd|X) = β0 + β1Spd1 + β2Spd2 + β3Spd3 + β4Spd4

+ β5Spd1Lag1 + β6Spd2Lag1 + β7Spd3Lag1

+ β8Spd4Lag1

All six of these mean functions were fit using the data in the file wm4.txt. The
first case in the data does not have a value for the lagged variables, so it has been
deleted from the file. Since the month of May 2002 is also missing, the first case
in June 2002 was also deleted.
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TABLE 10.10 Summary Criteria for the Fit of Six
Mean Function to the Windmill Data

df AIC BIC PRESS

Model 1 2 2014.9 2024.9 6799.0
Model 2 32 1989.3 2149.8 6660.2
Model 3 6 2020.7 2050.8 6836.3
Model 4 3 1920.6 1935.6 6249.1
Model 5 5 1740.6 1765.7 5320.2
Model 6 9 1711.2 1756.3 5188.5

Table 10.10 gives the information criteria for comparing the fit of these six mean
functions, along with PRESS. All three criteria agree on the ordering of the models.
The simplest model 1 is preferred over model 3; evidently, the information in the
sine and cosine of the direction is not helpful. Adding the lagged wind speed in
Model 4 is clearly helpful, and apparently is more useful than the information from
binning the directions used in Model 2. Adding information from four reference
sites, as in models 5 and 6, gives a substantial improvement, with about a 15%
decrease in the criterion statistics. Model 6, which includes lags but not information
on angles, appears to be the most appropriate model here.

10.4.2 A Computationally Intensive Approach

The windmill data provides an unusual opportunity to look at model selection by
examining the related problem of estimating the long-term average wind speed not
at the candidate site but at the closest reference site. The data file wm5.txt3 gives
55 years of data from all four candidate sites. We can simulate the original problem
by estimating a regression model for predicting wind speed at site 1, given the data
from the remaining three sites, and then see how well we do by comparing the
prediction to the actual value, which is the known average over 55 years of data.
We used the following procedure:

1. The year 2002 at the candidate site had n = 1116 data points. We begin by
selecting n time points at random from the 55 years of data to comprise the
“year” of complete data.

2. For the sample of times selected, fit the models we wish to compare. In
this simulation, we considered only the model with one site as the predictor
without binning; one site as predictor with wind directions binned into 16
bins, and using the wind speeds at all three remaining sites as predictors
without using bins or lagged variables. Data from the simulated year were
used to estimate the parameters of the model, predict the average wind speed

3Because this file is so large, it is not included with the other data files and must be downloaded
separately from the web site for this book.
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over the remaining time points, and also compute the standard error of the
prediction, using the methodology outlined previously in this section, and in
Problems 2.13 and 6.11.

3. Repeat the first two steps 1000 times, and summarize the results in his-
tograms.

The summarizing histograms are shown in Figure 10.1. The first column shows
the histograms for the estimates of the long-term average wind speed for the three
mean functions. The vertical dashed lines indicate the true mean wind speed at
site 1 over the 55 years of data collection. All three methods have distributions
of estimates that are centered very close to the true value and appear to be more
or less normally distributed. The second column gives the standard errors of the
estimated mean for the 1000 simulations, and the dashed line corresponds to the
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FIG. 10.1 Summary of the simulation for the windmill data. The first column gives a histogram of
the estimated mean wind speed at reference site 1 for 1000 simulations using three mean functions. The
second column gives a histogram of the 1000 standard errors. The dashed lines give the true values,
the average of the wind speed measurements from 1948 to 2003 for the averages, and the standard
deviation of the 1000 averages from the simulation for the standard errors.
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“true value,” actually the standard deviation of the 1000 means in the first column.
In each case, most of the histogram is to the right of the dashed line, indicating
that the standard formulas will generally overestimate the actual standard error,
perhaps by 5%. Also, the mean functions that use only one reference, with or
without binning, are extremely similar, suggesting only a trivial improvement due
to binning. Using three references, however, shifts the distribution of the standard
errors to the left, so this method is much more precise than the others.

Generalizing these results to the candidate site from reference site 1 does not
seem to be too large a leap. This would suggest that we can do better with more
reference sites than with one and that the information about wind direction, at least
at this candidate site, is probably unimportant.

PROBLEMS

10.1. Generate data as described for the two simulated data sets in Section 10.1,
and compare the results you get to the results given in the text.

10.2. Using the “data” in Table 10.11 with a response Y and three predictors X1,
X2 and X3 from Mantel (1970) in the file mantel.txt, apply the BE and
FS algorithms, using Cp as a criterion function. Also, find AIC and Cp for
all possible models, and compare results. What is XA?

TABLE 10.11 Mantel’s Data for Problem 10.2

Y X1 X2 X3

1 5.00 1.00 1004.00 6.00
2 6.00 200.00 806.00 7.30
3 8.00 −50.00 1058.00 11.00
4 9.00 909.00 100.00 13.00
5 11.00 506.00 505.00 13.10

10.3. Use BE with the highway accident data and compare with the results in
Table 10.7.

10.4. For the boys in the Berkeley Guidance Study in Problem 3.1, find a model
for HT18 as a function of the other variables for ages 9 or earlier. Perform
a complete analysis, including selection of transformations and diagnostic
analysis, and summarize your results.

10.5. An experiment was conducted to study O2UP, oxygen uptake in milligrams of
oxygen per minute, given five chemical measurements shown in Table 10.12
(Moore, 1975). The data were collected on samples of dairy wastes kept in
suspension in water in a laboratory for 220 days. All observations were on the
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TABLE 10.12 Oxygen Update Experiment

Variable Description

Day Day number
BOD Biological oxygen demand
TKN Total Kjeldahl nitrogen
TS Total solids
TVS Total volatile solids
COD Chemical oxygen demand
O2UP Oxygen uptake

same sample over time. We desire an equation relating log(O2UP) to the other
variables. The goal is to find variables that should be further studied with the
eventual goal of developing a prediction equation; day cannot be used as a
predictor. The data are given in the file dwaste.txt.

Complete the analysis of these data, including a complete diagnostic
analysis. What diagnostic indicates the need for transforming O2UP to a
logarithmic scale?

10.6. Prove the results (10.4)-(10.5). To avoid tedious algebra, start with an added-
variable plot for Xj after all the other terms in the mean function. The
estimated slope β̂j is the ols estimated slope in the added-variable plot.
Find the standard error of this estimate, and show that it agrees with the
given equations.

10.7. Galápagos Islands The Galápagos Islands off the coast of Ecuador provide
an excellent laboratory for studying the factors that influence the develop-
ment and survival of different life species. Johnson and Raven (1973) have
presented data in the file galapagos.txt, giving the number of species
and related variables for 29 different islands (Table 10.13). Counts are given
for both the total number of species and the number of species that occur
only on that one island (the endemic species).

Use these data to find factors that influence diversity, as measured by
some function of the number of species and the number of endemic species,
and summarize your results. One complicating factor is that elevation is
not recorded for six very small islands, so some provision must be made
for this. Four possibilities are: (1) find the elevations; (2) delete these six
islands from the data; (3) ignore elevation as a predictor of diversity, or (4)
substitute a plausible value for the missing data. Examination of large-scale
maps suggests that none of these elevations exceed 200 m.

10.8. Suppose that (10.1) holds with βI = 0, but we fit a subset model using the
terms XC �= XA; that is, XC does not include all the relevant terms. Give
general conditions under which the mean function E(Y |XC) is a linear mean
function. (Hint: See Appendix A.2.4.)
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TABLE 10.13 Galápagos Island Data

Variable Description

Island Island name
NS Number of species
ES Number of endemic species (occurs only on that island)
Area Surface area of island, hectares
Anear Area of closest island, hectares
Dist Distance to closest island, kilometers
DistSC Distance from Santa Cruz Island, kilometers
Elevation Elevation in m, missing values given as zero
EM 1 if elevation is observed, 0 if missing

10.9. For the highway accident data, fit the regression model with active predictors
given by the subset with the smallest value of PRESS in Table 10.7. The
coefficient estimate of Slim is negative, meaning that segments with higher
speed limits lower accident rates. Explain this finding.

10.10. Reëxpress Cp as a function of the F -statistic used for testing the null hypoth-
esis (10.6) versus the alternative (10.1). Discuss.

10.11. In the windmill data discussed in Section 10.4, data were collected at the
candidate site for about a year, for about 1200 observations. One issue
is whether the collection period could be shortened to six months, about
600 observations, or three months, about 300 observations, and still give a
reliable estimate of the long-term average wind speed.

Design and carry out a simulation experiment using the data described
in Section 10.4.2 to characterize the increase in error due to shortening the
collection period. For the purpose of the simulation, consider site #1 to be
the “candidate” site and site #2 to be the reference site, and consider only
the use of Spd2 to predict Spd1. (Hint: The sampling scheme used in Section
10.4.2 may not be appropriate for time periods shorter than a year because
of seasonal variation. Rather than picking 600 observations at random to
make up a simulated six-month period, a better idea might be to pick a
starting observation at random, and then pick 600 consecutive observations
to comprise the simulated six months.)
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Nonlinear Regression

A regression mean function cannot always be written as a linear combination of
the terms. For example, in the turkey diet supplement experiment described in
Section 1.1, the mean function

E(Y |X = x) = θ1 + θ2(1 − exp(−θ3x)) (11.1)

where Y was growth and X the amount of supplement added to the turkey diet,
was suggested. This mean function has three parameters, θ1, θ2, and θ3, but only
one predictor, X. It is a nonlinear mean function because the mean function is not
a linear combination of the parameters. In (11.1), θ2 multiplies 1 − exp(−θ3x), and
θ3 enters through the exponent.

Another nonlinear mean function we have already seen was used in estimating
transformations of predictors to achieve linearity, given by

E(Y |X = x) = β0 + β1ψS(x, λ) (11.2)

where ψS(x, λ) is the scaled power transformation defined by (7.3), page 150.
This is a nonlinear model because the slope parameter β1 multiplies ψS(x, λ),
which depends on the parameter λ. In Chapter 7, we estimated λ visually and
then estimated the βs from the linear model assuming λ is fixed at its estimated
value. If we estimate all three parameters simultaneously, then the mean function
is nonlinear.

Nonlinear mean functions usually arise when we have additional information
about the dependence of the response on the predictor. Sometimes, the mean func-
tion is selected because the parameters of the function have a useful interpretation.
In the turkey growth example, when X = 0, E(Y |X = 0) = θ1, so θ1 is the expected
growth with no supplementation. Assuming θ3 > 0, as X increases, E(Y |X = x)

will approach θ1 + θ2, so the sum of the first two parameters is the maximum
growth possible for any dose called an asymptote, and θ2 is the maximum additional
growth due to supplementation. The final parameter θ3 is a rate parameter; for larger
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values of θ3, the expected growth approaches its maximum more quickly than it
would if θ3 were smaller.

11.1 ESTIMATION FOR NONLINEAR MEAN FUNCTIONS

Here is the general setup for nonlinear regression. We have a set of p terms X,
and a vector θ = (θ1, . . . , θk)

′ of parameters such that the mean function relating
the response Y to X is given by

E(Y |X = x) = m(x, θ) (11.3)

We call the function m a kernel mean function. The two examples of m we
have seen so far in this chapter are in (11.1) and (11.2) but there are of course
many other choices, both simpler and more complex. The linear kernel mean
function, m(x, θ) = x′θ is a special case of the nonlinear kernel mean function.
Many nonlinear mean functions impose restrictions on the parameters, like θ3 > 0
in (11.1).

As with linear models, we also need to specify the variance function, and for
this we will use exactly the same structure as for the linear model and assume

Var(Y |X = xi ) = σ 2/wi (11.4)

where, as before, the wi are known, positive weights and σ 2 is an unknown positive
number. Equations (11.3) and (11.4) together with the assumption that observations
are independent of each other define the nonlinear regression model. The only
difference between the nonlinear regression model and the linear regression model
is the form of the mean function, and so we should expect that there will be many
parallels that can be exploited.

The data consist of observations (xi , yi), i = 1, . . . , n. Because we have retained
the assumption that observations are independent and that the variance function
(11.4) is known apart from the scale factor σ 2, we can use least squares to estimate
the unknown parameters, so we need to minimize over all permitted values of θ

the residual sum of squares function,

RSS(θ) =
n∑

i=1

wi(yi − m(xi , θ))2 (11.5)

We have ols if all the weights are equal and wls if they are not all equal.
For linear models, there is a formula for the value θ̂ of θ that minimizes RSS(θ),

given at (A.21) in the Appendix. For nonlinear regression, there generally is no for-
mula, and minimization of (11.5) is a numerical problem. We present some theory
now that will approximate (11.5) at each iteration of a computing algorithm by a
nearby linear regression problem. Not only will this give one of the standard com-
puting algorithms used for nonlinear regression but will also provide expressions



ESTIMATION FOR NONLINEAR MEAN FUNCTIONS 235

for approximate standard errors and point out how to do approximate tests. The
derivation uses some calculus.

We begin with a brief refresher on approximating a function using a Taylor
series expansion1. In the scalar version, suppose we have a function g(β), where
β is a scalar. We want to approximate g(β) for values of β close to some fixed
value β∗. The Taylor series approximation is

g(β) = g(β∗) + (β − β∗)
dg(β)

dβ
+ 1

2
(β − β∗)2 d2g(β)

dβ2
+ Remainder (11.6)

All the derivatives in equation (11.6) are evaluated at β∗, and so Taylor series
approximates g(β), the function on the left side of (11.6) using the polynomial in
β on the right side of (11.6). We have only shown a two-term Taylor expansion
and have collected all the higher-order terms into the remainder. By taking enough
terms in the Taylor expansion, any function g can be approximated as closely as
wanted. In most statistical applications, only one or two terms of the Taylor series
are needed to get an adequate approximation. Indeed, in the application of the
Taylor expansion here, we will mostly use a one-term expansion that includes the
quadratic term in the remainder.

When g(θ) is a function of a vector-valued parameter θ , the two-term Taylor
series is very similar,

g(θ) = g(θ∗) + (θ − θ∗)′u(θ∗) + 1
2 (θ − θ∗)′H(θ∗)(θ − θ∗) + Remainder (11.7)

where we have defined two new quantities in (11.7), the score vector u(θ∗) and the
Hessian matrix H(θ∗). If θ∗ has k elements, then u(θ∗) also has k elements, and its
j th element is given by ∂g(x, θ)/∂θj , evaluated at θ = θ∗. The Hessian is a k × k

matrix whose (�, j) element is the partial second derivative ∂2g(x, θ)/(∂θ�∂θj ),
evaluated at θ = θ∗.

We return to the problem of minimizing (11.5). Suppose we have a current guess
θ∗ of the value of θ that will minimize (11.5). The general idea is to approximate
m(θ, xi ) using a Taylor approximation around θ∗. Using a one-term Taylor series,
ignoring the term with the Hessian in (11.7), we get

m(θ , xi ) ≈ m(θ∗, xi ) + ui (θ
∗)′(θ − θ∗) (11.8)

We have put the subscript i on the u because the value of the derivatives can
be different for every value of xi . The ui (θ

∗) play the same role as the terms
in the multiple linear regression model. There are as many elements of ui (θ

∗)
as parameters in the mean function. The difference between nonlinear and linear
models is that the ui (θ

∗) may depend on unknown parameters, while in multiple
linear regression, the terms depend only on the predictors.

1Jerzy Neyman (1894–1981), one of the major figures in the development of statistics in the twenti-
eth century, often said that arithmetic had five basic operations: addition, subtraction, multiplication,
division, and Taylor series.
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Substitute the approximation (11.8) into (11.5) and simplify to get

RSS(θ) =
n∑

i=1

wi

[
yi − m(θ , xi )

]2

≈
n∑

i=1

wi

[
yi − m(θ∗, xi ) − ui (θ

∗)′(θ − θ∗)
]2

=
n∑

i=1

wi

[
ê∗
i − ui (θ

∗)′(θ − θ∗)
]2 (11.9)

where ê∗
i = yi − m(θ∗, xi ) is the ith working residual that depends on the current

guess θ∗. The approximate RSS(θ) is now in the same form as the residual sum
of squares function for multiple linear regression (5.5), with response given by the
ê∗
i , terms given by ui (θ

∗), parameter given by θ − θ∗, and weights wi . We switch
to matrix notation and let U(θ∗) be an n × k matrix with ith row ui (θ

∗)′, W is
an n × n diagonal matrix of weights, and ê∗ = (ê∗

1, . . . , ê∗
n)

′. The least squares
estimate is then

θ̂ − θ∗ = [U(θ∗)′WU(θ∗)]−1U(θ∗)′Wê∗ (11.10)

θ̂ = θ∗ + [U(θ∗)′WU(θ∗)]−1U(θ∗)′Wê∗ (11.11)

We will use (11.10) in two ways, first to get a computing algorithm for estimat-
ing θ in the rest of this section and then as a basis for inference in the next
section.

Here is the Gausss–Newton algorithm that is suggested by (11.10)–(11.11):

1. Select an initial guess θ (0) for θ , and compute RSS(θ (0)).

2. Set the iteration counter at j = 0.

3. Compute U(θ (j)) and ê(j) with ith element yi − m(xi , θ (j)). Evaluating
(11.11) requires the estimate from a weighted linear least squares problem,
with response ê(j), predictors U(θ (j)), and weights given by the wi . The new
estimator is θ (j+1). Also, compute the residuals sum of squares RSS(θ (j+1)).

4. Stop if RSS(θ (j)) − RSS(θ (j+1)) is sufficiently small, in which case there is
convergence. Otherwise, set j = j + 1. If j is too large, stop, and declare
that the algorithm has failed to converge. If j is not too large, go to step 3.

The Gauss–Newton algorithm estimates the parameters of a nonlinear regression
problem by a sequence of approximating linear wls calculations.

Most statistical software for nonlinear regression uses the Gauss–Newton algo-
rithm, or a modification of it, for estimating parameters. Some programs allow
using a general function minimizer based on some other algorithm to minimize
(11.5). We provide some references at the end of the chapter.
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There appear to be two impediments to the use of the Gauss–Newton algo-
rithm. First, the score vectors, which are the derivatives of m with respect to the
parameters, are needed. Some software may require the user to provide expressions
for the derivatives, but many packages compute derivatives using either symbolic
or numeric differentiation. Also, the user must provide starting values θ (0); there
appears to be no general way to avoid specifying starting values. The optimization
routine may also converge to a local minimum of the residuals sum of squares
function rather than a global minimum, and so finding good starting values can be
very important in some problems. With poor starting values, an algorithm may fail
to converge to any estimate. We will shortly discuss starting values in the context
of an example.

11.2 INFERENCE ASSUMING LARGE SAMPLES

We repeat (11.11), but now we reinterpret θ∗ as the true, unknown value of θ .
In this case, the working residuals ê∗ are now the actual errors e, the differences
between the response and the true means. We write

θ̂ = θ∗ + [U(θ∗)′WU(θ∗)]−1U(θ∗)′We (11.12)

This equation is based on the assumption that the nonlinear kernel mean function
m can be accurately approximated close to θ∗ by the linear approximation (11.8),
and this can be guaranteed only if the sample size n is large enough. We then see
that θ̂ is equal to the true value plus a linear combination of the elements of e, and
by the central limit theorem θ̂ under regularity conditions will be approximately
normally distributed,

θ̂ ∼ N(θ∗, σ 2[U(θ∗)′WU(θ∗)]−1) (11.13)

An estimate of the large-sample variance is obtained by replacing the unknown θ∗
by θ̂ on the right side of (11.13),

V̂ar(θ̂) = σ̂ 2[U(θ̂)′WU(θ̂)]−1 (11.14)

where the estimate of σ 2 is

σ̂ 2 = RSS(θ̂)

n − k
(11.15)

where k is the number of parameters estimated in the mean function.
These results closely parallel the results for the linear model, and consequently

the inferential methods such as F - and t-tests and the analysis of variance for
comparing nested mean functions, can be used for nonlinear models. One change
that is recommended is to use the normal distribution rather than the t for inferences
where the t would be relevant, but since (11.13) is really expected to be valid only
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in large samples, this is hardly important. We emphasize that in small samples,
large-sample inferences may be inaccurate.

We can illustrate using these results with the turkey growth experiment. Methio-
nine is an amino acid that is essential for normal growth in turkeys. Depending on
the ingredients in the feed, turkey producers may need to add supplemental methio-
nine for a proper diet. Too much methionine could be toxic. Too little methionine
could result in malnourished birds.

An experiment was conducted to study the effects on turkey growth of different
amounts A of methionine, ranging from a control with no supplementation to
0.44% of the total diet. The experimental unit was a pen of young turkeys, and
treatments were assigned to pens at random so that 10 pens get the control (no
supplementation) and 5 pens received each of the other five amounts used in the
experiment, for a total of 35 pens. Pen weights, the average weight of the turkeys
in the pen, were obtained at the beginning and the end of the experiment three
weeks later. The response variable is Gain, the average weight gain in grams per
turkey in a pen. The weight gains are shown in Table 11.1 and are also given in the
file turk0.txt (Cook and Witmer, 1985). The primary goal of this experiment
is to understand how expected weight gain E(Gain|A) changes as A is varied. The
data are shown in Figure 11.1.

In Figure 11.1, E(Gain|A) appears to increase with A, at least over the range
of values of A in the data. In addition, there is considerable pen-to-pen variation,
reflected by the variability between repeated observations at the same value of A.
The mean function is certainly not a straight line since the difference in the means
when A > 0.3 is much smaller than the difference in means when A < 0.2. While
a polynomial of degree two or three might well match the mean at the six values of
A in the experiment, it will surely not match the data outside the range of A, and
the parameters would have little physical meaning (see Problem 6.15). A nonlinear
mean function is preferable for this problem.

For turkey growth as a function of an amino acid, the mean function

E(Gain|A) = θ1 + θ2(1 − exp(−θ3A)) (11.16)

TABLE 11.1 The Turkey Growth Data

Amount, A Gain

0.00 644, 631, 661, 624, 633

610, 615, 605, 608, 599

0.04 698, 667, 657, 685, 635

0.10 730, 715, 717, 709, 707

0.16 735, 712, 726, 760, 727

0.28 809, 796, 763, 791, 811

0.44 767, 771, 799, 799, 791
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FIG. 11.1 Turkey data.

was suggested by Parks (1982). To estimate the parameters in (11.16), we need
starting values for θ . While there is no absolute rule for selecting starting values,
the following approaches are often useful:

Guessing Sometimes, starting values can be obtained by guessing values for the
parameters. In the turkey data, from Figure 11.1, the intercept is about 620
and the asymptote is around 800. This leads to starting values θ

(0)
1 = 620

and θ
(0)
2 = 800 − 620 = 180. Guessing a value for the rate parameter θ3 is

harder.

Solving equations for a subset of the data Select as many distinct data points as
parameters, and solve the equations for the unknown parameters. The hope is
that the equations will be easy to solve. Selecting data points that are diverse
often works well. In the turkey data, given θ

(0)
1 = 620 and θ

(0)
2 = 180 from

the graph, we can get an initial estimate for θ3 by solving only one equation
in one unknown. For example, when D = 0.16, a plausible value of Gain is
Gain = 750, so

750 = 620 + 180(1 − exp(−θ
(0)
3 (.16)))

which is easily solved to give θ
(0)
3 ≈ 8. Thus, we now have starting values

for all three parameters.

Linearization If possible, transform to a multiple linear regression mean func-
tion, and fit it to get starting values. In the turkey data, we can move the
parameters θ1 and θ2 to the left side of the mean function to get

(θ1 + θ2) − yi

θ2
= exp(−θ3D)
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Taking logarithms of both sides,

log

(
(θ1 + θ2) − yi

θ2

)
= −θ3D

Substituting initial guesses θ
(0)
1 = 620 and θ

(0)
2 = 180 on the left side of this

equation, we can compute an initial guess for θ3 by the linear regression
of log[(yi − 800)/180] on −D, through the origin. The ols estimate in this
approximate problem is θ

(0)
3 ≈ 12.

Many computer packages for nonlinear regression require specification of the
function m using an expression such as

y ~ th1 + th2*(1 - exp(-th3*A))

In this equation, the symbol ~ can be read “is modeled as,” and the mathematical
symbols +, -, * and / represent addition, subtraction, multiplication and division,
respectively. Similarly, exp represents exponentiation, and ^, or, in some programs,
**, is used for raising to a power. Parentheses are used according to the usual
mathematical rules. Generally, the formula on the right of the model specification
will be similar to an expression in a computer programming language such as
Basic, Fortran, or C. This form of a computer model should be contrasted with the
model statements described in Sections 6.2.1–6.2.2. Model statements for nonlinear
models include explicit statement of both the parameters and the terms on the right
side of the equation. For linear models, the parameters are usually omitted and
only the terms are included in the model statement.

If the starting values are adequate and the nonlinear optimizer converges, output
including the quantities in Table 11.2 will be produced. This table is very similar
to the usual output for linear regression. The column marked “Estimate” gives θ̂ .
Since there is no necessary connection between terms and parameters, the lines
of the table are labeled with the names of the parameters, not the names of the
terms. The next column labeled “Std. Error” gives the square root of the diagonal
entries of the matrix given at (11.14), so the standard errors are based on large-
sample approximation. The column labeled “t-value” is the ratio of the estimate
to its large-sample standard error and can be used for a test of the null hypothesis

TABLE 11.2 Nonlinear Least Squares Fit of (11.16)

Formula: Gain ~ th1 + th2 * (1 - exp(-th3 * A))

Parameters:
Estimate Std. Error t-value Pr(>|t|)

th1 622.958 5.901 105.57 < 2e-16
th2 178.252 11.636 15.32 2.74e-16
th3 7.122 1.205 5.91 1.41e-06
---
Residual standard error: 19.66 on 32 degrees of freedom
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FIG. 11.2 Fitted mean function.

that a particular parameter is equal to zero against either a general or one-sided
alternative. The column marked “P(> |t |)” is the significance level for this test,
using a normal reference distribution rather than a t-distribution. Given at the foot
of the table is the estimate σ̂ and its df, which is the number of cases minus the
number of elements in θ that were estimated, df = 35 − 3 = 32.

Since this example has only one predictor, Figure 11.1 is a summary graph
for this problem. Figure 11.2 repeats this figure, but with the fitted mean function
Ê(Gain|A = a) = 622.958 + 178.252(1 − exp(−7.122a)) added to the graph. The
fitted mean function does not reproduce the possible decline of response for the
largest value of A because it is constrained to increase toward an asymptote. For
A = 0.28, the fitted function is somewhat less than the mean of the observed values,
while at A = 0.44, it is somewhat larger than the mean of the observed values. If
we believe that an asymptotic form is really appropriate for these data, then the
fit of this mean function seems to be very good. Using the repeated observations
at each level of A, we can perform a lack-of-fit test for the mean function, which
is F = 2.50 with (3, 29) df, for a significance level of 0.08, so the fit appears
adequate.

Three Sources of Methionine
The purpose of this experiment was not only to estimate the weight gain response
curve as a function of amount of methionine added but also to decide if the source
of methionine was important. The complete experiment included three sources
that we will call S1, S2, S3. We can imagine a separate response curve such as
Figure 11.2 for each of the three sources, and the goal might be to decide if the
three response curves are different.

Suppose we create three dummy variables Si, i = 1, 2, 3, so that Si is equal to
one if an observation is from source i, and it is zero otherwise. Assuming that the
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mean function (11.16) is appropriate for each source, the largest model we might
contemplate is

E(Gain|A = a, S1, S2, S3) = S1[θ11 + θ21(1 − exp(−θ31a))]

+ S2[θ12 + θ22(1 − exp(−θ32a))]

+ S3[θ13 + θ23(1 − exp(−θ33a))] (11.17)

This equation has a separate intercept, rate parameter, and asymptote for each
group, and so has nine parameters. For this particular problem, this function has
too many parameters because a dose of A = 0 from source 1 is the same as A = 0
with any of the sources, so the expected response at A = 0 must be the same
for all three sources. This requires that θ11 = θ12 = θ13 = θ1, which is a model of
common intercepts, different asymptotes, and different slopes,

E(Gain|A = a, S1, S2, S3) = θ1 + S1[θ21(1 − exp(−θ31a))]

+S2[θ22(1 − exp(−θ32a))]

+S3[θ23(1 − exp(−θ33a))] (11.18)

Other reasonable mean functions to examine include common intercepts and asymp-
totes but separate rate parameters,

E(Gain|A = a, S1, S2, S3) = θ1 +
θ2{S1[1 − exp(−θ31a)] +

S2[1 − exp(−θ32a)] +
S3[1 − exp(−θ33a)]} (11.19)

= θ1 + θ2

(
1 − exp(−

∑
θ3iSia)

)
and finally the mean function of identical mean functions, given by (11.16).

The data from this experiment are given in the data file turkey.txt. This
file is a little different because it does not give the response in each pen, but rather
for each combination of A and source it gives the number m of pens with the
combination, the mean response for those pens, and SD the standard deviation of
the m pen responses. From Section 5.4, we can use these standard deviations to
get a pure error estimate of σ 2 that can be used in lack-of-fit testing,

σ̂ 2
pe = SSpe

dfpe
=

∑
(m − 1)SD2∑

(m − 1)
= 19916

70
= 284.5

The data are shown in Figure 11.3. A separate symbol was used for each of the
three groups. Each point shown is an average over m pens, where m = 5 for every



INFERENCE ASSUMING LARGE SAMPLES 243

0.00 0.05 0.10 0.15 0.20 0.25

65
0

70
0

75
0

80
0

A

G
ai

n

FIG. 11.3 Turkey growth as a function of methionine added for three sources of methionine. The
lines shown on the figure are for the fit of (11.18), the most general reasonable mean function for these
data.

point except at A = 0, where m = 10. The point at A = 0 is common to all three
groups.

The four mean functions (11.16)–(11.19) can all be fit using nonlinear weighted
least squares, with weights equal to the ms. Starting values for the estimates can
be obtained in the same way as for fitting for one group. Table 11.3 summarizes
the fit of the four mean functions, giving the RSS and df for each. For comparing
the mean functions, we start with a lack-of-fit test for the most restrictive, common
mean function, for which the F -test for lack of fit is

F = 4326.1/10

284.5
= 1.52

which, when compared with the F(10, 70) distribution, gives a p-value of about
0.65, or no evidence of lack of fit of this mean function. Since the most restrictive

TABLE 11.3 Four Mean Functions Fit to the Turkey Growth Data with Three
Sources of Methionine

Change in

Source df SS df SS

Common mean function, (11.16) 10 4326.1
Equal intercept and asymptote, (11.19) 8 2568.4 2 1757.7
Common intercepts, (11.18) 6 2040.0 2 528.4
Separate regressions, (11.17) 4 1151.2 2 888.9
Pure error 70 19916.0
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mean function is adequate, we need not test the other mean functions for lack
of fit.

We can perform tests to compare the mean functions using the general F -
testing procedure of Section 5.4. For example, to compare as a null hypothesis
the equal intercept and slope mean function (11.19) versus the common intercept
mean function (11.18), we need to compute the change in RSS, given in the table
as 528.4 with 2 df. For the F -test, we can use σ̂ 2

pe in the denominator, and so

F = 528.4/2

σ̂ 2
pe

= 0.93 ∼ F(2, 70)

for which p = 0.61, suggesting no evidence against the simpler mean function.
Continued testing suggests that the simplest mean function of no difference between
sources appears appropriate for these data, so we conclude that there is no evidence
of a difference in response curve due to source. If we did not have a pure error
estimate of variance, the estimate of variance from the most general mean function
would be used in the F -tests.

11.3 BOOTSTRAP INFERENCE

The inference methods based on large samples introduced in the last section may
be inaccurate and misleading in small samples. We cannot tell in advance if the
large-sample inference will be accurate or not, as it depends not only on the mean
function but also on the way we parameterize it, since there are many ways to write
the same nonlinear mean function, and on the actual values of the predictors and
the response. Because of this possible inaccuracy, computing inferences in some
other way, at least as a check on the large-sample inferences, is a good idea.

One generally useful approach is to use the bootstrap introduced in Section 4.6.
The case resampling bootstrap described in Section 4.6.1 can be applied in non-
linear regression. Davison and Hinkley (1997) describe an alternative bootstrap
scheme on the basis of resampling residuals, but we will not discuss it here.

We illustrate the use of the bootstrap with data in the file segreg.txt, which
consists of measurements of electricity consumption in KWH and mean tempera-
ture in degrees F for one building on the University of Minnesota’s Twin Cities
campus for 39 months in 1988–1992, courtesy of Charles Ng. The goal is to model
consumption as a function of temperature. Higher temperature causes the use of air
conditioning, so high temperatures should mean high consumption. This building
is steam heated, so electricity is not used for heating. Figure 11.4, a plot of C =
consumption in KWH/day versus Temp, the mean temperature in degrees F.

The mean function for these data is

E(C|Temp) =
{

θ0 Temp ≤ γ

θ0 + θ1(Temp − γ ) Temp > γ

This mean function has three parameters, the level θ0 of the first phase; the slope
θ1 of the second phase, and the knot, γ , and assumes that energy consumption is
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FIG. 11.4 Electrical energy consumption per day as a function of mean temperature for one building.
The line shown on the graph is the least squares fit.

unaffected by temperature when the temperature is below the knot, but the mean
increases linearly with temperature beyond the knot. The goal is to estimate the
parameters.

The mean function can be combined into a single equation by writing

E(C|Temp) = θ0 + θ1(max(0, Temp − γ ))

Starting values can be easily obtained from the graph, with θ
(0)
0 = 70, θ

(0)
1 = 0.5

and γ (0) = 40. The fitted model is summarized in Table 11.4. The baseline elec-
trical consumption is estimated to be about θ̂0 ≈ 75 KWH per day. The knot is
estimated to be at γ̂ ≈ 42◦F, and the increment in consumption beyond that tem-
perature is about θ̂2 ≈ 0.6 KWH per degree increase.

From Figure 11.4, one might get the impression that information about the knot
is asymmetric: γ could be larger than 42 but is unlikely to be substantially less
than 42. We might expect that in this case confidence or test procedures based on
asymptotic normality will be quite poor. We can confirm this using the bootstrap.

TABLE 11.4 Regression Summary for the Segmented Regression Example

Formula: C ~ th0 + th1 * (pmax(0, Temp - gamma))

Parameters:
Estimate Std. Error t value Pr(>|t|)

th0 74.6953 1.3433 55.607 < 2e-16
th1 0.5674 0.1006 5.641 2.10e-06
gamma 41.9512 4.6583 9.006 9.43e-11

Residual standard error: 5.373 on 36 degrees of freedom
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FIG. 11.5 Scatterplot matrix of estimates of the parameters in the segmented regression example,
computed from B = 999 case bootstraps.

Figure 11.5 is a scatterplot matrix of B = 999 bootstrap replications. All three
parameters are estimated on each replication. This scatterplot matrix is a little
more complicated than the ones we have previously seen. The diagonals contain
histograms of the 999 estimates of each of the parameters. If the normal approxi-
mation were adequate, we would expect that each of these histograms would look
like a normal density function. While this may be so for θ1, this is not the case for
θ2 and for γ . As expected, the histogram for γ is skewed to the right, meaning that
estimates of γ much larger than about 40 occasionally occur but smaller values
almost never occur. The univariate normal approximations are therefore poor.

The other graphs in the scatterplot matrix tell us about the distributions of the
estimated parameters taken two at a time. If the normal approximation were to
hold, these graphs should have approximately straight-line mean functions. The
smoothers on Figure 11.5 are generally far from straight, and so the large-sample
inferences are likely to be badly in error.
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FIG. 11.6 Scatterplot matrix of bootstrap estimates for the turkey growth data. Two of the replicates
were very different from the others and were deleted before graphing.

In contrast, Figure 11.6 is the bootstrap summary for the first source in the turkey
growth data. Normality is apparent in histograms on the diagonal, and a linear
mean function seems plausible for most of the scatterplots, and so the large-sample
inference is adequate here.

Table 11.5 compares the estimates and confidence intervals produced by large-
sample theory, and by the bootstrap. The bootstrap standard errors are the standard

TABLE 11.5 Comparison of Large-Sample and Bootstrap Inference for the
Segmented Regression Data

Large Sample Bootstrap

θ0 θ1 γ θ0 θ1 γ

Estimate 74.70 0.57 41.95 Mean 74.92 0.62 43.60
SE 1.34 0.10 4.66 SD 1.47 0.13 4.81
2.5% 72.06 0.37 32.82 2.5% 71.96 0.47 37.16
97.5% 77.33 0.76 51.08 97.5% 77.60 0.99 55.59
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deviation of the bootstrap replicates, and the ends of the bootstrap 95% confidence
interval are the 0.025 and 0.0975 quantiles of the bootstrap replicates. The large-
sample theory confidence interval is given by the usual rule of estimate plus or
minus 1.96 times the standard error computed from large-sample theory. Although
the bootstrap SDs match the large-sample standard errors reasonably well, the
confidence intervals for both θ1 and for γ are shifted toward smaller values than
the more accurate bootstrap estimates.

11.4 REFERENCES

Seber and Wild (1989) and Bates and Watts (1988) provide textbook-length treat-
ments of nonlinear regression problems. Computational issues are also discussed
in these references, and in Thisted (1988, Chapter 4). Ratkowsky (1990) provides
an extensive listing of nonlinear mean functions that are commonly used in various
fields of application.

PROBLEMS

11.1. Suppose we have a response Y , a predictor X, and a factor G with g levels. A
generalization of the concurrent regression mean function given by Model 3
of Section 6.2.2, is, for j = 1, . . . , g,

E(Y |X = x, G = j) = β0 + β1j (x − γ ) (11.20)

for some point of concurrence γ .

11.1.1. Explain why (11.20) is a nonlinear mean function. Describe in words
what this mean function specifies.

11.1.2. Fit (11.20) to the sleep data discussed in Section 6.2.2, so the mean
function of interest is

E(TS|log(BodyWt) = x, D = j) = β0 + β1j (x − γ )

(Hint: To get starting values, fit the concurrent regression model with
γ = 0. The estimate of γ will be very highly variable, as is often
the case with centering parameters like γ in this mean function.)

11.2. In fisheries studies, the most commonly used mean function for expected
length of a fish at a given age is the von Bertalanffy function (von Bertalanffy,
1938; Haddon, 2001), given by

E(Length|Age = t) = L∞(1 − exp(−K(t − t0)) (11.21)

The parameter L∞ is the expected value of Length for extremely large ages,
and so it is the asymptotic or upper limit to growth, and K is a growth rate
parameter that determines how quickly the upper limit to growth is reached.
When Age = t0, the expected length of the fish is 0, which allows fish to
have nonzero length at birth if t0 < 0.
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11.2.1. The data in the file lakemary.txt give the Age in years and
Length in millimeters for a sample of 78 bluegill fish from Lake
Mary, Minnesota, in 1981 (courtesy of Richard Frie). Age is deter-
mined by counting the number of rings on a scale of the fish. This
is a cross-sectional data set, meaning that all the fish were measured
once. Draw a scatterplot of the data.

11.2.2. Use nonlinear regression to fit the von Bertalanffy function to these
data. To get starting values, first guess at L∞ from the scatterplot
to be a value larger than any of the observed values in the data.
Next, divide both sides of (11.21) by the initial estimate of L∞,
and rearrange terms to get just exp(−K(t − t0) on the right of the
equation. Take logarithms, to get a linear mean function, and then
use ols for the linear mean function to get the remaining starting
values. Draw the fitted mean function on your scatterplot.

11.2.3. Obtain a 95% confidence interval for L∞ using the large-sample
approximation, and using the bootstrap.

11.3. The data in the file walleye.txt give the length in mm and the age in
years of a sample of over 3000 male walleye, a popular game fish, cap-
tured in Butternut Lake in Northern Wisconsin (LeBeau, 2004). The fish are
also classified according to the time period in which they were captured,
with period = 1 for pre-1990, period = 2 for 1990–1996, and period = 3
for 1997–2000. Management practices on the lake were different in each of
the periods, so it is of interest to compare the length at age for the three time
periods.

Using the von Bertalanffy length at age function (11.21), compare the
three time periods. If different, are all the parameters different, or just some
of them? Which ones? Summarize your results.

11.4. A quadratic polynomial as a nonlinear model The data in the file
swan96.txt were collected by the Minnesota Department of Natural Re-
sources to study the abundance of black crappies, a species of fish, on Swan
Lake, Minnesota in 1996. The response variable is LCPUE, the logarithm of
the catch of 200 mm or longer black crappies per unit of fishing effort. It
is believed that LCPUE is proportional to abundance. The single predictor
is Day, the day on which the sample was taken, measured as the number of
days after June 19, 1996. Some of the measurements were taken the follow-
ing spring on the same population of fish before the young of the year are
born in late June. No samples are taken during the winter months when the
lake surface was frozen.

11.4.1. For these data, fit the quadratic polynomial

E(LCPUE|Day = x) = β0 + β1x + β2x
2

assuming Var(LCPUE|Day = x) = σ 2. Draw a scatterplot of LCPUE
versus Day, and add the fitted curve to this plot.
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11.4.2. Using the delta method described in Section 6.1.2, obtain the estimate
and variance for the value of Day that maximizes E(LCPUE|Day).

11.4.3. Another parameterization of the quadratic polynomial is

E(Y |X) = θ1 − 2θ2θ3x + θ3x
2

where the θs can be related to the βs by

θ1 = β0, θ2 = −β1/2β2, θ3 = β2

In this parameterization, θ1 is the intercept, θ2 is the value of the
predictor that gives the maximum value of the response, and θ3 is a
measure of curvature. This is a nonlinear model because the mean
function is a nonlinear function of the parameters. Its advantage is
that at least two of the parameters, the intercept θ1 and the value
of x that maximizes the response θ2, are directly interpretable. Use
nonlinear least squares to fit this mean function. Compare your results
to the first two parts of this problem.

11.5. Nonlinear regression can be used to select transformations for a linear regres-
sion mean function. As an example, consider the highway accident data,
described in Table 7.1, with response log(Rate) and two predictors X1 = Len
and X2 = ADT. Fit the nonlinear mean function

E(log(Rate)|X1 =x1, X2 =x2, X3 =x3)=β0+β1ψS(X1, λ1)+β2ψS(X2, λ2)

where the scaled power transformations ψS(Xj , λj ) are defined at (7.3).
Compare the results you get to results obtained using the transformation
methodology in Chapter 7.

11.6. POD models Partial one-dimensional mean functions for problems with both
factors and continuous predictors were discussed in Section 6.4. For the Aus-
tralian athletes data discussed in that section, the mean function (6.26),

E(LBM|Sex, Ht, Wt, RCC) = β0 + β1Sex + β2Ht + β3Wt + β4RCC

+ η0Sex + η1Sex × (β2Ht + β3Wt + β4RCC)

was suggested. This mean function is nonlinear because η1 multiplies each
of the βs. Problem 6.21 provides a simple algorithm for finding estimates
using only standard linear regression software. This method, however, will
not produce the large-sample estimated covariance matrix that is available
using nonlinear least squares.

11.6.1. Describe a reasonable method for finding starting values for fitting
(6.26) using nonlinear least squares.

11.6.2. For the cloud seeding data, Problem 9.11, fit the partial one-
dimensional model using the action variable A as the grouping
variable, and summarize your results.
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Logistic Regression

A storm on July 4, 1999 with winds exceeding 90 miles per hour hit the Boundary
Waters Canoe Area Wilderness (BWCAW) in northeastern Minnesota, causing seri-
ous damage to the forest. Roy Rich studied the effects of this storm using a very
extensive ground survey of the area, determining for over 3600 trees the status,
either alive or dead, species, and size. One goal of this study is to determine
the dependence of survival on species, size of the tree, and on the local severity.
Figure 12.1a shows a plot for 659 Balsam Fir trees, with the response variable Y

coded as 1 for trees that were blown down and died and 0 for trees that survived,
versus the single predictor log(D), the base-two logarithm of the diameter of the
tree. To minimize overprinting, the plotted values of the variables were slightly
jittered before plotting. Even with the jittering, this plot is much less informative
than most of the plots of response versus a predictor that we have seen earlier
in this book. Since the density of ink is higher in the lower-left and upper-right
corners, the probability of blowdown is apparently higher for large trees than for
small trees, but little more than that can be learned from this plot.

Figure 12.1b is an alternative to Figure 12.1a. This graph displays density esti-
mates, which are like smoothed histograms for log(D), separately for the survivors,
the solid line, and for the trees blown down, the dashed line1. Both densities are
roughly shaped like a normal density. The density for the survivors, Y = 1, is
shifted to the right relative to the density for the density for Y = 0, meaning that
the trees that blew down are generally larger. If the histograms had no overlap,
then the quantity on the horizontal axis, log(D), would be a perfect predictor of
survival. Since there is substantial overlap of the densities, log(D) is not a perfect
predictor of blowdown. For values of log(D) where the two densities have the same
height, the probability of survival will be about 0.5. For values of log(D) where
the height of the density for survivors is higher than the density for blowdown,
then the probability of surviving exceeds 0.5; when the height of the density of

1Looking at overlapping histograms is much harder than looking at overlapping density estimates.
Silverman (1986) and Bowman and Azzalini (1997), among others, provide discussions of density
estimation.

Applied Linear Regression, Third Edition, by Sanford Weisberg
ISBN 0-471-66379-4 Copyright  2005 John Wiley & Sons, Inc.
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FIG. 12.1 Blowdown data for Balsam Fir. (a) Scatterplot of Y versus log(D). The solid line is the
ols line. The dotted line is the fit of a smoothing spline. The dashed line is the logistic regression fit.
Data have been jittered in both variables to minimize overprinting. (b) Separate density estimates for
log(D) for survivors, Y = 0, and blowdown, Y = 1.

blowdown is higher, the probability of surviving is less than 0.5. In Figure 12.1b,
the probability of survival is greater than 0.5 if log(D) is less than about 3.3, and
less than 0.5 if log(D) exceeds 3.3.

More generally, suppose in a problem with predictor X we let θ(x) =
Pr(Y = 1|X = x) be the conditional probability that Y = 1 given the value of
the predictor. This conditional probability plays the role of the mean function in
regression problems when the response is either one or zero. For the blowdown
data in Figure 12.1, the probability of blowdown increases from left to right.

We can visualize θ(log(D)) by adding a smoother to Figure 12.1a. The straight
line on this graph is the ols regression of Y on log(D). It includes estimated values
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of θ(log(D)) outside the range (0, 1) for very small or large trees, and so the ols
line cannot be a good representation of θ(log(D)) for all values of log(D). The
ols line is often inappropriate for a bounded response because it will produce
fitted values outside the permitted range. The dotted smoother in Figure 12.1 uses
a smoother, so it estimates the mean function without a model. This estimate of the
mean function has the characteristic shape of binary regression, with asymptotes
at 0 and 1 for extreme values of the predictor. The logistic regression models we
will study next also have this shape.

As with other regression problems, with a binary response we also have a set
of terms or predictors X, and we are interested in the study of Pr(Y = 1|X = x)

= θ(x) as x is varied. The response variable is really a category, like success or
failure, alive or dead, passed or failed, and so on. In some problems, the ith value of
the response yi will be a count of the number of successes in mi independent trials
each with the same probability of success. If all the mi = 1, then each element of
Y has a Bernoulli distribution; if some of the mi > 1, then each element of Y has
a Binomial distribution if each of the trials has the same probability of “success”
and all trials are independent. Bernoulli regression is a special case of binomial
regression with all the mi = 1.

12.1 BINOMIAL REGRESSION

We recall the basic facts about binomial random variables. Let y be the number of
successes out of m independent trials, each with the same probability θ of success,
so y can have any integer value between 0 and m. The random variable y has
a binomial distribution. We write this as y ∼ Bin(m, θ). The probability that Y

equals a specific integer j = 0, 1, . . . , m, is given by

Pr(y = j) =
(

m

j

)
θj (1 − θ)(m−j) (12.1)

where (mj ) = m!/(j !(m − j)!) is the number of different orderings of j successes
in m trials. Equation (12.1) is called the probability mass function for the binomial.
The mean and variance of a binomial are

E(y) = mθ; Var(y) = mθ(1 − θ) (12.2)

Since m is known, both the mean and variance are determined by one parameter θ .
In the binomial regression problem, the response yi counts the number of “suc-

cesses” in mi trials, and so mi − yi of the trials were “failures.” In addition, we
have p′ terms or predictors xi possibly including a constant for the intercept, and
assume that the probability of success for the ith case is θ(xi ). We write this
compactly as

(Y |X = xi ) ∼ Bin(mi, θ(xi )), i = 1, . . . , n (12.3)

We use yi/mi , the observed fraction of successes at each i, as the response because
the range of yi/mi is always between 0 and 1, whereas the range of yi is between
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0 and mi and can be different for each i. Using (12.2), the mean and variance
functions are

E(yi/mi |xi ) = θ(xi ) (12.4)

Var(yi/mi |xi ) = θ(xi )(1 − θ(xi ))/mi (12.5)

In the multiple linear regression model, the mean function and the variance function
generally have completely separate parameters, but that is not so for binomial
regression. The value of θ(xi ) determines both the mean function and the variance
function, so we need to estimate θ(xi ). If the mi are all large, we could simply
estimate θ(xi ) by yi/mi , the observed proportion of successes at xi . In many
applications, the mi are small—often mi = 1 for all i—so this simple method will
not always work.

12.1.1 Mean Functions for Binomial Regression

As with linear regression models, we assume that θ(xi ) depends on xi only through
a linear combination β ′xi for some unknown β. This means that any two cases for
which β ′x is equal will have the same probability of “success.” We can write θ(x)

as a function of β ′x,

θ(xi ) = m(β ′xi )

The quantity β ′xi is called the linear predictor. As in nonlinear models, the function
m is called a kernel mean function. m(β ′xi ) should take values in the range (0, 1)

for all β ′x. The most frequently used kernel mean function for binomial regression
is the logistic function,

θ(xi ) = m(β ′xi ) = exp(β ′xi )

1 + exp(β ′xi )
= 1

1 + exp(−β ′xi )
(12.6)

A graph of this kernel mean function is shown in Figure 12.2. The logistic mean
function is always between 0 and 1, and has no additional parameters.

Most presentations of logistic regression work with the inverse of the kernel
mean function called the link function. Solving (12.6) for β ′x, we find

log

(
θ(x)

1 − θ(x)

)
= β ′x (12.7)

The left side of (12.7) is called a logit and the right side is the linear predictor β ′x.
The logit is a linear function of the terms on the right side of (12.7). If we were
to draw a graph of log(θ(x)/(1 − θ(x))) versus β ′x, we would get a straight line.

The ratio θ(x)/(1 − θ(x)) is the odds of success. For example, if the probability
of success is 0.25, the odds of success are .25/(1 − .25) = 1/3, one success to
each three failures. If the probability of success is 0.8, then the odds of success are
0.8/0.2 = 4, or four successes to one failure. Whereas probabilities are bounded
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FIG. 12.2 The logistic kernel mean function.

between 0 and 1, odds can be any nonnegative number. The logit is the logarithm
of the odds; natural logs are used in defining the logit. According to equation
(12.7), the logit is equal to a linear combination of the terms.

In summary, the logistic regression model consists of the data and distribution
specified by (12.3), and a fixed component that connects the response to the mean
through (12.6).

12.2 FITTING LOGISTIC REGRESSION

Many standard statistical packages allow estimation for logistic regression models.
The most common computational method is outlined in Section 12.3.2; for now,
we return to our example.

12.2.1 One-Predictor Example

Consider first logistic regression with one predictor using the Balsam Fir data
from the BWCAW blowdown shown in Figure 12.1. The data are given in the file
blowBF.txt. The single predictor is log(D), using base-two logarithms. All the
mi = 1. We fit with two terms, the intercept and log(D). The results are summarized
in Table 12.1.

TABLE 12.1 Logistic Regression Summary for the Balsam Fir
Blowdown Data

Coefficients:
Estimate Std. Error z value Pr(>|z|)

(Intercept) -7.8923 0.6301 -12.53 <2e-16
logD 2.2626 0.1907 11.86 <2e-16
---
Residual deviance: 655.24 on 657 degrees of freedom

Pearson’s X^2: 677.44 on 657 degrees of freedom
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The output reports estimate β̂0 = −7.8923 for the intercept and β̂1 = 2.2626 for
the slope for log(D). The dashed curve drawn on Figure 12.1a corresponds to the
fitted mean function

Ê(Y |log(D)) = 1

1 + exp[−(−7.8923 + 2.2626log(D))]

The logistic fit matches the nonparametric spline fit fairly closely, except for the
largest and smallest trees where smoothers and parametric fits are often in disagree-
ment. It is not always easy to tell if the logistic fit is matching the data without
comparing it to a nonparametric smooth.

Equation (12.7) provides a basis for understanding coefficients in logistic regres-
sion. In the example, the coefficient for log(D) is about 2.26. If log(D) were
increased by one unit (since this is a base-two logarithm, increasing log(D) by one
unit means that the value of D doubles), then the natural logarithm of the odds will
increase by 2.26 and the odds will be multiplied by exp(2.26) = 9.6. Thus, a tree
with diameter 10 in. is 9.6 times as likely to blow down as a tree of diameter five
inches, or a tree of 2-in. diameter is 9.6 times as likely to blow down as a tree of
1 in. diameter. In general, if β̂j is an estimated coefficient in a logistic regression,
then if xj is increased by one unit, the odds of success, that is, the odds that Y = 1,
are multiplied by exp(β̂j ).

Table 12.1 also reports standard errors of the estimates, and the column marked
z-value shows the ratio of the estimates to their standard errors. These values can
be used for testing coefficients to be zero after adjusting for the other terms in the
model, as in linear models, but the test should be compared to the standard normal
distribution rather than a t-distribution. The deviance and Pearson’s X2 reported in
the table will be discussed shortly. Since the variance of a binomial is determined
by the mean, there is not a variance parameter that can be estimated separately.
While an equivalent to an R2 measure can be defined for logistic regression, its
use is not recommended.

12.2.2 Many Terms

We introduce a second predictor into the blowdown data. The variable S is a local
measure of severity of the storm that will vary from location to location, from
near 0, with very few trees effected, to near 1, with nearly all trees blown down.
Figure 12.3 shows two useful plots. Figure 12.3a gives the density for S for each of
the two values of Y . In contrast to log(D), the two density estimates are much less
nearly normal in shape, with one group somewhat skewed, and the other perhaps
bimodal, or at least very diffuse. The two densities are less clearly separated, and
this indicates that S is a weaker predictor of blowdown for these Balsam Fir trees.
Figure 12.3b is a scatterplot of S versus log(D), with different symbols for Y = 1
and for Y = 0. This particular plot would be much easier to use with different
colors indicating the two classes. In the upper-right of the plot, the symbol for
Y = 1 predominates, while in the lower-left, the symbol for Y = 0 predominates.
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FIG. 12.3 (a) Density estimates for S for survivors, Y = 0 and blowdown, Y = 1, for the Balsam Fir
data. (b) Plot of S versus log(D) with separate symbols for points with Y = 1 and Y = 0. The values
of log(D) have been jittered.

This suggests that the two predictors have a joint effect because the prevalence of
symbols for Y = 1 changes along a diagonal in the plot. If the prevalence changed
from left to right but not down to up, then only the variable on the horizontal
axis would have an effect on the probability of blowdown. If the prevalence of
symbols for Y = 1 were uniform throughout the plot, then neither variable would
be important.

Fitting logistic regression with the two predictors log(D) and S means that the
probability of Y = 1 depends on these predictors only through a linear combination
β1log(D) + β2S for some (β1, β2). This is like finding a sequence of parallel lines
like those in Figure 12.4a so that the probability of blowdown is constant on the
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FIG. 12.4 Scatterplots with contours of estimated probability of blowdown. (a) No interaction mean
function. (b) Mean function with interaction.

lines, and increases (or, in other problems, decreases) from lower left to upper
right. The lines shown on Figure 12.4a come from the logistic regression fit that
is summarized in Table 12.2a. From the table, we see that all points that have the
same values of 2.2164log(D) + 4.5086S have the same estimated probability of
blowdown. For example, for the points near the line marked 0.5, we would expect
about 50% symbols for Y = 0 and 50% symbols for Y = 1, but near the line 0.1,
we would expect 90% symbols for Y = 0.

Figure 12.4b and Table 12.2b correspond to fitting with a mean function that
includes the two terms and their interaction. The lines of constant estimated prob-
ability of Y = 1 shown on Figure 12.4b are now curves rather than straight lines,
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TABLE 12.2 Logistic Regressions for the Balsam Fir Data

(a) No interaction
Coefficients:

Estimate Std. Error z value Pr(>|z|)
(Intercept) -9.5621 0.7499 -12.75 <2e-16 ***
logD 2.2164 0.2079 10.66 <2e-16 ***
S 4.5086 0.5159 8.74 <2e-16 ***
---
Residual deviance: 563.9 on 656 degrees of freedom

Pearson’s X^2: 715.3 on 656 degrees of freedom

(b) Mean function with interaction
Coefficients:

Estimate Std. Error z value Pr(>|z|)
(Intercept) -3.6788 1.4209 -2.589 0.00963
logD 0.4009 0.4374 0.916 0.35941
S -11.2026 3.6143 -3.100 0.00194
logD:S 4.9098 1.1319 4.338 1.44e-05
---
Residual deviance: 541.75 on 655 degrees of freedom

Pearson’s X^2: 885.44 on 655 degrees of freedom

but otherwise the interpretation of this plot is the same as Figure 12.4a. Visually
deciding which of these two mean functions matches the data more closely is
difficult, and we will shortly develop a test for this comparison.

Interpretation of estimates of parameters in mean functions with no interac-
tion works the same way with many predictors as it does with one predictor. For
example, the estimated effect of increasing log(D) by one unit using Table 12.2a is
to multiply the odds of blowdown by exp(2.2164) ≈ 9.2, similar to the estimated
effect when S is ignored. Interpretation of estimates is complicated by interactions.
Using the estimates in Table 12.2b, if log(D) is increased by one unit, then the
odds of blowdown are multiplied by exp(0.4009 + 4.9098S), which depends on
the value of S. For the effect of S, since S is bounded between 0 and 1, we cannot
increase S by one unit, so we can summarize the S-effect by looking at an increase
of 0.1 units. The odds multiplier for S is then exp(.1[−11.2026 + 4.9098log(D)]).
These two functions are graphed in Figure 12.5. Big trees were much more likely to
blow down in severe areas than in areas where severity was low. For fixed diameter,
increasing severity by 0.1 has a relatively modest effect on the odds of blowdown.

As with logistic regression with a single term, the estimates are approximately
normally distributed if the sample size is large enough, with estimated standard
errors in Table 12.2. The ratios of the estimates to their standard errors are called
Wald tests. For the no-interaction mean function in Table 12.2a, the p-values for
all three Wald tests are very small, indicating all terms are important when adjust-
ing for the other terms in the mean function. For the interaction mean function
in Table 12.2b, the p-values for S and for the interaction are both small, but
the main effect for log(D) has a large p-value. Using the hierarchy principle,
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FIG. 12.5 Blowdown odds multiplier for (a) doubling the diameter of a Balsam Fir tree as a function
of local severity, S, and (b) increasing S by 0.1 as a function of diameter.

however, we recommend that whenever an interaction is included in a mean
function, all the main effects in that interaction be included as well, so in light
of the significant interaction the test for log(D) is not relevant, and we would
retain log(D).

In the next section, we derive tests analogous to F -tests for linear regression.
Unlike the linear model where F -tests and Wald tests are equivalent, in logistic
regression they can give conflicting results. The tests in the next section are to be
preferred over the Wald tests.

12.2.3 Deviance

In multiple linear regression, the residual sum of squares provides the basis for tests
for comparing mean functions. In logistic regression, the residual sum of squares
is replaced by the deviance, which is often called G2. The deviance is defined for
logistic regression to be

G2 = 2
n∑

i=1

[
yi log

(
yi

ŷi

)
+ (mi − yi) log

(
mi − yi

mi − ŷi

)]
(12.8)

where ŷi = miθ̂(xi ) are the fitted number of successes in mi trials. The df asso-
ciated with the deviance is equal to the number of cases n used in the calcu-
lation minus the number of elements of β that were estimated; in the example,
df = 659 − 4 = 655.

Methodology for comparing models parallels the results in Section 5.4. Write
β ′x = β ′

1x1 + β ′
2x2, and consider testing

NH: θ(x) = m(β ′
1x1)

AH: θ(x) = m(β ′
1x1 + β ′

2x2)
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TABLE 12.3 Analysis of Deviance for Balsam Fir Blowdown Data

Terms df Deviance Change in df Deviance P(> |Chi|)

1, log(D) 657 655.24
1, log(D), S, S × log(D) 655 541.75 2 113.50 0.0000

TABLE 12.4 Sequential Analysis of Deviance for Balsam Fir Blowdown Data

Terms df Deviance Change in df Deviance P(> |Chi|)

Intercept 658 856.21
Add log(D) 657 655.24 1 200.97 0.0000
Add S 656 563.90 1 91.34 0.0000
Add interaction 655 541.75 1 22.16 0.0000

to see if the terms in x2 have zero coefficients. Obtain the deviance G2
NH and degrees

of freedom dfNH under the null hypothesis, and then obtain G2
AH and dfAH under

the alternative hypothesis. As with linear models, we will have evidence against
the null hypothesis if G2

NH − G2
AH is too large. To get p-values, we compare the

difference G2
NH − G2

AH with the χ2 distribution with df = dfNH − dfAH, not with
an F -distribution as was done for linear models.

If we set x1 = (Ones, log(D)), where Ones is the vector of ones to fit the
intercept, and x2 = (S, S × log(D)) to test that only log(D) and the intercept are
required in the mean function. Fitting under the null hypothesis is summarized
in Table 12.1, with G2

NH = 655.24 with dfNH = 657. The alternative hypothesis
is summarized in Table 12.2, where we see that G2

AH = 541.75 with dfAH = 655.

These results can be summarized in an analysis of deviance table, as in Table 12.3.
The interpretation of this table parallels closely the results for multiple linear regres-
sion models in Section 5.4. The table includes the deviance and df for each of the
models. The test statistic depends on the change in deviance and the change in
df, as given in the table. The p-value is 0 to 4 decimals, and the larger model is
preferred.

We could also have a longer sequence of models, for example, first fitting with
an intercept only, then the intercept and log(D), then adding S, and finally the
interaction. This would give an analysis of deviance table like Table 12.4 that
parallels the sequential analysis of variance tables discussed in Section 3.5.6. The
table displays the tests for comparing two adjacent mean functions.

12.2.4 Goodness-of-Fit Tests

When the number of trials mi > 1, the deviance G2 can be used to provide a
goodness-of-fit test for a logistic regression model, essentially comparing the null
hypothesis that the mean function used is adequate versus the alternative that a
separate parameter needs to be fit for each value of i (this latter case is called the
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saturated model). When all the mi are large enough, G2 can be compared with the
χ2

n−p distribution to get an approximate p-value. The goodness-of-fit test is not
applicable in the blowdown example because all the mi = 1.

Pearson’s X2 is an approximation to G2 defined for logistic regression by

X2 =
n∑

i=1

[
(yi − ŷi )

2
(

1

ŷi

+ 1

mi − ŷi

)]

=
n∑

i=1

mi(yi/mi − θ̂ (xi ))
2

θ̂ (xi )(1 − θ̂ (xi ))
(12.9)

X2 and G2 have the same large-sample distribution and often give the same infer-
ences. In small samples, there may be differences, and sometimes X2 may be
preferred for testing goodness-of-fit.

Titanic
The Titanic was a British luxury passenger liner that sank when it struck an iceberg
about 640 km south of Newfoundland on April 14–15, 1912, on its maiden voyage
to New York City from Southampton, England. Of 2201 known passengers and
crew, only 711 are reported to have survived. The data in the file titanic.txt
from Dawson (1995) classify the people on board the ship according to their Sex as
Male or Female, Age, either child or adult, and Class, either first, second, third, or
crew. Not all combinations of the three factors occur in the data, since no children
were members of the crew. For each age/sex/class combination, the number of
people M and the number surviving Surv are also reported. The data are shown in
Table 12.5.

Table 12.6 gives the value of G2 and Pearson’s X2 for the fit of five mean
functions to these data. Since almost all the mi exceed 1, we can use either G2

or X2 as a goodness-of-fit test for these models. The first two mean functions,
the main effects only model, and the main effects plus the Class × Sex interac-
tion, clearly do not fit the data because the values of G2 and X2 are both much
larger then their df, and the corresponding p-values from the χ2 distribution are

TABLE 12.5 Data from the Titanic Disaster of 1912. Each Cell
Gives Surv/M , the Number of Survivors, and the Number of
People in the Cell

Female Male
Class Adult Child Adult Child

Crew 20/23 NA 192/862 NA
First 140/144 1/1 57/175 5/5
Second 80/93 13/13 14/168 11/11
Third 76/165 14/31 75/462 13/48
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TABLE 12.6 Fit of Four Mean Functions for the Titanic Data. Each of the Mean
Functions Treats Age, Sex, and Class as Factors, and Fits Different Main Effects and
Interactions

Mean Function df G2 X2

Main effects only 8 112.57 103.83
Main effects + Class × Sex 5 45.90 42.77
Main effects + Class × Sex + Class × Age 3 1.69 1.72
Main effects + all two-factor interactions 2 0.00 0.00
Main effects, two-factor and three-factor interactions 0 0.00 0.00

0 to several decimal places. The third model, which adds the Class × Age inter-
action, has both G2 and X2 smaller than its df, with p-values of about 0.64,
so this mean function seems to match the data well. Adding more terms can
only reduce the value of G2 and X2, and adding the third interaction decreases
these statistics to 0 to the accuracy shown. Adding the three-factor interaction fits
one parameter for each cell, effectively estimating the probability of survival by
the observed probability of survival in each cell. This will give an exact fit to
the data.

The analysis of these data is continued in Problem 12.7.

12.3 BINOMIAL RANDOM VARIABLES

In this section, we provide a very brief introduction to maximum likelihood esti-
mation and then provide a computing algorithm for finding maximum likelihood
estimates for logistic regression.

12.3.1 Maximum Likelihood Estimation

Data can be used to estimate θ using maximum likelihood estimation. Suppose we
have observed y successes in m independent trials, each with the same probability
θ of success. The maximum likelihood estimate or mle of θ is the value θ̂ of θ

that maximizes the probability of observing y successes in m trials. This amounts
to rewriting (12.1) as a function of θ , with y held fixed at its observed value,

L(θ) =
(

m

y

)
θy(1 − θ)(m−y) (12.10)

L(θ) is called the likelihood function for θ . Since the same value maximizes both
L(θ) and log(L(θ)), we work with the more convenient log-likelihood, given by

log (L(θ)) = log

(
m

y

)
+ y log(θ) + (m − y) log(1 − θ) (12.11)
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Differentiating (12.11) with respect to θ and setting the result to 0 gives

d log(L(θ))

dθ
= y

θ
− m − y

1 − θ
= 0

Solving for θ gives the mle,

θ̂ = y

m
= Observed number of successes

Observed fixed number of trials

which is the observed proportion of successes. Although we can find the variance
of this estimator directly, we use a result that gives the large-sample variance of
the mle for most statistical problems. Suppose the parameter θ is a vector. Then
in large samples,

Var(θ̂ ) = −
[

E

(
∂2 log(L(θ))

∂θ(∂θ)′

)]−1

(12.12)

For the binomial example, θ is a scalar, and[
−E

(
d2 log(L(θ))

dθ2

)]−1

=
[
−E

(
y

θ2
− m − y

(1 − θ)2

)]−1

=
[

m

θ(1 − θ)

]−1

= θ(1 − θ)

m
(12.13)

This variance is estimated by substituting θ̂ for θ . In large samples, the
mle θ̂ is approximately normally distributed with mean θ and variance given
by (12.12).

12.3.2 The Log-Likelihood for Logistic Regression

Equation (12.10) provides the likelihood function for a single binomial random
variable y with m trials and probability of success θ . We generalize now to having
n independent random variables (y1, . . . , yn) with yi a binomial random variable
with mi trials and probability of success θ(xi ) that depends on the value of xi and
so may be different for each i. The likelihood based on (y1, . . . , yn) is obtained
by multiplying the likelihood for each observation,

L =
n∏

i=1

(
mi

yi

)
(θ(xi ))

yi (1 − θ(xi ))
mi−yi

∝
n∏

i=1

(θ(xi ))
yi (1 − θ(xi ))

mi−yi
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In the last expression, we have dropped the binomial coefficients (
mi
yi

) because they
do not depend on parameters. After minor rearranging, the log-likelihood is

log(L) ∝
n∑

i=1

[
yi log

(
θ(xi )

1 − θ(xi )

)
+ mi log(1 − θ(xi ))

]
Next, we substitute for θ(xi ) using equation (12.7) to get

log(L(β)) =
n∑

i=1

[
(β ′xi )yi − mi log(1 + exp(β ′xi ))

]
(12.14)

The log-likelihood depends on the regression parameters β explicitly, and we can
maximize (12.14) to get estimates. An iterative procedure is required. The usual
methods using either the Newton–Raphson algorithm or Fisher scoring attain con-
vergence in just a few iterations, although problems can arise with unusual data
sets, for example, if one or more of the predictors can determine the value of the
response exactly; see Collett (2002, Section 3.12). Details of the computational
method are provided by McCullagh and Nelder (1989, Section 2.5), Collett (2002),
and Agresti (1996, 2002), among others.

The estimated covariance matrix of the estimates is given by

Var(β̂) = (X′ŴX)−1

where Ŵ is a diagonal matrix with entries miθ̂(xi )(1 − θ̂ (xi )), and X is a matrix
with ith row x′.

12.4 GENERALIZED LINEAR MODELS

Both the multiple linear regression model discussed earlier in this book and the
logistic regression model discussed in this chapter are particular instances of a gen-
eralized linear model. Generalized linear models all share three basic
characteristics:

1. The distribution of the response Y , given a set of terms X, is distributed
according to an exponential family distribution. The important members of
this class include the normal and binomial distributions we have already
encountered, as well as the Poisson and gamma distributions. Generalized
linear models based on the Poisson distributions are the basis of the most
common models for contingency tables of counts; see Agresti (1996, 2002).

2. The response Y depends on the terms X only through the linear combina-
tion β ′X.

3. The mean E(Y |X = x) = m(β ′x) for some kernel mean function m. For the
multiple linear regression model, m is the identity function, and for logistic
regression, it is the logistic function. There is considerable flexibility in select-
ing the kernel mean function. Most presentations of generalized linear models
discuss the link function, which is the inverse of m rather than m itself.
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These three components are enough to specify completely a regression problem
along with methods for computing estimates and making inferences. The methodol-
ogy for these models generally builds on the methods in this book, usually with only
minor modification. Generalized linear models were first suggested by Nelder and
Wedderburn (1972) and are discussed at length by McCullagh and Nelder (1989).
Some statistical packages use common software to fit all generalized linear models,
including the multiple linear regression model. Book-length treatments of binomial
regression are given by Collett (2002) and by Hosmer and Lemeshow (2000).

PROBLEMS

12.1. Downer data For unknown reasons, dairy cows sometimes become
recumbent—they lay down. Called downers, these cows may have a seri-
ous illness that may lead to death of the cow. These data are from a study
of blood samples of over 400 downer cows studied at the Ruakura New
Zealand Animal Health Laboratory during 1983–1984. A variety of blood
tests were performed, and for many of the animals, the outcome (survived,
died, or animal was killed) was determined. The goal is to see if survival
can be predicted from the blood measurements. The variables in the data file
downer.txt are described in Table 12.7. These data were collected from
veterinary records, and not all variables were recorded for all cows.

12.1.1. Consider first predicting Outcome from Myopathy. Find the fraction
of surviving cows of Myopathy = 0 and for Myopathy = 1.

12.1.2. Fit the logistic regression with response Outcome, and the single
predictor Myopathy. Obtain a 95% confidence interval for coefficient
for Myopathy, and compute the estimated decrease in odds of survival
when Myopathy = 1. Obtain the estimated probability of survival
when Myopathy = 0 and when Myopathy = 1, and compare with the
observed survival fractions in Problem 12.1.1.

TABLE 12.7 The Downer Data

Variable n Description

AST 429 Serum asparate amino transferase (U/l at 30C)
Calving 431 0 if measured before calving, 1 if after
CK 413 Serum creatine phosphokinase (U/l at 30C)
Daysrec 432 Days recumbent when measurements were done
Inflamat 136 Is inflammation present? 0=no, 1=yes
Myopathy 222 Is muscle disorder present? 1=yes, 0=no
PCV 175 Packed cell volume (hematocrit), percent
Urea 266 Serum urea (mmol/l)
Outcome 435 1 if survived, 0 if died or killed

Source: Clark, Henderson, Hoggard, Ellison, and Young (1987).



PROBLEMS 267

12.1.3. Next, consider the regression problem with only CK as a predic-
tor (CK is observed more often than is Myopathy, so this regres-
sion will be based on more cases than were used in the first two
parts of this problem). Draw separate density estimates of CK, for
Outcome = 0 and for Outcome = 1. Also, draw separate density
estimates for log(CK) for the two groups. Comment on the graphs.

12.1.4. Fit the logistic regression mean function with log(CK) as the only
term beyond the intercept. Summarize results.

12.1.5. Fit the logistic mean function with terms for log(CK), Myopathy and
a Myopathy × log(CK) interaction. Interpret each of the coefficient
estimates. Obtain a sequential deviance table for fitting the terms
in the order given above, and summarize results. (Missing data can
cause a problem here: if your computer program requires that you fit
three separate mean functions to get the analysis of deviance, then
you must be sure that each fit is based on the same set of observations,
those for which CK and Myopathy are both observed.)

12.2. Starting with (12.6), prove (12.7).

12.3. Electric shocks A study carried out by R. Norell was designed to learn about
the effect of small electrical currents on farm animals, with the eventual goal
of understanding the effects of high-voltage power lines near farms. A total
of m = 70 trials were carried out at each of six intensities, 0, 1, 2, 3, 4, and
5 mA (shocks on the order of 15 mA are painful for many humans, Dalziel,
Lagen, and Thurston 1941). The data are given in the file shocks.txt
with columns Intensity, number of trials m, which is always equal to 70, and
Y , the number of trials out of m for which the response, mouth movement,
was observed.

Draw a plot of the fraction responding versus Intensity. Then, fit the
logistic regression with predictor Intensity, and add the fitted curve to your
plot. Test the hypothesis that the probability of response is independent of
Intensity, and summarize your conclusions. Provide a brief interpretation of
the coefficient for Intensity. (Hint: The response in the logistic regression is
the number of successes in m trials. Unless the number of trials is one for
every case, computer programs will require that you specify the number of
trials in some way. Some programs will have an argument with a name like
“trials” or “weights” for this purpose. Others, like R and JMP, require that
you specify a bivariate response consisting of the number of successes Y and
the number of failures m − Y .)

12.4. Donner party In the winter of 1846–1847, about 90 wagon train emigrants
in the Donner party were unable to cross the Sierra Nevada Mountains of
California before winter, and almost half of them starved to death. The data
in file donner.txt from Johnson (1996) include some information about
each of the members of the party. The variables include Age, the age of
the person, Sex, whether male or female, Status, whether the person was a
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member of a family group, a hired worker for one of the family groups, or
a single individual who did not appear to be a hired worker or a member
of any of the larger family groups, and Outcome, coded 1 if the person
survived and 0 if the person died.

12.4.1. How many men and women were in the Donner Party? What was
the survival rate for each sex? Obtain a test that the survival rates
were the same against the alternative that they were different. What
do you conclude?

12.4.2. Fit the logistic regression model with response Outcome and pre-
dictor Age, and provide an interpretation for the fitted coefficient
for Age.

12.4.3. Draw the graph of Outcome versus Age, and add both a smooth and a
fitted logistic curve to the graph. The logistic regression curve appar-
ently does not match the data: Explain what the differences are and
how this failure might be relevant to understanding who survived
this tragedy. Fit again, but this time, add a quadratic term in Age.
Does the fitted curve now match the smooth more accurately?

12.4.4. Fit the logistic regression model with terms for an intercept, Age,
Age2, Sex, and a factor for Status. Provide an interpretation for the
parameter estimates for Sex and for each of the parameter estimates
for Status. Obtain tests on the basis of the deviance for adding each
of the terms to a mean function that already includes the other terms,
and summarize the results of each of the tests via a p-value and a
one-sentence summary of the results.

12.4.5. Assuming that the logistic regression model provides an adequate
summary of the data, give a one-paragraph written summary on the
survival of members of the Donner Party.

12.5. Counterfeit banknotes The data in the file banknote.txt contains infor-
mation on 100 counterfeit Swiss banknotes with Y = 0 and 100 genuine
banknotes with Y = 1. Also included are six physical measurements of the
notes, including the Length, Diagonal and the Left and Right edges of the
note, all in millimeters, and the distance from the image to the Top edge and
Bottom edge of the paper, all in millimeters (Flury and Riedwyl, 1988). The
goal of the analysis is to estimate the probability or odds that a banknote is
counterfeit, given the values of the six measurements.

12.5.1. Draw a scatterplot matrix of six predictors, marking the points dif-
ferent colors for the two groups (genuine or counterfeit). Summarize
the information in the scatterplot matrix.

12.5.2. Use logistic regression to study the conditional distribution of y,
given the predictors.

12.6. Challenger The file challeng.txt from Dalal, Fowlkes, and Hoadley
(1989) contains data on O-rings on 23 U. S. space shuttle missions prior
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to the Challenger disaster of January 20, 1986. For each of the previous
missions, the temperature at take-off and the pressure of a pre-launch test
were recorded, along with the number of O-rings that failed out of six.

Use these data to try to understand the probability of failure as a function
of temperature, and of temperature and pressure. Use your fitted model to
estimate the probability of failure of an O-ring when the temperature was
31◦F, the launch temperature on January 20, 1986.

12.7. Titanic Refer to the Titanic data, described in Section 12.2.4, page 262.

12.7.1. Fit a logistic regression model with terms for factors Sex, Age and
Class. On the basis of examination of the data in Table 12.5, explain
why you expect that this mean function will be inadequate to explain
these data.

12.7.2. Fit a logistic regression model that includes all the terms of the
last part, plus all the two-factor interactions. Use appropriate test-
ing procedures to decide if any of the two-factor interactions can
be eliminated. Assuming that the mean function you have obtained
matches the data well, summarize the results you have obtained by
interpreting the parameters to describe different survival rates for var-
ious factor combinations. (Hint: How does the survival of the crew
differ from the passengers? First class from third class? Males from
females? Children versus adults? Did children in first class survive
more often than children in third class?)

12.8. BWCAW blowdown The data file blowAPB.txt contains the data for
Rich’s blowdown data, as introduced at the beginning of this chapter, but for
the two species SPP = A for aspen, and SPP = PB for paper birch.

12.8.1. Fit the same mean function used for Balsam Fir to each of these
species. Is the interaction between S and logD required for these
species?

12.8.2. Ignoring the variable S, compare the two species, using the mean
functions outlined in Section 6.2.2.

12.9. Windmill data For the windmill data in the data file wm4.txt, use the
four-site data to estimate the probability that the wind speed at the candidate
site exceeds six meters per second, and summarize your results.
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A.1 WEB SITE

The web address for material for this book is

http://www.stat.umn.edu/alr

The web site includes free text primers on how to do the computations described
in the book with several standard computer programs, all the data files described
in the book, errata for the book, and scripts for some of the packages that can
reproduce the examples in the book.

A.2 MEANS AND VARIANCES OF RANDOM VARIABLES

Suppose we let u1, u2, . . . , un be random variables and also let a0, a1, . . . , an be
n + 1 known constants.

A.2.1 E Notation

The symbol E(ui) is read as the expected value of the random variable ui . The
phrase “expected value” is the same as the phrase “mean value.” Informally, the
expected value of ui is the average value of a very large sample drawn from the
distribution of ui . If E(ui) = 0, then the average value we would get for ui if
we sampled its distribution repeatedly is 0. Since ui is a random variable, any
particular realization of ui is likely to be nonzero.

The expected value is a linear operator, which means

E(a0 + a1u1) = a0 + a1E(u1)

E
(
a0 +

∑
aiui

)
= a0 +

∑
aiE(ui) (A.1)

Applied Linear Regression, Third Edition, by Sanford Weisberg
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For example, suppose that u1, . . . , un are a random sample from a population, and
E(ui) = µ, i = 1, . . . , n. The sample mean is u = ∑

ui/n = ∑
(1/n)ui , and the

expectation of the sample mean is

E(u) = E

(∑ 1

n
ui

)
= 1

n

∑
E(ui) = 1

n
(nµ) = µ

We say that u is an unbiased estimate of the population mean µ, since its expected
value is µ.

A.2.2 Var Notation

The symbol Var(ui) is the variance of ui . The variance is defined by the equation
Var(ui) = E[ui − E(ui)]2 =, the expected squared difference between an observed
value for ui and its mean value. The larger Var(ui), the more variable observed
values for ui are likely to be. The symbol σ 2 is often used for a variance, or σ 2

u

might be used for the variance of the identically distributed ui if several variances
are being discussed.

The general rule for the variance of a sum of uncorrelated random variables is

Var
(
a0 +

∑
aiui

)
=

∑
a2
i Var(ui) (A.2)

The a0 term vanishes because the variance of a0 + u is the same as the variance of
u since the variance of a constant is 0. Assuming that Var(ui) = σ 2, we can find
the variance of the sample mean of independently, identically distributed ui :

Var(u) = Var

(∑ 1

n
ui

)
= 1

n2

∑
E(ui) = 1

n2
(nσ 2) = σ 2

n

A.2.3 Cov Notation

The symbol Cov(ui, uj ) is read as the covariance between the random variables
ui and uj and is defined by the equation

Cov(ui, uj ) = E
[(

ui − E(ui))(uj − E(uj )
)] = Cov(uj , ui)

The covariance describes the way two random variables vary jointly. If the two
variables are independent, then Cov(ui, uj ) = 0, but zero correlation does not imply
independence. The variance is a special case of covariance, since Cov(ui, ui) =
Var(ui). The rule for covariance is

Cov(a0 + a1u1, a3 + a2u2) = a1a2Cov(u1, u2)
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The correlation coefficient is defined by

ρ(ui, uj ) = Cov(ui, uj )√
Var(ui)Var(uj )

The correlation does not depend on units of measurement and has a value between
−1 and 1.

The general form for the variance of a linear combination of correlated random
variables is

Var
(
a0 +

∑
aiui

)
=

n∑
i=1

a2
i Var(ui) + 2

n−1∑
i=1

n∑
j=i+1

aiaj Cov(ui, uj ) (A.3)

A.2.4 Conditional Moments

Throughout the book, we use notation like E(Y |X = x) to denote the mean of the
random variable Y in the population for which the value of X is fixed at the value
X = x. Similarly, Var(Y |X = x) is the variance of the random variable Y in the
population for which X is fixed at X = x.

There are simple relationships between the conditional mean and variance of Y

given X and the unconditional mean and variances (see, for example, Casella and
Berger, 1990):

E(Y ) = E[E(Y |X = x)] (A.4)

Var(Y ) = E[Var(Y |X = x)] + Var(E(Y |X = x)] (A.5)

For example, suppose that when we condition on the predictor X we have a
simple linear regression mean function with constant variance, E(Y |X = x) =
β0 + β1x, Var(Y |X = x) = σ 2. In addition, suppose the unconditional moments of
the predictor are E(X) = µx and Var(X) = τ 2

x . Then for the unconditional random
variable Y ,

E(Y ) = E[E(Y |X = x)]

= E[β0 + β1x]

= β0 + β1µx

Var(Y ) = E[Var(Y |X = x)] + Var[E(Y |X = x)]

= E[σ 2] + Var[β0 + β1x]

= σ 2 + β2
1τ 2

x

The mean of the unconditional variable Y is obtained by substituting the mean of the
unconditional variable X into the conditional mean formula, and the unconditional
variance of Y equals the conditional variance plus a second quantity that depends
on both β2

1 and on τ 2
x .
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A.3 LEAST SQUARES FOR SIMPLE REGRESSION

The ols estimates of β0 and β1 in simple regression are the values that minimize
the residual sum of squares function,

RSS(β0, β1) =
n∑

i=1

(yi − β0 − β1xi)
2 (A.6)

One method of finding the minimizer is to differentiate with respect to β0 and β1,
set the derivatives equal to 0, and solve

∂RSS(β0, β1)

β0
= −2

n∑
i=1

(yi − β0 − β1xi) = 0

∂RSS(β0, β1)

β1
= −2

n∑
i=1

xi(yi − β0 − β1xi) = 0

Upon rearranging terms, we get

β0n + β1
∑

xi = ∑
yi

β0
∑

xi + β1
∑

x2
i = ∑

xiyi

(A.7)

Equations (A.7) are called the normal equations for the simple linear regression
model (2.1). The normal equations depend on the data only through the sufficient
statistics

∑
xi ,

∑
yi ,

∑
x2
i and

∑
xiyi . Using the formulas

SXX = ∑
(xi − x)2 = ∑

x2
i − nx2

SXY = ∑
(xi − x)(yi − y) = ∑

xiyi − nxy
(A.8)

equivalent and numerically more stable sufficient statistics are given by x, y, SXX
and SXY. Solving (A.7), we get

β̂0 = y − β̂1x, β̂1 = SXY
SXX (A.9)

A.4 MEANS AND VARIANCES OF LEAST SQUARES ESTIMATES

The least squares estimates are linear combinations of the observed values
y1, . . . , yn of the response, so we can apply the results of Appendix A.2 to the
estimates found in Appendix A.3 to get the means, variances, and covariances of
the estimates. Assume the simple regression model (2.1) is correct. The estimator β̂1

given at (A.9) can be written as β̂1 = ∑
ciyi , where for each i, ci = (xi − x)/SXX.
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Since we are conditioning on the values of X, the ci are fixed numbers. By (A.1),

E(β̂1|X) = E
(∑

ciyi |X = xi

)
=

∑
ciE(yi |X = xi)

=
∑

ci(β0 + β1xi)

= β0

∑
ci + β1

∑
cixi

By direct summation,
∑

ci = 0 and
∑

cixi = 1, giving

E(β̂1|X) = β1

which shows that β̂1 is unbiased for β1. A similar computation will show that
β̂0 = β0.

Since the yi are assumed independent, the variance of β̂1 is found by an appli-
cation of (A.2),

Var(β̂1|X) = Var
(∑

ciyi |X = xi

)
=

∑
c2
i Var(Y |X = xi)

= σ 2
∑

c2
i

= σ 2/SXX

This computation also used
∑

c2
i = ∑

(xi − x)2/SXX2 = 1/SXX. Computing the
variance of β̂0 requires an application of (A.3). We write

Var(β̂0) = Var(y − β̂1x|X)

= Var(y|X) + x2Var(β̂1|X) − 2xCov(y, β̂1|X) (A.10)

To complete this computation, we need to compute the covariance,

Cov(y, β̂1|X) = Cov

(
1

n

∑
yi,

∑
ciyi

)
= 1

n

∑
ciCov(yi, yi)

= σ 2

n

∑
ci

= 0
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because the yi are independent, and
∑

ci = 0. Substituting into (A.10) and
simplifying,

Var(β̂0) = σ 2

(
1

n
+ x2

SXX

)

Finally,

Cov(β̂0, β̂1|X) = Cov(y − β̂1x, β̂1|X)

= Cov(y, β̂1) − xCov(β̂1, β̂1)

= 0 − σ 2 x

SXX

= −σ 2 x

SXX

Further application of these results gives the variance of a fitted value,
ŷ = β̂0 + β̂1x:

Var(ŷ|X = x) = Var(β̂0 + β̂1x|X = x)

= Var(β̂0|X = x) + x2Var(β̂1|X = x) + 2xCov(β̂0, β̂1|X = x)

= σ 2

(
1

n
+ x2

SXX

)
+ σ 2x2 1

SXX
− 2σ 2x

x

SXX

= σ 2
(

1

n
+ (x − x)2

SXX

)
(A.11)

A prediction ỹ∗ at the future value x∗ is just β̂0 + β̂1x∗. The variance of a prediction
consists of the variance of the fitted value at x∗ given by (A.11) plus σ 2, the variance
of the error that will be attached to the future value,

Var(ỹ∗|X = x∗) = σ 2
(

1

n
+ (x − x)2

SXX

)
+ σ 2

as given by (2.25).

A.5 ESTIMATING E(Y |X) USING A SMOOTHER

For a 2D scatterplot of Y versus X, a scatterplot smoother provides an estimate of
the mean function E(Y |X = x) as x varies, without making parametric assumptions
about the mean function, so we do not need to assume that the mean function is a
straight line or any other particular form. We very briefly introduce one of many
types of local smoothers and provide references to other approaches to smoothing.
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The smoother we use most often in this book is the simplest case of the loess
smoother (Cleveland, 1979; see also the first step in Algorithm 6.1.1 in Härdle,
1990, p. 192). This smoother estimates E(Y |X = xg) by ỹg at the point xg via a
weighted least squares simple regression, giving more weight to points close to xg

than to points distant from xg . Here is the method:

1. Select a value for a smoothing parameter f , a number between 0 and 1.
Values of f close to 1 will give curves that are too smooth and will be close
to a straight line, while small values of f give curves that are too rough
and match all the wiggles in the data. The value of f must be chosen to
balance the bias of oversmoothing with the variability of undersmoothing.
Remarkably, for many problems, f ≈ 2/3 is a good choice. There is a sub-
stantial literature on the appropriate ways to estimate a smoothing parameter
for loess and for other smoothing methods, but for the purposes of using a
smoother to help us look at a graph, optimal choice of a smoothing parameter
is not critical.

2. Find the f n closest points to xg . For example, if n = 100, and f = 0.6, then
find the f n = 60 closest points to xg . Every time the value of xg is changed,
the points selected may change.

3. Among these f n nearest neighbors to xg , compute the wls estimates for
the simple regression of Y on X, with weights determined so that points
close to xg have the highest weight, and the weights decline toward 0 for
points farther from xg . We use a triangular weight function that gives max-
imum weight to data at xg , and weights that decrease linearly to 0 at the
edge of the neighborhood. If a different weight function is used, answers are
somewhat different.

4. The value of ỹg is the fitted value at xg from the wls regression using the
nearest neighbors found at step 2 as the data, and the weights from step 3
as weights.

5. Repeat 1–4 for many values of xg that form a grid of points that cover the
interval on the x-axis of interest. Join the points.

Figure A.1 shows a plot of Y versus X, along with four smoothers. The first
smoother is the ols simple regression line, which does not match the data well
because the mean function for the data in this figure is probably curved, not straight.
The loess smooth with f = 0.1 is as expected very wiggly, matching the local
variation rather than the mean. The line for f = 2/3 seems to match the data very
well, while the loess fit for f = .95 is nearly the same as for f = 2/3, but it tends
toward oversmoothing and attempts to match the ols line. We would conclude from
this graph that a straight-line mean function is likely to be inadequate because it
does not match the data very well. Loader (2004) discusses a formal lack-of-fit
test on the basis of comparing parametric and nonparametric estimates of the mean
function that is presented in Problem 5.3.

The loess smoother is an example of a nearest neighbor smoother. Local poly-
nomial regression smoothers and kernel smoothers are similar to loess, except they
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FIG. A.1 Three choices of the smoothing parameter for a loess smooth. The data used in this plot are
discussed in Section 7.1.2.

give positive weight to all cases within a fixed distance of the point of interest
rather than a fixed number of points.

There is a large literature on nonparametric regression, for which scatterplot
smoothing is a primary tool. Recent reference on this subject include Simonoff
(1996), Bowman and Azzalini (1997), and Loader (2004).

The literature on estimating a variance function from a scatterplot is much
smaller than the literature on estimating the mean (but see Ruppert, Wand, Holst
and Hössjer, 1997). Here is a simple algorithm that can produce a smoother that
estimates the standard deviation function, which is the square root of the variance
function:

1. Smooth the yi on the xi to get an estimate say ỹi for each value of X = xi .
Compute the squared residuals, ri = (yi − ỹi )

2. Under normality of errors,
the expectation E(ri |xi) = Var(Y |X = xi), so a mean smooth for the squared
residuals estimates the variance smooth for Y .

2. Smooth the ri on xi to estimate Var(Y |X = xi) by s2
i at each value xi . Then

s2
i is the smoothed estimate of the variance, and si is a smoothed estimate

of the standard deviation.

3. Add three lines to the scatterplot: The mean smooth (xi, ỹi ), the mean smooth
plus one standard deviation, (xi, ỹi + si) and the mean smooth minus one
standard deviation, (xi, ỹi − si).
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FIG. A.2 loess smooth for the mean function, solid line, and mean ± one standard deviation, dashed
lines.

Figure A.2 shows the loess smooth for the mean function and the mean plus and
minus one standard deviation for the same data as in Figure A.1. The variability
appears to be a bit larger in the middle of the range than at the edges.

A.6 A BRIEF INTRODUCTION TO MATRICES AND VECTORS

We provide only a brief introduction to matrices and vectors. More complete ref-
erences include Graybill (1969), Searle (1982), Schott (1996), or any good linear
algebra book.

Boldface type is used to indicate matrices and vectors. We will say that X is an
r × c matrix if it is an array of numbers with r rows and c columns. A specific
4 × 3 matrix X is

X =


1 2 1
1 1 5
1 3 4
1 8 6

 =


x11 x12 x13
x21 x22 x23
x31 x32 x33
x41 x42 x43

 = (
xij

)
(A.12)

The element xij of X is the number in the ith row and the j th column. For example,
in the preceding matrix, x32 = 3.
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A vector is a matrix with just one column. A specific 4 × 1 matrix y, which is
a vector of length 4, is given by

y =


2
3

−2
0

 =


y1
y2
y3
y4


The elements of a vector are generally singly subscripted; thus, y3 = −2. A row
vector is a matrix with one row. We do not use row vectors in this book. If a
vector is needed to represent a row, a transpose of a column vector will be used
(see below).

A square matrix has the same number of rows and columns, so r = c. A square
matrix Z is symmetric if zij = zji for all i and j . A square matrix is diagonal if
all elements off the main diagonal are 0, zij = 0, unless i = j . The matrices C and
D below are symmetric and diagonal, respectively:

C =


7 3 2 1
3 4 1 −1
2 1 6 3
1 −1 3 8

 D =


7 0 0 0
0 4 0 0
0 0 6 0
0 0 0 8


The diagonal matrix with all elements on the diagonal equal to 1 is called the
identity matrix, for which the symbol I is used. The 4 × 4 identity matrix is

I =


1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1


A scalar is a 1 × 1 matrix, an ordinary number.

A.6.1 Addition and Subtraction

Two matrices can be added or subtracted only if they have the same number of
rows and columns. The sum C = A + B of r × c matrices is also r × c. Addition
is done elementwise:

C = A + B =
 a11 a12

a21 a22
a31 a32

 +
 b11 b12

b21 b22
b31 b32

 =
 a11 + b11 a12 + b12

a21 + b21 a22 + b22
a31 + b31 a32 + b32


Subtraction works the same way, with the “+” signs changed to “−” signs. The
usual rules for addition of numbers apply to addition of matrices, namely commu-
tativity, A + B = B + A, and associativity, (A + B) + C = A + (B + C).
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A.6.2 Multiplication by a Scalar

If k is a number and A is an r × c matrix with elements (aij ), then kA is an r × c

matrix with elements (kaij ). For example, the matrix σ 2I has all diagonal elements
equal to σ 2 and all off-diagonal elements equal to 0.

A.6.3 Matrix Multiplication

Multiplication of matrices follows rules that are more complicated than are the
rules for addition and subtraction. For two matrices to be multiplied together in
the order AB, the number of columns of A must equal the number of rows of B.
For example, if A is r × c, and B is c × q, then C = AB is r × q. If the elements
of A are (aij ) and the elements of B are (bij ), then the elements of C = (cij ) are
given by the formula

cij =
c∑

k=1

aikbkj

This formula says that cij is formed by taking the ith row of A and the j th column
of B, multiplying the first element of the specified row in A by the first element
in the specified column in B, multiplying second elements, and so on, and then
adding the products together.

If A is 1 × c and B is c × 1, then the product AB is 1 × 1, an ordinary number.
For example, if A and B are

A = (1 3 2 −1) B =


2
1

−2
4


then the product AB is

AB = (1 × 2) + (3 × 1) + (2 × −2) + (−1 × 4) = −3

AB is not the same as BA. For the preceding matrices, the product BA will be a
4 × 4 matrix:

BA =


2 6 4 −2
1 3 2 −1

−2 −6 −4 2
4 12 8 −4


The following small example illustrates what happens when all the dimensions

are bigger than 1. A 3 × 2 matrix A times a 2 × 2 matrix B is given as a11 a12
a21 a22
a31 a32

 (
b11 b12
b21 b22

)
=

 a11b11 + a12b21 a11b12 + a12b22
a21b11 + a22b21 a21b12 + a22b22
a31b11 + a32b21 a31b12 + a32b22
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Using numbers, an example of multiplication of two matrices is 3 1
−1 0

2 2

(
5 1
0 4

)
=

 15 + 0 3 + 4
−5 + 0 −1 + 0
10 + 0 2 + 8

 =
 15 4

−5 −1
10 10


In this example, BA is not defined because the number of columns of B is not equal
to the number of rows of A. However, the associative law holds: If A is r × c, B
is c × q, and C is q × p, then A(BC) = (AB)C, and the result is an r × p matrix.

A.6.4 Transpose of a Matrix

The transpose of an r × c matrix X is a c × r matrix called X′ such that if the
elements of X are (xij ), then the elements of X′ are (xji ). For the matrix X given
at (A.12),

X′ =
 1 1 1 1

2 1 3 8
1 5 4 6


The transpose of a column vector is a row vector. The transpose of a product (AB)′
is the product of the transposes, in opposite order, so (AB)′ = B′A′.

Suppose that a is an r × 1 vector with elements a1, . . . , ar . Then the product
a′a will be a 1 × 1 matrix or scalar, given by

a′a = a2
1 + a2

2 + · · · + a2
r =

r∑
i=1

a2
i (A.13)

Thus, a′a provides a compact notation for the sum of the squares of the elements
of a vector a. The square root of this quantity (a′a)1/2 is called the norm or length
of the vector a. Similarly, if a and b are both r × 1 vectors, then we obtain

a′b = a1b1 + a2b2 + · · · + anbn =
r∑

i=1

aibi =
r∑

i=1

biai = b′a

The fact that a′b = b′a is often quite useful in manipulating the vectors used in
regression calculations.

Another useful formula in regression calculations is obtained by applying the
distributive law

(a − b)′(a − b) = a′a + b′b − 2a′b (A.14)

A.6.5 Inverse of a Matrix

For any scalar c �= 0, there is another number called the inverse of c, say d, such
that the product cd = 1. For example, if c = 3, then d = 1/c = 1/3, and the inverse
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of 3 is 1/3. Similarly, the inverse of 1/3 is 3. The number 0 does not have an
inverse because there is no other number d such that 0 × d = 1.

Square matrices can also have an inverse. We will say that the inverse of a
matrix C is another matrix D, such that CD = I, and we write D = C−1. Not all
square matrices have an inverse. The collection of matrices that have an inverse are
called full rank, invertible, or nonsingular. A square matrix that is not invertible
is of less than full rank, or singular. If a matrix has an inverse, it has a unique
inverse.

The inverse is easy to compute only in special cases, and its computation in
general can require a very tedious calculation that is best done on a computer.
High-level matrix and statistical languages such as Matlab, Maple, Mathematica,
R and S-plus include functions for inverting matrices, or returning an appropriate
message if the inverse does not exist.

The identity matrix I is its own inverse. If C is a diagonal matrix, say

C =


3 0 0 0
0 −1 0 0
0 0 4 0
0 0 0 1


then C−1 is the diagonal matrix

C =


1
3 0 0 0

0 −1 0 0

0 0 1
4 0

0 0 0 1


as can be verified by direct multiplication. For any diagonal matrix with nonzero
diagonal elements, the inverse is obtained by inverting the diagonal elements. If
any of the diagonal elements are 0, then no inverse exists.

A.6.6 Orthogonality

Two vectors a and b of the same length are orthogonal if a′b = 0. An r × c matrix
Q has orthonormal columns if its columns, viewed as a set of c ≤ r different
r × 1 vectors, are orthogonal and in addition have length 1. This is equivalent to
requiring that Q′Q = I, the r × r identity matrix. A square matrix A is orthogonal
if A′A = AA′ = I, and so A−1 = A′. For example, the matrix

A =


1√
3

1√
2

1√
6

1√
3

0 − 2√
6

1√
3

− 1√
2

1√
6
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can be shown to be orthogonal by showing that A′A = I, and therefore

A−1 = A′ =


1√
3

1√
3

1√
3

1√
2

0 − 1√
2

1√
6

− 2√
6

1√
6


A.6.7 Linear Dependence and Rank of a Matrix

Suppose we have a n × p matrix X, with columns given by the vectors x1, . . . , xp;
we consider only the case p ≤ n. We will say that x1, . . . , xp are linearly dependent
if we can find multipliers a1, . . . , ap, not all of which are 0, such that

p∑
i=1

aixi = 0 (A.15)

If no such multipliers exist, then we say that the vectors are linearly independent,
and the matrix is full rank. In general, the rank of a matrix is the maximum number
of xi that form a linearly independent set.

For example, the matrix X given at (A.12) can be shown to have linearly inde-
pendent columns because no ai not all equal to zero can be found that satisfy
(A.15). On the other hand, the matrix

X =


1 2 5
1 1 4
1 3 6
1 8 11

 = (x1, x2, x3) (A.16)

has linearly dependent columns and is singular because x3 = 3x1 + x2, or 3x1 +
x2 − x3 = 0. This matrix is of rank two because the linearly independent subset of
the columns with the most elements, consisting of any two of the three columns,
has two elements.

The matrix X′X is a p × p matrix. If X has rank p, so does X′X. Full-rank
square matrices always have an inverse. Square matrices of less than full rank
never have an inverse.

A.7 RANDOM VECTORS

An n × 1 vector Y is a random vector if each of its elements is a random variable.
The mean of an n × 1 random vector Y is also an n × 1 vector whose elements
are the means of the elements of Y. The variance of an n × 1 vector Y is an n × n

square symmetric matrix, often called a covariance matrix, written Var(Y) with
Var(yi) as its (i, i) element and Cov(yi, yj ) = Cov(yj , yi) as both the (i, j) and
(j, i) element.
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The rules for means and variances of random vectors are matrix equivalents
of the scalar versions in Appendix A.2. If a0 is a vector of constants, and A is a
matrix of constants,

E(a0 + AY) = a0 + AE(Y) (A.17)

Var(a0 + AY) = AVar(Y)A′ (A.18)

A.8 LEAST SQUARES USING MATRICES

The multiple linear regression model can be written as

E(Y |X = x) = β ′x

Var(Y |X = x) = σ 2

In matrix terms, we will write the model using errors as

Y = Xβ + e

where Y is the n × 1 vector of response values and X is a n × p′ matrix. If the
mean function includes an intercept, then the first column of X is a vector of ones,
and p′ = p + 1. If the mean function does not include an intercept, then the column
of one is not included in X and p′ = p. The ith row of the n × p′ matrix X is x′

i ,
β is a p′ × 1 vector of parameters for the mean function, e is the n × 1 vector of
unobservable errors, and σ 2 is an unknown positive constant.

The ols estimate β̂ of β is given by the arguments that minimize the residual
sum of squares function,

RSS(β) = (Y − Xβ)′(Y − Xβ)

Using (A.14), we obtain

RSS(β) = Y′Y + β ′(X′X)β − 2Y′Xβ (A.19)

RSS(β) depends on only three functions of the data: Y′Y, X′X, and Y′X. Any
two data sets that have the same values of these three quantities will have the
same least squares estimates. Using (A.8), the information in these quantities is
equivalent to the information contained in the sample means of the terms plus the
sample covariances of the terms and the response.

To minimize (A.19), differentiate with respect to β and set the result equal to
0. This leads to the matrix version of the normal equations,

X′Xβ = X′Y (A.20)

The ols estimates are any solution to these equations. If the inverse of (X′X) exists,
as it will if the columns of X are linearly independent, the ols estimates are unique
and are given by

β̂ = (X′X)−1X′Y (A.21)
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If the inverse does not exist, then the matrix (X′X) is of less than full rank, and
the ols estimate is not unique. In this case, most computer programs will use a
linearly independent subset of the columns of X in fitting the model, so that the
reduced model matrix does have full rank. This is discussed in Section 4.1.4.

A.8.1 Properties of Estimates

Using the rules for means and variances of random vectors, (A.17) and (A.18), we
find

E(β̂|X) = E((X′X)−1X′Y|X)

= (X′X)−1X′E(Y|X)

= (X′X)−1X′Xβ

= β (A.22)

so β̂ is unbiased for β, as long as the mean function that was fit is the true mean
function. The variance of β̂ is

Var(β̂|X) = Var((X′X)−1X′Y|X)

= (X′X)−1X′ [Var(Y|X)] X(X′X)−1

= (X′X)−1X′
[
σ 2I

]
X(X′X)−1

= σ 2(X′X)−1X′X(X′X)−1

= σ 2(X′X)−1 (A.23)

The variances and covariances are compactly determined as σ 2 times a matrix
whose elements are determined only by X and not by Y.

A.8.2 The Residual Sum of Squares

Let Ŷ = Xβ̂ be the n × 1 vector of fitted values corresponding to the n cases in the
data, and ê = Y − Ŷ is the vector of residuals. One representation of the residual
sum of squares, which is the residual sum of squares function evaluated at β̂, is

RSS = (Y − Ŷ)′(Y − Ŷ) = ê′ê =
n∑

i=1

ê2
i

which suggests that the residual sum of squares can be computed by squaring the
residuals and adding them up. In multiple linear regression, it can also be computed
more efficiently on the basis of summary statistics. Using (A.19) and the summary
statistics X′X, X′Y and Y′Y, we write

RSS = RSS(β̂) = Y′Y + β̂ ′X′Xβ̂ − 2Y′Xβ̂
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We will first show that β̂ ′X′Xβ̂ = Y′Xβ̂. Substituting for one of the β̂s, we get

β̂ ′X′X(X′X)−1X′Y = β̂ ′X′Y = Y′Xβ̂

the last result following because taking the transpose of a 1 × 1 matrix does not
change its value. The residual sum of squares function can now be rewritten as

RSS = Y′Y − β̂ ′X′Xβ̂

= Y′Y − Ŷ′Ŷ

where Ŷ = Xβ̂ are the fitted values. The residual sum of squares is the difference
in the squares of the lengths of the two vectors Y and Ŷ. Another useful form for
the residual sum of squares is

RSS = SYY(1 − R2)

where R2 is the square of the sample correlation between Ŷ and Y.

A.8.3 Estimate of Variance

Under the assumption of constant variance, the estimate of σ 2 is

σ̂ 2 = RSS

d
(A.24)

with d df, where d is equal to the number of cases n minus the number of terms with
estimated coefficients in the model. If the matrix X is of full rank, then d = n − p′,
where p′ = p for mean functions without an intercept, and p′ = p + 1 for mean
functions with an intercept. The number of estimated coefficients will be less than
p′ if X is not of full rank.

A.9 THE QR FACTORIZATION

Most of the formulas given in this book are convenient for derivations but can be
inaccurate when used on a computer because inverting a matrix such as (X′X)

leaves open the possibility of introducing significant rounding errors into cal-
culations. Most statistical packages will use better methods of computing, and
understanding how they work is useful.

We start with the basic n × p′ matrix X of terms. Suppose we could find an n ×
p′ matrix Q and a p′ × p′ matrix R such that (1) X = QR; (2) Q has orthonormal
columns, meaning that Q′Q = Ip′ and (3) R is an upper triangular matrix, meaning
that all the entries in R below the diagonal are equal to 0, but those on or above
the diagonal can be nonzero.
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Using the basic properties of matrices, we can write

X = QR

X′X = (QR)′(QR) = R′R

(X′X)−1 = (R′R)−1 = R−1(R′)−1 (A.25)

β̂ = X(X′X)−1X′Y = R−1(Q′Y) (A.26)

H = X(X′X)−1X′ = QQ′ (A.27)

Equation (A.25) follows because R is a square matrix, and the inverse of the
product of square matrices is the product of the inverses in opposite order. From
(A.26), to compute β̂, first compute Q′Y, which is a p′ × 1 vector, and multiply
on the left by R to get

Rβ̂ = Q′Y (A.28)

This last equation is very easy to solve because R is a triangular matrix and so we
can use backsolving. For example, to solve the equations 7 4 2

0 2 1
0 0 1

 β̂ =
 3

2
1


first solve the last equation, so β̂3 = 1, substitute into the equation above it, so
2β̂2 + 1 = 2, so β̂2 = 1/2. Finally, the first equation is 7β̂1 + 2 + 2 = 3, so β̂3 =
−1/7.

Equation (A.27) shows how the elements of the n × n hat matrix H can be
computed without inverting a matrix and without using all the storage needed to
save H in full. If qi is the ith column of Q, then an element hij of the H matrix
is simply computed as hij = q′

iqj .
Golub and Van Loan (1996) provide a complete treatment on computing and

using the QR factorization. Very high quality computer code for computing this
and related quantities for statistics is provided in the publicly available Lapack
package, described on the internet at www.netlib.org/lapack/lug/. This code is also
used in many standard statistical packages.

A.10 MAXIMUM LIKELIHOOD ESTIMATES

Maximum likelihood estimation is probably the most frequently used method of
deriving estimates in statistics. A general treatment is given by Casella and Berger
(1990, Section 7.2.2); here we derive the maximum likelihood estimates for the
linear regression model assuming normality, without proof or much explanation.
Our goal is to establish notation and define quantities that will be used in the
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discussion of Box–Cox transformations, and estimation for generalized linear mod-
els in Chapter 12.

The normal multiple linear regression model specifies for the ith observation
that

(yi |xi ) ∼ N(β ′xi , σ 2)

Given this model, the density for the ith observation yi is the normal density
function,

fyi
(yi |xi , β, σ 2) = 1√

2πσ
exp

(
− (yi − β ′xi )

2

2σ 2

)
Assuming the observations are independent, the likelihood function is just the
product of the densities for each of the n observations, viewed as a function of the
parameters with the data fixed rather than a function of the data with the parameters
fixed:

L(β, σ 2|Y) =
n∏

i=1

fyi
(yi |xi , β, σ 2)

=
n∏

i=1

1√
2πσ

exp

(
− (yi − β ′xi )

2

2σ 2

)

=
(

1√
2πσ

)n

exp

(
− 1

σ 2

n∑
i=1

(yi − β ′xi )
2

)

The maximum likelihood estimates are simply the values of β and σ 2 that maximize
the likelihood function.

The values that maximize the likelihood will also maximize the logarithm of
the likelihood

log
(
L(β, σ 2|Y)

)
= −n

2
log(2π) − n

2
log(σ 2) − 1

2σ 2

n∑
i=1

(yi − β ′xi )
2 (A.29)

The log-likelihood function (A.29) is a sum of three terms. Since β is included
only in the third term and this term has a negative sign in front of it, we recognize
that maximizing the log-likelihood over β is the same as minimizing the third term,
which, apart from constants, is the same as the residual sum of squares function
(see Section 3.4.3). We have just shown that the maximum likelihood estimate of
β for the normal linear regression problem is the same as the ols estimator. Fixing
β at the ols estimator β̂, (A.29) becomes

log
(
L(β̂, σ 2|Y)

)
= −n

2
log(2π) − n

2
log(σ 2) − 1

2σ 2
RSS (A.30)
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and differentiating (A.30) with respect to σ 2 and setting the result to 0 gives the
maximum likelihood estimator for σ 2 as RSS/n, the same estimate we have been
using, apart from division by n rather than n − p′.

Maximum likelihood estimation has many important properties that make them
useful. These estimates are approximately normally distributed in large samples,
and the large-sample variance achieves the lower bound for the variance of all
unbiased estimates.

A.11 THE BOX–COX METHOD FOR TRANSFORMATIONS

A.11.1 Univariate Case

Box and Cox (1964) derived the Box–Cox method for selecting a transformation
using a likelihood-like method. They supposed that, for some value of λ, ψM(Y, λ)

given by (7.6), page 153, is normally distributed. With n independent observations,
therefore, the log-likelihood function for (β, σ 2, λ) is given by (A.29), but with yi

replaced by ψM(Y, λ)1,

log
(
L(β, σ 2, λ|Y)

)
= −n

2
log(2π) − n

2
log(σ 2) − 1

2σ 2

n∑
i=1

(ψM(yi, λ) − β ′xi )
2

(A.31)
For a fixed value of λ, (A.31) is the same as (A.29), and so the maximum likelihood
estimates for β and σ 2 are obtained from the regression of ψM(Y, λ) on X, and
the value of the log-likelihood evaluated at these estimates is

log
(
L(β(λ), σ 2(λ), λ|Y)

)
= −n

2
log(2π) − n

2
log(RSS(λ)/n) − n

2
(A.32)

where RSS(λ) is the residual sum of squares in the regression of ψM(Y, λ) on X,
as defined in Section 7.1.4. Only the second term in (A.32) involves data, and so
the global maximum likelihood estimate of λ minimizes RSS(λ).

Standard likelihood theory can be applied to get a (1 − α) × 100% confidence
interval for λ to be the set{

λ

∣∣∣2 [
log(L(β(λ̂), σ 2(λ̂), λ̂|Y)) − log(L(β(λ), σ 2(λ), λ|Y))

]
< χ2(1, 1 − α)

}
Or, setting α = .05 so χ2(1, .95) = 3.84, and using (A.32){

λ|(n/2)(log(RSS(λ)) − log(RSS(λ̂)) < 1.92
}

(A.33)

1As λ is varied, the units of ψM(Y, λ) can change, and so the joint density of the transformed data should
require a Jacobian term; see Casella and Berger (1990, Section 4.3). The modified power transformations
are defined so the Jacobian of the transformation is always equal to 1, and it can therefore be ignored.
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Many statistical packages will have routines that will provide a graph of RSS(λ)

versus λ, or of (n/2) log(RSS(λ)) versus λ as shown in Figure 7.8, for the highway
accident data. Equation (A.32) shows that the confidence interval for λ includes
all values of λ for which the log-likelihood is within 1.92 units of the maximum
value of the log-likelihood, or between the two vertical lines in the figure.

A.11.2 Multivariate Case

Although the material in this section uses more mathematical statistics than most
of this book, it is included because the details of computing the multivariate exten-
sion of Box–Cox transformations are not published elsewhere. The basic idea was
proposed by Velilla (1993).

Suppose X is a set of p variables we wish to transform and define

ψM(X, λ) = (ψM(X1, λ1), . . . , ψM(Xk, λk))

Here, we have used the modified power transformations (7.6) for each element of
X, but the same general idea can be applied using other transformations such as the
Yeo–Johnson family introduced in Section 7.4. In analogy to the univariate case,
we assume that for some λ, we will have

ψM(X, λ) ∼ N(µ, V)

where V is some unknown positive definite symmetric matrix that needs to be esti-
mated. If xi is the observed value of X for the ith observation, then the likelihood
function is given by

L(µ, V, λ|X) =
n∏

i=1

1

(2π |V|)1/2

× exp

(
−1

2
(ψM(xi , λ) − µ)′V−1(ψM(xi , λ) − µ)

)
(A.34)

where |V| is the determinant2. After rearranging terms, the log-likelihood is given by

log(L(µ, V, λ|X)) = −n

2
log(2π) − n

2
log(|V|)

−1

2

n∑
i=1

V−1(ψM(xi , λ) − µ)(ψM(xi , λ) − µ)′ (A.35)

If we fix λ, then (A.35) is the standard log-likelihood for the multivariate normal
distribution. The values of V and µ that maximize (A.35) are the sample mean and

2The determinant is defined in any linear algebra textbook.
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sample covariance matrix, the latter with divisor n rather than n − 1,

µ(λ) = 1

n

n∑
i=1

ψM(xi , λ)

V(λ) = 1

n

n∑
i=1

(ψM(xi , λ) − µ(λ))(ψM(xi , λ) − µ(λ))′

Substituting these estimates into (A.35) gives the profile log-likelihood for λ,

log(L(µ(λ), V(λ), λ|X)) = −n

2
log(2π) − n

2
log(|V(λ)|) − n

2
(A.36)

This equation will be maximized by minimizing the determinant of V(λ) over
values of λ. This is a numerical problem for which there is no closed-form solution,
but it can be solved using a general-purpose function minimizer.

Standard theory for maximum likelihood estimates can provide tests concerning
λ and standard errors for the elements of λ. To test the hypothesis that λ = λ0
against a general alternative, compute

G2 = 2
[
log(L(µ(λ̂), V(λ̂), λ̂)) − log(L(µ(λ0), V(λ0), λ0))

]
and compare G2 to a Chi-squared distribution with k df. The standard error of λ̂ is
obtained from the inverse of the expected information matrix evaluated at λ̂. The
expected information for λ̂ is just the matrix of second derivatives of (A.36) with
respect to λ evaluated at λ̂. Many optimization routines, such as optim in R, will
return the matrix of estimated second derivatives if requested; all that is required
is inverting this matrix, and then the square roots of the diagonal elements are the
estimated standard errors.

A.12 CASE DELETION IN LINEAR REGRESSION

Suppose X is the n × p′ matrix of terms with linearly independent columns. We
use the subscript “(i)” to mean “without case i,” so that X(i) is an (n − 1) × p′
matrix. We can compute (X′

(i)X(i))
−1 from the remarkable formula

(X′
(i)X(i))

−1 = (X′X)−1 + (X′X)−1xix′
i (X

′X)−1

1 − hii

(A.37)

where hii = x′
i (X

′X)−1xi is the ith leverage value, a diagonal value from the hat
matrix. This formula was used by Gauss (1821); a history of it and many variations
is given by Henderson and Searle (1981). It can be applied to give all the results
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that one would want relating multiple linear regression with and without the ith
case. For example,

β̂(i) = β̂ − (X′X)−1xi êi

1 − hii

(A.38)

Writing ri = êi/σ̂
√

1 − hii , the estimate of variance is

σ̂ 2
(i) = σ̂ 2

(
n − p′ − 1

n − p′ − r2
i

)−1

(A.39)

and the studentized residual ti is

ti = ri

(
n − p′ − 1

n − p′ − r2
i

)1/2

(A.40)

The diagnostic statistics examined in this book were first thought to be practical
because of simple formulas used to obtain various statistics when cases are deleted
that avoided recomputing estimates. Advances in computing in the last 20 years
or so have made the computational burden of recomputing without a case much
less onerous, and so diagnostic methods equivalent to those discussed here can be
applied to problems other than linear regression where the updating formulas are
not available.
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Smallmouth bass, 6, 17, 41
Snake River levels, 42
Sniffer, 182
Snow geese, 113, 181
Stopping distances, 162
Strong interaction, 98, 114
Surface tension, 161
Titanic, 262
Transactions, 88, 143, 205
Turkey growth, 8, 142–143, 233, 238, 247
Twin study, 138
United Nations, 18, 41, 47, 51, 66, 166, 170,

176, 187, 198
Upper Flat Creek, 151, 112
Walleye growth, 249
Windmills, 45, 93, 140, 226, 232, 269
Wool data, 130, 165
World cities, 164
Zipf’s Law, 43
Zooplankton species, 193

Expected information matrix, 291
Expected order statistics, 205

Experiment, 77
Exponential family distribution, 265

F -test, 28
overall anova, 30
partial, 63
power, 107
robustness, 108

Factor, 52, 122–136
Factor rule, 123
Fisher scoring, 265
Fitted value, 21, 35, 57, 65
Fixed significance level, 31
Forward selection, 221
Full rank matrix, 283

Gauss–Markov theorem, 27
Gauss–Newton algorithm, 236
Generalized least squares, 100, 178
Generalized linear models, 100, 178, 265
Geometric mean, 153
Goodness of fit, 261

Hat matrix, 168–169
Hat notation, 21
Hessian matrix, 235
Histogram, 251
Hyperplane, 51

Independent, 2, 19
Information matrix, 291
Influence, 167, 198
Inheritance, 2
Interaction, 52, 117
Intercept, 9, 19, 51
Intra-class correlation, 136
Inverse fitted value plot, 152, 159, 165
Inverse regression, 143

Jittering, 2

Kernel mean function, 234, 254
logistic function, 254

Lack of fit
F test, 103
for nonlinear models, 241
nonparametric, 111
sum of squares, 103
variance known, 100
variance unknown, 102

Lagged variables, 226
Lapack, 287
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Leaps and bounds, 221
Least squares

nonlinear, 234
ordinary, 6
weighted, 96

Leverage, 4, 169, 196
Li–Duan theorem, 156
Likelihood function, 263
Likelihood ratio test, 108, 158, 260
Linear

dependence, 73, 214, 283
independence, 73, 283
mixed model, 136
operator, 270
predictor, 156, 254
regression, 1

Link function, 254
Local influence, 204
loess, 14–15, 111–112, 149, 181, 185, 187,

276–277
Logarithms, 70

and coefficient estimates, 76
choice of base, 23
log rule, 150

Logistic function, 254
Logistic regression, 100, 251–265

log-likelihood, 264
model comparisons, 261

Logit, 254
Lurking variable, 79

Machine learning, 211
Main effects, 130
Mallows’ Cp , 218
Marginal model plot, 185–190
Matrix

diagonal, 279
full rank, 282
identity, 279
inverse, 282
invertible, 282
nonsingular, 282
norm, 281
notation, 54
orthogonal, 282
orthogonal columns, 282
singular, 282
square, 279
symmetric, 279

Maximum likelihood, 27, 263–264, 287–288
Mean function, 9–11
Mean square, 25
Measure, correlate, predict, 140
Measurement error, 90

Median, 87
Missing

at random, 85
data, 84
multiple imputation, 85
values in data files, 270

Modified power family, 153
Multiple correlation coefficient, 62
Multiple linear regression, 47
Multivariate normal, 80
Multivariate transformations, 157

Nearest neighbor, 276
Newton–Raphson, 265
NID, 27
Noncentral χ2, 108
Noncentral F , 31
Nonconstant variance, 177, 180
Nonlinear least squares, 152, 234
Nonlinear regression, 233–250

comparing groups, 241
large-sample inference, 237
starting values, 237

Nonparametric, 10
Nonparametric regression, 277
Normal distributions, 80
Normal equations, 273, 284
Normality, 20, 58, 204

large sample, 27
Normal probability plot, 204
Null plot, 13, 36

Observational study, 69, 77
Odds of success, 254
OLS, see Ordinary least squares
One-dimensional estimation result, 156
One-way analysis of variance, 124
Order statistics, 205
Ordinary least squares, 6–7, 10, 21–28, 116, 144,

231, 234, 240, 284–285, 288
same as maximum likelihood estimate, 288

Orthogonal, 192
polynomials, 116
projection, 169

Outlier, 4, 36, 194–197
mean shift, 194

Over-parameterized, 73
Overplotting, 2

p′, 59
p-value, 268

interpreting, 31
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Parameters, 9, 21
interpreting, 69
not the same as estimates, 21, 24
terms in log scale, 70

Parametric bootstrap, 112
Partial correlation, 221
Partial one-dimensional, 131, 144, 250
Pearson residual, 171
Pearson’s X2, 262
POD model, 131–133, 144, 250
Polynomial regression, 115
Power, 31, 108
Power family, 148
Power transformations, 14
Predicted residual, 207, 220
Prediction, 34, 65
Predictor, 1, 51
PRESS, 220

residual, 207
Probability mass function, 253
Profile log-likelihood, 291
Pure error, 103, 242

Quadratic regression, 115
estimated minimum or maximum, 115

R2, 31–32, 62, 81
interpretation, 83

Random coefficients model, 135
Random intercepts model, 136
Random sampling, 81
Random vector, 283
Range rule, 150
Rectangles, 74
Regression, 1, 10

binomial, 251
multiple linear, 47
nonlinear, 233
sum of squares, 58
through the origin, 42, 84

Removable nonadditivity, 166
Residual, 21, 23, 36, 57

degrees of freedom, 25
mean square, 25
Pearson, 171
properties, 168
standardized, 195
studentized, 196
sum of squares, 21, 24, 57
sum of squares function, 234
weighted, 170–171

Residual plots, 171
curvature, 176
Tukey’s test, 176

Response, 1

Sample correlations, 54
Sample covariance matrix, 57
Sample order statistics, 204
Saturated model, 262
Scalar, 279
Scaled power transformation, 233
Scatterplot, 1
Scatterplot matrix, 15–17
Score test, 180

nonconstant variance, 180
Score vector, 235
se, 27
sefit, 35
sepred, 34
Second-order mean function, 117
Segmented regression, 244
Separated points, 3
Significance level

fixed, 31
Simple regression

model, 19
deviations form, 41
matrix version, 58

Slices, 3
Slope, 9, 19
Smoother, 10, 14, 275
Smoothing parameter, 276
Standard error, 27

of fitted value, 2
of prediction, 2
of regression, 25

Standardized residual, 195
Statistical error, 19
Stepwise methods, 221–226

backward elimination, 222
forward selection, 221

Straight lines, 19
Studentized residual, 196
Studentized statistic, 196
Sum of squares

due to regression, 29
for lack of fit, 103
regression, 58

Summary graph, 1–2, 11–12, 175
multiple regression, 84

Supernormality, 204

Taylor series, 120, 235
Terms, 47, 51–54
Three-dimensional plot, 48
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Transformations, 52, 147–160
arcsine square-root, 179
Box–Cox, 153
families, 148
for linearity, 233
log rule, 150
many predictors, 153–158
modified power, 153
multivariate Box–Cox, 157
nonpositive variables, 160
power family, 148
predictor, 150
range rule, 150
response, 159
scaled, 150
using a nonlinear model, 233
Yeo–Johnson, 160

t-tests, 32
Tukey’s test for nonadditivity, 176

Unbiased, 271
Uncorrelated, 8

Variability explained, 83
Variable selection methods, 211
Variance estimate

pure error, 103
Variance function, 11, 96
Variance inflation factor, 216
Variance stabilizing transformation, 100, 177
Vector, 279

length, 281

Web site, 270
www.stat.umn.edu/alr, 270

Weighted least squares, 96–99, 114, 234
outliers, 196

Weighted residual, 171
Wind farm, 45
WLS, see Weighted least squares

Yeo–Johnson transformation family, 160, 290

Zipf’s law, 43
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1. Introduction 

Linear regression analysis is one of the most commonly used statistical methods for modeling cross section data. 
In regression modeling there are two kinds of variables, dependent variable (variables that are influenced or value 
depend on other variables) and independent variable (variable that is suspected to affect dependent variable). Several 
provisions of the dependent variable in the regression analysis can only be one variable and the data scale is interval / 
ratio so that data can only be in the form of numerical data. While the independent variable can be more than one 
variable and the data scale can be nominal / ordinal ie categorical data or interval / ratio of numerical data. If the 
number of independent variables used only one variable then called simple linear regression analysis, whereas if the 
number of variables used more than one is called by multiple linear regression analysis. On the scale of the data used 
for independent variables, if the data scale used is categorical data then called dummy regression analysis. 

There are three goals in linear regression analysis, (1) form regression model to know the relation between 
dependent variable and independent variables, (2) to test whether there is influence of independent variables to 
dependent variable, and (3) to predict the value of variable dependent based on independent variables that have been 
determined. Formation of the regression model is done by estimating the parameters of the regression model. So that 
will yield regression coefficient for each independent variable. There are several methods that can be used to estimate 
regression model parameters. The most frequent method used by researchers is the Frequentist / Classic method by 
using OLS (Ordinary Least Square) or MLE (Maximum Likelihood Estimation) 1. 

OLS method is also called the least squares method, done by minimizing the number of errors from the regression 
equation. Thus the regression model parameters are obtained from minimizing the error function of the equation. While 
MLE is done by maximizing the probability density function (probability density function) of a data. So by using both 
methods, there are classical assumptions that must be met from the results of regression modeling. Some assumptions 
that must be met are error independent, identic and normal distribution 2. In addition to these two methods, there are 
other methods that can be used to estimate the regression model parameters that is Bayesian approach method. The 
difference between Frequentist and Bayesian methods is on the point of view of parameters. The Bayesian approach 
views parameters as a random variable so that the value is not a single value as in the Frequentist point of view 3. 

Several studies have been carried out in applying Bayesian approaches to several models such as Chaturvedi doing 
Robust Bayesian analysis on linear regression modeling 4. Parhusip analyzes susenas (revenue and expenditure) data 
by applying Bayesian regression modeling to estimate parameters and create confidence intervals. Azhar compared 
the Bayesian method with Likelihood in linear regression modeling applied to case studies of inflation, exchange rates 
and stock prices 2. Iswari, Sumarjaya, Srinadi conducted a simple linear regression analysis and a confidence interval 
of regression parameters using simulation data where the prior distribution is unknown 3. Kabir, et al. integrates 
Bayesian linear regression with Ordered Weighted Averaging (OWA) applied to predict a water distribution network 
in Calgary, Canada. Abidin used Bayesian approach to ridge regression modeling in cases of poverty in East Java 5. 
Mutiarani, et al. performed Bayesian linear regression analysis using skew-symmetric error distribution and applied 
to survival analysis 6.  

There are some assumptions in linear regression using ordinary least square estimation. This regulations can cause 
some problems if the assumptions are not met. The existence of outliers can cause the linear regression model did not 
to meet the assumption of an independent residual. Bayesian linear regression can be used to accommodate outliers 7. 
This research used energy efficiency dataset to determine the cooling equipment needed to maintain air conditions. 
Tsanas and Xifara performed energy performance of residential building using Iteratively Reweighted Least Square 
(IRLS) and Random Forest 8. The main objectives of this study including: (1) to build a linear regression model using 
Ordinary Least Square (OLS) method, (2) to build a linear regression model using Bayesian approach, (3) to find out 
the best linear model. 

2. Linear Regression Model 

There are two linearity definitions that are linear to parameter and linear to variable. Modeling is called a linear 
model if the model is linear to the parameter. So even if the model is not linear to the variable or linear to the variable, 
as long as the linear model to the parameter, then the model is called linear model 9. Multiple linear regression models 
can be used to evaluate the relationship between dependent variables with two or more independent variables. Before 
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doing linear regression modeling, it must first be ensured that there is a relationship or correlation between each 
independent variable to the dependent variable and the relationship between the dependent variable with all 
independent variables are linear. Testing whether or not the relationship between independent variables with variable 
dependent can use Pearson or Spearman correlation test 10. There are several testing methods that can be used for the 
linearity test, that are White test, Terasvirta test and Reset test 11. 

If there is one dependent variable (Y) of p independent variables (X1, X2, …,Xp), then multiple linear regression 
models can be written as follows 12 

𝑌𝑌 = 𝛽𝛽0 + 𝛽𝛽1𝑋𝑋1 + 𝛽𝛽2𝑋𝑋2 + ⋯ + 𝛽𝛽𝑝𝑝𝑋𝑋𝑝𝑝 + 𝜀𝜀   (1) 

𝒀𝒀 = 𝑿𝑿𝑿𝑿 + 𝜺𝜺   (2) 

where 
Y = dependent variable (n × 1) 
X = the matrix of independent variable (n × (p +1)) 
β = vector of regression model parameters ((p +1) × 1) 
ε = vector of error (n × 1) 

  𝑌𝑌 = [
𝑦𝑦1
𝑦𝑦2
⋮

𝑦𝑦𝑛𝑛

] 𝑋𝑋 = [
1 𝑥𝑥11 … 𝑥𝑥1𝑝𝑝
1 𝑥𝑥21 … 𝑥𝑥2𝑝𝑝
⋮      ⋮ ⋱      ⋮
1 𝑥𝑥𝑛𝑛1 … 𝑥𝑥𝑛𝑛𝑝𝑝

]      𝑿𝑿 = [
𝛽𝛽0
𝛽𝛽1
⋮

𝛽𝛽𝑝𝑝

]         𝜺𝜺 = [
𝜀𝜀1
𝜀𝜀2
⋮

𝜀𝜀𝑛𝑛

] 

 
The β parameter is estimated to obtain the regression model, here is the formula to estimate the parameter: 

�̂�𝑿 = (𝑿𝑿𝑻𝑻𝑿𝑿)−𝟏𝟏𝑿𝑿𝑻𝑻𝒀𝒀   (3) 

3. Bayesian Linear Regression 

Bayesian linear regression is one of regression modeling with parameter estimation method using Bayesian 
approach. In the Bayesian approach there is a prior, likelihood distribution and posterior distribution. Parameter 
estimation by Bayesian approach is done by processing posterior distribution which multiplies the prior distribution 
with likelihood. In linear regression model using OLS estimation method, there is normal distributed error assumption 
that is ε ~ N(0, 2). Since the error is normally distributed, the variables (YX, β, 2) are also normally distributed. 
Thus the variables (YX, β, 2) ~ N(Xβ, 2) and probability density function (pdf) of these variables are as follows 13 

𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝑿𝑿, 𝜎𝜎2) = 1
√2𝜋𝜋𝜎𝜎2 𝑒𝑒𝑥𝑥𝑝𝑝 [− 1

2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝑿𝑿)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝑿𝑿)]   (4) 

Based on the probability density function (pdf) above can be defined likelihood function of these variables are as 
follows: 

𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝑿𝑿, 𝜎𝜎2) = ∏ 1
√2𝜋𝜋𝜎𝜎2 𝑒𝑒𝑥𝑥𝑝𝑝 [− 1

2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝑿𝑿)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝑿𝑿)]𝑛𝑛
𝑖𝑖=1    (5) 

𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝑿𝑿, 𝜎𝜎2) = (𝜎𝜎2)−𝑛𝑛/2𝑒𝑒𝑥𝑥𝑝𝑝 [− 1
2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝑿𝑿)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝑿𝑿)]   (6) 

𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝑿𝑿, 𝜎𝜎2) ∝ (𝜎𝜎2)−𝑣𝑣
2𝑒𝑒𝑥𝑥𝑝𝑝 [− 𝑣𝑣𝑠𝑠2

2𝜎𝜎2] × (𝜎𝜎2)−𝑛𝑛/2𝑒𝑒𝑥𝑥𝑝𝑝 [− 1
2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝑿𝑿)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝑿𝑿)]  (7) 

There are several prior distributions that can be used in the Bayesian approach of linear regression model, one of 
which is the distribution of prior conjugate 14. Estimation of regression model parameters with Bayesian approach can 
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be done by iterating at marginal posterior. Posterior distribution is calculated by multiplying the prior distribution and 
likelihood function 13. 

Posterior  Likelihood × Prior   (8) 

𝑝𝑝(𝜷𝜷, 𝜎𝜎2|𝒀𝒀, 𝑿𝑿) ∝ 𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝜷𝜷, 𝜎𝜎2)𝑝𝑝(𝜎𝜎2)𝑝𝑝(𝜷𝜷|𝜎𝜎2)   (9) 

𝑝𝑝(𝜷𝜷, 𝜎𝜎2|𝒀𝒀, 𝑿𝑿) ∝ (𝜎𝜎2)−𝑛𝑛/2𝑒𝑒𝑒𝑒𝑝𝑝 [− 1
2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝜷𝜷)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝜷𝜷)] × (𝜎𝜎2)−(

𝑣𝑣
2+1)𝑒𝑒𝑒𝑒𝑝𝑝 [− 𝑣𝑣𝑠𝑠2

2𝜎𝜎2] ×
(𝜎𝜎2)−𝑘𝑘/2𝑒𝑒𝑒𝑒𝑝𝑝 [− 1

2𝜎𝜎2 (𝜷𝜷 − 𝝁𝝁)𝑇𝑇(𝜷𝜷 − 𝝁𝝁)]   (10) 

The process of obtaining the estimation of regression model parameters with Bayesian approach can be done by 
using MCMC (Markov Chain Monte Carlo) algorithm. One of the commonly used algorithms in MCMC is Gibbs 
Sampling. Next is the iteration process to estimate the parameters until the burn-in conditions are met. 

4. Methodology 

This research uses secondary data which obtain from UCI Machine Learning Repository 15. Data was collect from 
12 different building shapes. The samples used are 768 samples. Based on energy efficiency cases, this research using 
several independent variables (X1, X2, X3, X4 and X5) and one variable dependent (Y). Here are the variables: 

X1 = Relative Compactness  
X2 = Surface Area  
X3 = Wall Area  
X4 = Overall Height  
X5 = Glazing Area is the percentage of the floor area  
Y = Cooling Load is a rate to remove the heat to maintain air conditions.  
Furthermore, data is processed using linear regression modeling with Frequentist method. This model is estimate 

the parameter using Ordinary Least Square method. This data is also modeled by Bayesian method. The R package 
that can be used to Bayesian approach in linear regression model is MCMCpack 16 17. Results from both models were 
compared to obtain the best model using RMSE, MAD and MSE criteria. 

5. Results and Discussions 

Before do the analysis using regression model, the first step is correlation test to determine whether there is a 
relationship between independent variable and independent variable. Furthermore is linear regression analysis. The 
parameter estimation methods of regression model using Ordinary Least Square and Bayesian. Here is the result of 
correlation analysis between independent variables with variable dependent. 
H0 :  = 0 (There is no correlation between two variables) 
H1 :   0 (There is correlation between two variables) 

Table 1. Correlation test between dependent variable and independent variables 

Variable Correlation coefficient p-value 
X1 0.6343391 < 2.2 x 10-16 
X2 -0.6729989 < 2.2 x 10-16 
X3 0.427117 < 2.2 x 10-16 
X4 0.8957852 < 2.2 x 10-16 
X5 0.207505 6.457x 10-9 
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Based on Tabel 1 above the correlation test showed that the independent variables (Relative Compactness, Surface 
Area, Wall Area, Overall Height and Glazing Area) are correlated with the dependent variable. It is shown from all p-
value is less than α, with α value is 0.05. Therefore concluded the correlation value is not equal to zero, in other words 
the variables are correlated each other, so it can be concluded that there is a relationship between independent variables 
with variable dependent. Because there is a relationship between the independent variables to the dependent variable, 
then the data can be continued on regression modeling. Table 2 is the output of multiple linear regression modeling 
between Cooling Load variable with Relative Compactness, Surface Area, Wall Area, Overall Height and Glazing 
Area using OLS method. 

Table 2. Linear regression model using OLS method 

 Estimate T value p-value 

Intercept 97.76185 4.71 2.94 x 10-06 
X1 -70.7877 -6.307 4.80 x 10-10 
X2 -0.08825 -4.738 2.57 x 10-06 
X3 0.044682 6.162 1.16 x 10-09 
X4 4.283843 11.62 < 2 x 10-16 
X5 14.81797 17.082 < 2 x 10-16 

 
Based on the regression model below, 3 variables give a positive influence and 2 variables give negative influence. 

This is shown from the estimate value of the parameter coefficients. Surface area variable and wall area variable can 
be interpreted if the area is wider, then the cooling load is low. Otherwise, relative compactness variable, overall 
height variable and glazing area variable can be interpreted if that variables are increases then cooling load will also 
increase. Further testing of significance parameters. This is done to determine the influence of each independent 
variable to the dependent variable. The result of simultaneously and partially test indicate that all variables affect the 
cooling load. 

 
Y = 97.76185 - 70.7877 X1 - 0.08825 X2 + 0.044682 X3 + 4.283843 X4 + 14.81797 X5 

 
The results of assumptions test on the regression model showed that residual is not normally distributed, residual 

is not independent and residual is not identical. This indicates that the IIDN assumptions on the OLS regression model 
is not met. The VIF test for the model show that multicollinearity has occurred. Based on this results, the multiple 
linear regression using the OLS parameter estimation method does not match the result because the assumptions of 
linear regression using OLS are not met. Therefore, another parameter estimation method is used to form the 
regression model. One of method for estimating the parameters that can be used is the Bayesian approach. 

In this research, multiple linear regression modeling analysis with Bayesian parameter estimation is used. The prior 
distribution used in this study is the Normal distribution for the β parameter and the Gamma inverse distribution for 
the parameter σ2. The algorithm used is Gibbs Sampler using Markov Chain Monte Carlo (MCMC) method. Iteration 
used as many as 10000 with Burn in at 500 and thin of 1.  

Table 3. Linear regression model using Bayesian approach 

 Estimate Quantile (2.5%) Quantile (97.5%) 

Intercept 97.7747 57.41889 137.8781 
X1 -70.8027 -92.5945 -49.0122 
X2 -0.08824 -0.12443 -0.05174 
X3 0.04466 0.03031 0.05878 
X4 4.28452 3.57349 5.01809 
X5 14.81861 13.14172 16.54031 
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The model of linear regression analysis with Bayesian approach is 
 

Y = 97.7747 - 70.8027 X1 - 0.08824 X2 + 0.04466 X3 + 4.28452 X4 + 14.81861 X4 
 

The parameters of linear regression model with Bayesian approach above is not too different from OLS method. 
Then, to determine the best method using several criteria by comparing the values of RMSE, MAD and MAPE. 

Table 4. Comparison between OLS and bayesian in linear regression model 

Estimation Method RMSE MAD MAPE 

Ordinary Least Square 3.187969 2.247922 8.925759% 

Bayesian 3.187969 2.247842 8.925359% 

 
Tabel 4 the comparison of criteria showed that the RMSE (Root Mean Square Error) value of OLS method is 

smaller than the linear regression model using Bayesian. While based on the criteria of MAD (Mean Absolute 
Deviance) and MAPE (Mean Absolute Percentage Error) showed that linear regression model using Bayesian is 
smaller than OLS. The smaller value of RMSE, MAD and MAPE indicate better model. Because based on 3 criteria 
there are two criteria showed that the values of linear regression model with Bayesian approach are smaller than value 
of OLS method, then in this case better to use linear regression model with Bayesian approach. In addition, because 
the linear regression model with OLS does not meet the classical assumptions, it also makes the model not good 
enough. 

6. Conclusion 

The results of this research indicate that multiple linear regression modeling using OLS showed that the assumption 
does not occur multicollinearity are not met. While other assumptions related to the classical assumptions of IIDN 
(residual normally distributed, residual independent and residual identic) are not met. Although all parameters of the 
independent variables are significant in the model, the model is not good enough because the linear regression 
assumptions are not met. RMSE criteria of OLS is smaller than Bayesian, but since assumption is not fulfilled, it is 
better to apply Bayesian approach to regression model. Based on other criteria, MAD and MAPE showed that the 
criteria value of Bayesian regression model is less than OLS. It can be concluded that the linear regression model 
using Bayesian approach is better than OLS method. 
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Abstract—We show that Chen et al.’s schemes [IEEE TCC, 2(4), 2014, 499-508] for outsourcing linear regression computation to the
cloud are not unquestioned. In scheme 1, the client has to generate an orthogonal matrix. Its computational complexity is almost equal
to that of solving a linear regression problem locally. In such case, the client has no necessary to outsource the computations to the
cloud. In scheme 2, it masks a matrix by multiplying two diagonal matrixes. The linear transformation is very vulnerable to statistical
attack.
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F

1 INTRODUCTION

THe linear regression problem is to solve

y = Xβ

for β, where y is an m×1 vector in Rm, X is an m×n matrix
in Rm×n, β is an n× 1 vector in Rn, and m > n.

Cloud computing supports a paradigm shift from local
to network-centric computing and network-centric content.
It enables customers with limited computational resources
to outsource large-scale computational tasks to the cloud.
Very recently, Chen et al. [1] have proposed two schemes
for outsourcing linear regression computation to the cloud.
In this note, we show that both two schemes are not unques-
tioned.

2 REVIEW OF CHEN ET AL.’S SCHEMES

SCHEME 1. It can be described as follows.

• The client generates an orthogonal matrix A, a diag-
onal matrix D, and sets the secret key as (A,D).

• The client transforms the original linear regression
problem (X, y) into the problem (AXD,Ay) and out-
sources the new problem to the cloud.

• Upon receiving the problem (AXD,Ay), the cloud
solves it and returns the answer β′ to the client.

• The client computes β = Dβ′ and checks whether
the residual error of each element in y− Xβ is small.

SCHEME 2. It is almost the same as scheme 1 except that
A is a diagonal matrix and the entries of A are randomly set
to be k or −k.

• Z. Cao is with Department of Mathematics, Shanghai University, Shang-
da Road 99, Shanghai 200444, China. e-mail: caozhj@shu.edu.cn

• L. Liu is with Department of Mathematics, Shanghai Maritime U-
niversity, Haigang Avenue 1550, Shanghai 201306, China. e-mail:
liulh@shmtu.edu.cn

• O. Markowitch is with Computer Sciences Department, Université Libre
de Bruxelles, Boulevard du Triomphe - CP 212, 1050 Bruxelles, Belgium.

3 THE WEAKNESSES

In scheme 1, the client should generate an orthogonal matrix
A and a diagonal matrix D. To finish this work, the client has
to accomplish Gram-Schmidt orthogonalization process.

The orthogonalization process can be described as fol-
lows. If v1, v2, · · · , is a sequence of linearly independen-
t vectors in an inner product space, then the sequence
u1, u2, · · · , defined by

uk = vk −
k−1∑
i=1

< vk, ui >

< ui, ui >
ui

is an orthogonal sequence.
Since A is an m×m matrix in Rm×m, the orthogonaliza-

tion process needsO(m3) multiplications. Its computational
complexity is almost equal to that solving a linear regression
problem locally. That means in such case the client has the
capability to accomplish the computations by himself. Thus,
it is unnecessary for the client to outsource the computations to
the cloud at all.

In scheme 2, the client has to generate two diagonal
matrixes A,D. Although the change can greatly reduce
the client’s computational cost, we would like to stress
that the transformation that masking a matrix by multiplying
two diagonal matrixes is very vulnerable to statistical attack, in
particular, to known-plaintext attack [2].

4 CONCLUSION

We would like to stress that: (I) in cryptography it is gener-
ally known that masking a message by a linear transformation
is vulnerable to statistical attack; (II) in the scenario of
cloud computing one should make sure that the outsourced
computations are much greater than the computations ac-
complished by the client locally.
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ABSTRACT 
Regression analysis is a statistical method that is widely used in research. In 

general, the regression analysis is the study of the relationship of one or more 

independent variables with the dependent variable. In analyze the functional 

relationship between X as the independent variables and Y as the dependent variable, 

there may be a linear relationship is different for each interval X. If the regression of X 

on Y has a linear relationship on the certain of the interval of X, but also has a distinct 

linear relationship at another interval of X, so the use of piecewise linear regression is 

appropriate in this case. Piecewise linear regression is a method in regression analysis 

that divided the independent variable into several segments based on a particular value 

called the X-knots, and in each segment of the data contained linear regression model. 

X-knot is a value on the independent variable, where X is the current value of the X-

knots, it will form a linear regression equation of the line that is different than the 

current value of X is under X-knots. Piecewise linear regression can be applied in many 

fields, one of them in the waters of the analysis regarding the influence of river 

discharge on the basis of the number of transport sediman. By comparison MSE simple 

linear regression and multiple linear piecewise two segments, the result that the two 

segments piecewise linear regression is a model that describes the influence of river 

discharge on the basis of the number of bedload transport. 

 

Keywords: two-segment piecewise linear regression, X-knots, discharge, bedload    

transport. 

 

1. PENDAHULUAN 

Latar Belakang 

Regresi linier adalah metode statistika yang digunakan untuk membentuk model 

atau hubungan antara satu atau lebih variabel bebas X dengan sebuah variabel respon Y. 

Analisis regresi dengan satu variabel bebas X disebut sebagai regresi linier sederhana, 

sedangkan jika terdapat lebih dari satu variabel bebas X, disebut sebagai regresi linier 

berganda (Kurniawan, 2008). 

Dalam menganalisis hubungan fungsional antara variabel bebas X dan variabel 

respon Y, ada kemungkinan terjadi hubungan linier yang berbeda untuk setiap interval 

X. Apabila regresi X terhadap Y memiliki hubungan linier tertentu pada interval X 

tertentu, tetapi juga memiliki hubungan linier yang berbeda pada interval X yang lain, 

maka penggunaan model regresi linier sederhana kurang tepat pada kasus tersebut 

karena hasil analisis tidak dapat memberikan informasi menyeluruh tentang data. 

Regresi linier piecewise merupakan bentuk regresi yang meliputi berbagai model regresi 

linier yang cocok dengan data untuk setiap interval X (Ryan dan Porth, 2007). 

Regresi linier piecewise dapat diterapkan di berbagai bidang, salah satunya di 

bidang perairan yang menyangkut analisis pengaruh debit sungai terhadap jumlah 

angkutan sedimen dasar. Dalam analisis regresi linier piecewise, harus diestimasi nilai 

X-knot optimum dengan sebuah nilai dugaan awal yang tersedia. Selain itu, nilai-nilai 
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parameter regresi linier piecewise juga harus diestimasi sehingga diperoleh model 

regresi yang dapat menjelaskan hubungan antara debit sungai terhadap jumlah angkutan 

sediman dasar (Ryan dan Porth, 2007). Regresi linier piecewise yang dibahas dalam 

tulisan ini adalah analisis regresi linier piecewise dua segmen yang dibandingkan 

dengan analisis regresi linier sederhana, metode yang digunakan untuk mengestimasi 

parameter regresi linier piecewise dua segmen yaitu metode iterasi Gauss-Newton. 

Tujuan penulisan tulisan ini adalah : 

1. Mengestimasi nilai X-knot optimum dan menguji signifikansinya. 

2. Mengestimasi nilai-nilai parameter regresi sehingga diperoleh model regresi linier 

piecewise dua segmen. 

3. Menguji kecocokan model regresi pada masing-masing segmen. 

4. Membandingkan hasil analisis regresi linier sederhana dan regresi linier piecewise 

dua segmen pada kasus pengaruh debit sungai terhadap jumlah angkutan sediman 

dasar dan memilih model terbaik berdasarkan kriteria RKS terkecil. 

 

2. TINJAUAN PUSTAKA 

Regresi Linier Sederhana 

Analisis regresi merupakan metode statistika yang banyak digunakan dalam 

penelitian. Istilah regresi pertama kali diperkenalkan oleh Sir Francis Galton pada tahun 

1986. Secara umum, analisis regresi adalah kajian terhadap hubungan satu variabel yang 

disebut sebagai variabel yang diterangkan dengan satu atau dua variabel yang 

menerangkan. Variabel yang diterangkan selanjutnya disebut sebagai variabel respon, 

sedangkan variabel yang menerangkan biasa disebut variabel bebas  (Gujarati, 2003). 

 Model regresi linier sederhana yaitu : 

iii XY   10
 , i = 1, 2,…, n 

 (Draper dan Smith, 1992) 

 Estimasi parameter regresi linier sederhana menggunakan metode kuadrat terkecil. 

Metode ini didasarkan pada asumsi bahwa model yang baik adalah model yang 

memiliki jumlah kuadrat sesatan (selisih antara data yang diamati dengan model) 

terkecil. Untuk mendapatkan penaksir yang baik bagi parameter regresi (β0 dan β1) dapat 

digunakan metode kuadrat terkecil dengan cara meminimumkan jumlah kuadrat sesatan 

(JKS). Selain itu, estimasi parameter regresi dapat dilakukan dengan perhitungan 

matriks                . Adapun tabel analisis varian regresi linier sederhana yaiut : 

Tabel 1 : Tabel Analisis Varian Regresi Linier Sederhana 

Sumber 

Variansi 
db JK RK Fhitung Ftabel 

Regresi 1  



n

i

i YYJKR
1

2
ˆ  JKRRKR   

RKS

RKR
 F1;n-2;α 

Sesatan n-2  



n

i

ii YYJKS
1

2
ˆ  

2


n

JKS
RKS    

Total n-1  



n

i

i YYJKT
1

2
    

(Draper dan Smith, 1992) 

Dalam menilai baik buruknya model yang digunakan dengan data, dibutuhkan 

ukuran kecocokan model yang disebut koefisien determinasi (R
2
) yang dirumuskan 

sebagai berikut : 
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JKT

JKR
R 2  atau 

JKT

JKS
R 12  

Sedangkan koefisien korelasi dirumuskan dengan : 

  

   












n

i

ii

i

n

i

i

YX

YYXX

YYXX

r

1

22

1

,

;   -1 ≤ YXr ,  ≤ 1 

 (Draper dan Smith, 1992) 

Selain itu, model regresi yang diperoleh harus diuji kecocokannya menggunakan 

uji F sebagai berikut :  

Hipotesis 

H0 : β1 = 0 (Model regresi tidak cocok terhadap data) 

H1 : β1 ≠ 0 (Model regresi cocok terhadap data) 

Statistik Uji 

RKS

RKR
Fhitung   

Kriteria Penolakan 

H0 ditolak jika Fhitung > Fα,1,n-2. 

(Draper dan Smith, 1992) 

 

Deret Taylor 

Misalkan  fungsi  f  adalah fungsi dari dua variabel X dan Y. Deret Taylor dapat 

digunakan untuk mencari nilai suatu fungsi di titik x dan y jika nilainya di  titik 0x
 
dan 

0y  yang berdekatan dengan titik tersebut diketahui, maka berlaku ekspansi dari  yxf ,

sebagai berikut : 

         
 00 ,
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(Spiegel, 2006) 

 

Estimasi Nonlinier 

Secara umum model regresi nonlinier dengan iY  sebagai variabel respon pada 

replikasi sebanyak n  dan iX  merupakan variabel bebas dapat dinyatakan dalam 

persamaan sebagai berikut : 

  iii XfY   ,
  
 ni ,...,2,1;   

dengan f  adalah fungsi regresi dengan parameter   yang harus diestimasi dan i  

adalah residual dengan mean 0 dan varian 2 . 

(Ripley, 2002) 

 

Regresi Linier Piecewise 

Regresi linier piecewise adalah suatu metode dalam analisis regresi yang membagi 

variabel bebas X menjadi beberapa segmen berdasarkan nilai tertentu yang disebut X-

knot (disimbolkan dengan *X ), dimana pada setiap segmen data terdapat model regresi 

linier. *X  merupakan suatu nilai pada variabel bebas X, dimana saat nilai X berada di 
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atas *X , maka akan terbentuk persamaan garis regresi linier yang berbeda dibandingkan 

saat nilai X berada di bawah *X  (Ryan & Porth, 2007). 

Dalam regresi linier piecewise, terdapat dua kasus berkaitan dengan lokasi *X . 

Kasus pertama adalah lokasi *X  diketahui, sedangkan kasus kedua adalah lokasi *X  

tidak diketahui dan harus diestimasi. Kasus kedua adalah lokasi *X  tidak diketahui dan 

harus diestimasi. Salah satu cara untuk menduga nilai awal *X  adalah dengan membuat 

diagram pencar antara variabel bebas X dan variabel respon Y, kemudian menduga nilai 

awal *X  berdasarkan penyebaran data pada diagram pencar (Shofiyati, 2008). 

 

Regresi Linier Piecewise Dua Segmen 

Regresi linier piecewise dua segmen dipisahkan oleh sebuah *X . Kedua segmen 

dikendalikan oleh dua buah variabel dummy yaitu 
1iD  dan 

2iD  (Marsh, dkk, 1990). 

Persamaan awal regresi linier piecewise dua segmen adalah sebagai berikut : 

    iiiiii DXbaDXbaY  222111   ni ,...,2,1;   

Persamaan di atas diskontinu di titik *X . Melalui penurunan rumus, diperoleh 

persamaan akhir 

    iiiiiii DXXbDXDXbaY  2

*

22

*

111   
ni ,...,2,1;   

(Marsh, dkk, 1990)   

Menurut Ryan dan Porth (2007), persamaan regresi linier piecewise pada masing-

masing segmen dapat ditulis sebagai berikut :  
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Estimasi Model Regresi Linier Piecewise Dua Segmen dengan Metode Iterasi 

Gauss-Newton 

Untuk melakukan iterasi Gauss Newton, pertama-tama dilakukan pendekatan 

terhadap fungsi  ,iXf  menggunakan deret Taylor di sekitar initial  value     
 yang 

nilainya ditentukan. Pendekatan terhadap fungsi  di sekitar     
 dengan 

menggunakan deret Taylor orde pertama dapat dituliskan sebagai berikut : 

              
              

   
 
      

         

         
            

             

          
            

                
         

Jika didefinisikan : 

                  
            

         

Maka : 

                
         

Terlihat bahwa persamaan (21) adalah persamaan yang linier dalam parameter  , 

sehingga dengan menggunakan metode ordinary least square diperoleh estimasi      

sebagai berikut : 

             
    

 
       

     
  

       
    

 
        

Persamaan berikut  merupakan persamaan Gauss-Newton dengan t menunjukkan 

banyaknya iterasi. 

 ,iXf
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Iterasi akan berhenti jika telah tercapai kekonvergenan yaitu jika            . 

 (Marsh, dkk, 1990) 

 

Analisis Varian Regresi Linier Piecewise Dua Segmen 

Analisis varian (ANOVA) regresi linier piecewise dua segmen merupakan 

pengembangan dari analisis varian regresi linier sederhana. pada tahap ini, terdapat 

penguraian jumlah kuadrat total atas kedua komponennya yaitu jumlah kuadrat regresi 

dan jumlah kuadrat sesatan. Nilai statistik uji F pada tabel ANOVA dapat digunakan 

untuk menguji signifikansi optimumX *ˆ , dimana hipotesis nol menyatakan bahwa optimumX *ˆ  

tidak signifikan atau tidak memberikan kontribusi dalam perbaikan model regresi 

(Oosterbaan, 1990). 

Tabel 2 : Tabel Analisis Varian Regresi Linier Piecewise Dua Segmen 

Sumber 

Variansi 
db JK RK Fhitung Ftabel 

Regresi 3 JKRp 3/pp JKRRKR   
p

p

RKS

RKR
 F3;n-4;α 

Sesatan n-4 JKSp 
4


n

JKS
RKS

p

p
   

Total n-1 JKTp    

(Oosterbaan, 1990) 

 

Koefisien Determinasi dan Korelasi Regresi Linier Piecewise Dua Segmen  
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Koefisien determinasi pada masing-masing segmen adalah sebagai berikut:  
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(Oosterbaan, 1990) 

 

Analisis Residual 

Menurut Gujarati (2003), asumsi-asumsi residual yang harus dipenuhi dalam 

analisis regresi linier sederhana adalah nonautokorelasi, homoskedastisitas dan 

normalitas. 

 

3. METODOLOGI 

Variabel penelitian dalam tulisan ini adalah debit sungai (m
3
/detik) sebagai variabel 

bebas dan jumlah angkutan sediman dasar (kg/detik) sebagai variabel respon. Data 

merupakan data sekunder dengan ukuran sampel n = 123 yang diperoleh dari hasil studi 
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Mulai 

Regresi Linier Sederhana 
Regresi Linier Piecewise 

Dua Segmen 

Estimasi parameter regresi 

Diagram pencar 

Uji F 

Menghitung nilai R2, r  

dan RKS 

Mengurutkan data berdasarkan nilai X 

Menduga nilai awal X* dan membagi data 

pengamatan pada titik tersebut 

Estimasi fungsi regresi linier sederhana pada 

kedua segmen menggunakan metode OLS 

Estimasi parameter regresi linier piecewise 

dua segmen dan nilai X* optimum 

menggunakan metode Gauss-Newton 

Ya 

Tdk 

Memilih model terbaik 

Selesai 

Tdk 

Ya 

lapangan  pada sungai yang terdapat di  Colorado dan Wyoming, Amerika Serikat dan 

dipublikasikan pada buku berjudul A Tutorial on the Piecewise Regression Approach 

Applied to Bedload Transport. 

Langkah analisis data dalam tulisan ini dapat dilihat pada flowchart berikut : 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Membentuk fungsi regresi linier piecewise dua 

segmen yang kontinu dan menentukan RKS dan R2 

Uji signifikansi X* optimum dan uji kecocokan 

model pada masing-masing segmen 

Uji asumsi 
Trans 

formasi  

Trans 

formasi  Uji asumsi 
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4. HASIL DAN PEMBAHASAN 

Model Regresi Linier Sederhana 

Setelah dilakukan analisis data pengaruh debit sungai (m
3
/detik) terhadap jumlah 

angkutan sedimen dasar (kg/detik), diperoleh model regresi linier sederhana 

ii XY 065.0171.0ˆ 
 
dengan koefisien determinasi R

2
 = 0.534, koefisien korelasi r = 

0.73 dan RKS = 0.031. Berdasarkan uji kecocokan model diperoleh kesimpulan bahwa 

model regresi cocok dan berdasarkan uji asumsi residual disimpulkan bahwa semua 

asumsi residual terpenuhi. 

 

Menduga Nilai Awal *X̂  dan Mengestimasi Koefisien Regresi Linier Piecewise Dua 

Segmen 

Untuk menduga nilai awal *X̂  dibuat diagram pencar antara variabel bebas dan 

variabel respon. 

 

 
Berdasarkan diagram pencar tersebut nilai dugaan awal *X̂  yang pertama adalah 

*X̂ = 5.689. Nilai dugaan awal *X̂  berada pada i = 88 sehingga data dibagi menjadi 

  88

1
,

iii YX  pada segmen pertama dan   123

89
,

iii YX  pada segmen kedua. Langkah 

selanjutnya adalah membentuk dua model regresi linier dari data yang telah terbagi dua 

pada Xi = 5.689. Dua persamaan regresi tersebut adalah : 

 











i

i

X0.10812 0.50211- 

X0.00954 0.01501- 
ˆ
iY  

689.5;

689.5;





i

i

X

X
 

Nilai dugaan awal *X̂ = 5.689 dan nilai-nilai koefisien regresi di atas kemudian 

digunakan sebagai nilai awal )0(̂  pada metode iterasi Gauss-Newton untuk 

mengestimasi nilai optimumX *ˆ  dan nilai-nilai parameter regresi linier piecewise dua 

segmen yang konvergen pada iterasi ke-5 dengan RKS = 0.0242. Hasil iterasi Gauss-

Newton ditunjukan sebagai berikut ; 
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Tabel 3 : Tabel Hasil iterasi Gauss-Newton 

Parameter Estimasi Parameter 

Awal 

Estimasi Parameter 

Akhir 

 

Konvergen pada 

iterasi ke-5, dengan 

JKS = 2.8807 

(RKS = 0.0242) 

*X̂  5.6890 4.8375 

1â  -0.0150 -0.00237 

1b̂  0.00954 0.00364 

2b̂  0.1081 0.1093 

Diperoleh model regresi linier piecewise pada kedua segmen yang kontinu pada titik 

optimumX *ˆ
 = 4.8375 adalah sebagai berikut : 

    221 8375.41093.08375.400364.000237.0ˆ
iiiiii DXDDXY      

Persamaan regresi linier piecewise dua segmen jika dituliskan pada masing-masing 

segmen adalah : 

 











i

i

X1093.00.51350- 

X0.00364 0.00237- 
ˆ
iY  

8375.4;

8375.4;





i

i

X

X
 

Langkah untuk mencari nilai optimumX *ˆ  dan parameter regresi linier piecewise dua segmen 

diulangi dengan nilai dugaan awal *X̂  yang berbeda. Setelah dilakukan iterasi Gauss-

Newton pada empat titik dugaan awal *X̂  yang berbeda, keempat nilai dugaan awal *X̂  
tersebut menghasilkan nilai-nilai parameter regresi dan optimumX *ˆ  serta RKS yang sama 

pada akhir iterasi. Perbedaannya hanya terletak pada jumlah iterasi. 

Setelah diperoleh persamaan regresi linier dua segmen dan RKS seperti di atas, 

dilanjutkan dengan menghitung nilai koefisien determinasi regresi linier piecewise dua 

segmen.  

 
50,63761559

7,9492

72,871956050,00869479
11

1

2

1

2
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n

i

i

n

i

i

p

YY
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Uji Signifikansi optimumX *ˆ  dan Uji Kecocokan Model Regresi pada Masing-masing 

Segmen 

Nilai signifikansi pada uji F akan digunakan untuk menguji signifikansi optimumX *ˆ  

dan diperoleh kesimpulan bahwa optimumX *ˆ  memberikan kontribusi dalam perbaikan 

model regresi. Selanjutnya, berdasarkan uji masing-masing segmen, diperoleh 

kesimuplan bahwa model pada segmen pertama dan kedua cocok terhadap data. Pada 

pengujian asumsi residual segmen kedua, semua asumsi residual terpenuhi, sedangkan 

pada segmen pertama terjadi pelanggaran asumsi normalitas sehingga dilakukan 

transformasi dan diperoleh model regresi yaitu    ii XY ln858.1441.7ˆln   sehingga 

model regresi linier piecewise dua segmen yaitu : 

   ii XY ln858.1441.7ˆln 1   ; 8375.4iX  

ii XY 1093.051350.0ˆ
2   ; 8375.4iX  

dengan RKS = 0.0242. 
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Pemilihan Model Terbaik 

Kriteria yang digunakan dalam pemilihan model terbaik yaitu menggunakan 

nilai RKS atau MSE terkecil. Nilai RKS pada regresi linier sederhana adalah 0.031, 

sedangkan nilai RKS jika digunakan regresi linier piecewise dua segmen adalah 0.0242. 

Dengan demikian, dapat disimpulkan bahwa model terbaik yang menjelaskan hubungan 

antara debit sungai terhadap jumlah angkutan sedimen dasar adalah model regresi linier 

piecewise dua segmen karena menghasilkan nilai RKS yang lebih kecil dibandingkan 

model regresi linier sederhana. 

 

5. KESIMPULAN 
1. Analisis regresi linier piecewise dua segmen pada dasarnya merupakan penurunan 

dari analisis regresi linier sederhana. Perbedaan antara kedua  metode analisis regresi 

tersebut yaitu terdapatnya sebuah titik yang disebut X-knot. 

2. Setelah dilakukan analisis regresi linier piecewise dua segmen pada data pengaruh 

debit sungai (m
3
/detik) terhadap jumlah angkutan sedimen dasar (kg/detik) dengan 

nilai dugaan awal 
*X̂  yang berbeda-beda, semua nilai dugaan awal tersebut 

menghasilkan nilai-nilai parameter regresi dan optimumX *ˆ  serta RKS yang sama pada 

akhir iterasi. Perbedaannya hanya terletak pada jumlah iterasi. 

3. Berdasarkan hasil analisis regresi linier piecewise dua segmen pada kasus tersebut, 

diperoleh nilai optimumX *ˆ
 = 4.8375 dan model regresi linier piecewise  pada masing-

masing segmen yaitu : 

   ii XY ln858.1441.7ˆln 1   ; 8375.4iX  

     
ii XY 1093.051350.0ˆ

2   ; 8375.4iX  

dengan RKS = 0.0242 dan R
2
 = 0.6376. 

4. Model regresi linier sederhana pada kasus pengaruh debit sungai (m
3
/detik) terhadap 

jumlah angkutan sedimen dasar (kg/detik) yaitu: 

ii XY 065.0171.0ˆ    dengan RKS = 0.031, R
2
 = 0.534. 

5. Berdasarkan perbandingan nilai Rataan Kuadrat Sesatan (RKS) pada kasus tersebut, 

model regresi linier piecewise dua segmen merupakan model terbaik dibandingkan 

model regresi linier sederhana karena menghasilkan nilai RKS yang lebih kecil. 
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Abstract. Transport Modelling is important. For certain cases, the conventional model still has to be used, in which 
having a good trip production model is capital. A good model can only be obtained from a good sample. Two of the basic 
principles of a good sampling is having a sample capable to represent the population characteristics and capable to 
produce an acceptable error at a certain confidence level. It seems that this principle is not yet quite understood and used 
in trip production modeling. Therefore, investigating the Trip Production Modelling practice in Indonesia and try to 
formulate a better modeling method for ensuring the Model Quality is necessary. This research result is presented as 
follows. Statistics knows a method to calculate span of prediction value at a certain confidence level for linear regression, 
which is called Confidence Interval of Predicted Value. The common modeling practice uses R2 as the principal quality 
measure, the sampling practice varies and not always conform to the sampling principles. An experiment indicates that 
small sample is already capable to give excellent R2 value and sample composition can significantly change the model. 
Hence, good R2 value, in fact, does not always mean good model quality. These lead to three basic ideas for ensuring 
good model quality, i.e. reformulating quality measure, calculation procedure, and sampling method. A quality measure 
is defined as having a good R2 value and a good Confidence Interval of Predicted Value. Calculation procedure must 
incorporate statistical calculation method and appropriate statistical tests needed. A good sampling method must 
incorporate random well distributed stratified sampling with a certain minimum number of samples. These three ideas 
need to be more developed and tested. 

INTRODUCTION 

Transport Modelling is an important input for Transportation Planning. In general, transportation modeling can 
be classified into three types: direct model, conventional model, and inconventional model. Conventional Model in 
certain cases still an obligation. In the conventional model, generally, the model validation and calibration is done in 
the end, after trip assignment step [1-6]. Therefore, error in Trip Generation step can be compensated in the 
validation and calibration method. 

In general, TP Model can be classified into three basic types: zonal regression model, category analysis model, 
and household regression model [1-2]. Later on, a new TP Model type, based on neural network principal, has been 
tried to be developed [7]. Among those, in professional cases, the zonal regression (ZR) is the most used and linear 
regression (LR) is the most current zonal regression model [1-2,8-9]. Certain Special Conventional Model for New 
BRT Line Passenger Demand Prediction has been developed and tested. The model cannot be validated and 
calibrated in the end based on trip assignment result since there is still no existing passenger flow to be compared 
against. Trip Production (TP) is the first step in Special Conventional Model type. The TP result will be used by the 
following step: the Trip Distribution (TD). So having a good TP Model is vital. Therefore, for this type of model, 
controlling the model quality must be done even started in the TP step [10-11]. Thus, better attention should be paid 
in this Linear Zonal Regression (LZR) TP modeling method to ensure good modeling quality. 
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A good model can be gotten only from a good sample. TP is developed based on household interview survey 
(HIS) data. HIS take sample from modeling area which is divided into a number of traffic zones. It can be thought 
easily that the HIS sampling method can vary a lot, in terms of how many samples should be collected, from which 
traffic zones the sample must be collected, how the samples must be distributed among traffic zones. The sampling 
method is capital, as part of the LZR TP Modelling method, this needs to be well defined. 

A guideline for HIS sampling is limited. The two guidelines normally used are the American Bureau of Public 
Road Guidelines for HIS Sample Size and the Slovin Formula. However, the scientific reasoning of those two is not 
clear enough [8,12-15]. The basic quality of a good sample is “a sample which is capable to well represent the 
observed population’s characteristics”. Statistically, it is formulated as respecting the principle of “Maximum 
Acceptable Error at a Certain Confidence Level” (MAE at CCL) [16-19]. Thus a research to reveal the corelation 
between sampling and model quality is needed. This corelation behavior will give the better understanding of the 
modeling, which in turn can be used to formulate modeling method improvement. 

By using Special Conventional Model, a new Mamminasata BRT Line Corridor 1 passenger demand prediction 
has been conducted. It must be remembered, this method does not incorporate validation and calibration step, by 
comparing the modeling result to the reality. Hence, the modeling is delicate. The sample size used was already in 
concordance with the BPR Guidance and it gave an LZR TP Model with the high coefficient of determination (R2) 
value.  However, it can be seen easily that the passenger volume prediction values are highly not accurate. It has 
been thought that there are two main sources of mistakes: the LZR TP Modelling method and the household data 
gotten from Badan Pusat Statistik (BPS) [20]. Concerning modeling method, it must be noted that a TP Model with 
very good R2 value is not always capable to produce good prediction result and good sample size not always capable 
to give accurate modeling result. Therefore the ZR TP Modelling method needs to be evaluated and improved.  

Normally, LZR TP model uses the R2 to indicate the model quality. Having an R2 value of more than 0.85 
normally is already considered as a very good model [8-9, 14-15, 21-30]. Meanwhile, an experiment on predicting 
Surabaya City population by using regression technique indicates that regression models having a better R2 do not 
always give a better population prediction [31]. Hence, a question can be posed whether the R2 is an appropriate 
model quality measure. The LZR TP modeling method needs to be evaluated and improved. 

A research needs to be conducted to get better formulation of TP modeling method for ensuring good model 
quality. In order to conduct this important and big research, a preliminary reflexion on principal modeling method 
improvement was conducted. This paper discusses the result of this attempt. 

RESEARCH METHOD 

The research objective is to formulate LZR TP Modelling method improvement. Thus, the research was 
conducted by following these steps sequence: problem statement, research objective, analyzing the practice of LR 
TP modeling, reflexion on principal improvements on modeling method for ensuring good model quality, and 
conclusions. The LR TP modeling analyses consist of recalling the LR principle, analyzing the LZR TP practice in 
Indonesia and conducting an experiment to reveal the impact of sample size and sample composition variation for 
LZR TP modeling. Based on the analyze of LR TP Modeling practice, hopefully, the strength and weakness of the 
existing LZR TP Modelling method can be revealed easily, hence the method improvement can be formulated 
easily. 

ANALYZE OF TRIP PRODUCTION MODELLING PRACTICE 

General 

The research is started by analyzing the practice of Linear Regression Trip Production Modelling. The analyze 
consists of three items: recalling the Linear Regression principle, investigating the ZLR TP practice in Indonesia and 
conducting an experiment in using small sample size and sample composition variation to produce the model. 

Linear Regression Principle 

Linear Regression is a straight line or a linear function which best represent the observed data. The observed data 
consists of one dependent variable and one or more independent variable. The linear regression can be a single 
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variate or multiple variates [16-17]. Here, the linear regression discussions will be limited in the case of single 
variate only. 

Single Variate Linear Regression 

An example of linear regression, with single variate case, is presented below. This is about independent variable 
Y against dependent variable X. The regression data and regression graph are presented in Table 1 and Fig. 1 below. 

TABLE 1. Experiment data 
Y X 
11 13 
11 9 
7 7 

 

1 31 21 11 0987

1 2

1 1

1 0

9

8

7

S 2.1 3809
R-Sq 57.1 %
R-Sq(adj) 1 4.3%

X

Y

Linear Regression
Y = 4.1 43 + 0.571 4 X

 
FIGURE 1. Example of linear regression graph 

General Formula 

The general formula of single variate linear regression is presented below with all of the notation. The R2 is an 
indicator of how well the model represents the observation data. The R2 value is between 0 to 1 [16-17]. 

 

 0 1Y X  (1) 

  

 Ŷ a b X   (2) 
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2 2
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ˆ ˆa y x   (4) 
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where : 
 Y : dependent variable 
 X : independent variable 

Ŷ  : estimates from regression equation 
Y  : Means of Y 
 a : slope 
 b  : intercept 
n : number of observations 
R2 : coefficient of determination 

Coefficient of Determination 

Coefficient Determination indicates the absolute correlation strength between the dependent variable and 
independent variable [16-17]. The coefficient of Determination is used a lot to measure the modeling quality. The 
coefficient of determination formulae is presented in Equation (5) above. A linear regression model having R2 value 
> 0.85 is considered as a very good model (1,16). 

Confidence Interval Prediction Value 

The linear regression prediction or estimate, statistically, has a span of value and not a single value. This is called 
the confidence interval of predicted value. So the confidence interval value principle is to apply to a, b and Y 
parameters. The confidence interval value depends, basically, on the standard deviation and confidence level values 
[16-17]. The illustration is presented in Fig. 2 below, while the formula is presented below. 

 

 
FIGURE 2.  Illustration of prediction value span 

 

   (6) 
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where : 
CI Ŷ : confidence interval of predicted Y value 
Ŷi  : value of predicted Yi 
Yi : value of observed Yi 
X0 : independent value for Ŷ 
Xi : value of observed Xi 
Ẍ : means of X 
n : number of samples 
S0 : standard deviation of Ŷ  
Sy : standard deviation of  Ŷ 
 : error value 

T : student distribution value for a certain confidence value and degree of freedom 

Remarks on Linear Regression Principle 

The R2 can not indicate whether the model conforms to the “MAE at CCL” principle. Therefore, it is better to 
use two quality indicators: accepted R2 value and accepted confidence interval of predicted value. 

Analyze of TP Modelling Practice in Indonesia 

The objective of this analyses is to reveal the strength and the weakness of TP modeling practice in Indonesia, to 
formulate the principal method improvement. 

Zonal Regression TP Modelling Principle 

The Transport Modelling textbooks normally explain the Zonal Regression Trip Production quite well and 
clearly. But the book generally considers that R2 is the principal model quality measure, without any reflexion on its 
capability to estimate the trip production value accurately. Meanwhile, concerning the number of samples needed, 
the textbooks give the guidance to use a minimum sample size formula for normal distribution case [1-2]. While the 
characteristics of observed parameters do not always follow the normal distribution. 

TP Modelling Practice in Indonesia 

Twelve practices of LR TP Modelling were analyzed. Four of the twelve are about TP of special buildings and 
the rest eight are about developing ZLR TP modeling on general land use sites[14-15,21-30].  

The principal modeling method and results were noted, i.e. modeling object, model mathematical form, main 
quality expression, sampling method and expression of quality requirements. These data are presented in Table 2, 
Table 3 and Table 4 below. 

It can be noted that, practically, all model use R2 value as the model quality indicator. Practically, just a few of 
the 12 modeling mention it sampling method. Two modeling mentions the use of Slovin formula, one modeling 
mentions the use of Salter formula and another use percentage number for determining minimum sample size. Only 
three of modeling attempt, out of twelve, express its modeling quality requirements. Practically, all modeling 
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attempt use the special statistical test to check whether the model fulfills the certain required condition. Those tests 
are like F-test, t-test, Pearson test, etc. 

TABLE 2.  Example of 12 Indonesian trip production models 
Modeler Year Location Object Model Quality Expr. 

Patmadjaja et al 2002 Surabaya SD Multiple log. R2 
Rahmadani 2015 Padang SMP Multiple linear R2 
Septomiko 2014 Palembang SMA Multiple linear R2 
Wahyu ningsih 2013 Klaten Hospital Multiple linear R2 
Bella et al 2013 Kab. Kupang general Multiple linear R2 
Ersandi et al 2009 Yogyakarta general Multiple linear R2 
Mahmudah 2017 Kab. Sleman general Simple linear R2 
Manopo & Sendowo 2011 Menado general Multiple linear R2 
Patunrangi 2010 Palu general Multiple linear F-test 
Rahmadi & Miro 2016 Padang general Simple linear t-test 
Sulistyono 2007 Jember general Multiple linear R2 
Supriyono 2012 Semarang general Multiple linear R2 

 

TABLE 3. Sampling method of the 12 trip production model 

Modeler Object Model 
Sampling Method 

Sample Size 
Formula Sampel Distribution 

Patmadjaja et al SD Multiple log. based on time of observation 
Rahmadani SMP Multiple linear - - 
Septomiko SMA Multiple linear - - 
Wahyu ningsih Hospital Multiple linear based on time of observation 
Bella et al general Multiple linear 30% random 
Ersandi et al general Multiple linear Salter, 1976 - 
Mahmudah general Simple linear Slovin - 
Manopo & Sendowo general Multiple linear Taro Yamane statified random 
Patunrangi general Multiple linear - - 
Rahmadi & Miro general Simple linear - - 
Sulistyono general Multiple linear - - 

Supriyono general Multiple linear - proportional stratified 
random 

 

TABLE 4. Expression on model quality requirements 
Modeler Object R2 P-value N-var Sign Logic Pearson Yerror 

Patmadjaja et al SD yes yes yes yes yes yes 
Rahmadani SMP yes - - - yes - 
Septomiko SMA yes yes - yes yes - 
Wahyu ningsih Hospital not specially expressed 
Bella et al general not specially expressed 
Ersandi et al general not specially expressed 
Mahmudah general not specially expressed 
Manopo & Sendowo general not specially expressed 
Patunrangi general not specially expressed 
Rahmadi & Miro general not specially expressed 
Sulistyono general not specially expressed 
Supriyono general not specially expressed 
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Remarks on Modelling Practices 

All of the modeling use R2 to express the model quality. There is no any single modeling try to use the principle 
of “MAE at a CLL”. Not all of twelve modeling express its sampling method. Slovin formula is still doubtful. Only 
three of them states the model quality requirements. Thus, certain improvements are needed on the model quality 
measure, sampling method and modeling procedure. 

LZR TP Experiment on Sample Composition Variation 

It has been stated that a good trip production model can only be obtained from a good HIS sampling, a set of HIS 
sample that well represent the population modeling characteristics. The sample is taken from a modeling area which 
is divided into a number of traffic zones. Each traffic zones characteristics vary each other, in terms of location, 
area, population, vehicle population, socio-economic characteristics and its real trip production value. 

In order that the samples can be good enough, the sampling main characteristics have to be good enough. The 
sample must satisfy the following requirements: good HIS questionnaire, the minimum number of HIS samples, 
sample stratification must be represented, zonal category represented, household category represented, the span of 
zonal population variation represented, all modeling area the main variation is represented.  

This experiment is for simulating to have the small sample size and the possibilities of having the different 
various composition of samples in each traffic zone. Samples of 30 households were taken from 3 kelurahan in 
Surabaya, with 10 households for each kelurahan. Kelurahan is the smallest government formal administrative unit 
in Indonesian cities. 

Experiment Objective 

The main experiment objective is to know the trip production model variation as a result of sample variation in 
terms of traffic zone’s sample member variation. For this purpose, a sample of 30 households was taken. From the 
30 samples (30 households), six group of different sample compositions were constructed. Each group’s sample 
contains the whole 30 samples, each group samples were divided into 3 zones consists of 15, 10 and 5 households, 
with different zonal grouping. This is to simulate the sample distribution among traffic zones. 

Sample Composition Variation 

A population of 30 households are group into 6 models, each consists of 15, 10 and 5 samples, distributed 
differently according to sample number. The sample grouping for the 6 models can be explained as follows. The 
Model 1 grouped sample number 1-15 as Zone 1, sample number 16-25 as Zone 2 and sample number 26-30 as 
Zone 3. The Model 2 grouped sample number 6-20 as Zone 1, sample number 21-30 as Zone 3 and sample number 
1-5 as Zone 3. The Model 3 – Model 6 applied the same sample grouping method afterward. 

Each model’s zonal values, calculated based on sample data for those each 6 Models, are presented in Table 5 
below. 

TABLE 5.  Different sample for six groups - motorcycle trip related data 
Model Zone 1 Zone 2 Zone 3 

 
Motorcycle Trip Motorcycle Trip Motorcycle Trip 

veh person-trip veh person-trip veh person-trip 
Model 1 44 42 22 21 16 6 
Model 2 41 39 26 18 15 12 
Model 3 38 35 31 18 13 16 
Model 4 38 27 28 28 16 14 
Model 5 41 30 29 30 12 9 
Model 6 44 34 28 23 10 12 

Model Development 

Six group of models have been developed, each is about person trip production by motorcycle model. Those models 
are presented and discussed below. 
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General Linear Regression Trip Production formula is written as follows. 
 

 TPMC = a + b MC (9) 

 

where : 
TPMC   : person trip production by motorcycle (person-trip/hr) 
MC   : zonal motorcycle population (motorcycle) 

 
Graphical model representations are presented in Fig. 3 below. While the whole six models are presented in 

Table 6 below. 
 

 
FIGURE 3.  Person trip production by motorcycle 

 

TABLE 6. Models of person trip production by motorcycle 
Model a b R2 

Model 1 -9.6944 1.1963 0.9512 
Model 2 -5.9648 1.0597 0.9516 
Model 3 5.7455 0.6313 0.6081 
Model 4 6.3297 0.6099 0.7399 
Model 5 2.2747 0.7582 0.8305 
Model 6 5.3341 0.6463 0.9988 

min 0.6313 0.6081 
means 0.8584 0.8680 
max 1.1963 0.9988 

 
It is clear that the trip production model varies significantly across different sample combination. All of the six 

models are different model each other. Among the six models, four models have R2 value > 0.80, 1 model has R2 
value > 0.70 and a model has R2 value > 0.60. Practically, all of the models are good models. But the slope values 
vary significantly, bmin = 0.6313and bmax = 1.1963. Among the models with R2 value > 0.80, bmin = 0.6463 and bmax = 
1.1963. The differences are huge. 

Remarks on Experiment 

The experiment can do well the simulation of having various possibility in taking different sample composition 
on traffic zones and of having inadequate small sample size. 
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The experiment indicates that practically all model have very good coefficient of determination values. Thus, all 
models, each of them, are very good models. However, all of them have significant difference in model coefficient 
values. All models are different models each other, eventhough they were developed from the same population. This 
indicate that sample composition among different traffic zones is very important. The HIS sampling method is 
capital. 

Carefull must be taken in TP modelling, since it has been proofed that even a small sample is capable to give 
good R2 value. 

REFLEXION ON METHOD IMPROVEMENT 

It must be considered very strongly that TP calculation result will be used for the next calculation step: the Trip 
Distribution. So having accurate TP calculation result is absolutely important. The prediction accuracy is the 
absolute quality above all. 

After analyzing the TP practice, it is noted that there are three methods components need to be improved. 
Method improvements needed are a new formulation of model quality measure, a new formulation of sampling 
method and a new formulation on modeling calculation procedure. These three ideas are presented below. 

The model quality measure must consist of two components, i.e R2 value and Confidence Interval of Predicted 
Value. The R2 value denoting only the correlation strength between the sample and the regression function. The 
model’s confidence interval of predicted value can give the range of estimate error, which can be calculated 
afterward as the percentage of error. Thus it can be used to indicate whether the model conforms to the principle of 
“MAE at CCL” or not. Only this parameter which is capable to indicate the accuracy of TP calculation result. 

Sampling method must consist of the minimum number of samples and also must incorporate the stratified well 
distributed random sampling. Formulating the minimum number of samples and its sampling method will not be 
easy at all since it must incorporate the confidence interval of predicted value. 

Modelling calculation procedure must incorporate the calculation method (stepwise, etc) and a series of 
statistical tests needed to ensure certain modeling requirements. This part is already done extensively in TP 
modeling practices. But a better-structured procedure is still needed. 

Each of those three improvement ideas needs to be further developed and evaluated seriously. These require 
systematic research based on good understanding of the phenomena. Thus, it needs a lot of work. 

CONCLUSIONS 

The research objective has been achieved. TP modeling has been analyzed to produce necessary method 
improvements. Basic conclusions are presented as follows. 

 
 The ZR TP modeling practices, in Indonesia, have a lot of strong points. But it was still important weakness 

concerning the model quality measure, sampling method, and calculation procedures. 
 Principal improvements must be made on the model quality measure, sampling method, and calculation 

procedures. 
 The quality measure must incorporate the R2 value and the confidence interval of predicted value. 
 Sampling must incorporate random well distributed stratified sampling and a minimum number of samples. 
 Calculation procedures must incorporate calculation method and statitistical tests needed to ensure certain 

requirement condition. 
 

Further development needed for the main research are research on quality measures, research on sampling 
method, and research on modeling calculation procedures. 
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Improved estimation of aboveground 
biomass in wheat from RGB imagery and point 
cloud data acquired with a low-cost unmanned 
aerial vehicle system
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and Tao Cheng* 

Abstract 

Background: Aboveground biomass (AGB) is a widely used agronomic parameter for characterizing crop growth 
status and predicting grain yield. The rapid and accurate estimation of AGB in a non-destructive way is useful for mak-
ing informed decisions on precision crop management. Previous studies have investigated vegetation indices (VIs) 
and canopy height metrics derived from Unmanned Aerial Vehicle (UAV) data to estimate the AGB of various crops. 
However, the input variables were derived either from one type of data or from different sensors on board UAVs. 
Whether the combination of VIs and canopy height metrics derived from a single low-cost UAV system can improve 
the AGB estimation accuracy remains unclear. This study used a low-cost UAV system to acquire imagery at 30 m flight 
altitude at critical growth stages of wheat in Rugao of eastern China. The experiments were conducted in 2016 and 
2017 and involved 36 field plots representing variations in cultivar, nitrogen fertilization level and sowing density. We 
evaluated the performance of VIs, canopy height metrics and their combination for AGB estimation in wheat with the 
stepwise multiple linear regression (SMLR) and three types of machine learning algorithms (support vector regression, 
SVR; extreme learning machine, ELM; random forest, RF).

Results: Our results demonstrated that the combination of VIs and canopy height metrics improved the estimation 
accuracy for AGB of wheat over the use of VIs or canopy height metrics alone. Specifically, RF performed the best 
among the SMLR and three machine learning algorithms regardless of using all the original variables or selected vari-
ables by the SMLR. The best accuracy (R2 = 0.78, RMSE = 1.34 t/ha, rRMSE = 28.98%) was obtained when applying RF 
to the combination of VIs and canopy height metrics.

Conclusions: Our findings implied that an inexpensive approach consisting of the RF algorithm and the combina-
tion of RGB imagery and point cloud data derived from a low-cost UAV system at the consumer-grade level can be 
used to improve the accuracy of AGB estimation and have potential in the practical applications in the rapid estima-
tion of other growth parameters.
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© The Author(s) 2019. This article is distributed under the terms of the Creative Commons Attribution 4.0 International License 
(http://creat iveco mmons .org/licen ses/by/4.0/), which permits unrestricted use, distribution, and reproduction in any medium, 
provided you give appropriate credit to the original author(s) and the source, provide a link to the Creative Commons license, 
and indicate if changes were made. The Creative Commons Public Domain Dedication waiver (http://creat iveco mmons .org/
publi cdoma in/zero/1.0/) applies to the data made available in this article, unless otherwise stated.

Open Access

Plant Methods

*Correspondence:  tcheng@njau.edu.cn 
National Engineering and Technology Center for Information Agriculture 
(NETCIA), Key Laboratory for Crop System Analysis and Decision 
Making, Ministry of Agriculture and Rural Affairs, Jiangsu Key Laboratory 
for Information Agriculture, Jiangsu Collaborative Innovation Center 
for Modern Crop Production, Nanjing Agricultural University, One 
Weigang, Nanjing 210095, Jiangsu, China

http://orcid.org/0000-0002-4184-0730
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/publicdomain/zero/1.0/
http://creativecommons.org/publicdomain/zero/1.0/
http://crossmark.crossref.org/dialog/?doi=10.1186/s13007-019-0402-3&domain=pdf


Page 2 of 16Lu et al. Plant Methods           (2019) 15:17 

Background
Aboveground biomass (AGB) is a critical indicator in 
crop growth status monitoring and grain yield prediction 
[1]. Accurate and rapid estimation of AGB is crucial for 
the assessment of crop nutrition status and the improve-
ment of crop management strategies. The conventional 
estimation of AGB is based on destructive measurements 
[2], which are not only time consuming and labor inten-
sive, but also hard to apply over large areas [3]. Remote 
sensing as a non-destructive technique has been proved 
to have great potential in AGB estimation for crops, such 
as wheat [4, 5], barley [6], maize [7] and rice [8].

The majority of previous studies on the remote esti-
mation of AGB focused on the use of remotely sensed 
data acquired from ground [4, 8], man-made aircraft [9] 
and satellite platforms [10]. For instance, Cheng et  al. 
[8] reported a R2 up to 0.81 for the relationship between 
the red-edge chlorophyll index  (CIRed-edge) and rice bio-
mass using ground-based hyperspectral data. Although 
ground-based remote sensing can yield satisfactory esti-
mation accuracy for crop growth parameters, they are 
costly to acquire and unsuitable for monitoring over 
large areas [11]. In contrast, the satellite platform has 
great advantages in acquiring crop growth information 
over regional and large scales. As reported by Wang et al. 
[12], a high accuracy (R2 = 0.79) could be obtained from 
HJ-1 satellite imagery for the estimation of wheat AGB 
at the anthesis stage over four counties of Jiangsu prov-
ince, China. However, as the growth status of crop varies 
rapidly across critical growth stages, multi-temporal and 
timely acquisition of remotely sensed data is necessary 
for crop monitoring [7]. It is challenging to acquire suita-
ble satellite imagery for monitoring over multiple growth 
stages due to the frequent cloud cover and the inadequate 
spatial resolution matching relatively small field sizes in 
China, especially the lower reaches of Yangtze River [13]. 
Using manned airborne platforms may overcome these 
limitations and acquire images with high temporal and 
spatial resolutions, but it is often complex and costly to 
allocate aircraft and instrument resources.

The advent of unmanned aerial vehicles (UAVs) 
makes it possible to acquire high temporal and spatial 
resolution remotely sensed data in an affordable way. 
In recent years, multiple types of cameras for acquiring 
RGB, color-infrared (CIR), multispectral, and hyper-
spectral images have been mounted on various UAV 
platforms for monitoring crop growth status [14–16]. 
Particularly, much attention has been paid to low-
cost UAV systems consisting of RGB or modified CIR 
cameras and light-weight drones. The low-cost UAV 
systems were widely used due to the most significant 
advantages in affordability, ease of operation, and sim-
plicity in image processing [11, 17–19]. People often 

use the visible or CIR images collected with these low-
cost UAV systems to generate orthophotos and point 
cloud data for crop growth monitoring. While the for-
mer type of data could be used to extract vegetation 
indices (VIs) for estimating crop biophysical and bio-
chemical parameters with moderate accuracies, such 
as biomass [1, 20], the latter could be used to construct 
crop surface models (CSMs) for estimating crop struc-
tural parameters with high accuracies, such as plant 
height (PH) [21, 22].

Previous studies have demonstrated that both VIs and 
canopy height metrics (e.g., height percentiles) derived 
from UAV images are critical variables for estimating 
crop biomass [1, 7]. However, the majority of those stud-
ies utilized either VIs [19, 23] or canopy height metrics 
alone [21] for model establishment [24]. While the VIs 
composed of visible or CIR bands characterized the 
spectral properties of the top canopy, the height metrics 
reflected the vertical structure properties of the entire 
canopy. Although these two types of variables were used 
to extract different sources of information about the 
crop canopy, the performance of either type of variables 
for biomass estimation might be limited by the insensi-
tivity of VIs at high biomass conditions and the stabil-
ity of plant height at reproductive stages [1, 25, 26]. The 
estimation of crop biomass from UAV images might be 
improved by using the two complementary data sources 
simultaneously.

In recent years, there are some attempts to improve 
the estimation of crop biomass by combining VIs and 
canopy height metrics (Table  1). For instance, Ben-
dig et  al. [6] combined the GnyLi index derived from 
ground-based hyperspectral data and canopy height 
metrics acquired from a low-cost UAV system to obtain 
a R2 of 0.82 for barley biomass estimation. Tilly et  al. 
[1] also achieved a high accuracy with the fusion of 
ground-based hyperspectral data and canopy height 
acquired from terrestrial LiDAR data. Nevertheless, 
these studies focused on the combination of VIs and 
canopy height metrics derived from two different sen-
sors, which may limit the applications over large areas 
due to the high cost of an expensive sensor. In con-
trast, Li et  al. [7] reported the fusion of VIs and can-
opy height metrics acquired from a low-cost UAV 
system for the estimation of maize biomass with three 
regression techniques (simple linear regression, step-
wise linear regression and random forest regression), 
but they did not explicitly compare the performances 
among VIs, canopy height metrics and their combina-
tion. Therefore, it remains unclear whether the com-
bined data generated from a single sensor could lead to 
improved estimation of biomass without any additional 
cost in instrumentation. In addition, their data only 
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cover one growth stage of maize and they are inade-
quate for assessing the performance of those input vari-
ables over all critical growth stages.

For the use of the comprehensive information in multi-
ple types of remotely sensed data, multivariate regression 
techniques could be an essential approach for establish-
ing direct relationships between remotely sensed vari-
ables and crop parameters [32], including multiple linear 
regression (MLR) [33], stepwise multiple linear regres-
sion (SMLR) [34] and partial least squares regression 
(PLSR) [5]. However, these regression techniques are 
more suitable for the data that exhibit linear or exponen-
tial relationships between remotely sensed variables and 
crop biophysical/biochemical parameters [35, 36]. More-
over, the VIs and canopy height metrics derived from a 
consumer-grade camera may be redundant and highly 
autocorrelated. In contrast to conventional regression 
techniques, machine learning regression algorithms such 
as random forest (RF) [37], support vector regression 
(SVR) [38] and extreme learning machine (ELM) [39] are 
typically better at handling high-dimensional data and 
the non-linear relationships [40, 41]. Recent studies have 
also found that machine learning algorithms could yield 
higher accuracies for biomass estimation than conven-
tional ones [7, 42].

To the best of our knowledge, few studies have exam-
ined machine learning techniques for the estimation 
of wheat AGB by combining the canopy spectral infor-
mation and vertical structure information from UAV-
derived VIs and canopy height metrics. Since such 
combined data could be obtained from a RGB camera on 
board a small UAV, it becomes necessary to investigate 
the performance of a consumer-grade level UAV system 
at an even lower cost. Thus, the objectives of this study 
were: (1) to examine the feasibility of combining spectral 
indices and canopy height metrics from a RGB camera 
mounted on a consumer-grade UAV for the improved 
estimation of AGB in wheat; (2) to evaluate the perfor-
mance of three machine learning regression techniques 
over critical growth stages and spatial resolutions in 
comparison to the traditional SMLR.

Methods
Experimental design
Two experiments were conducted in the experimen-
tal station of the National Engineering and Technology 
Center for Information Agriculture (NETCIA) located 
in Rugao, Jiangsu province of eastern China (120º45′E, 
32º16′N) (Fig.  1). A total of 36 plots were used for the 
experiments spanning two wheat growing seasons. The 

Table 1 Summary of  published studies on  the  estimation of  plant height and  biomass of  crops from  RGB imagery 
acquired from unmanned aerial vehicles (UAVs)

CC Canopy cover, ER exponent regression, GPM genomic prediction modeling, LR linear regression, MLR multiple linear regression, MNLR multiple non-linear 
regression, MSLR multiple stepwise linear regression, PCA principal components analysis, PH plant height, RF random forest, SfM structure from motion, VIs vegetation 
indices

Reference Crop type UAV Sensors Regression 
method

VIs/SfM Canopy 
characteristic

Best accuracy

Bendig et al. [21] Barley MK-Oktokopter Panasonic Lumix GX1 
(RGB)

ER – Biomass R2 = 0.82

PH R2 = 0.92

Watanabe et al. [27] Sorghum USM-S1 Powershot ELPH 
110HS

GPM – PH r = 0.84

Schirrmann et al. [28] Wheat Hexacopter (P-Y6) Sony Nex 7 LR – Biomass r = 0.68

PCA PH r > 0.80

Iqbal et al. [22] Poppy Oktokopter Canon 550D DSLR LR SfM PH R2 = 0.71

Volume R2 = 0.71

Roth et al. [17] Winter wheat ARF Mikrokopter 
Okto XL

Canon EOS 100D LR None Biomass R2 = 0.74

PH R2 = 0.80–0.84

CC

Bendig et al. [6] Barley MK-Oktokopter Panasonic Lumix GX1 
(RGB) + FieldSpec3

MLR VIs + SfM Biomass R2 = 0.84

MNLR

Kim et al. [29] Cabbage DJI F550 Hexa-rotor Powershot S110 RGB MLR – PH R2 > 0.90

Li et al. [7] Maize Rotor-wing UAV Sony A6000 MSLR VIs + SfM Biomass R2 = 0.78

RF PH R2 = 0.88

Holman et al. [30] Wheat DJI Wookong M Sony Nex 7 – SfM PH RMSE = 3.00 cm

Growth rate

Madec et al. [31] Wheat Hexacopter Sony ILCE-6000 – SfM PH RMSE = 3.50 cm
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plots with a size of 6 × 5 m2 covered different wheat cul-
tivars, planting densities and nitrogen (N) rates. In order 
to avoid the complexity of soil N levels, we applied the 
same N level as that in the preceding rice growing sea-
son for each plot. The detail of experimental design can 
be found as follows.

Experiment 1 was conducted in the winter wheat 
season of 2015–2016 with the sowing date of October 
30, 2015. One wheat cultivar with the erectophile leaf 
type, ‘Yangmai 18’, was used for all plots. Four N rates 
(0, 80, 150, 220  kg  N  ha−1) and three planting densities 
(2.0 × 106 plants  ha−1, 1.3 × 106 plants  ha−1 and 1.0 × 106 
plants  ha−1, corresponding to 0.2 m, 0.3 m and 0.4 m row 
spacings) were applied with three replications. These N 
levels and planting densities could cover the possible 
rates used in local agronomic practices and lead to vari-
ations in AGB, canopy cover and background materials 
between plots. The N fertilizers were applied in 50% as 
basal fertilizer at the sowing day and 50% at the jointing 
stage.

Experiment 2 was conducted in the winter wheat sea-
son of 2016–2017 with the sowing date of November 15, 
2016. Two winter wheat cultivars with different canopy 
structures, ‘Yangmai 15’ and ‘Yangmai 16’, were selected 

to represent planophile and erectophile leaf types, 
respectively. Three N rates (0, 150, 300 kg N ha−1) with 
two planting densities (1.6 × 106 plants  ha−1 and 1 × 106 
plants  ha−1, corresponding to 0.25 m and 0.4 m row spac-
ings) were applied with three replications. 50% of N fer-
tilizers were applied at the sowing day and 50% at the 
jointing stage.

Data collection
The UAV system for image collection was the DJI Phan-
tom series (Edition 3 in 2015 and Edition 4 in 2016 with 
added obstacle avoidance for flight safety and slight 
upgrade in camera specifications as shown in Table  2), 
both of which represent a low-cost UAV system con-
sisting of a four-rotor drone and a digital camera (SZ 
DJI Technology Co., Shenzhen, China). Before the ini-
tial flight, we set 25 ground control points (GCPs) with 
marked signs on the concrete roads across the study site 
to georeference the UAV images from different growth 
stages. The geographic coordinates were obtained from 
RTK-GPS (Real-Time Kinematic Global Positioning 
System, CHC X900 GNSS) with horizontal and vertical 
errors within 1  cm and 2  cm, respectively. In our cam-
paigns, the UAV was set to automatic flying mode and 

Fig. 1 Location of the experimental site and layout of the field plots randomly distributed with treatments in nitrogen level, wheat variety and 
sowing density. The orthophoto on the right was captured with the UAV system at the anthesis stage of wheat on April 22, 2017. Note: GCP 
ground control point, SP sampling region; D1 = 0.25 m, D2 = 0.4 m, N0 = 0 kg N ha−1, N1 = 150 kg N ha−1, N2 = 300 kg N ha−1, V1 = ‘Yangmai 15’, 
V2 = ‘Yangmai 16’



Page 5 of 16Lu et al. Plant Methods           (2019) 15:17 

followed pre-defined flight plan to acquire imagery with 
approximately 80% forward overlapping and 60% side 
overlapping. The images were captured in an automatic 
mode at 1 frame per 5 s with the JPEG format. The ISO 
of camera was set to 100 and the best exposure was set 
based on the weather condition. The aperture of camera 
was the default with f/5. The same flight path and camera 
setup excluding exposure time were applied to the whole 
season. The UAV was flown over the study site at criti-
cal growth stages (Table  3) at the height of 30  m above 
ground level. The speed of UAV was set at 0.5  m/s and 
it took about 12  min cover the whole study area. Each 
flight campaign was carried out at 11:00  am–14:00  pm 
local time during sunny day and acquired approximately 
58 images with a spatial resolution of 1.66 cm. In order to 
generate digital terrain model (DTM) of the study site, an 
extra flight campaign was conducted after wheat sowing 
on November 16, 2016.

Field sampling of AGB from the 36 plots were con-
ducted within 1  day of the UAV campaigns. Since the 
destructive sampling was conducted four times in each 
growing season, only a total of 30 plants were randomly 
harvested from each sampling region in Fig.  1 to rep-
resent each of the homogenous plots. The plants from 
each plot were harvested from above the ground and 
then separated into leaves, stems and panicles (for post-
heading stages only). All components were oven-dried at 
105 °C for 30 min and afterwards at 80 °C for about 48 h 
until a constant weight. The dry biomass of wheat organs 
(leaves, stems and panicles) was weighted, respectively. 

Moreover, the number of plants per unit ground area 
was also counted manually in the experimental fields. 
The AGB in tons per hectare (t/ha) was determined as 
the product of the dry weight per sampling plant and 
the number of plants per area. The basic statistics of the 
field-measured AGB was shown in Table  4. The plant 
height was measured with a ruler as the distance from 
the bottom to the top of wheat canopy. Five plants were 
randomly selected to represent the canopy height of each 
plot.

Generation of orthophotos and crop surface models
The UAV images were processed within the software 
Agisoft Photoscan 1.2.6 (Agisoft LLC, St. Petersburg, 
Russia) to generate orthophotos and digital surface mod-
els (DSMs). The key processing steps included image 
alignment, camera calibration, construction of dense 
point clouds, and generation of orthophotos and digital 
elevation models (DEMs). Firstly, the software automati-
cally aligned the overlapping images using a feature point 
matching algorithm. Secondly, seven of the twenty-five 

Table 2 Technical specifications of the cameras used in the two consecutive UAV editions for the two wheat seasons

Edition of camera Field of view Image size Focus length Image format

Phantom 3 94° 4000 * 3000 f/2.8 JPEG; DNG

Phantom 4 84° 4864 * 3648 f/2.8–f/11 JPEG; DNG 
(RAW); 
JPEG + DNG

Table 3 Summary of field campaigns for the wheat experiments

Experiment Sowing date Date of UAV flights Date of field sampling Growth stage

#1 October 30, 2015 March 22, 2016 March 22, 2016 Jointing

April 8, 2016 April 9, 2016 Booting

April 17, 2016 April 17, 2016 Heading

April 22, 2016 April 21, 2016 Anthesis

#2 November 15, 2016 November 16, 2016 – –

March 17, 2017 March 18, 2017 Jointing

March 27, 2017 March 28, 2017 Booting

April 12, 2017 April 12, 2017 Heading

April 22, 2017 April 22, 2017 Anthesis

Table 4 Basic statistics of  the  field-measured 
aboveground biomass (AGB, t/ha) of wheat

Year Min. Max. Mean SD

2016 0.75 15.88 5.23 2.89

2017 0.62 12.12 3.86 2.60

Pooled 0.62 15.88 4.55 2.82
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evenly distributed GCPs were used to georeference each 
image. The camera internal parameters were estimated 
in Agisoft Photoscan based on image alignment and the 
GCPs positions. The estimated parameters were then 
used to compensate a linear model misalignment while 
georeferencing the model. Since the top of wheat can-
opy is sharp and small, we chose ‘Mild’ depth filtering 
recommended for reconstructing small details to build 
dense point cloud. Lastly, the orthophotos and DEMs 

used as crop surface models (CSMs) were generated after 
building mesh and texture with default parameters and 
exported as a TIFF image format for subsequent analy-
sis. The details of processing steps and parameter settings 
can be found in Table 5.

Calculation of spectral indices
This study examined ten published VIs for the estimation 
of wheat AGB (Table  6). Most of the selected VIs have 
been related to crop biophysical and biochemical param-
eters, such as LAI [43], vegetation fraction [44], grain 
yield [45], biomass [1, 7], and nitrogen accumulation [11]. 
These VIs were directly calculated using digital numbers 
from the orthophotos. In addition, a region of interest 
(ROI) was delineated from each plot within the ortho-
photos using ArcGIS 10.2.2 (Esri, Redlands, CA, USA) 
to exclude the border effect and the sampling region. The 
mean VIs of each ROI were extracted to represent the 
values of each plot.

Determination of canopy height metrics
To estimate the AGB of wheat, eight canopy height met-
rics (mean, median, standard deviation, coefficient of 
variation and percentiles 25%, 50%, 75%, 95%) were cal-
culated from each canopy height model (CHM) (Table 7). 
The CHM was determined as the difference between 
CSM and DTM excluding outliers for each flight survey. 
The DTM for the entire season was determined from 
the images acquired during the post-sowing flight on 
November 16, 2016, while the CSM was derived from the 
UAV images for each growth stage to reflect crop growth 
dynamics. The same ROIs used for VI calculation were 
applied to the CHMs to extract plot-level canopy height 
metrics within ArcGIS 10.2.2 (Esri, Redlands, CA, USA).

Table 5 Processing steps with  corresponding parameter 
settings in  Agisoft Photoscan software for  generation 
of orthophotos and DEMs from UAV imagery

Task Parameter setup

Aligning image Accuracy: high

Pair selection: generic

Key points: 40,000

Tie points: 4000

Building mesh Surface type: height field

Source data: dense cloud

Face count: high

Positioning guided marker Manual positioning of markers 
on the even 7 GCPs for all the 
photos

Optimizing cameras Default settings

Building dense point cloud Quality: high

Depth filtering: mild

Building texture Mapping mode: Generic

Blending mode: Mosaic

Texture size/count: 4096

Building DEM Surface: Mesh

Other parameters: default

Building orthomosaic Surface: Mesh

Other parameters: default

Table 6 Summary of vegetation indices derived from the aerial orthophotos for the estimation of aboveground biomass 
in wheat

R, G and B represent the digital number of red, green and blue channels, respectively. r = R/(R + G + B), g = G/(R + G + B), b = B/(R + G + B)

Index Name Formulation References

VARI Visible Atmospherically Resistant Index VARI =
g−r

g+r−b
Gitelson et al. [46]

ExG Excess Green Index ExG = 2 * g − r − b Woebbecke et al. [47]

ExR Excess Red Vegetation Index ExR =
1.4R−G
G+R+B

Meyer et al. [48]

ExB Excess Blue Vegetation Index ExB =
1.4∗B−G
G+R+B

Mao et al. [49]

ExGR Excess Green minus Excess Red ExGR = ExG–ExR Neto et al. [50]

GRVI Green Red Vegetation Index GRVI =
G−R
G+R

Tucker et al. [51]

MGRVI Modified Green Red Vegetation Index MGRVI =
G2

−R2

G2+R2
Bendig et al. [6]

GLI Green Leaf Index GLI =
2∗g−r−b
−r−b

Louhaichi et al. [52]

RGBVI Red Green Blue Vegetation Index RGBVI =
G2

−B∗R
G2+B∗R

Bendig et al. [6]

IKAW Kawashima Index IKAW =
R−B
R+B

Kawashima et al. [53]
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Regression techniques
Machine learning algorithms are widely used to han-
dle the strong non-linearity between crop biophysi-
cal/biochemical parameters and remotely sensed 
variables. Compared to parametric regression tech-
niques, machine learning algorithms are well suited 
for establishing predictive models with multiple input 
variables. To establish individual models for AGB esti-
mation using ten VIs, eight canopy height metrics and 
their combination, we used three machine learning 
techniques implemented with the caret package in R 
x64 3.4.0 environment software (R Development Core 
Team, 2017).

RF is an ensemble learning method that combines a 
large number of decision trees to improve the accuracy 
of classification and regression trees (CART) [37]. Each 
tree is built with a deterministic algorithm by selecting 
a random set of variables and a random sample from 
the calibration dataset. RF regression not only handles 
a large number of input variables, but also obtains a 
reasonable prediction accuracy using a small subset of 
variables [10]. In addition, RF regression is beneficial to 
overcome the over-fitting problem of simple decision 
trees. For implementation, the two significant param-
eters (mtry and ntree) need to be optimized to obtain 
the best predictive power.

ELM is a single-hidden layer feed forward neural net-
work (SLFN), whose learning speed is relatively faster 
than the conventional feed forward network [39]. ELM 
is composed of an input layer, a hidden layer, and an 
output layer. Unlike traditional neural network algo-
rithms, ELM aims to reach the smallest training error 
and the smallest norm of output weights [54]. The 
weights of its hidden layer can be randomly generated 
without iterative optimization, which makes it suit-
able for real-time training. In addition, ELM is capable 
of handling complex data and is robust for regressions 
with multiple highly inter-correlated variables. Its 
potential in crop monitoring has been demonstrated in 

a recent study on the estimation of soybean biophysical 
and biochemical parameters from fused multi-sensor 
data [42].

SVR is an effective predictive tool based on the statisti-
cal learning theory [55]. The advantage of SVR is the abil-
ity to handle high-dimensional data and a small number 
of training samples [38]. Many studies in remote sens-
ing have used SVR to estimate crop biophysical and bio-
chemical parameters [56, 57]. As the critical parameter, 
kernel function was set as the radial basis function (RBF) 
to account for the nonlinear relationships in the wheat 
data.

Since the variables derived from UAV images might be 
inter-correlated, simple linear regression as measured by 
Pearson’s correlation coefficients were conducted for the 
relationships between individual variables and their rela-
tionships with AGB. In addition, SMLR was used as the 
reference for evaluating the performance of the machine 
learning algorithms relative to traditional techniques.

Accuracy assessment
Since the goal was to build global models with various 
regression techniques across multiple treatments, growth 
stages, and seasons, we pooled the data from 2 years and 
all growing conditions to form a comprehensive dataset. 
Global models are more practical than local ones since 
frequent model calibrations for different growing con-
ditions could be avoided. The pooled dataset was split 
into two parts with 70% for model calibration and the 
remainder 30% for model validation. The accuracy of 
model calibration was evaluated with the coefficient of 
determination (R2), the Root Mean Square Error (RMSE) 
and akaike information criterion (AIC). The estimation 
accuracies were assessed by the R2, RMSE and the rela-
tive RMSE (rRMSE) with validation data.

Results
Determination of wheat canopy height model
Figure  2 shows a comparison of measured and DSM-
derived elevation for the 25 GCPs as an assessment of the 
DSM elevation accuracy. The RMSE of the GCP elevation 
estimated with UAV images was 0.02  m for the pooled 
data from 2016 to 2017. Subsequently, the PH for the 
field plots derived from the CHM matched well with the 
field measurements (Fig. 3), exhibiting a R2 value of 0.89 
and a RMSE value of 0.06 m for the 2 years. Overall, the 
CHM-derived PH was slightly lower than the measured 
PH (Bias = 0.06 m).

Correlation between UAV‑derived variables
Figure  4 shows a matrix of Pearson’s correlation coef-
ficients (r) for the relationships between UAV-derived 

Table 7 Summary of  canopy height metrics used in  this 
study for the estimation of aboveground biomass in wheat

Input variable Name Formulation

Hmean Mean height
Hmean =

1

n

n
∑

i=1

hi

Hmedian Median height Hmedian = median of hi

Hpercentile Percentile height 25%, 50%, 75%, 95%

Hstd Standard deviation of 
height Hstd =

√

1

n

n
∑

i=1

(hi − Hmean)

CV Coefficient of variation CV =
Hstd
Hmean
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variables and their relationships with AGB. For the 
VI group, eight of the ten VIs showed highly positive 
or negative correlations with extreme r values up to 1 
(GRVI vs. MGRVI, GLI vs. RGBVI, and GLI vs. ExG) 
or -1 (MGRVI vs. ExR and GRVI vs. ExR). VARI and 
ExB were the most strongly and weakly correlated to 
AGB, respectively (VARI: r = 0.79, p-value < 0.0001; 
ExB: r = 0.19, p-value < 0.005). For the height metric 
group, six of the eight metrics showed highly positive 
correlations with the maximum r value up to 1 (P50 vs. 
median, P50 vs. mean, median vs. mean, and std vs. cv). 
The highest correlations with AGB were found for P95 
and P75 (r = 0.83, p-value < 0.05), with the lowest for cv 
(r = 0.07, p-value > 0.05). Generally, these correlations 
were stronger than those of VIs with AGB.

Comparison of AGB estimation performance with the SMLR 
and machine learning techniques
Table  8 shows a comparison of the SMLR and three 
machine learning techniques for the estimation of AGB 
over the critical growth stages. Using the VIs alone, RF 
achieved best calibration (R2 = 0.70, RMSE = 1.51  t/ha, 
AIC = 369.23) and validation (R2 = 0.69, RMSE = 1.61  t/
ha, rRMSE = 34.06%) performance among the three 
regression techniques, while the SMLR achieved the 
similar accuracy (validation: R2 = 0.70, RMSE = 1.58  t/
ha, rRMSE = 34.49%). When using the canopy height 
metrics, the best performance was still found for RF and 
close performance for SVR and ELM. Compared with 
the SMLR, the performance of SVR and ELM was lower 
than the SMLR, while RF achieved the highest accuracy. 
Moreover, this accuracy for RF (Calibration: R2 = 0.73, 
RMSE = 1.44  t/ha, AIC = 398.32; validation: R2 = 0.74, 
RMSE = 1.39  t/ha, rRMSE = 30.95%) was even higher 
than that obtained using the VIs, with an increment of 
0.05 in R2 and 0.22 t/ha in RMSE for the validation data.

The combination of VIs and canopy height metrics 
yielded further improvement for all regression tech-
niques. Their accuracies were significantly higher than 
those achieved with the traditional approach of merely 
using VIs, with a uniform increment of 0.09 in valida-
tion R2 for all three regression techniques. Consist-
ently, RF yielded the highest accuracy in calibration 
(R2 = 0.76, RMSE = 1.34  t/ha, AIC = 369.23) and valida-
tion (R2 = 0.78, RMSE = 1.34 t/ha, rRMSE = 28.98%). The 
scatter plots in Fig. 5 shows the data points are generally 
closer to the 1:1 line by combining the VIs and canopy 
height metrics but a small portion of them associated 
with high values of measured AGB are located under the 
diagonal.

Performance for individual growth stages
Figure 6 shows that the performance of AGB estimation 
was inconsistent across individual growth stages for 
the three types of input data and three regression tech-
niques. The accuracy was generally a degradation trend 
from the highest to lowest for jointing to anthesis stage. 
The degradation of estimation accuracy from boot-
ing to heading was the most prominent change for all 
neighboring stages. In addition, the booting stage was 
stable for observing AGB for all three machine learn-
ing algorithms. Among the three regression techniques, 
RF was mostly the best performing one and SVR was 
the most sensitive to growth stage. In contrary to the 
multi-stage situation, using the VIs as the input data 
for RF yielded better accuracies than using the canopy 
height metrics. However, the combination of VIs and 
canopy height metrics consistently performed better 

Fig. 2 Comparison between measured and DSM-derived elevation 
for the GCPs throughout the study site

Fig. 3 Comparison between measured PH and the PH derived from 
DSMs generated with UAV images. The diagonal represents the 1:1 
line. The data points from 2016 and 2017 are denoted in triangles 
and solid circles, respectively. Red, green, blue and magenta symbols 
represent jointing, booting, heading and anthesis stages, respectively
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than either type of input data alone. A similar change 
trend was observed when assessing the accuracies with 
RMSE.

Effect of spatial resolution on AGB estimation
The performance of AGB estimation for a number 
of image resolutions is displayed in Fig.  7. Generally, 
the accuracies were more variable for smaller pixel 
sizes and the comparable accuracy was obtained for 
13.28 cm using canopy height metrics or the combined 
data as input for RF. Canopy height metrics performed 
better than VIs over the series of pixel sizes for AGB 
estimation at each critical growing stage. By combin-
ing the VIs and canopy height metrics, the performance 
was less sensitive to pixel size and their combination 
performed slightly better than the use of VIs and can-
opy height metrics alone.

Discussion
Comparison of SMLR and the machine learning techniques
SMLR is a commonly used method for selecting explana-
tory variables in multivariate regression and is prone to 
overfitting in quantifying vegetation parameters [34]. 
Our results demonstrated that the performance of SMLR 
was worse than that of RF and comparable to those of 
SVR and ELM, which was consistent with the findings in 
Li et al. [7]. The stable regression performance of SMLR 
was probably attributed to the relatively small number of 
input variables (no more than 18) as compared to hun-
dreds or thousands of bands in spectroscopy analysis 
[58]. To evaluate its performance in variable selection, we 
tested the machine learning regression techniques with 
the variables selected by SMLR as the input data. The 
calibration and validation accuracies with selected vari-
ables (Table 9) were not consistently higher across three 
groups of input variables than those with all the original 

Fig. 4 Pearson’s correlation coefficient (r) between AGB and individual UAV-derived vegetation indices and canopy height metrics. The underlined 
numbers represent statistical non-significance (p > 0.05)
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variables (Table  8), which means the variable selection 
did not help improve the regression performance signifi-
cantly. In fact, variable selection for the machine learn-
ing algorithms would not only increase the complexity 
of data processing, but also bring the uncertainty due to 
the deficiency of high inter-correlated variables. Using all 
the 18 variables for the combined data would make a big 
burden since the machine learning algorithms are able to 
handle high-dimensional data. Since variable selection 
may be useful for reducing the data volume in case of 
large data sets, future research may include searching for 
advanced selection procedures other than SMLR.

The improvement from the combination of VIs and canopy 
height metrics
The use of VIs represents a widely used approach to esti-
mating crop AGB from UAV images, but its performance 
remains to be improved, especially when only RGB 
images are available. The reasons for the lower accuracy 
obtained by using VIs alone can be attributed to three 
aspects. Firstly, the VIs were derived only from the RGB 
bands and the lack of near-infrared (NIR) bands pre-
cluded the enhancement of contrast in vegetation vigor 
[19, 59]. Secondly, VIs were prone to saturate in high 
biomass conditions [60]. Thirdly, VIs were directly calcu-
lated from digital number (DN) images and it was hard 
to convert DNs to reflectance due to the wide spectral 
ranges of visible bands and inaccurate spectral response 
functions [11]. Moreover, the spectral information in 
the VIs was mainly from the leaves or panicles in the top 
layer of wheat canopies. Since the AGB in wheat encom-
passed the biomass of leaves, stems and panicles, the VIs 

might not reflect the information from stems that have a 
higher proportion of AGB compared to leaves in the mid-
dle to late growing season.

Canopy height is an important metric for character-
izing vertical structure. Previous studies have shown a 
moderate relationship between canopy height and bio-
mass for barley [1], grassland [61], maize [7]. This was 
confirmed by the good performance of canopy height 
metrics in the current study, even though the CHM-
derived plant height was slightly lower than the field 
measurements (Fig.  3). Similar underestimations were 
also reported by Bendig et  al. [21]. The reasons for the 
underestimations could be explained in two aspects. 
Firstly, recurring wind in the field might blow the leaves 
in the canopy so that the position of the same leaves 
would change in overlapping images. Secondly, the top of 
a wheat plant was sharp and it was challenging to capture 
the canopy top at the spatial resolution of 1.66 cm in the 
UAV images.

The VIs and canopy height metrics used in this study 
were separately derived from orthophotos and CSMs, 
which were both generated with overlapping RGB images 
acquired from a consumer-grade UAV system. The 
orthophotos recorded canopy surface spectral properties 
in three visible bands [7], while the CSMs characterized 
canopy vertical structure [59, 62]. Combining VIs and 
canopy height metrics as the input data for regression 
techniques enabled the use of two types of information 
sources which are spectral information and structural 
information. Our results suggest that the use of combined 
information exhibited better performance for AGB esti-
mation than the use of spectral or structural information 

Table 8 Accuracy assessment for the estimation of AGB in wheat from vegetation indices, plant height metrics and their 
combination with SMLR and three machine learning techniques

The accuracy metrics were calculated from calibration data and validation data separately. The number in bold for each column represents the maximum R2, minimum 
RMSE, minimum AIC and minimum rRMSE, respectively

Input variables Technique Calibration (N = 201) Validation (N = 85)

R2 RMSE (t/ha) AIC R2 RMSE (t/ha) rRMSE (%)

VIs SMLR 0.69 1.52 742.63 0.70 1.58 34.49

SVR 0.69 1.53 696.27 0.64 1.75 38.13

ELM 0.69 1.52 759.25 0.64 1.73 37.27

RF 0.70 1.51 423.87 0.69 1.61 34.06

Canopy height metrics SMLR 0.68 1.53 747.72 0.72 1.54 33.61

SVR 0.68 1.56 708.20 0.70 1.55 33.71

ELM 0.65 1.65 751.30 0.71 1.55 33.63

RF 0.73 1.44 398.32 0.74 1.39 30.95

VIs and canopy height metrics SMLR 0.72 1.43 717.41 0.75 1.46 31.77

SVR 0.71 1.50 592.05 0.73 1.51 33.10

ELM 0.72 1.45 733.02 0.73 1.51 32.77

RF 0.76 1.34 369.23 0.78 1.34 28.98
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alone. Li et al. [7] investigated the combination of spec-
tral and structural information for AGB estimation in 
maize, but they did not provide an explicit comparison 
among the three types of input data. Their study only 
covered one growth stage in maize and did not consider 
the performance of the combined information for multi-
ple growth stages. Our study used a combination of ten 
VIs and eight canopy height metrics to estimate wheat 
AGB for the critical growth stages for 2  years. Such a 
number of input variables for the regression techniques 
provided sufficient spectral information about the top 
canopy and the structural information about the canopy 
vertical gradient.

The optimal spatial resolution for AGB estimation
This study used the RGB imagery acquired with a low-
cost UAV system to estimate AGB and obtained a R2 
up to 0.78 for the multiple growth stages with the RF 

regression technique. Such high resolution images 
(1.66 cm pixel−1) would have to be collected at low alti-
tudes with that system, which may be a limiting factor 
for the efficiency of image collection over large areas 
[63]. This problem can be overcome by using a higher 
resolution camera or flying at a higher altitude. Nev-
ertheless, a higher resolution camera may lead to the 
increase in cost and weight, which may shorten the 
UAV flight duration compared with a lightweight and 
consumer-grade camera. Therefore, the sensitivity of 
AGB estimation accuracy to image spatial resolution 
was an important reference for the configuration of a 
UAV flight altitude. As indicated in Zarco-Tejada et al. 
[63], a relatively lower image resolution may still yield 
an acceptable accuracy. Our results suggested that it 
was feasible to adjust the flight altitude and maintain 
comparable performance at the same time (Fig. 7).

Fig. 5 Scatterplots of measured AGB (t/ha) in wheat and the AGB estimated with three machine learning techniques (left: SMLR, second column: 
SVR, third column: ELM, right: RF) from the VIs alone (a–d), canopy height metrics alone (e–h) and the combined data (i–l). The data points 
displayed in each plot represent the validation set. The dashed diagonals represent 1:1 lines and the solid lines represent the fitted linear functions
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The results demonstrated that the image resolu-
tion at 13.28  cm  pixel−1 was the optimal for AGB 
estimation. Compared with original resolution of 
1.66  cm  pixel−1 acquired at 30  m, the shape of wheat 

canopy changed slightly but it was still easy to be 
identified at 13.28 cm pixel−1 (Fig. 8). However, when 
degrading to the lower resolutions, the mixed pix-
els from soil background and wheat led to the lower 

Fig. 6 The performance of AGB estimation from three types of input data (left column: VIs; middle column: canopy height metrics; right column: 
combination of VIs and canopy height metrics) for individual critical growth stages with three machine learning techniques. The top and bottom 
rows represent validation assessment in R2 and RMSE, respectively

Fig. 7 The performance of AGB estimation from three types of input data (left column: VIs; middle column: canopy height metrics; right column: 
combination of VIs and canopy height metrics) for a series of pixel sizes with the RF technique. The top and bottom rows represent validation 
assessment in R2 and RMSE, respectively. The top number represents the flight altitude of UAV, while the number label of x-axis is the image 
resolution consistent with flight altitude
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Table 9 Accuracy assessment for the estimation of AGB in wheat from the selected input variables with SMLR and three 
machine learning techniques

The input variables for each technique were selected with SMLR. The accuracy metrics were calculated from calibration data and validation data separately. The 
number in bold for each column represents the maximum R2, minimum RMSE, minimum AIC and minimum rRMSE, respectively

Input variables Technique Calibration (N = 201) Validation (N = 85)

R2 RMSE (t/ha) AIC R2 RMSE (t/ha) rRMSE (%)

VIs SMLR 0.69 1.52 742.63 0.70 1.58 34.49

SVR 0.72 1.49 696.91 0.65 1.70 37.19

ELM 0.68 1.56 758.14 0.68 1.64 35.77

RF 0.70 1.49 438.29 0.64 1.73 36.93

Canopy height metrics SMLR 0.68 1.53 747.72 0.72 1.54 33.61

SVR 0.70 1.52 697.85 0.73 1.49 32.66

ELM 0.69 1.50 747.92 0.72 1.54 33.72

RF 0.72 1.46 431.34 0.76 1.40 30.76

VIs and canopy height metrics SMLR 0.72 1.43 717.41 0.75 1.46 31.77

SVR 0.74 1.38 679.36 0.73 1.51 33.07

ELM 0.72 1.44 714.49 0.73 1.50 32.77

RF 0.76 1.33 375.06 0.78 1.34 29.31

Fig. 8 Spatial degradation of orthophotos from the original 1.66 cm pixel−1 resolution (a) to 3.32 cm pixel−1 (b), 6.64 cm pixel−1 (c), 9.96 cm pixel−1 
(d), 13.28 cm pixel−1 (e), 26.56 cm pixel−1 (f), 53.12 cm pixel−1 (g) and 106.24 cm pixel−1 (h) used for the calculation of spectral vegetation indices. 
The corresponding digital surface models (DSMs) are displayed in i–p 
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accuracy for AGB estimation (Fig.  7). Therefore, we 
suggest that UAV campaigns be carried out at 240 m to 
achieve the resolution of 13.28 cm pixel−1. That means 
we might be able to increase the efficiency to eight 
times with the same UAV system without a compro-
mise of the estimation accuracy. The images at lower 
resolutions (e.g., 13.28  cm  pixel−1) could be obtained 
by either increasing the flight altitude or using a 
lower-definition camera. Flying at 240 m is technically 
feasible and currently allowed by the local aviation 
regulation policy. Considering the difficulties in locat-
ing GCPs on the 13.28 cm pixel−1 image, one solution 
for future work would be to use new UAV systems with 
embedded RTK unit and avoid the use of GCPs.

Comparison of RF to SVR and ELM for AGB estimation
Machine learning techniques have proved to be pow-
erful for non-linear regression between remotely 
sensed data and biomass [64, 65]. This study evaluated 
the performance of three machine learning techniques 
with VIs, canopy height metrics and their combination 
as the input variables for AGB estimation, respectively. 
The results demonstrated that RF outperformed ELM 
and SVR consistently. In relevant studies on the esti-
mation of crop AGB, RF was also found to be superior 
to SVR and artificial neural network (ANN) for wheat 
[7] and to stepwise multiple linear regression (SMLR) 
for maize [7, 12] and wetland vegetation [10].

RF regression is considered as one of popular ensem-
ble learning algorithms for combining a large set of 
regression sub-models [66]. It is capable to model a 
large number of inter-correlated input variables and 
is not sensitive to noise or over-fitting [37, 67]. SVR 
tries to fit a hyperplane with calibration data as many 
as possible based on statistical learning principle. The 
estimate accuracy of SVR depends on a proper meta-
parameters settings and selection of the kernel func-
tion. The optimal parameters can be obtained by grid 
search and iterative tuning. ELM is an efficient and 
rapid learning algorithm without much human inter-
vention and does not need any kernel function. In 
this study, most of these variables derived from the 
UAV images were inter-correlated. RF is more suit-
able for dealing with two or more variables correlated 
with each other due to its insensitiveness to collin-
earity [12]. Previous studies have also proved that it 
is more likely to achieve high accuracy with RF due 
to its stability and robustness for complex and non-
linear regressions [12, 64, 66]. The performance of RF 
for AGB estimation in wheat still needs to be validated 
with data sets from more study sites and varieties.

Conclusions
This study compared the performance of the SMLR and 
three machine learning techniques for AGB estima-
tion with VIs, canopy height metrics and their combi-
nation derived from high overlapping imagery acquired 
with a low-cost UAV system. Results demonstrated that 
the combination of VIs and canopy height metrics with 
all regression techniques improved the estimation accu-
racy over the use of VIs or canopy height metrics alone. 
In addition, RF yielded the most accurate estimations 
among the four regression techniques. Using RF, we dem-
onstrated that a comparable accuracy for AGB estimation 
was obtained at the resolution of 13.28 cm pixel−1, which 
was reduced to one-eighth of the original orthophotos.

The findings imply that a consumer-grade camera 
mounted on a lightweight UAV could yield an accu-
racy of R2 up to 0.78 and a RMSE up to 1.34 t/ha for the 
AGB estimation in wheat. We proposed an inexpensive 
approach consisting of the RF algorithm and the combi-
nation of VIs and canopy height metrics derived from a 
low-cost UAV system at the consumer-grade level. This 
approach can be assessed for the efficient and economic 
monitoring of other growth parameters such as leaf area 
index in future research.
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Bayesian Model Averaging for Linear 
Regression Models 

Adrian E. RAFTERY, David MADIGAN, and Jennifer A. HOETING 

We consider the problem of accounting for model uncertainty in linear regression models. Conditioning on a single selected model 
ignores model uncertainty, and thus leads to the underestimation of uncertainty when making inferences about quantities of interest. 
A Bayesian solution to this problem involves averaging over all possible models (i.e., combinations of predictors) when making 
inferences about quantities of interest. This approach is often not practical. In this article we offer two alternative approaches. 
First, we describe an ad hoc procedure, “Occam’s window,” which indicates a small set of models over which a model average 
can be computed. Second, we describe a Markov chain Monte Carlo approach that directly approximates the exact solution. In the 
presence of model uncertainty, both of these model averaging procedures provide better predictive performance than any single 
model that might reasonably have been selected. In the extreme case where there are many candidate predictors but no relationship 
between any of them and the response, standard variable selection procedures often choose some subset of variables that yields a 
high R2 and a highly significant overall F value. In this situation, Occam’s window usually indicates the null model (or a small 
number of models including the null model) as the only one (or ones) to be considered thus largely resolving the problem of 
selecting significant models when there is no signal in the data. Software to implement our methods is available from StatLib. 
KEY WORDS: Bayes factor; Markov chain Monte Carlo model composition; Model uncertainty; Occam’s window; Posterior 

model probability. 

1. INTRODUCTION 

Selecting subsets of predictor variables is a basic part of 
building a linear regression model. The objective of vari- 
able selection is typically stated as follows: Given a de- 
pendent variable Y and a set of a candidate predictors 
XI, XZ, . . . , Xk, find the “best” model of the form 

V 

3=1 

where XI, X2,. . . , X, is a subset of XI, X2,. . . , xk. Here 
“best” may have any of several meanings; for example, 
the model providing the most accurate predictions for new 
cases exchangeable with those used to fit the model. 

A typical approach to data analysis is to carry out a 
model selection exercise leading to a single “best” model 
and then to make inferences as if the selected model were 
the true model. However, this ignores a major component 
of uncertainty-namely, uncertainty about the model itself 
(Draper 1995; Hodges 1987; Leamer 1978; Moulton 1991; 
Raftery 1988, 1996). As a consequence, uncertainty about 
quantities of interest can be underestimated. (For striking 
examples of this see Draper 1995, Kass and Raftery 1995, 
Madigan and York 1995, Miller 1984, Raftery 1996, and 
Regal and Hook 1991.) A complete Bayesian solution to 
this problem involves averaging over all possible combina- 
tions of predictors when making inferences about quantities 
of interest. Indeed, this approach provides optimal predic- 
tive ability (Madigan and Raftery 1994). However, in many 
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applications this averaging will not be a practical proposi- 
tion. Here we present two alternative approaches. 

First, we extend the Bayesian graphical model selection 
algorithm of Madigan and Raftery (1994) to linear regres- 
sion models. We refer to this algorithm as “Occam’s win- 
dow.” This approach involves averaging over a reduced set 
of models. Second, we directly approximate the complete 
solution by applying the Markov chain Monte Carlo model 
composition (MC3) approach of Madigan and York (1995) 
to linear regression models. In this approach the posterior 
distribution of a quantity of interest is approximated by a 
Markov chain Monte Carlo method that generates a process 
that moves through model space. We show in an example 
that both of these model averaging approaches provide bet- 
ter predictive performance than any single model that might 
reasonably have been selected. 

Freedman (1983) pointed out that when there are many 
predictors and there is no relationship between the predic- 
tors and the response, variable selection techniques can lead 
to a model with a high R2 and a highly significant over- 
all F value. By contrast, when a dataset is generated with 
no relationship between the predictors and the response, 
Occam’s window typically indicates the null model as the 
“best” model or as one of a small set of “best” models, 
thus largely resolving the problem of selecting a significant 
model for a null relationship. 

The background literature for our approach includes sev- 
eral areas of research: the selection of subsets of predictor 
variables in linear regression models (Breiman 1992, 1995; 
Breiman and Spector 1992; Draper and Smith 1981; Hock- 
ing 1976; Linhart and Zucchini 1986; Miller 1990; Shibata 
1981), Bayesian approaches to the selection of subsets of 
predictor variables in linear regression models (George and 
McCulloch 1993; Laud and Ibrahim 1995; Mitchell and 
Beauchamp 1988; Schwarz 1978), and model uncertainty 

@ 1997 American Statistical Association 
Journal of the American Statistical Association 

March 1997, Vol. 92, No. 437, Theory and Methods 

179 

D
ow

nl
oa

de
d 

by
 [

N
or

th
ea

st
er

n 
U

ni
ve

rs
ity

] 
at

 1
3:

05
 1

0 
N

ov
em

be
r 

20
14

 



180 Journal of the American Statistical Association, March 1997 

(Freedman, Navidi, and Peters 1986; Learner 1978; Madi- 
gan and Raftery 1994; Stewart 1987; Stewart and Davis 
1986). 

In the next section we outline the philosophy underlying 
our approach. In Section 3 we describe how we selected 
prior distributions and outline the two model averaging ap- 
proaches in Section 4. In Section 5 we provide an example 
and describe our assessment of predictive performance. In 
Section 6 we compare the performance of Occam’s window 
to that of standard variable selection methods when there 
is no relationship between the predictors and the response. 
Finally, in Section 7 we discuss related work and suggest 
future directions. 

2. ACCOUNTING FOR MODEL UNCERTAINTY 
USING BMA 

As described previously, basing inferences on a single 
“best” model as if the single selected model were true ig- 
nores model uncertainty, which can result in underestimat- 
ing uncertainty about quantities of interest. There is a stan- 
dard Bayesian solution to this problem, proposed by Learner 
(1 978). If M = { M I ,  . . . , M K }  denotes the set of all models 
being considered and if A is the quantity of interest such 
as a future observation or the utility of a course of action, 
then the posterior distribution of A given the data D is 

K 
Pr(A1D) = EPr(A1Mk. D) Pr(Mk1D). (1) 

k=l 

This is an average of the posterior distributions under each 
model weighted by the corresponding posterior model prob- 
abilities. We call this Bayesian model averaging (BMA). In 
Equation (1) the posterior probability of model Mk is given 
by 

where A is the observable to be predicted and the expecta- 
tion is with respect to Cf=’=, Pr(AlMk,D) Pr(MklD). This 
follows from the nonnegativity of the Kullback-Leibler in- 
formation divergence. 

Implementation of Bayesian model averaging is difficult 
for two reasons. First, the integrals in (3) can be hard to 
compute. Second, the number of terms in (1) can be enor- 
mous. In this article we present solutions to both of these 
problems. 

3. BAYESIAN FRAMEWORK 

3.1 Modeling Framework 
Each model that we consider is of the form 

P Y=PO+E PjXj+E=Xp+E,  (4) 
j = 1  

where the observed data on p predictors are contained in the 
n x (p + 1) matrix X. The observed data on the dependent 
variable are contained in the n vector Y. We assign to e 

a normal distribution with mean zero and variance o2 and 
assume that the E’S in distinct cases are independent. We 
consider the (p + 1) individual parameters P and o2 to be 
unknown. 

Where possible, informative prior distributions for P and 
o2 should be elicited and incorporated into the analysis (see 
Garthwaite and Dickey 1992 and Kadane, Dickey, Winkler, 
Smith, and Peters 1980). In the absence of expert opinion, 
we seek to choose prior distributions that reflect uncertainty 
about the parameters and also embody reasonable a pri- 
ori constraints. We use prior distributions that are proper 
but reasonably flat over the range of parameter values that 
could plausibly arise. These represent the common situation 
where there is some prior information, but rather little of 
it, and put us in the “stable estimation” case where results 
are relatively insensitive to changes in the prior distribution 
(Edwards, Lindman, and Savage 1963). We use the standard 
normal gamma conjugate class of priors, 

is the marginal likelihood of model Mk, Ok is the vector 
of parameters of model Mk, Pr(0klMk) is the prior density 
of & under model Mk, Pr(Dl&, Mk) is the likelihood, and 
Pr(Mk) is the prior probability that Mk is the true model. 
All probabilities are implicitly conditional on M, the set 
of all models being considered. In this article we consider 
M to be equal to the set of all possible combinations of 
predictors. 

Averaging over all of the models in this fashion provides 
better predictive ability, as measured by a logarithmic scor- 
ing rule, than using any single model Mj: 

I1 K 
Pr(AlMk, D) Pr(MklD) 

5 -E[log{Pr(AlMj, D)}] ( j  = 1,. . . , K ) ,  

Here v, A, the (p + 1) x (p + 1) matrix V, and the (p + 1) 
vector p are hyperparameters to be chosen. 

The marginal likelihood for Y under a model Mi based 
on the proper priors described earlier is given by 

P(YIPi, vz, XZ, Mi) 

x [XY + (Y - XZ/AZ)t 
x (I + xZvixy(Y - x. 2P2 .)]-(v+n)/2, (5 )  

where Xi is the design matrix and Vi is the covariance ma- 
trix for p corresponding to model Mi (Raiffa and Schlaifer 
1961). The Bayes factor for MO versus M I ,  the ratio of 
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Equation ( 5 )  for i = 0 and i = 1, is then given by 

where ai = Xv + (Y - Xipi)"' + XiViXf)-'(Y - Xipi), 
i = 0, l .  

3.2 Selection of Prior Distributions 
The Bayesian framework described earlier gives the 

BMA user the flexibility to modify the prior setup as de- 
sired. In this section we describe the prior distribution setup 
that we adopt in our examples below. 

For noncategorical predictor variables, we assume the 
individual p's to be independent a priori. We center the 
distribution of ,8 on zero (apart from PO) and choose 
p = ( & , O , O  ,..., 0), where 60 is the ordinary least 
squares estimate of PO. The covariance matrix V is 
equal to u2 multiplied by a diagonal matrix with entries 
(s$, 42s;2, 42s;2,. . . , q52s;2), where s; denotes the sam- 

ple variance of Y, s: denotes the sample variance of Xi 
for i = 1,. . . , p ,  and 4 is a hyperparameter to be chosen. 
The prior variance of PO is chosen conservatively and rep- 
resents an upper bound on the reasonable variance for this 
parameter. The variances of the remaining /3 parameters are 
chosen to reflect increasing precision about each pi as the 
variance of the corresponding Xi increases and to be in- 
variant to scale changes in both the predictor variables and 
the response variable. 

For a categorical predictor variable Xi with (c + 1) pos- 
sible outcomes (c 2 2), the Bayes factor should be invari- 
ant to the selection of the corresponding dummy variables 
(Xil,. . . ,Xi,). To this end, we set the prior variance of 
(pil, . . . ,pi,) equal to u2c$2[(l/n)XiTXi]-', where Xi is 
the n x c design matrix for the dummy variables, where 
each dummy variable has been centered by subtracting its 
sample mean. This is related to the g prior of Zellner (1986). 
The complete prior covariance matrix for ,8 is now given 
by 

V(P) = u2 

To choose the remaining 

\ 

I I  I. 

\i' I I 

hyperparameters v,X, and 4, - - -  - 
we define a number of reasonable desiderata and attempt 
to satisfy them. In what follows we assume that all the 
variables have been standardized to have mean zero and 
sample variance 1. We would like the following desiderata 
to hold 

1. The prior density Pr(p1, . . . , p p )  is reasonably flat over 
the unit hypercube [-l,l]*. 

2. Pr(a2) is reasonably flat over (a, 1) for some small a. 
3. Pr(02 I 1) is large. 

The order of importance of these desiderata is roughly the 
order in which they are listed. More formally, we maximize 
Pr(u2 5 1) subject to the following: 

a. Pr(p1 = 0 , .  . . , p p  = O)/Pr(P1 = 1 ,..., pP = 1) 5 
K I .  (Following Jeffreys (1961), we choose K1 = 

m.) 
b. {max,<,z<l/ Pr(02)} Pr(02 = a)  5 K2. 
c. {max,<,z<l /Pr(a2)} Pr(a2 = 1) I K2. 

Because desideratum 2 is less important than desideratum 
1, we have chosen K2 = 10. 

For a = .05, this yields v = 2.58,X = .28, and 4 = 2.85. 
For this set of hyperparameters, Pr(a2 5 1) = .81. We use 
these settings of the hyperparameters in the examples that 
follow. 

To compare our prior for pi, i = 1, . . . , p for a noncate- 
gorical predictor with the actual distribution of coefficients 
from real data, we collected 13 datasets from several regres- 
sion textbooks (see App. A). Figure 1 shows a histogram 
of the 100 coefficients from the standardized data plotted 
with the prior distribution resulting from the hyperparam- 
eters that we use. As desired, the prior density is relatively 
flat over the range of observed values. 

4. TWO APPROACHES TO BAYESIAN 
MODEL AVERAGING 

4.1 Occam's Window 
Our first method for accounting for model uncertainty 

starting from Equation (1) involves applying the Occam's 
window algorithm of Madigan and Raftery (1 994) to linear 
regression models. Two basic principles underly this ad hoc 
approach. 
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0 -  

4 -3 -2 -1 0 1 2 3 4 

Pi 
Figure 1. Histogram of 100 Coefficients from Standardized Data, 

from 13 Textbook Datasets. The solid line is the prior density for o,, 
i =  1, . . . , p .  

First, if a model predicts the data far less well than the 
model that provides the best predictions, then it has effec- 
tively been discredited and should no longer be considered. 
Thus models not belonging to 

should be excluded from Equation (l), where C is chosen 
by the data analyst and maq{Pr(M~lD)} denotes the model 
with the highest posterior model probability. In the exam- 
ples that follow we use C = 20. The number of models in 
Occam’s window increases as the value of C decreases. 

Second, appealing to Occam’s razor, we exclude models 
that receive less support from the data than any of their 
simpler submodels. More formally, we also exclude from 
(1) models belonging to 

Equation (1) is then replaced by 

where 

A = A’ \ B E M .  (10) 

This greatly reduces the number of models in the sum in 
Equation (11, and now all that is required is a search strategy 

I Inconclusive Evidence I 
I 

to identify the models in A. Two further principles underly 
the search strategy. The first principle-occam’s window- 
concerns interpretating the ratio of posterior model prob- 
abilities Pr(MlJD)/Pr(MOlD). Here MO is a model with 
one less predictor than Ml. The essential idea is shown in 
Figure 2. If there is evidence for MO then Ml is rejected, 
but to reject MO we require strong evidence for the larger 
model, M1. If the evidence is inconclusive (falling in Oc- 
cam’s window), then neither model is rejected. The second 
principle is that if MO is rejected, then so are all of the 
models nested within it. 

These principles fully define the strategy. Typically, in 
our experience, the number of terms in (1) is reduced to 
fewer than 25, often to as few as 1 or 2. Madigan and 
Raftery (1994) provided a detailed description of the algo- 
rithm and showed how averaging over the selected models 
provides better predictive performance than basing infer- 
ence on a single model in each of the examples that they 
considered. 

4.2 Markov Chain Monte Carlo Model Composition 

Our second approach is to approximate (1) using a 
Markov chain Monte Carlo (MCMC) approach (see, e.g., 
Smith and Roberts 1993). For our application, we adopt the 
MCMC model composition (MC3) methodology of Madi- 
gan and York (1995), which generates a stochastic pro- 
cess that moves through model space. We can construct 
a Markov chain { M ( t ) , t  = 1,2,. . .} with state space M 
and equilibrium distribution Pr(Mi1D). If we simulate this 
Markov chain for t = 1,. . . , N ,  then under certain regular- 
ity conditions, for any function g(Mi)  defined on M ,  the 
average 

1 .  
t = l  

(1 1) 

converges almost surely to E ( g ( M ) )  as N + 00 (Smith and 
Roberts 1993). To compute ( 1 )  in this fashion, set g ( M )  = 

Pr(AlM, D). 
To construct the Markov chain, we define a neighborhood 

nbd(M) for each M E M that consists of the model M 
itself and the set of models with either one variable more 
or one variable fewer than M. Define a transition matrix 
q by setting q(M + MI)  = 0 for all MI # nbd(M) and 
q(M 4 M’) constant for all MI E nbd(M). If the chain is 
currently in state M, then we proceed by drawing hl‘ from 
q(M + MI). It is then accepted with probability 

-, 1 ki ’ I. I ;”” 
Strong Evidence for M, Otherwise, the state stays in state M. Madigan and York 

(1995) described MC3 for discrete graphical models. Soft- 
ware for implementing the MC3 algorithm is described in 

Evidence for ,WO 

Figure 2. Occam’s Window: lnterpreting the Posterior Odds for 
Nested Models. the Appendix. 

D
ow

nl
oa

de
d 

by
 [

N
or

th
ea

st
er

n 
U

ni
ve

rs
ity

] 
at

 1
3:

05
 1

0 
N

ov
em

be
r 

20
14

 



Raftery, Madigan. and Hoeting: Averaging for Linear Regression 183 

5. MODEL UNCERTAINTY AND PREDICTION 

5.1 Example: Crime and Punishment 
5.1.1 Crime and Punishment: Overview. Up to the 

1960s, criminal behavior was traditionally viewed as de- 
viant and linked to the offender’s presumed exceptional psy- 
chological, social, or family circumstances (Taft and Eng- 
land 1964). Becker (1968) and Stigler (1970) argued that on 
the contrary, the decision to engage in criminal activity is a 
rational choice determined by its costs and benefits relative 
to other (legitimate) opportunities. 

In an influential article, Ehrlich (1973) developed this ar- 
gument theoretically, specified it mathematically, and tested 
it empirically using aggregate data from 47 U.S. states in 
1960. Errors in Ehrlich’s empirical analysis were corrected 
by Vandaele (1978), who gave the corrected data, which we 
use here (see also Cox and Snell 1982). (Ehrlich’s study has 
been much criticized (see, e.g., Brier and Fienberg 19801, 
and we cite it here for purely illustrative purposes. For econ- 
omy of expression, we use causal language and speak of 
“effects,” even though the validity of this language for these 
data is dubious. Because people, not states, commit crimes, 
these data may reflect aggregation bias.) 

Ehrlich’s theory goes as follows. The costs of crime are 
related to the probability of imprisonment and the aver- 
age time served in prison, which in turn are influenced by 
police expenditures, which may themselves have an inde- 
pendent deterrent effect. The benefits of crime are related 
to both the aggregate wealth and income inequality in the 
surrounding community. The expected net payoff from al- 
ternative legitimate activities is related to educational level 
and the availability of employment, the latter being mea- 
sured by the unemployment and labor force participation 
rates. The payoff from legitimate activities was expected to 
be lower (in 1960) for nonwhites and for young males than 
for others, so that states with high proportions of these were 
expected also to have higher crime rates. Vandaele (1978) 
also included an indicator variable for southern states, the 
sex ratio, and the state population as control variables, but 
the theoretical rationale for inclusion of these predictors is 
unclear. 

We thus have 15 candidate predictors of crime rate (Ta- 
ble 4), and so potentially 215 = 32,768 different models. 
As in the original analyses, all data were transformed loga- 
rithmically. Standard diagnostic checking (see, e.g., Draper 
and Smith 1981) did not reveal any gross violations of the 
assumptions underlying normal linear regression. 

Ehrlich’s analysis concentrated on the relationship be- 
tween crime rate and predictors 14 and 15 (probability of 
imprisonment and average time served in state prisons). In 
his original analysis, Ehrlich (1  973) focused on two regres- 
sion models, consisting of the predictors (9, 12, 13, 14, 15) 
and (1 ,  6, 9, 10, 12, 13, 14, 15), which were chosen in ad- 
vance based on theoretical grounds. 

To compare Ehrlich’s results with models that might be 
selected using standard techniques, we chose three popular 
variable selection techniques: Efroymson’s stepwise method 
(Miller 1990), minimum Mallow’s C,, and maximum ad- 
justed R2 (Weisberg 1985). Efroymson’s stepwise method 
is like forward selection except that when a new variable 
is added to the subset, partial correlations are considered 
to see whether any of the variables currently in the sub- 
set should be dropped. Similar hybrid methods are found in 
most standard statistical computer packages. Problems with 
stepwise regression, Mallow’s C,, and adjusted R2 are well 
known (see, e.g., Weisberg 1985). 

Table 1 displays the results from the full model with all 
15 predictors, three models selected using standard variable 
selection techniques, and the two models chosen by Ehrlich 
on theoretical grounds. The three models chosen using vari- 
able selection techniques (models 2, 3, 4) share many of 
the same variables and have high values of R2. Ehrlich’s 
theoretically chosen models fit the data less well. There are 
striking differences-indeed, conflicts-between the results 
from the different models. Even the models chosen using 
statistical techniques lead to conflicting conclusions about 
the main questions of interest, despite the models’ superfi- 
cial similarity. 

Consider first the predictor for probability of imprison- 
ment, XIS. This is a significant predictor in all six models, 
so interest focuses on estimating the size of its effect. To 
aid interpretation, recall that all variables have been trans- 
formed logarithmically, so that when all other predictors are 
held fixed, p14 = -.30 means roughly that a 10% increase 
in the probability of imprisonment produces a 3% reduc- 
tion in the crime rate. The estimates of fluctuate wildly 
between models. The stepwise regression model gives an es- 
timate about one-third lower in absolute value than the full 
model, enough to be of policy importance; this difference 
is equal to about 1.7 standard errors. The Ehrlich models 
give estimates that are about one-half higher than the full 
model, and more than twice as big as those from stepwise 
regression (in absolute value). There is clearly considerable 
model uncertainty about this parameter. 

Table 1. Models Selected for Crime Data 

R2 Numberof 
# Method Variables (%) variables 3 1 4  315 P15 

1 Full model 
2 Stepwise regression 1 3 4 

All 87 15 -.30 -.27 .133 
9 11 13 14 83 7 --.I9 

3 Mallows’ Cp 1 3 4  9 11 12 13 14 15 85 9 -.30 -.30 .050 
4 Adjusted R2 1 3 4  7 8 9  11 12 13 14 15 86 11 -.30 -.25 .i29 
5 Ehrlich model 1 9 12 13 14 15 66 5 -.45 -.55 .009 
6 Ehrlich model 2 1 6 9 10 12 13 14 15 70 8 -.43 -.53 .011 

~~ 

NOTE: 4 5  is Ihe p value from a two-sided I tea for iesllng 
to the 5% level. 

= 0. For lhe slepwise procedure. F = 3.84 was used for (he F-to-enter and F-lodelete value. This corresponds approximately 
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Table 2. Crime Data: Occam’s Window Posterior Model Probabilities effect on the relationship between the models as measured 

Posterior model 
Model probability (%) 

1 3 4  9 11 13 14 
1 3 4  11 13 14 
1 3 4  9 13 14 
1 3 5 9 11 13 14 

3 4  8 9  13 14 
1 3 4  13 14 
1 3 4  11 13 
1 3 5 11 13 14 
1 3 4  13 
1 3 5 9 13 14 

3 5 8 9  13 14 
3 4  9 13 14 
3 5 9 13 14 

1 3 5 13 14 
2 3 4  13 14 

1 3 5 11 13 
3 4  13 14 
3 5 13 14 
3 4  13 

1 3 5 13 
3 5 13 

1 4 12 13 

12.6 
9.0 
8.4 
8.0 
7.6 
6.3 
5.8 
5.7 
4.9 
4.8 
4.4 
4.1 
3.6 
3.5 
2.0 
1.9 
1.6 
1.6 
1.4 
1.4 
.7 
.7 

Now consider ,815, the effect of the average time served in 
state prisons. Whether this is significant at all is not clear, 
and t tests based on different models lead to conflicting 
conclusions. In the full model, Pl5 has a nonsignificant p 
value of .133, while stepwise regression leads to a model 
that does not include this variable. On the other hand, Mal- 
lows’ C, leads to a model in which the p value for ,815 is 
significant at the .05 level, whereas with adjusted R2 it is 
again not significant. In contrast, in Ehrlich’s models it is 
highly significant. 

Together these results paint a confused picture about ,814 

and p 1 5 .  Later we argue that the confusion can be resolved 
by taking explicit account of model uncertainty. 

5.1.2 Crime and Punishment: Model Averaging. For 
the model averaging strategies, we assumed that all possi- 
ble combinations of predictors were equally likely a pri- 
ori. To implement Occam’s window, we started from the 
null model and used the “up” algorithm only (see Madigan 
and Raftery 1994). The selected models and their poste- 
rior model probabilities are shown in Table 2. The models 
with posterior model probabilities of 1.2% or larger as in- 
dicated by MC3 are shown in Table 3. In total, 1,772 differ- 
ent models were visited during 30,000 iterations of MC3. 
Occam’s window chose 22 models in this example, clearly 
indicating model uncertainty. Choosing any one model and 
making inferences as if it were the “true” model ignores 
model uncertainty. In the next section we further explore 
the consequences of basing inferences on a single model. 

The top models indicated by the two methods (Tables 
2 and 3) are quite similar. The posterior probabilities are 
normalized over all selected models for Occam’s window 
and over all possible combinations of the 15 predictors for 
MC3. So the posterior probabilities for the same models 
differ across the model averaging method, but this has little 

by the Bayes factor. 
Table 4 shows the posterior probability that the coeffi- 

cient for each predictor does not equal 0-that is, Pr(& # 
OID)-obtained by summing the posterior model probabili- 
ties across models for each predictor. The results from Oc- 
cam’s window and MC3 are fairly close for most of the 
predictors. Predictors with high Pr(& # 010) include pro- 
portion of young males, mean years of schooling, police 
expenditure, income inequality, and probability of impris- 
onment. 

Comparing the two models analyzed by Ehrlich (1973), 
consisting of the predictors (9, 12, 13, 14, 15) and (1, 6, 
9, 10, 12, 13, 14, 15), with the results in Table 4, we see 
that several predictors included in Ehrlich’s analysis receive 
little support from the data. The estimated Pr(,8i # 010) is 
quite small for predictors 6, 10, 12, and 15. Two predictors 
(3 and 4) have empirical support but were not included by 
Ehrlich. Indeed, Ehrlich’s two selected models have very 
low posterior probabilities. 

Ehrlich’s work attracted attention primarily because of 
his conclusion that both the probability of imprisonment 
(predictor 14) and the average prison term (predictor 15) 
influenced the crime rate. The posterior distributions for the 
coefficients of these predictors, based on the model averag- 
ing results of MC3, are shown in Figures 3 and 4. The MC3 
posterior distribution for 9 1 4  is indeed centered away from 
0, with a small spike at 0 corresponding to P ( p 1 4  = 010). 

The posterior distribution for p i 4  based on Occam’s win- 
dow is quite similar. The spike at 0 is an artifact of our 
approach, in which it is possible to consider models with a 
predictor fully removed from the model. This is in contrast 
to the practice of setting the predictor close to 0 with high 
probability (as in George and McCulloch 1993). In contrast 
to Figure 3, the MC3 posterior distribution for the coeffi- 
cient corresponding to average prison term is centered close 
to 0 and has a large spike at 0 (Fig. 4). Occam’s window in- 
dicates a spike at 0 only, or no support for inclusion of this 
predictor. By averaging over all models, our results indicate 
support for a relationship between crime rate and predic- 
tor 14, but not predictor 15. Our model averaging results 
are consistent with those of Ehrlich for the probability of 
imprisonment, but not for the average prison term. 

Table 3. Crime Data: M e ,  Models With Posterior Model 
Probabilities of 1.2% or Larger 

Model 
Posterior model 
probability (%) 

~ ~ 

1 3 4  9 11 13 14 
1 3 4  11 13 14 
1 3 4  9 13 14 
1 3 4 5  9 13 14 
1 3 4  9 11 13 14 15 
1 3 4  9 13 14 15 

3 4  8 9  13 14 
1 3 4  13 14 
1 3 4  11 13 
1 3  5 11 13 14 

2.6 
1.8 
1.7 
1.6 
1.6 
1.6 
1.5 
1.3 
1.2 
1.2 
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5.1.3 Crime and Punishment: Assessment of Predictive 
- 2 - PelLformance. We use the predictive ability of the selected 

models for future observations to measure the effectiveness 
of a model selection strategy. Our specific objective is to 
compare the quality of the predictions based on model av- 
eraging with the quality of predictions based on any single 
model that an analyst might reasonably have selected. 

To measure performance, we randomly split the com- 
plete dataset into two subsets. Other percentage splits can 
be adopted. A 50-50 split was chosen here, so that each 
portion would contain enough data to be a representative 
sample. We ran Occam’s window and MC3 using half of 

iiZ - 

- 2  

- 2  

- 8  
I I I I 1 -  the data. This set is called the training set, DT. We evalu- 

Table 4. Crime Data: Pr(pi # 01 D), Expressed as a Percentage 

Predictor 
number Predictor 

Occam‘s Ehrlich’s 
window M e  models 

1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 
13 
14 
15 

Percentage of males age 14-24 
Indicator variable for southern state 
Mean years of schooling 
Police expenditure in 1960 
Police expenditure in 1959 
Labor force participation rate 
Number of males per 1,000 females 
State population 
Number of nonwhites per 1,000 people 
Unemployment rate of urban males age 14-24 
Unemployment rate of urban males, age 35-39 
Wealth 
Income inequality 
Probability of imprisonment 
Average time served in state prisons 

73 
2 
99 
64 
36 
0 
0 
12 
53 
0 
43 
1 

100 
83 
0 

79 * 
17 
98 
72 
50 
6 * 
7 
23 
62 * 
1 1  * 
45 
30 * * 
100 * * 
83 * * 
22 * 

NOTE: The last wlurnn indicates the predictors included in the two models considered by Ehrlich. 
* Corresponds to Ehrlich model 1 and * corresponds to Ehrlich model 2. 

Among the variables that measure the expected benefits 
from crime, Ehrlich concluded that both wealth and income 
inequality had an effect; we found this to be true for income 
inequality but not for wealth. For the predictors that repre- 
sent the payoff from legitimate activities, Ehrlich found the 
effects of variables 1,6, 10, and 1 1  to be unclear; he did not 
include mean schooling in his model. We found strong evi- 
dence for the effect of some of these variables, notably the 
percent of young males and mean schooling, but the effects 
of unemployment and labor force participation are either 
unproven or unlikely. Finally, the “control” variables that 
have no theoretical basis (2, 7, 8) turned out, satisfyingly, 
to have no empirical support either. 

n 
n - . 
6 
0, 
W 

The model averaging results for the predictors for po- 
lice expenditures lead to an interesting interpretation. Po- 
lice expenditure was measured in two successive years, and 
the measures are highly correlated (r  = .993). The data 
show clearly that the 1960 crime rate is associated with 
police expenditures, and that only one of the two mea- 
sures (X, and XS) is needed, but they do not say for sure 
which measure should be used. Each model in Occam’s 
window contains one predictor or the other, but not both. 
For both Occam’s window and MC3 Pr[(& # 0) U (& # 
O)lD] = 1, so the data provide very strong evidence for an 
association with police expenditures. 

In summary, we found strong support for some of 
Ehrlich’s conclusions but not for others. In particular, by 
averaging over all models, our results indicate support for 
a relationship between crime rate and probability of impris- 
onment, but not for average time served in state prisons. 

Figure 3. Posterior Distribution for p14, the Coefficient for the Pre- 
dictor “Probability of Imprisonment,” Based on the M e  Model Average. 

and graphical Of performance* 
Predictive coverage was measured Using the proportion 

The spike corresponds- to P (Pi4 = 010). The vertical axis on the left of observations in the Derformance set that fall in the cor- 
corresponds to the posterior distribution f0rp74, and the vertical axis on 
the right corresponds to the posterior distribution for 014 equal to zero. 
The densitv is scaled so that the maximum of the densitv is eaual to 

responding 90% predic;ion interval. For both Occam9s win- 
dow and MC3, 80% of the observations in the performance 

P(p14 # i D )  on the right axis. set fell in the 90% prediction intervals over the averaged 
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v 
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c 
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0 

8 

1 .oo 

,0.75 
c 
0 - 
0 

‘5 
,0.50 Q - 

Q 

,0.25 

. 0.0 

-1.0 -0.5 0.0 0.5 1 .o 

PI$ 
Figure 4. Posterior Distribution for PIS,  the Coefficient for the Predic- 

tor “Average Time Served in State Prisons,” Based on the Model Average 
Over a Large Set of Models From M e .  See Figure 3. 

models (Table 5). David Draper (personal communication) 
suggested that BMA falls somewhat short of nominal cov- 
erage here because aspects of model uncertainty other than 
model selection have not been assessed. In Hoeting, Raftery, 
and Madigan (1995, 1996), we extended BMA to account 
for uncertainty in the selection of transformations and in 
the identification of outliers. 

For comparison with other standard variable selection 
techniques, we used the three popular variable selection 
procedures discussed earlier to select two or three “best” 
models. The models that we chose using these methods 
are given in Table 5. All of the individual models chosen 
using standard techniques performed considerably worse 
than the model averaging approaches, with prediction cov- 
erage ranging from 58% to 67%. Thus the model averag- 
ing strategies improved predictive coverage substantially as 
compared to any single model that might reasonably have 
been chosen. 

A sensitivity analysis for priors chosen within the frame- 
work described in Section 3.2 indicates that the results for 

Occam’s window and MC3 are not highly sensitive to the 
choice of prior. The results for Occam’s window and MC3 
using three different sets of priors were quite similar. 

In an attempt to provide a graphical measure of predic- 
tive performance, we used a “calibration plot” to determine 
whether the predictions were well calibrated. A model is 
well calibrated if, for example, 70% of the observations in 
the test dataset are less than or equal to the 70th percentile 
of the posterior predictive distribution. The calibration plot 
shows the degree of calibration for different models, with 
the posterior predictive probability on the z-axis and the 
percentage of observed data less than or equal to the pos- 
terior predictive probability on the y-axis. In a calibration 
plot, perfect calibration is the 45-degree line; the closer a 
model’s calibration line to the 45-degree line, the better 
calibrated the model. The calibration plot is similar to re- 
liability diagrams used to assess probability forecasts (see, 
e.g., Murphy and Winkler 1977). The calibration plot for 
the model chosen by stepwise selection and for model av- 
eraging using Occam’s window is shown in Figure 5.  The 
shaded area in Figure 5 shows where the model averaging 
strategy produces predictions that are better calibrated than 
predictions from the model chosen by the stepwise model 
selection procedure. The calibration plot for MC3 is similar. 

These performance measures support our claim that con- 
ditioning on a single selected model ignores model uncer- 
tainty, which in turn leads to the underestimation of uncer- 
tainty when making inferences about quantities of interest. 
Model averaging leads to better-calibrated predictive distri- 
butions. 

5.2 Simulated Examples: Predictive Performance 
In the foregoing example, the true answer is unknown. To 

further demonstrate the usefulness of BMA, we use several 
simulated examples. In our examples, we follow the format 
of George and McCulloch (1993). 

In this example we investigate the im- 
pact of model averaging on predictive performance when 
there is little model uncertainty. For the training set, we 
simulated p = 15 predictors and n = 50 observations as 
independent standard normal vectors. We generated the re- 

Example 5.2.1. 

Table 5. Crime Data: Performance Comparison 

Method Model 
Predictive 

coverage (%) 

MC3 
Occam’s window 
Stepwise (5%) 
Adjusted R2 (2) 
Adjusted R2 (3) 
Stepwise (1 5%) 

Adjusted R2 (1) 
CP (2) 

CP (1) 
CP (3) 

Model averaging 
Model averaging 

3 4  9 
1 2 3 4 5  8 
1 2 3 4 5 6 8  

1 2 3 4  
1 2 3 4 5  
1 2 3 4  
1 2 3 4  

3 4  8 9  

13 
11 12 13 15 
11 12 13 15 

13 15 
11 13 
11 12 13 15 
11 13 15 
11 12 13 15 

80 
80 
67 
67 
67 
63 
63 
58 
58 
58 

NOTE: Predictive coverage is the percentage 01 observations in the performance set that fall in the 90% prediction interval. Method 
numbers correspond to tha ith model chosen using the given model Selection method. For example. C, (1) is the first model chosen 
using the C, method. The percentage values shown for the stepwise procedures correspond to the significance levels lor the F-to-enter 
and F-lodelete values. For example, F = 3.84 corresponds approximately to the 5% level. 
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0 

0.0 0.2 0.4 0.6 0.8 1 .o 
posterior prediiive probabilii 

s o y ,  , , , I  
0 

0.0 0.2 0.4 0.6 0.8 1 .o 
posterior prediiive probabilii 

Figure 5. Crime Data: Calibration Plot. The solid line denotes model 
averaging (Occam’s window); the dashed line, predictors 3, 4, 8, 9, 13, 
15 (stepwise). 

sponse using the model 

where E: - N s o ( 0 . 0 ~ )  with B = 2.5. Least squares esti- 
mates for these data are given in Table 6. There is little 
model uncertainty in this example; only the p values for 
,04 and ,& were smaller than .l. We generated 50 addi- 
tional observations in the same manner to create the predic- 
tion set. 

In this example the true model, the model averaging tech- 
niques, and models selected using standard techniques all 
have poor predictive coverage (Table 7). It is slightly en- 
couraging that BMA performs better than the true model, 
but the improvement is too small to be significant. This 
and other similar examples that we simulated show that 
when there is very little model uncertainty, predictive per- 
formance is not significantly improved by model averaging. 

This example demonstrates the perfor- 
mance of BMA when a subset of the predictors is corre- 
lated. For the training set, we simulated p = 15 predic- 
tors and n = 50 observations. We obtained predictors 1-10 
as independent standard normal vectors, XI , .  . . , Xl0 iid - N(0 ,  l), and generated predictors 11-15 using the frame- 
work 

[Xii , .  . . , xi51 

Exumple 5.2.2. 

= [X, )... :X~]([.3,.5,.7,.9,1.1]T[11111]) +€, 

where e - N(O.1). We generated the response using the 
model 

y = x1+ x2 + x3 + x4 + x s  + € (13) 

where E - N50(O,c2) with c = 2.5. Least squares es- 
timates for these data are given in Table 8. The corre- 
lation structure resulted in moderate pairwise correlation 
between predictors 1-5 and 11-15 (corr(X1,X11) = .39? 

.71, corr(X5, X15) = .69) and small pairwise correlations 
elsewhere (median correlation equal to - .02). We generated 
50 additional observations in the same manner to create the 
prediction set. 

Table 9 shows that in this example, model averaging has 
better predictive performance than any single model that 
might have been selected. In this example, the poor per- 
formance of the true model and the other single models 
selected using standard techniques demonstrate that model 
uncertainty can strongly influence predictive performance. 

corr(X2, x12) = .41, COrr(x3, x i s )  = .56, cOrr(x4, x14) = 

6. SUCCESSFUL IDENTIFICATION 
OF THE NULL MODEL 

Linear regression models are frequently used even when 
little is known about the relationship between the predictors 
and the response. When there is a weak relationship be- 
tween the predictors and the response, the overall F statis- 
tic will be small and thus the null hypothesis that the null 
model is true fails to be rejected. However, many data an- 
alysts perform model selection regardless of the F statis- 
tic value for the overall model. Problems can then occur, 
as subsequent model selection techniques often choose a 
model that includes a subset of the predictors. Freedman 
(1983) has shown that in the extreme case where there is no 
relationship between the predictors and the response vari- 
able, omitting the predictors with the smallest t values (e.g., 
p > .25) can result in a model with a highly significant F 
statistic and high R2. In contrast, if the response and predic- 
tors are independent, Occam’s window typically indicates 
the null model only, or the null model as one of a small 
number of “best” models. 

Following Freedman (1983), we generated 5,100 inde- 
pendent observations from a standard normal distribution 
to create a matrix with 100 rows and 51 columns. The first 
column was taken to be the dependent variable in a regres- 
sion equation, and the other 50 columns were taken to be 
the predictors. Thus the predictors are independent of the 
response by construction. For the entire dataset, the multi- 
ple regression results were as follows: 

R2 = .55 and p = .29. 
18 coefficients out of 50 were significant at the .25 
level. 
4 coefficients out of 50 were significant at the .05 level. 

We used three different variable selection procedures on 
the simulated data. The first of these was the method used 

Table 6. Least Squares Estimates for Example 5.2.1 (5 = 2.9) 

Po PI P2 P3 04 05 P6 P7 08 P9 010 811 012 P13 014 PI5 

P O  0 0 0 1.00 1.00 0 0 0 0 0 0 0 0 0 0 
.42 .21 .40 .07 .95 1.72 20 .34 -.32 24 -.15 .6 -.45 -.08 20 .18 
.46 .55 .56 .36 .52 .47 .39 .5a .49 .45 .44 .55 .4a .52 .45 .47 
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Table 7. Performance Comparison for Example 5.2.1: Predictive Coverage 
for a 90% Prediction Interval 

Method Model 
Predictive 

coverage (%) 

BMA (estimated coverage) 
Occam’s window 
Adjusted R2 (3) 

True model and stepwise (5%) 
Stepwise (15%) and Cp (2) 

Adjusted R2 (2) 
Adjusted R2 (1) 

CP (3) 

c, (1) 

Model averaging 
Model averaging 

2 4  5 8 11 
4 5 11 
4 5  

2 4 5 
4 5  

2 4 5 10 11 
2 4  5 11 

72 
70 
70 
70 
68 
68 
68 
68 
66 

NOTE Predictive coverage lor BMA (all models) is estimated using the 371 models with posterior model probabilities greater than .ooOl; 
see TaMe 5. 

by Freedman (1983), in which all predictors with p values 
of .25 or lower were included in a second pass over the 
data. The results from this method were as follows: 

R2 = .40 and p = .0003. 
17 coefficients out of 18 were significant at the .25 
level. 
10 coefficients out of 18 were significant at the .05 
level. 

These results are highly misleading, as they indicate a def- 
inite relationship between the response and the predictors, 
whereas in fact the data are all noise. 

The second model selection method used on the full data- 
set was Efroymson’s stepwise method. This indicated a 
model with 15 predictors with the following results: 

R2 = .40, and p = .0001. 
All 15 predictors were significant at the .25 level. 
10 coefficients out of 15 were significant at the .05 
level. 

Again a model is chosen that misleadingly appears to have 
a great deal of explanatory power. 

The third variable selection method that we used was 
Occam’s window. The only model chosen by this method 
was the null model. 

We repeated the foregoing procedure 10 times with simi- 
lar results. In five simulations, Occam’s window chose only 
the null model. For the remaining simulations, three mod- 
els or fewer were chosen along with the null model. All the 
nonnull models chosen had R2 values less than .15. For all 
of the simulations, the selection procedure used by Freed- 

man (1983) and the stepwise method chose models with 
many predictors and highly significant R2 values. 

At best, Occam’s window correctly indicates that the null 
model is the only model that should be chosen when there 
is no signal in the data. At worst, Occam’s window chooses 
the null model along with several other models. The pres- 
ence of the null model among those chosen by Occam’s 
window should indicate to a researcher the possibility of 
evidence for a lack of signal in the data that he or she is 
analyzing. 

To examine the possibility that our Bayesian approach 
favors parsimony to the extent that Occam’s window finds 
no signal even when one exists, we did an additional simu- 
lation study. We generated 3,000 observations from a stan- 
dard normal distribution to create a dataset with 100 ob- 
servations and 30 candidate predictors. We allowed the re- 
sponse Y to depend only on XI, where Y = .5X1 + E with 
E - N ( 0 ,  .75). Thus Y still has unit variance, and the “true” 
R2 for the model equals .20. 

For this simulated data, Occam’s window contained one 
model only-the correct model with XI. In contrast, the 
screening method used by Freedman produced a model with 
six predictors, including XI, with four of these significant 
at the .1 level. Stepwise regression indicated a model with 
two predictors, including XI, both of them significant at the 
.025 level. So the two standard variable selection methods 
indicated evidence for variables that in fact were not at all 
associated with the dependent variable, whereas Occam’s 
window chose the correct model. 

These examples provide evidence that Occam’s window 
overcomes the problem of selection of the null model when 
there is no signal in the data. 

Table 8. Least Squares Estimates for Example 5.2.2 (6 = 2.21) 

p 0 1.00 1.00 1.00 1.00 1.00 0 0 0 0 0 0 0 0 0 0 
.12 .80 1.07 1.03 -.18 .55 -.67 .28 -.11 .31 .29 . l l  -.09 -.39 .73 -.96 

60 .38 .49 .41 .45 .53 .58 .37 .41 .49 .33 .34 .40 .32 .35 .37 .40 
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Table 9. Performance Comparison for Example 5.2.2: Predictive Coverage 
for a 90% Prediction Interval 

Method Model 
Predictive 

coverage (%) 

MC3 
Occam’s window 
Stepwise (5% and 15%) 
True model 

Adjusted R2 (1) 

Adjusted R2 (3) 

Adiusted R2 (2) 

CP (2) 

CP (3) 

CP (1) 

Model averaging 
Model averaging 

1 2 3 4  
1 2 3 4 5  
1 2 3  6 

1 2 3  6 10 
1 2 3  6 7  
1 2 3  5 
1 2 3  6 10 

92 
86 
80 
78 

13 14 15 72 

14 15 72 
13 14 15 72 

14 15 70 
13 14 15 70 

NOTE: Predictive coverage lor BMA (all models) is estimated using the 1,014 models with posterior model probabilities greater than 
.00005; see Table 5. 

7. DISCUSSION 

7.1 Related Work 

Draper (1995) has also addressed the problem of assess- 
ing model uncertainty. Draper’s approach is based on the 
idea of model expansion; that is, starting with a single rea- 
sonable model chosen by a data-analytic search, expanding 
model space to include those models suggested by context 
or other considerations, and then averaging over this model 
class. Draper did not directly address the problem of model 
uncertainty in variable selection. However, one could con- 
sider Occam’s window to be a practical implementation of 
model expansion. 

George and McCulloch (1993) have developed the 
stochastic search variable selection (SSVS) method, which 
is similar in spirit to MC3. They defined a Markov chain 
that moves through model space and parameter space at the 
same time. Their method never actually removes a predic- 
tor from the full model, but only sets it close to zero with 
high probability. Our approach avoids this by integrating 
analytically over parameter space. 

We have focused here on Bayesian solutions to the model 
uncertainty problem. Very little has been written about fre- 
quentist solutions to the problem. Perhaps the most obvious 
frequentist solution is to bootstrap the entire data analysis, 
including model selection. However, Freedman et al. (1986) 
have shown that this does not necessarily give a satisfactory 
solution to the problem. 

7.2 Conclusions 
The prior distribution of the covariance matrix for p de- 

scribed in Section 3.2 depends on the actual data, including 
both the dependent and the independent variables. A simi- 
lar data-dependent approach to the assessment of the priors 
was used by Raftery (1996). Although at first this may ap- 
pear to be contrary to the idea of a prior, our objective was 
to develop priors that lead to posteriors similar to those of 
a person with little prior information. Examples analyzed 

to date suggest that we achieved this objective. The pri- 
ors for p lead to a reasonable prior variance and result in 
conclusions that are not highly sensitive to the choice of hy- 
perparameters. Thus the data dependence does not appear 
to be a drawback. 

In a strict sense, our data-dependent priors do not corre- 
spond to a Bayesian subjective prior. Our priors might be 
considered to be an approximation to a true Bayesian sub- 
jective prior and might be appropriate when little prior in- 
formation is available. We have followed other authors, in- 
cluding George and McCullough (1993), Laud and Ibrahim 
(1 995), and Zellner (19861, in referring to our approach as 
Bayesian. 

The choice of which procedure to use-Occam’s win- 
dow or MC3-will depend on the particular application. 
Occam’s window will be most useful when one is inter- 
ested in making inferences about the relationships between 
the variables. Occam’s window also tends to be much faster 
computationally. MC3 is the better procedure to choose if 
the goal is good predictions or if the posterior distribution 
of some quantity is of more interest than the nature of the 
“true” model and if computer time is not a critical consid- 
eration. However, each approach is flexible enough to be 
used successfully for both inference and prediction. 

We have described two procedures that can be used to ac- 
count for model uncertainty in variable selection for linear 
regression models. In addition to variable selection, uncer- 
tainty is also involved in the identification of outliers and 
in the choice of transformations in regression. To broaden 
the flexibility of our current procedures, and to improve our 
ability to account for model uncertainty, we have extended 
BMA to include transformation selection and outlier iden- 
tification in work reported elsewhere (Hoeting et al. 1995, 
1996). 

APPENDIX A: DATA FOR FIGURE 1 

The following data from selected textbooks were used to make 
Figure 1: 
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Page Number of Number of 
Dataset Source number observations predictors 

Attitude survey 
Equal education oppurtunity 
Gasoline mileage 
Nuclear power 
Crime 
Hald 
Grades 
Swiss fertility 
Surgical unit 
Berkeley study 

Girls 
Boys 

Housing 
Highway 

Chatterjee and Price (1991) 
Chatterjee and Price (1991) 
Chatterjee and Price (1991) 
Cox and Snell (1982) 
Cox and Snell (1982) 
Draper and Smith (1981) 
Hamilton (1993) 
Mosteller and Tukey (1977) 
Neter, Wasserman and Kutner (1990) 
Weisberg (1985) 

Weisberg (1985) 
Weisberg (1985) 

70 
176 
26 1 
81 

1 70 
630 
83 

550 
439,468 

56 
57 

24 1 
206 

30 
70 
30 
32 
47 
13 

118 
47 

108 

32 
26 
27 
39 

6 
3 

10 
10 
13 
4 
3 
5 
4 

10 
10 
9 

13 

APPENDIX 6: SOFTWARE FOR 
IMPLEMENTING MC3 

BMA is a set of S-PLUS functions that can be obtained free of 
charge via the World Wide Web address http://lib.stat.cmu. 
edu/S/bma or by sending an e-mail message containing the text 
“send BMA from S” to the Internet address statlib@stat.cmu.edu. 

The program MC3.REG performs MCMC model composition 
for linear regression. The set of programs fully implements the 
MC3 algorithm described in Section 4.2. 
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Abstract— In business, consumers interest, behavior, product 
profits are the insights required to predict the future of business 
with the current data or historical data. These insights can be 
generated with the statistical techniques for the purpose of 
forecasting. The statistical techniques can be evaluated for the 
predictive model based on the requirements of the data. The 
prediction and forecasting are done widely with time series data. 
Most of the applications such as weather forecasting, finance and 
stock market combine historical data with the current streaming 
data for better accuracy. However the time series data is 
analyzed with regression models. In this paper, linear regression 
and support vector regression model is compared using the 
training data set in order to use the correct model for better 
prediction and accuracy. 

Index Terms—regression, linear regression, support vector, 
prediction, data analytics 

I. INTRODUCTION 

Analytics focus on inference by statistical and 
mathematical analysis of data. The analysis helps to identify 
the problem from the collected data source. The solutions or 
other decisions can be provided with the data analytics tool like 
Online Analytical Processing (OLAP). Later it uses various 
tools and algorithms for better outcomes of data. Data 
Analytics [1] can be descriptive, predictive and perspective. 
Descriptive analytics summarizes the data. Predictive analytics 
helps in predicting future outcomes whereas perspective 
analytics includes predictive and feedback system to track the 
outcomes produced by action. There are many technologies 
used in the data analytics but predictive analytics is the one that 
uses machine learning algorithms and statistical analysis for 
future prediction. The predictive analytics is used with the 
emerged as business intelligence applications. 

A. Business Intelligence 

Business Intelligence [4] is the latest technology comprises 
with data analytics that drives the predictive data market. The 
technology provides tools and other software solutions for 
gaining the business insights to rule over the competitive 
business market. These applications help the business people to 
make better decisions. BI applications also help to identify the 
current trend of the market and to address the business 
problems. These applications include cleansing data. The data 
sources for this analysis are obtained from the dash boards, 

reviews, blogs and discussion forum. These current streaming 
data, historical data and consumer insights are combined to 
predict the future events. 

B. Machine Learning 

Machine learning combines computer science and 
statistical analysis to enhance the prediction. High value 
predictions can be obtained within human computer 
interaction. It helps to predict uncertain situation with the data. 
Machine learning algorithms are categorized as supervised and 
unsupervised. Supervised algorithms are used to learn the 
labeled data and produce the result whereas unsupervised data 
does not use labeled data for learning. It simply used to obtain 
the inference from data source. Here supervised learning 
algorithms of regression model are used for analyzing time 
series data.  

In this paper we analyze linear and support vector 
regression models in order to use the correct model for 
prediction based on its requirements. This paper further 
consists of Related work in Section II, Supervised Machine 
Learning in Section III, Regression Analysis in Section IV, 
Experimental Settings in Section V and Conclusion and Future 
Work in Section VI. 

II. RELATED WORK

The data analytics has grown in tremendous after the 
evolution of Big data technologies. The data analytics with big 
data technologies results with some data mining tools for big 
data analytics [1], [2]. The major purpose of these analytics is 
prediction which is said to be Business Intelligence [3], [4]. 
Predictive analytics [5] rules the business market with BI 
applications. These analytics are performed with machine 
learning algorithms [6] over the data. There are several 
machine learning algorithms used for classification and 
regression. Mainly supervised learning models [7] are preferred 
because of its training data model. The supervised learning 
algorithms for linear regression [8], [9] have several regression 
functions. Linear regression with LeastMedSq function is used 
to find the minimum square of all median and In support vector 
regression there are several functions subjected to linear and 
non-linear kernels. Support Vector Regression [10], [11], [12], 
[13] with linear kernel can be used for linear regression. In 
SVR, Sequential Minimal Optimization (SMO) regression [14] 
function is used along with the linear kernel function [15], [16] 
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for linear regression. The models are evaluated with the metrics 
such as Root Mean Squared Error (RMSE) and Mean Absolute 
Error (MAE) to estimate its performance to use the model for 
particular business applications. 

III. SUPERVISED MACHINE LEARNING

Supervised Machine Learning  represented in Fig 1 infers a 
function from labeled training data. The training data is 
mapped to new value from the input data and produce result 
[7]. This method is faster and produces accurate results. The 
training dataset consist number of tuples (T). Each tuple is a 
vector which contains attribute values. The target data can have 
more than one possible outcome or a continuous value. 

( )XT ∪  denotes T as input attributes that contains n

attributes. T = {a1,a2,a3,…….an} and y as target attribute. The 
attributes can be unordered set values or real numbers. The 
training sets are assumed to be generated randomly. The 
supervised learning algorithm can be used for classification and 
regression. 

A. Classification 

Classification is the process of predicting labels based on 
categories represented in Fig 2. For example we can classify 
marks of a student as pass or fail. For classification process, the 
classifier is built and it is used for further classification of data. 
Building classifier is the learning process. It can be built using 
the classification algorithm from the training data set. Each 
tuple consists of training data set with the class label. Then the 
test data is used to evaluate the classification rules using the 
classifier. The training attributes can have the values of 
nominal and numeric whereas the target attribute can have 
more than two possible outcomes. 

B. Regression 

Regression is a statistical analysis method to identify the 
relationship between the variables. The relationship can be 
identified between the dependent and independent variables. It 
can be described using probability distribution functions 
represented in Eq.1. 

(1) 

Where Y is a dependent variable, X is an independent variable 
and β is an unknown parameter.  

The variable dependency can be either univariate or 
multivariate regression. Univariate regression identifies the 
dependency among single variable as represented in Eq. 2. 

(2) 

Where y is a dependent variable, x is an independent 
variable with co-efficient b and a is a constant. while 
multivariate regression [17] is to identify the dependency 
among several variables simultaneously is represented in Eq. 3.  

(3) 

In this paper, multivariate analysis is done with both 
regression models.  

IV. REGRESSION MODELS

Regression models predict the outcome of the dependent 
variables from the independent variables. The significance is 
considered in regression analysis to handle the most 
complicated problems. In this paper, we discuss about linear 
and support vector regression which best fits the predictive 
model. 

A. Linear Regression 

Linear Regression [8], [9] is the most common predictive 
model to identify the relationship among the variables. Apart 
from univariate or multivariate data types the concept is linear. 
Linear regression can be either simple linear or multiple linear 
regression. The linear regression is described in Eq. 4.  

Fig. 2. Classification 

Fig. 1. Supervised Machine Learning 

Fig. 3. Regression 

ε++= bxay  

ε+++++= xbxbxbay n....21  

),( βXfY =
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(4) 

In Eq. 4. y is the independent variable which can be either 
continuous or categorical value, x is a dependent variable 
which is always a continuous value. It is analyzed with 
probability distribution and mainly focused on conditional 
probability distribution with multivariate analysis. 

1) Simple Linear Regression
Simple linear regression represented in Fig. 4 is the 

process of prediction using single independent variable 
which is univariate regression analysis as described in Eq.2. 
Simple linear regression distinct the dependent variables and 
independent variables to extent the relationship between two 
variables as similar to correlation but correlation does not 
distinct the dependent and independent variables.  

2) Multiple Linear Regression
Multiple or multi variable linear regression 

represented  in Fig. 5  is the process of prediction with 
more than one independent or predictor variables which is 
similar to multivariate analysis as described in Eq. 3. 

a) LeastMedSq Linear Regression
In this regression model, random samples are used to 

create the least median square functions. The model is 
evaluated with the value obtained for the median square 
which should be very minimum for its best fit. 

B. Support Vector Regression 

Support Vector Machine is one of the supervised learning 
models for classification and regression [12], [13]. Support 
Vector Machine for regression is specifically said to be 
Support Vector Regression. Support Vector Regression can be 
linear or non-linear using respective kernel functions. 

1) Linear Support Vector Regression
Support Vector Regression uses linear kernel 

functions for regression which is similar to support vector 
machines but SVR sets the tolerance margin (ε ) to 
approximation not like SVM which should be taken from 
the problem is represented in Fig, 6. 

 Support Vector Regression with linear kernel 
function is described in Eq. 5. 

(5) 

Where the input space is denoted by y, vector product 
is denoted as w.x and b is a constant. Based on the 
error function Eq. 6, it can be minimized where the 
target will be zi. 

(6) 

Subjected to 

a) SMOReg Linear Kernel
SMOReg implements Support Vector Regression with 

various kernels. In this paper we use SMOReg with linear 
kernel function for analysis of linear regression. Linear 
Kernel function is described in Eq. 7. 

(7) 

εβ += xy  

Fig. 4. Simple Linear Regression 

Fig. 5. Multiple Linear Regression 
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2) Non Linear Support Vector Regression
In Non-Linear Support Vector Regression, the 

non-linear kernel functions are used for processing the 
training data in feature space as represented in Fig. 7. 

After processing the training data into feature space, 
then normal support vector regression is applied using 
Eq. 8. 

(8) 

Subjected to 

Where *
, ii αα  are Lagrange multipliers 

V. EXPERIMENTAL SETTINGS 

This section shows the experimental setup and results of 
linear regression models evaluated using training data set for 
the best fit of the model that can be used for regression analysis 
of time series data 

A. Experimental Setup 

In this paper, the experiment analysis was carried out using 
an existing data analysis tool called Weka [18], [19]. The 
dataset has been collected from the public data repository 
called UCI data repository [20]. The assessment data of 
students is taken for multivariate analysis. The dataset consists 
of 1000 instances which in turn consist of 5 attributes. The 
details of the dataset is represented in Table-I. The evaluation 
is based on training set. The dataset will be classified 
automatically as train and test data sets. 

TABLE I.  DATA DEFINITION

Data Set Open University Learning Analytics Dataset 

Data Set 
Characteristics 

Multivariate, Sequential, Time Series 

No. of Instances 1000 

No. of Attributes 5 

Attributes 

id_assessment 
id_student 
date_submitted 
is_banked 
score 

Attribute 
Characteristics 

Integer 

Test Mode Evaluate on training set 

Classifier Model Full Training set 

B. Experimental Results 

Table II and Table III represents the metrics obtained for 
the evaluation of LeastMedSq function for linear regression 
model and SMOreg function which uses SVM with linear 
kernel model respectively. 

TABLE II.  LEASTMEDSQ FSUNCTION(TRAINING SET)

METRICS OBSERVED VALUE

Time taken to build model 3.29 seconds 

Correlation coefficient -0.0038 

Mean absolute error 9.6689 

Root mean squared error 12.54 

Relative absolute error 98.8263% 

Root relative squared error 100.9408% 

Total Number  of Instances 1000 

The evaluation metrics in the above table specifies only 
linear regression model with LeastMed sq function. 

TABLE III.  SMOREG FUNCTION (TRAINING SET)

METRICS OBSERVED VALUE

Time taken to build model 2.42 seconds 

Correlation coefficient -0.0029 

Mean absolute error 10.0784 

Root mean squared error 12.8725 

Relative absolute error 103.0124% 

Root relative squared error 103.6172% 

Total Number  of Instances 1000 

The evaluation metrics in the above table specifies only 
linear regression model with SMOreg function with linear 
kernel where c=1.0. 

Fig. 7. Non-Linear Support Vector Regression 
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C. Performance Evaluation 

The performance is evaluated with the metrics obtained. 
Here in this analysis we consider only two metrics i.e.,  Mean 
absolute error and Root mean squared error for evaluation. 

1) Evaluation Metrics
a) Mean absolute error

It calculates the mean of all absolute errors for all 
predicted values which is described in Eq. 8. 

(8) 

b) Root mean squared error
It calculates the square root of all mean squared errors 

which is described in Eq. 9. 

(9) 

The above metrics are compared to identify the best model 
in terms of linear regression for multivariate data analysis. If 
the RMSE and MAE are minimal then the model is the best fit 
for linear regression. The comparison is represented in Fig 8.  

 

It is observed that LinearMedSq function best fits for linear 
regression though the time taken for building the training 
model is more compared to SMOReg function with linear 
kernel. 

VI. CONCLUSION AND FUTURE WORK

Data Analytics and business intelligence plays a major role 
in the current competitive market. In case of analyzing a time 
series multivariate analysis, efficient data model should be 
used for accurate results. If the linear regression model is used 
then there are several functions associated with this model. In 
this paper we analyzed the linear regression model with 
LeastMedSq function and SMOreg function over a multivariate 
and time series data set. The analytical results concluded that 
LeaseMedSq is the best model for linear regression. 

In future, the better model can be identified for linear 
regression with minimized RMSE and MAE and also 
minimum time taken for constructing model on training data. 

REFERENCES 

[1] Philip Russom, Big Data Analytics, TDWI Best Practices 
Report, 2011. 

[2] Alfredo Cuzzocrea, Il-Yeol Song,Karen, C. Davis, "Analytics 
over Large-Scale Multidimensional Data: The Big Data 
Revolution!", DOLAP’11, ACM, October 28, 2011. 

[3] James R. Evans, Carl H. Lindner, "Business Analytics: The 
Next Frontier for Decision Sciences", Decision Science 
Institute, March 2012. 

[4] Surajit Chaudhuri, Umeshwar Dayal, and Vivek Narasayya, “An 
Overview of Business Intelligence Technology”, 
Communications of the ACM, Vol. 54, No. 81.1, August 2011. 

[5] Galit Shmueli, Otto R. Koppius, “Predictive Analytics in 
Information Systems Research”, Mis Quarterly, Vol. 35, No. 3, 
pp. 553-572, September 2011. 

[6] RS Michalski, JG Carbonell, TM Mitchell, "Machine learning: 
An artificial intelligence approach",Springer-Verlag, 2013. 

[7] S. B. Kotsiantis, “Supervised Machine Learning: A Review of 
Classification Techniques”, J. of Informatica, Vol. 31, pp.249-
268, 2007. 

[8] GAF Seber, AJ Lee, "Linear regression analysis", Wiley Series 
in Probability and Statistics,2012. 

[9] DC Montgomery, EA Peck, GG Vining, "Introduction to linear 
regression analysis", Wiley Series in Probability and Statistics, 
2015. 

[10] Zhang Xuegong, “Introduction to Statistical Learning Theory 
and Support Vector Machines”, Acta Automatica Sinica, 2000. 

[11] Smits G.F., Jordaan E.M., “Improved SVM Regression Using 
Mixtures of Kernels”, IJCNN '02. Proceedings of the 
International Joint Conference on Neural Networks, Vol.3, 
2002. 

[12] Alex J. Smola and Bernhard Scholkopf," A tutorial on support 
vector regression", Statistics and computing, Springer, 2004. 

[13] SR Gunn, "Support Vector Machines for Classification and 
Regression", ISIS technical report, 1998. 

[14] C Li, L Jiang, "Using locally weighted learning to improve 
SMOreg for regression", Trends in Artificial Intelligence, 
PRICAI 2006. 

[15] http://crsouza.blogspot.in/2010/03/kernel-functions-for-
machine-learning.html 

[16] http://crsouza.blogspot.in/2010/04/kernel-support-vector-
machines-for.html 

[17] Hair, J.F.," Multivariate data analysis",  Upper Saddle 
River, NJ [etc.]: Pearson Prentice Hall, 2006. 

[18] Mark Hall, “The Weka Data Mining Software: An Update”, 
ACM SIGKDD Explorations, Vol. 11, No. 1, pp. 10-18, June 
2009. 

[19] Remco R. Bouckaert, “Weka Manual for Version 3-7-8”, The 
University of Waikato, January 2013. 

[20] UCI Machine Repository,
http://archieve.ics.uci.edu/ml/datasets/Open+University+/Learni
ng+Analytical+dataset

n

n

i
ii

yy
=

−
1

'

n

n

i
ii

yy
=

−
1

'

 

Fig. 8. Comparison of LinearMedSq and SMOReg Linear Kernel functions

2016 Online International Conference on Green Engineering and Technologies (IC-GET)



Full Terms & Conditions of access and use can be found at
http://www.tandfonline.com/action/journalInformation?journalCode=nics20

International Journal of Injury Control and Safety
Promotion

ISSN: 1745-7300 (Print) 1745-7319 (Online) Journal homepage: http://www.tandfonline.com/loi/nics20

Regression: simple linear

Shrikant I. Bangdiwala

To cite this article: Shrikant I. Bangdiwala (2018) Regression: simple linear, International Journal
of Injury Control and Safety Promotion, 25:1, 113-115, DOI: 10.1080/17457300.2018.1426702

To link to this article:  https://doi.org/10.1080/17457300.2018.1426702

Published online: 05 Feb 2018.

Submit your article to this journal 

Article views: 28

View related articles 

View Crossmark data

Citing articles: 1 View citing articles 

http://www.tandfonline.com/action/journalInformation?journalCode=nics20
http://www.tandfonline.com/loi/nics20
http://www.tandfonline.com/action/showCitFormats?doi=10.1080/17457300.2018.1426702
https://doi.org/10.1080/17457300.2018.1426702
http://www.tandfonline.com/action/authorSubmission?journalCode=nics20&show=instructions
http://www.tandfonline.com/action/authorSubmission?journalCode=nics20&show=instructions
http://www.tandfonline.com/doi/mlt/10.1080/17457300.2018.1426702
http://www.tandfonline.com/doi/mlt/10.1080/17457300.2018.1426702
http://crossmark.crossref.org/dialog/?doi=10.1080/17457300.2018.1426702&domain=pdf&date_stamp=2018-02-05
http://crossmark.crossref.org/dialog/?doi=10.1080/17457300.2018.1426702&domain=pdf&date_stamp=2018-02-05
http://www.tandfonline.com/doi/citedby/10.1080/17457300.2018.1426702#tabModule
http://www.tandfonline.com/doi/citedby/10.1080/17457300.2018.1426702#tabModule


ACCIDENTAL NOTE

Regression: simple linear
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Introduction

Regression is a statistical term used for describing models that
estimate the relationships among variables. Linear regression
models study the relationship between a single dependent vari-
able Y and one or more independent variables, denoted by X.
If there is only one independent variable X, it is called simple
linear regression; if there is more than one independent vari-
able, it is called multiple linear regression. This Accidental
Note discusses the statistical and geometric interpretation of
simple linear regression models.

The mathematical simple linear regression model

The simple linear model is exactly that, a simple straight line
that relates the one independent variable X to the dependent
variable Y. It is given by the mathematical formula for a
straight line,

Y ¼ b0 þ b1X;

where b0 is called the intercept and b1 is called the slope. In the
standard x–y Cartesian plane, the intercept is the point on
the y-axis that is intersected by the line, and the slope is the
amount of change in the y-axis for a 1 unit change in the x-axis
(see Figure 1).

The intercept and slope are the two values that completely
characterize a straight line; i.e. by providing these two values,
one knows exactly the one and only straight line that they
describe. The intercept is interpreted as ‘positioning’ the
regression, while the slope is interpreted as ‘quantifying the
association’ between X and Y. If the slope is 0, there is no asso-
ciation; if the slope is negative, the association is negative (for a
unit increase in X, Y decreases by �b1); and if the slope is posi-
tive, the association is positive (for a unit increase in X, Y
increases by þb1). The larger the absolute value of the slope,
the ‘stronger’ is the association.

The statistical simple linear regression model

The above straight line is a simple mathematical regression
model of the relationship between X and Y. A statistical
regression model is an estimate of the true relationship based
on actual observations, and is based on several assumptions

on the distributional characteristics of the variables X and Y.
Aside from the basic assumption of a linear form for the
association, the first distributional assumption is that the
model assumes the X values are known, fixed quantities. The
only ‘random variable’ is the dependent variable Y, and we
assume that at any given X = x value, it has a bell-shaped
(Gaussian or Normal) distribution with a mean of b1x þ b0

and a variance of s2 (see Figure 2). Since the variance of the
error term is constant throughout the regression line, this
assumption of ‘homoscedasticity’ (i.e. equal variability) is the
third important distributional assumption of this model.
Thus, the means of the Y’s lie on the mathematical straight
line of Figure 1.

We can separate the mathematical (or deterministic) part of
the statistical model given by the straight line model from the
random (or stochastic) part given by an ‘error’ term, so that
the full specification of the statistical simple linear regression
model is

Y ¼ b0 þ b1X þ e;

where the intercept and slope are interpreted exactly as above
(they are fixed but unknown constants) and e is a random vari-
able considered to have a Gaussian or bell-shaped distribution
with a mean of 0 and a variance of s2. Thus, the mathematical
simple linear regression can be interpreted as the mean regres-
sion line.

How to fit a simple linear regression model

The statistical regression model is estimated based on actual
observations, obtained from a simple random sample of size n
from some population of interest. We observe n paired obser-
vations xi; yið Þ, where the sub-index i ranges from 1 to n. The
random sampling ensures that the observations are statistically
independent, i.e. the error terms ei are uncorrelated. The
model is now specified as follows:

Yi ¼ b0 þ b1Xi þ ei;

where i = 1, 2,…, n and the errors ei are independent and iden-
tically distributed with a Gaussian distribution with mean 0
and variance s2.
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When fitting a simple linear regression model, we initially
observe the ‘scatter plot’ of the n observations xi; yið Þ on the
Cartesian plane. The criterion for fitting the line to the observa-
tions is based on minimizing the ‘residuals’, i.e. the vertical dis-
crepancy between the observed yi and the point on the line
that would be assigned for the xi, i.e. b0 þ b1xi (see Figure 3).
The residuals or ‘estimated errors’ are thus

ei ¼ yi � b0 þ b1xið Þ:

The regression line that best fits the observations is calculated
based on minimizing the sum of the squares of the residuals,
the so-called ‘ordinary least squares’ (OLS) estimates of b0 and
b1 (see Figure 4). The smaller the sum of the areas of the
squares, the better the fit. The OLS estimates are the ones that
have the smallest sum of squares.

The OLS-estimated intercept and slope are denoted by b̂0

and b̂1, respectively. These estimates are ‘statistics’, i.e. calcula-
tions based on the observations in the samples, and they are
obtained simply from the geometry of the straight line and the
calculation of the residuals. However, given the distributional
assumptions about the random variable Y, they can also be
estimated using statistical likelihood maximization methods,
and in this case of simple linear regression, one obtains exactly
the same estimates either way. Additional distributional
assumptions (independence, Gaussian distribution) provide us
with the ability to quantify the ‘uncertainty’ in the estimates,
and one can thus provide respective confidence intervals to

quantify the amount of uncertainty around these estimates or
test hypotheses about the parameters b0 and b1 in the popula-
tion using these estimates. If not willing to make such distribu-
tional assumptions, one can still obtain the OLS estimates of b0
and b1 using the simple geometric interpretation of the resid-
uals.

Illustrative example

Haque (2011) studied the relationship between age-group and
average road fatalities in Brunei in 2007–2008. Data excerpted
from his Table 4 are plotted in Figure 5.

We notice that for older age groups in women, the average
road deaths are higher, so that the association is positive.
When fitting a straight line using OLS, we obtain the following
estimated simple linear regression line:

Mean road deaths ¼ 1:4þ 0:2 age groupð Þ;

which agrees with our visual assessment: for each unit age
group increase, the mean deaths increase by 0.2.

Concluding remarks

Studying relationships among variables using statistical models
commonly relies on the simplifying assumption that the rela-
tionship can be described by a simple straight line. This impor-
tant assumption implies that regardless of the value of the
independent variable, a unit change in the x-axis will be associ-
ated with exactly the same amount of change in the y-axis.

Figure 1. Schematic diagram of simple linear regression.

Figure 2. Schematic diagram of the assumptions of linearity, normality and homo-
scedasticity in the simple linear model [Figure 10.5 from the textbook Beginning
Statistics, v1.0 (2012)].

y-axi

0                             

s 

             xi               x-axis

Figure 3. Schematic diagram of simple linear regression residuals.
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Figure 4. Schematic diagram of squares of residuals.
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This assumption simplifies what are usually complex associa-
tions, but the geometric ease of interpretation is appealing.

Departures from linearity necessitate more complex nonlinear
models and/or the incorporation of additional independent
variables in the model. These will be explored in subsequent
Accidental Notes.
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H I G H L I G H T S

• Building energy demand assessment
designed with high-energy perfor-
mance.

• Parametric simulation to develop an
accurate energy database.

• Sensitivity analysis to identify the
main parameters of the building en-
ergy balance.

• Forecasting of the building energy
needs through the black box method.

• Multiple Linear Regression to identify
simple correlations with high reliable
degree.
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A B S T R A C T

Different ways to evaluate the building energy balance can be found in literature, including comprehensive
techniques, statistical and machine-learning methods and hybrid approaches. The identification of the most
suitable approach is important to accelerate the preliminary energy assessment. In the first category, several
numerical methods have been developed and implemented in specialised software using different mathematical
languages. However, these tools require an expert user and a model calibration. The authors, in order to
overcome these limitations, have developed an alternative, reliable linear regression model to determine
building energy needs. Starting from a detailed and calibrated dynamic model, it was possible to implement a
parametric simulation that solves the energy performance of 195 scenarios. The lack of general results led the
authors to investigate a statistical method also capable of supporting an unskilled user in the estimation of the
building energy demand. To guarantee high reliability and ease of use, a selection of the most suitable variables
was conducted by careful sensitivity analysis using the Pearson coefficient. The Multiple Linear Regression
method allowed the development of some simple relationships to determine the thermal heating or cooling
energy demand of a generic building as a function of only a few, well-known parameters. Deep statistical
analysis of the main error indices underlined the high reliability of the results. This approach is not targeted at
replacing a dynamic simulation model, but it represents a simple decision support tool for the preliminary
assessment of the energy demand related to any building and any weather condition.

1. Introduction

In Europe, the building sector is considered to be the largest energy

consumer being responsible for up to 40% of total energy use and 36%
of total CO2 emissions [1]; more specifically, the non-residential sector
represents about 40% of total energy consumption in the building
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sector [2,3]. A knowledge of the energy performance of existing
building stocks and the forecasting of the energy behaviour of newly
designed buildings is fundamental to achieving the targets of the EPDB
(Energy Performance of Building Directive) established by the Eur-
opean Union [1].

It is well-known that building energy assessment is quite complex
owing to the influence of many factors, such as weather conditions, the
building construction and its shape, the thermophysical properties of
the materials used, the intended use, the occupancy and behaviour of
the users, the lighting, the ventilation, and the heating/cooling systems
along with their performance and operating schedules [4]. Further-
more, for new buildings, it is necessary for the choices to be based on
high energy performance, securely guaranteeing the achievement of
energy and environmental targets.

In general, the evaluation of the energy performance of an existing
building and the design of new buildings integrating several energy-
efficiency measures are solved via software programs with the aim of
predicting improvements that could be made considering different de-
sign management. For careful energy planning, new methods have to be
explored in order to support engineers and architects in their efforts to
improve design, reduce computational time and increase energy per-
formance.

Due to the complexity of the problem, the prediction of building
energy consumption is quite difficult and has become one of the main
objectives of several research studies. In recent years, a large number of
both elaborate and simplified forecast approaches have been proposed
and applied to several problems. Several of these cases are available,
some based on knowledge of the building thermal balance and on the
resolution of physical equations, and others on building data collection
and on the implementation of forecast models developed by means of
machine-learning techniques [5]. In the literature, it is possible to
distinguish three main methods: “white box” or physical techniques,
“black box” or statistical and/or learning approaches and “grey box” or
hybrid approaches.

The “white box” approaches are used to model building thermal
behaviour for several applications on different scales. These techniques,
known also as engineering methods, are based on the use of physical
principles to solve the equations describing the physical behaviour of
heat transfer. In this category, it is possible to distinguish between
simplified and detailed comprehensive methods. Among the simplified

methods, the degree day method is one of the most used; several re-
search studies affirm that meteorological data provide an effective tool
for determining the energy demand and for calculating heating or
cooling building requirements [6–8]. Another simplified method is
based on the temperature frequency, which can be used to model large
buildings where internal gains (QG) dominate [9]. For example, White
et al. [10] attempted to use average monthly temperatures to predict
monthly building energy consumption and Westphal et al. [11] fore-
casted the annual heating and cooling loads of non-residential buildings
based on certain weather variables.

On the other hand, the detailed comprehensive methods use very
elaborate physical functions to evaluate, step-by-step, the energy con-
sumption of a building linked to its construction, operation of the sys-
tems, utility rate schedule of the equipment, external climate conditions
and solar irradiance.

To solve such physical problems, a large number of numerical
software programs are available and these have been compared
[12,13]. Users can choose to select the mechanisms and the associated
equations representing the system, but sometimes many software tools
are badly adapted to taking into account moisture influences, and
generally the effects of latent heat are neglected [13,14]. In the lit-
erature, three main thermal building models can currently be found:
Computational Fluid Dynamics (CFD), zonal methods and the multi-
zone technique. CFD is a branch of fluid mechanics that is based on
numerical analysis to analyse and solve problems that involve flows.
Nowadays, a huge number of CFD software programs are available,
such as FLUENT [15], COMSOL Multiphysics [16], MIT-CFD, PHOEN-
ICS-CFD [17], and so on.

The zonal method is the first degree of simplification of the CFD
technique; it involves dividing each building zone into several cells
detailing the indoor environment and estimating a thermal comfort
zone [18,19]. Specifically, this technique presents its efficiency in the
description of the flow profiles within the building. The multi-zone
technique, or nodal method, is based on the assumption that each
building zone is a homogeneous volume characterised by uniform state
variables. The solution is based on the application of two main
methods: transfer functions or the finite difference method. In the field
of energy efficiency and sustainability in buildings, and based on this
last technique, several software tools have been developed, such as,
Energy Plus [20], ESP-r [21], TRNSYS, IDA-ICE [22], Clim2000

Nomenclature

Acronyms

ANN Artificial Neural Network
CFD Computational Fluid Dynamics
FEMP Measurement and Verification of Federal Energy Projects
GA Genetic Algorithm
MLR Multiple Linear Regression
SVM Support Vector Machine
TMY Typical Meteorological Year

MLR parameters

yi i-th independent variable
xi i-th explanatory variable
b0 intercept of the linear regression
bi i-th regression coefficient
e error of the linear regression

Error and performance parameters

CV-RMSE Coefficient of Variation of the Root Mean Square Error

MAE Mean Absolute Error
MAPE Mean Absolute Percentage Error
MSE Mean Squared Error
NMBE Normalize Mean Bias Error
RMSE Root Mean Square Error
R2 determination coefficient
StD Standard Deviation

Other parameters

CDD Cooling Degree Days [K day]
HDD Heating Degree Days [K day]
QG internal gains [kWh/year]
Sop opaque surface [m2]
Sw surface of the glazed component [m2]
S/V shape factor [m−1]
U thermal transmittance [W/(m2·K)]

Outputs of the models

Cd cooling energy demand [kWh/(m2·year)]
Ed energy demand [kWh/(m2·year)]
Hd heating energy demand [kWh/(m2·year)]
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[23,24], BSim [25,26] and BUILDOPT-VIE [27].
Although these simulation tools are effective and accurate, there are

some practical difficulties in implementing a reliable model. Indeed,
these tools require details of the building and environmental para-
meters which are not always simple to find and collect, and the lack of
precise input can lead to a low-accuracy simulation; furthermore, to use
these tools normally, an expert user is required, as is a careful cali-
bration of the model.

The “black box” approaches are mainly used to deduce a prediction
model from a relevant database (for example, to forecast energy con-
sumption or heating/cooling load in a given building). These models do
not require any information about physical phenomena but they are
based on a function deduced only by means of sample data connected to
each other and which describe the behaviour of a specific system. The
black box methods mainly employed in the field of building energy
forecasting are: Multiple Linear Regression (MLR) or statistical regres-
sion model, Genetic Algorithm (GA), Artificial Neural Network (ANN)
the Support Vector Machine (SVM) [4,5]; an overview of these method
is described in Li et al. [28].

MLR methods correlate the building energy consumption or energy
indices with the influencing variables in a simple way. These empirical
models are developed based on energy performance data collected
previously. In certain simplified models, linear regression is used to
correlate the energy consumption with climatic variables [29–31]; for
example, Ansari et al. [32] calculated the total cooling load by adding
up the cooling load of each building envelope component, while Dhar
et al. [33,34] modelled heating and cooling loads using the outdoor dry
bulb temperature as the only weather variable. Parti et al. [35] were the
first to propose a new method using linear regression for the prediction
of building energy consumption.

Kialashaki et al. [36] applied the regression and ANN models to
evaluate the energy requirements of the residential sector.

The main advantage of this method is its ease of use; indeed, no
specific expertise is required. As indicated in Aydinalp-Koksal et al.
[37], regression models are easier to use, against the engineering
methods. However, the MLR presents a major limitation in that it is
unable to treat non-linear problems.

GA is a stochastic optimisation technique based on Darwin’s theory
of evolution. In building simulation, GA is used to find a prediction
model deducing a simple equation which can fit the problem. An im-
portant advantage of GA is the fact that it deals with a powerful opti-
misation method which is able to solve every problem and give several
final solutions to a complex problem [5].

Among artificial intelligence models, ANN's are the most widely
used in the forecasting of building energy and are capable of solving
both non-linear and complex problems [38,39]. The main advantage of
ANN is its ability to determine non-linear relationships among different
variables without any assumptions or any postulate of a model over-
coming the discretisation problem. However, ANNs need to have a re-
levant database in order to obtain reliable solutions. In fact, it is really
important to train an ANN with an exhaustive learning database with
representative and complete samples [4].

Among artificial intelligence techniques, SVM, introduced by
Vapnik et al. [40], is usually used to solve classification and regression
problems. These are highly effective models even with small quantities
of training data. Many studies [41,42] of these models were conducted
on building energy analysis and demonstrate that SVMs can perform
well in predicting hourly and monthly building energy consumption.
When a problem cannot be completely solved by applying one of the
methods previously described, it is possible to use a “grey box” method.
These methods can overcome the limitations of each individual tech-
nique by coupling them so that the advantages of one method coun-
teract the drawbacks of the other [5].

In the field of building energy planning, it would be more con-
venient to identify the best method that describes the investigated
problem for the development of a generic decision support tool,

characterised by low calculation time, a non-complex data collection
phase, high reliability and a simple calculation language that can be
used even by a non-expert user.

1.1. Contribution of the work

In this paper, the authors have tried to identify a simple method
capable of solving the traditional building energy balance which will
represent a decision support tool useful in the preliminary phases of an
energy planning, when the user is not an expert or when it is necessary
to speed up the decision-making phases.

A comprehensive analysis of the energy performance of a specific
building, although correctly interpreting the energy balance problem,
requires an expert user with a knowledge of the physical problems as-
sociated and who is capable of constructing a model, collecting and
implementing a large number of parameters, performing careful cali-
brations and explaining the results well. All of these steps require high
computational time and do not always provide an immediately correct
evaluation; with an incorrect assessment, the procedure must be re-
started. Moreover, although a parametric simulation allows the si-
multaneous analysis of the energy needs of several case studies, the
results cannot be generalised: a dynamic simulation of each individual
case corresponds to a specific result. To try to overcome these limits and
to accelerate the preliminary assessment phase, the authors in-
vestigated the reliability of an alternative method using the multiple
linear regression to solve the building energy balance. With the im-
plementation of a detailed, reliable energy database, representative of
high energy performance non-residential building stocks, it was pos-
sible to apply the black box method and to compare the obtained results
with the previous comprehensive analysis. Obviously, the method va-
lidity is linked to the reliability of the database used to identify the
linear correlation. To ensure this high reliability, the authors based
their work on a carefully calibrated TRNSYS model, implementing a
parametric simulation which allowed the investigation of 195 scenarios
representing different possible building combinations built with high
energy performance and simulated in several climatic conditions for
different thermophysical characteristics and different shape factors (S/
V). Furthermore, a careful sensitivity analysis through examination of
the Pearson coefficient permitted the identification of the most suitable
variables that influence the building energy balance during the
heating/cooling period. The application of the MLR method to the en-
ergy database resulted in the definition of some simple correlations that
identified heating (Hd), cooling (Cd) or comprehensive (Ed) energy de-
mand with a high degree of reliability and these are valid for a re-
presentative building stock. These correlations, validated thanks to
deep statistical error analysis, solve the building energy balance
knowing only a few well-known parameters and without any compu-
tational time or physical knowledge. For these reasons, the solutions
obtained from the application of the MLR method can be considered
generic and applicable to any condition. The literature reports black
box methods being applied to forecast the energy needs of a single
building or a district level, yet in this work a methodology is proposed
to allow the identification of a more flexible tool that can assess the
energy requirements of an entire panorama of non-residential build-
ings. Indeed, once the correlations valid at a general level have been
determined, it will be possible to provide an easy-to-use tool that can
help identify the needs of a building without that the user knowing the
physical problem or all the variables that come into play, simply by
solving a linear equation. Furthermore, the added value of this paper
lies in the generality of the results obtained thanks to the availability of
an accurate database built on a high number of models that were si-
mulated with parametric simulations. The high degree of reliability
achieved from the results guarantees that this methodology can be re-
plicated in any other climatic and building context, representing a
forecasting tool to support decisions.

The simple form of the correlations could be used as a

G. Ciulla and A. D'Amico Applied Energy 253 (2019) 113500

3



supplementary evaluation criterion/tool to support standards and/or
laws in the field of building energy performance. Although it is possible
to develop AI-based models (SVM, ANN, GA, and so on), which in some
cases, present more accurate solutions, these tools require a high
knowledge of the physical, numerical and mathematical principles of
the analysed sector. Moreover, as for the MLR application, such tools
require for their implementation the use of an accurate database [5,43].
Another strength of the presented model in this work is that the ap-
plication of the MLR method does not require, during the use phase, any
calculation tool such as a personal computer or software program, but it
is characterised by the resolution of a simple linear equation.

2. Method

The aim of this paper is to provide an improved method that allows
the evaluation of building energy performance immediately and simply
in any situation and boundary conditions. In this section, the main steps
and the procedures used to achieve the objective of the work are illu-
strated. In the flow chart, displayed in Fig. 1, the entire procedure
followed by the authors is represented.

As indicated in the flow chart, the idea is to develop a generic de-
cision support tool that, without an expert user and with a high degree
of reliability, immediately solves the traditional building energy bal-
ance in any case and in any conditions. In order to achieve this goal, it is

necessary to develop a generic solution of a representative building
stock which includes all possible building topologies and environmental
conditions. For this reason, the authors decided to investigate, as re-
presentative, non-residential buildings designed with high energy per-
formance according to the energy efficiency laws and standards in Italy
(Section 3).

As explained in the introduction, to solve the building energy bal-
ance it is possible to choose several methods, the two methods applied
in this work are reported in the flow chart. First of all, to determine the
building thermal energy demand a comprehensive method (Section 4)
was applied. A detailed TRNSYS model of a non-residential building
was developed allowing, after a careful calibration with actual condi-
tions, the determination of the heating and cooling energy requirements
(Section 4.1). To collect the results that describe the energy balance of
the representative building stock, a parametric simulation was devel-
oped. Based on the calibrated model and developing the parametric
analysis, the authors simulated 195 scenarios of a non-residential
building [44], which represent the possible combinations in 5 climatic
zones and 15 cities, with 13 shape factors and different thermo-physical
parameters, for a total of 1560 simulations (Section 4.2).

The identification of a series of restrictions such as data collection,
knowledge of the physical problems, the tool language, the computa-
tional time and the lack of generality of results, because these are single
answers to a specific condition (Section 4.3), prompted the authors to

Fig. 1. Flow chart of the procedure method.
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investigate other alternative methods that overcome these limits. As
previously indicated, a good alternative for resolving this problem is
represented by the black box methods (Section 5). Although they do not
take into account the physics of the problem, they are able to identify a
correlation or a dependence between the input and output data. The
strong correlation or dependence between the data is guaranteed by the
identification of the main parameters that characterise the building
energy balance. In this case, for a generic solution, all main parameters
that describe the building thermal energy balance and all thermal en-
ergy results obtained from the parametric simulations were collected in
a matrix of 197 rows and 20 columns. This dataset was used to explore
the MLR method (Section 6), which allows the modelling of a linear
relationship between two or more explanatory variables (input of the
model) and a response variable (building energy performance) through
a fitting procedure.

The identification of the best solutions for calculating the building
energy demand with high reliability is guaranteed thanks to preventive
sensitivity analysis (Section 6.1), which allowed to identify the more
correlate parameters with the heating and cooling demand, and so too
the optimal input data for forecasting the building energy requirements.
The performance analysis of this alternative method is illustrated by
means of an error metric analysis (Section 6.2), which provides the
most used error indices. This statistical analysis was applied for all
correlation forms proposed: for the heating (Section 6.2.1), cooling
(Section 6.2.2) and comprehensive energy demand assessment (Section
6.2.3). Owing to the reliability and flexibility of the energy database,
this method was investigated with good results. The generic database,
which identifies a solution that simultaneously responds to changes in
climate and shape factor, gives generic solutions that can explain any
possible building topology in any condition (Section 7).

3. Case study

As previously indicated, the authors proposed a method for the
assessment of building energy needs that can be extended to any con-
text, for any building and boundary conditions. In order to obtain a
generic tool with these characteristics, it was necessary to investigate a
representative building stock that includes all possible building types
and environmental conditions. It is known in the energy efficiency field
that every European country legislates autonomously and that the
standards and laws require different transmittance limit values for the
building envelope and different efficiency systems. In this case, the
authors decided to analyse a representative building stock designed
with high energy performance and non-residential use located in the
Italian context, which had already been developed in a previous work
[44].

Based on the Heating Degree Days (HDD) index, the Italian pe-
ninsula can be divided into six different climatic zones [45], where zone
A represents the hottest and zone F represents the coolest. For each
zone, the daily hours of heating system activity and the consequent
yearly heating period are indicated (Table 1) and the transmittance
limit values for the design of high-performance buildings are imposed
(Table 2) [46].

As for Cooling Degree Days (CDD), the current Italian standards
indicate values without changing the cooling periods for all Italian ci-
ties, and without making any distinction between the climate zones
[47]. In order to represent the entire climate conditions, 3 cities,
characterised by the maximum, minimum, and mean HDD value were
selected for each zone [48]; the 15 selected cities, according to actual
Italian laws and standards are collected in Table 3.

Furthermore, because in [47] the CDD values for all Italian cities are
not indicated, among the cities chosen in this work, Cortina, Sestriere
and Termoli have no indication of CDD values (bolded in Table 3).
Based on the calculation procedure used in Italy [44] and the actual
standard indications for the determination of the CDDs, the authors
calculated the CDD values for these 3 cities.

From a geometrical point of view, the shape factor indicates the
ratio between the surface exposed to the outside or to another ambient
at different temperature, and the heated volume, representing thus, an
energy loss index [4]. For this reason, to obtain generic results, it is
necessary to investigate several geometrical configurations. In the fol-
lowing table (Table 4) all analysed geometrical configurations are
listed.

On the basis of the real geometric constructions of a non-residential
building with high energy performance, the authors have tried to in-
vestigate the greatest number of combinations, varying the S/V from
0.2 to 0.9 and respectively identifying the geometric dimensions.

A knowledge of the energy demand of each building, varying si-
multaneously the weather conditions, the shape factor and the thermal
transmittance of the envelope allowed us to obtain an energy database
of non-residential building stock designed with high performance re-
presentative of the Italian context.

4. White box methods

One of the most common white box methods for solving the
building energy balance is the multi-zone technique for which several
software programs have been developed. The application of these
software provides optimal energy consumption estimations with some
simplifications. Indeed, these tools require a detailed data collection
phase, long computational times, calibration of the model and an expert
user who knows how to use these and the physical phenomena of the
problem. To achieve the aim, the authors first implemented and cali-
brated an “ideal building” and then, to generalise the results, developed
a parametric simulation.

4.1. Base-case and calibration

The authors decided to consider a non-residential building located
in the south of Italy the as “Base-Case”. The building was constructed
between 1962 and 1965 and it is used as the Department of Energy,
Information Engineering and Mathematical Models (DEIM) at the
University of Palermo. It has five elevations: the mezzanine floor and
the third floor are intended for laboratory use, the first and second
floors are mainly used as offices, and the basement floor is the location
of the technical room. From a structural point of view, the building has
a load-bearing system framed with pillars and beams in reinforced
concrete with foundations made of reinforced concrete plinths con-
nected with beams. Each floor is characterised by a surface of 1130m2

and the thermophysical main features are listed in Table 5.
The windows are made of aluminium and equipped with insulating

thermoacoustic glass with plastic blinds. To solve the energy balance of
this building, TRNSYS software (Fig. 2) was used and in order to si-
mulate the thermal behaviour, the following were considered:

• detailed weekly and daily schedules regarding the utilisation of
equipment, lighting systems, and presence of office users;
• actual monitored data recorded from 2000 to 2009 (TMY2) gener-
ated by Meteonorm software [49];

Table 1
Italian climatic zones.

Climatic Zone HDD Heating season Daily hours

From To From To

A 0 600 1st December 15th March 6
B 601 900 1st December 31st March 8
C 901 1400 15th November 31st March 10
D 1401 2100 1st November 15th April 12
E 2101 3000 15th October 15th April 14
F 3001 ∞ No limit
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• infiltration losses according to Appendix C of [50];
• a heat gain of 230W per piece of equipment (one piece for each
office worker and one piece per 50 meeting people); and
• the estimation of the presence of office workers with sedentary ac-
tivity (1 met).

Furthermore, based on the heating and cooling periods, a heating
period was set from 1st December to 31st March and a cooling period
from 1st June to 30th September, eliminating weekdays and holidays,
for 8 h per day based on the office occupancy rate.

The results obtained from the dynamic simulations were validated
thanks to a model calibration. For the model validation, data recorded
by two-channel Hobo-U10 Temp/RH temperature sensors positioned in
some office rooms of the building, was used.

For a period from 25th February to 17th May 2006, the indoor air

temperature and the indoor air average relative humidity trends were
monitored. For example, the data relating to an area for office use lo-
cated on the second floor is reported. This office was unoccupied for the
entire period and, therefore, characterised by a low air turnover and
negligible temperature changes.

In Fig. 3, the comparison between the hourly measured and simu-
lated indoor air temperature is illustrated. As reported in Mustafaraj
et al. [51] and Royapoor et al. [52], according to the main standards or
guidelines (ASHRAE Guideline 14 [53], Measurement and Verification
of Federal Energy Projects (FEMP) [54] and International Performance
Measurement and Verification Protocol (IPMVP) [55]), the authors
could validate the “Base-Case” model. In particular, two error indices
were calculated: the Normalized Mean Bias Error (NMBE) and the
Coefficient of Variation of the Root Mean Square Error (CV-RMSE):

• the NMBE (Eq. (1)) is a normalisation of the Mean Bias Error and
provides the global bias between the expected and predicted data.
Positive values of this index mean that the model provides an un-
derestimated value with respect to the expected data. Negative va-
lues mean that the model provides an overestimated output data
[56,57].

= =NMBE
N

x y
x

100· 1 ( )
¯

i
N

i i1
(1)

• the CV-RMSE (Eq. (2)), providing a measure of the variability of the
error between the expected and predicted data, is one of the most
important measurements for evaluating the goodness-of-fit of the
forecast model [58]. It provides a clear indication of the forecast
ability of the model in the field of building energy evaluation
[57,59]
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In Table 6, the limit values and ranges of applicability of all criteria
for both indices for hourly calibration are reported; furthermore, in the
last column the NMBE and the CV-RMSE calculated for the “Base-Case”
model are indicated.

For all criteria the “Base-Case” model was calibrated; the NMBE is
within the applicability ranges required and CV-RMSE is lower than the
specified limit values.

4.2. Parametric simulation

As explained previously, to obtain a generic database useful for
developing a reliable forecast model, it was necessary to perform a
parametric simulation in a TRNSYS environment. Based on the cali-
brated model, it was possible to develop several scenarios for analysing
the energy demand, varying different boundary conditions and several
geometrical properties. From the “Base-Case”, it was possible to con-
struct an “ideal building” model that, by means of a parametric simu-
lation, was simulated 1560 times, each time varying the shape factors,
the heated volume, the building construction type, the thermo-physical
features, the heating/cooling operational period, the climatic zones, the
cities and the building orientation. It was, therefore, possible to gen-
erate a large building energy database representative of non-residential
Italian building stocks designed with high energy performance [44]. An
“ideal building” model for each climatic zone was developed. Varying
the climatic zones change the limit transmittance values; the values of
the thermal transmittance (U) used for the five climatic zones are col-
lected in Table 7.

Each model was simulated for 13 geometrical configurations in 5
climatic zones represented by 3 different cities (Table 3). Moreover,
because the building orientation and the wall azimuth influences the
solar radiation received on the façade, each model was simulated eight

Table 2
Limit thermal transmittance values for each climatic zone.

Climatic zone A-B C D E F

Ulimit [W/(m2·K)]

Uwall 0.45 0.38 0.34 0.30 0.28
Uroof 0.38 0.36 0.30 0.25 0.23
Ufloor 0.46 0.40 0.32 0.30 0.28
Uwindow 3.20 2.40 2.00 1.80 1.50

Table 3
Selected Italian cities HDD and CDD values.

Climatic Zone City HDD CDD

[K day] [K day]

B Messina 707 260
Palermo 751 309
Crotone 899 255

C Cagliari 990 222
Bari 1185 314
Termoli 1350 155

D Genova 1435 115
Firenze 1821 331
Forlì 2087 108

E Trieste 2102 125
Torino 2617 166
Bolzano 2791 135

F Cuneo 3012 80
Cortina 4433 0
Sestriere 5165 0

Table 4
Geometric features of the investigated building models [44].

Case
study

S/V Width Depth Height Loss
surface

Heated
surface

Heated
volume

[m−1] [m] [m] [m] [m2] [m2] [m3]

1 0.24 45 39 13.5 5797 7050 23,793
2 0.50 106 50 4.5 11,987 5293 23,793
3 0.90 118 8 3.16 2673 940 2970
4 0.35 15 30 13.5 2115 1800 6075
5 0.62 25 20 4.5 1405 500 2248
6 0.76 40 25 3.16 2411 1000 3160
7 0.4 25 15 10.5 1590 1125 3938
8 0.32 40 40 9 4640 3200 14,400
9 0.27 60 22 13.5 4854 5280 17,820
10 0.69 90 20 3.5 4370 1800 6300
11 0.70 45 60 3.2 6072 2700 8640
12 0.58 50 50 4 5800 2500 10,000
13 0.56 100 50 4 11,200 5000 20,000
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times, varying the orientation by 45° each time, and averaging the re-
sults (for a total of 1560 simulations). In D’Amico et al. [44], the results
obtained from the parametric dynamic simulation are collected.

4.3. White box method: strengths and weaknesses

The use of a white box method to solve the energy balance is a good
solution but can be considered reliable only if the dynamic model is
calibrated. As explained previously, the identification of the best soft-
ware tool is not always simple and an expert user of the investigated
problem and of the software language is necessary. Any simulation
needs the collection of a multitude of parameters, which are not always
easy to select or to implement. For careful building energy analysis, a
preliminary collection and investigation phase is necessary. After cali-
brating the “Base-Case” model and implementing other reliable sce-
narios with a parametric simulation in order to extrapolate a generic
relation that permits the identification of the energy demand of a

generic building, all results must be analysed and elaborated because
each single simulation is the answer to a specific condition. For this
reason, the authors decided to explore an alternative method belonging
to the black box category.

5. Black box methods

Although the application of comprehensive methods by means of a
dynamic simulation software tool represents the optimal solution for
evaluating building energy performance, the high number of difficulties
encountered in the implementation of the model has led many re-
searchers to study and develop alternative resolution techniques such as
those represented by black box methods. Thanks to the availability of a
large, generic database (Section 4.2), built through the application of a
parametric simulation on 1560 models in the TRNSYS environment,
this alternative approach could be applied with optimal results using
the correlations between the expected and predicted data, as found in

Table 5
Envelope thermal features of the ideal building model.

Components Layers Materials Conductivity Density Thermal capacity Thickness
[W/mK] [kg/m3] [kJ/kg K] [m]

External Wall 1 External coating 1.00 1800 0.84 0.02
2 Lime cement 0.90 1800 0.96 0.015
3 Tuff block 0.63 1500 0.70 0.30
4 Internal Plaster 0.70 850 0.96 0.02

Floor 1 Cement Brick 2.00 2500 0.88 0.02
2 Cement Screed 1.40 2000 1.20 0.06
4 Concreate slab 1.91 1400 1.00 0.25
5 Internal Plaster 2 0.70 800 0.837 0.02

Roof 1 External tiles 1.10 2100 0.84 0.01
2 Bitumen 0.17 1200 1.40 0.02
3 Lime cement 1.40 2000 1.20 0.06
5 Concreate slab 1.91 1400 1.00 0.25
6 Internal Plaster 2 0.70 800 0.84 0.02

Fig. 2. TRNSYS schema.
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the literature [60,61]. For this reason, the authors explored the ap-
plicability of the black box method developing a linear regression
model. In order to validate this method, the authors used 85% of the
available data for the determination of the MLR model equations, while
the remaining 15% was used to evaluate and test the reliability
achieved by each relationship. To provide some information on the
reliability of each model, a first analysis on the distribution of residuals
(differences between expected and predicted values by the models)
through their representation in scatter plots was conducted. Despite
being a simplistic analysis, this provides the first feedback on the
goodness of fit of the built model; a distribution of the residuals around
zero is indicative of model accuracy in forecasting building energy
needs. However, deep statistical analysis on forecasting model errors
should satisfy five evaluation criteria:

1. measurement validity;
2. reliability;
3. ease of interpretation;
4. clarity of presentation; and
5. support of statistical evaluation.

Hence, the authors provided the following statistical errors [62]:

• the Mean Absolute Error (MAE) represents the direct deviation be-
tween expected and predicted output values (Eq. (3)) [59]:
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• the Mean Square Error (MSE) calculates the variance between the
target of a model and what is going to be forecasted (Eq. (4)) [63]:
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• the Root Mean Square Error (RMSE) represents the square root of
the quadratic mean of the differences between predicted and ex-
pected values (Eq. (5)).
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• the Mean Absolute Percentage Error (MAPE) evaluates the absolute
percentage deviation between the predicted and expected values. It
indicate the percentage error size that could be used as a measure of
the quality of a model’s output (Eq. (6)) [64]:
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• the determination coefficient (R2) evaluates the manner in which a
model approximates the real data points, which is a measure of the
predictability degree of the model [65]; the higher R2, the more
efficient the developed model (Eq. (7)) [66]:
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where

xi is the i-th expected output;
yi is the i-th predicted output;
x̄ is the average of the whole desired output; and
N is the number of the identification set samples.

The MAE, MSE, RMSE and MAPE allow a comparison of the de-
viation between the predicted and expected values of the building en-
ergy demand [65,67]. However, because the first three are based on
absolute errors, it is not possible to identify a specific criterion to find
an optimal value for each of them, but smaller values correspond to
more precise models. Instead, the MAPE, being independent of the
scale, is more significant [67].

6. MLR model

The multiple linear regression model allows an immediate assess-
ment of building energy requirements. As discussed before, an MLR
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Fig. 3. Comparison between the measured and simulated indoor air temperature trend.

Table 6
Criteria and error indices for the model calibration.

Calibration Criteria Index FEMP ASHRAE IPMVP Base Case

Hourly criteria % NMBE ±10 ±10 ±5 +1.33
CV-RMSE 30 30 20 8.13

Table 7
Thermal transmittance values used in the TRNSYS models.

Climatic zone A-B C D E F

Umodel [W/(m2·K)]

Uwall 0.444 0.379 0.336 0.297 0.276
Uroof 0.377 0.353 0.303 0.249 0.234
Ufloor 0.445 0.385 0.307 0.287 0.268
Uwindow 2.760 2.260 1.760 1.760 1.40
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model is one of the black box categories and one of the easiest and most
intuitive approaches of prediction. This method, excluding a knowledge
of the physical phenomena, still allows the prefixed objective to be
reached without excessive computational cost. Nonetheless, a knowl-
edge of a large survey database on which the model can be constructed
is necessary. Therefore, if compared to the physical model, MLR models
have the advantage of minimising the amount of input data, avoiding
tedious work and the necessity for powerful informatics equipment
[62]. The aim of this method is to explain the relationship between the
dependent variable (annual heating, cooling or comprehensive energy
demand) and two or more explanatory variables or regressors (climate
and thermophysical parameters) using linear combinations of the latter
[68]. The MLR models were developed according to the most general
equation form (Eq. (8)) [69]:

= + + + + +y b b x b x b x e...i p p0 1 1 2 2 (8)

where

yi represent the i-th independent variable (output);
xi represent the i-th explanatory variable (input);
b0 is the intercept of the relationship;
bi is the i-th regression coefficient that determines the used weight
by the equation on the i-th explanatory variable to provide the es-
timate output; and
e is the error related to the i-th observation.

The objective function for constructing the MLR model is the least
square method, with the goal of minimising the sum of the least square
errors between the expected and predicted outputs as illustrated in the
following equation (Eq. (9)) [68]:
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6.1. Sensitivity analysis and input variable selection

Owing to the complexity of the building energy balance resolution,
selection of the phenomenon explanatory variables is a crucial step in
the modelling of forecasting methods, because the input data de-
termines both the equation form and the partial regression coefficient
values that affect the results [70]. This is widely recognised by the
scientific community and input data selection is applied in many works:
in Lahouar et al. [71], an autocorrelation plot was used to identify the
input that most influences the output variables; in Gunay et al. [72] and
Kapetanakis et al. [73], the Pearson and Spearman correlation coeffi-
cients were applied to identify the strongest correlation between the
building load and weather parameters. Other input selection methods
are represented by the clustering methods; for example, Yan Ding et al.
[74] applied the K-means and hierarchical clustering methods to study

the accuracy of cooling load prediction models in office buildings in-
fluenced by the input data. In the same manner, David Hsu [75] used
the K-means and clusterwise regression methods for an energy needs
prediction model. To identify the mean parameters that mostly influ-
ence the heating and cooling energy demands of the building stock
studied, the authors applied the Pearson correlation coefficient (r)
analysis. This method, deducing simple correlations between the ex-
planatory variables and the dependent variable, is one of the simplest
and fastest methods for selecting and identifying the most influential
input variables useful for forecast models [70]. Given two statistical
variables, the Pearson correlation r coefficient is defined as the ratio
between the covariance of the two variables and the standard deviation
of each as indicated in the following (Eq. (10)):

=r
·
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where xy is the covariance between the x and y variables and is cal-
culated as:

=
=n

x x y y1 ( ¯)·( ¯)xy
i

n

i i
1 (11)

and x and y are the standard deviation of each variable and are cal-
culated as:
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The r coefficient measures the linear correlation between the two
analysed variables and it may assume a value between −1 < r < 1;
the value 1 represents a total positive linear correlation, the value −1
indicates a total negative linear correlation and 0 means that there is
not a linear correlation.

The authors calculated the r coefficient for each parameter re-
presentative of the energy database constructed in Section 4.2 and then
applied a sensitivity analysis to identify those parameters that affect the
building thermal balance more and that can be used in the MLR model.
In the following graphs (Figs. 4–9), the linear regression of the main
variables affecting the dynamic behaviour of the “ideal building” model
both for heating and cooling energy demand are illustrated: HDD, CDD,
external temperature (T), S/V, glazed surface (Sw), opaque surface (Sop)
and internal gains (QG). For each trend, the determination coefficient
(R2) and the r coefficients are also displayed.

A first criterion for the identification of the significant variables for
the studied phenomenon could be that of sorting the variables in des-
cending order of the absolute value of the coefficient r and selecting
those that have a value of r significantly different from zero. Another
identification criterion is represented by an empirical rule that (for high
value of n) selects those variables in which the value of r is greater than

R² = 0.8444
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n2/ [76]. In Fig. 10, sensitivity analysis among the input variables
and the heating/cooling energy demand based on the r coefficient is
displayed.

To calculate the r correlation coefficient, the values assumed in each
selected city (for the climatic parameters) and the values assumed in
each “ideal building” model (for the thermophysical and geometric
parameters) were considered. In this manner, applying the empirical
selection criterion previously described, only the values with an r cor-
relation coefficient greater than 0.55 can be considered for the im-
plementation of the regression model. Based on these considerations
and on the sensitivity analysis emphasised in Fig. 10, the HDD, T, S/V
and Sw for the heating energy demand forecast and CDD, T and Sop for
the cooling energy demand evaluation should be selected. However,
based on the previous results obtained in Ciulla et al. [48,77] and in
D'Amico et al. [44], the authors, also for the building cooling load
evaluation, considered the S/V parameter indispensable. Instead, be-
cause the two climatic indices are a function of the external tempera-
tures, it was decided to exclude the temperature from input variables in
the linear regression model because of its redundancy. Further, the
determination of HDD and CDD data, often tabulated in laws and
standards, is easier than determining the average monthly temperatures
Regarding the high values of linear correlation assumed by the glazed
and opaque surfaces for the heating and cooling energy demand re-
spectively, it is possible to affirm that, fixing all other conditions, with
increases of the glazed surface the solar gain increases and obviously Hd
decreases and Cd increases.

6.2. MLR evaluation

The investigation of the MLR method allowed the identification of
the best correlation form for determining Hd, Cd and Ed. For the heating
and cooling demand two correlations were identified for each of them;
the first is a function of the weather index and the shape factor, and the
second is also a function of Sw for Hd and Sop for Cd. Regarding Ed

evaluation, the authors proposed two equation forms that considered
HDD, CDD and S/V simultaneously, and another correlation in which
the dependence from Sw and Sop are also indicated.

6.2.1. MLR and heating energy demand evaluation
The first form of the heating energy demand as a function of HDD

and S/V is represented by Eq. (14):

= + +H k HDD S
V

· ·d 1 2 (14)

where

1 is the first regression coefficient [kWh/(m2 year K day)];
2 is the second regression coefficient [kWh/m year]; and
k is the intercept [kWh/m2 year].

The graphical representation of Eq. (14) is plotted in Fig. 11.
While the second form of Hd as a function of HDD, S/V and Sw is

represented by Eq. (15):

= + + +H k HDD S
V

S· · ·d w1 2 3 (15)

where

1 is the first regression coefficient [kWh/(m2 year K day)];
2 is the second regression coefficient [kWh/m year];
3 is the third regression coefficient [kWh/m5 year]; and
k is the intercept [kWh/m2 year].

The values of all regression coefficients, intercepts and R2 for both
equations, obtained from the application of the least square method
between the expected and predicted outputs for 85% of the database
values are collected in Table 8; in both cases R2 is close to 0.9.
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6.2.2. MLR and cooling energy demand evaluation
In the same way, the first form of the cooling energy demand as a

function of CDD and S/V is represented by Eq. (16) and is plotted in
Fig. 12:

= + +C k CDD S
V

· ·d 1 2 (16)

where

1 is the first regression coefficient [kWh/(m
2 year K day)];

2 is the second regression coefficient [kWh/m year]; and
k is the intercept [kWh/m2 year].

The second form is represented by Eq. (17):

= + + +C k CDD S
V

S· · ·d op1 2 3 (17)

where

1 is the first regression coefficient [kWh/(m
2 year K day)];

2 is the second regression coefficient [kWh/m year];
3 is the third regression coefficient [kWh/m

5 year]; and
k is the intercept [kWh/m2 year].

Also in this case, the values of all regression coefficients, intercepts
and R2 for both equations were obtained from the application of the
least square method for 85% of the data.

It should be noted that some of the data from the sample was purged
due to an inconsistency between the value of CDD and the demand
value for cooling calculated with the TRNSYS models. More specifically,
for the cities where the CDD value was not initially provided, the
parameter was calculated by the authors, and in particular for Cortina
and Sestriere, the value of CDD was assessed as zero (Section 3). These

values could imply the non-ignition of the cooling system, but since the
current standard establishes a standard cooling period valid for all
Italian cities without distinction of area, the simulation in TRNSYS has
provided an unjustified cooling requirement. Therefore, for the de-
termination of the cooling energy demand, it was agreed to eliminate
the values linked to the models of the cities of Cortina and Sestriere (26
fewer scenarios). In Table 9, all parameters of Eqs. (16) and (17) are
collected and, in general, the R2 values are higher than 0.9.

6.2.3. MLR and comprehensive energy demand evaluation
To determine the comprehensive energy demand, two different

forms of correlation were investigated. As indicated in Eq. (18), the first
form considers, as a first explanatory variable, the sum of the HDD and
CDD indices and the regression plan is plotted in Fig. 13:

= + + +E k HDD CDD S
V

·( ) ·d 1 3 (18)

where

1, is the first regression coefficient [kWh/(m
2 year K day)];

2 is the second regression coefficient [kWh/m year]; and
k is the intercept [kWh/m2 year].

The second correlation form, instead, considers the two weather
indices in two different explanatory variables (Eq. (19)):

= + + +E k HDD CDD S
V

· · ·d1 1 2 3 (19)

where

1, 2 are the first and second regression coefficients [kWh/
(m2 year K day)];
3 is the third regression coefficient [kWh/m year]; and

R² = 0.5401
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k is the intercept [kWh/m2 year].

Finally, to consider the strong correlation among the energy de-
mand and the Sw and Sop parameters, a more complicated correlation is
proposed in which the value of Ed is a function of five parameters (Eq.
(20)):

= + + + + +E k HDD CDD S
V

S S· · · · ·d w op1 2 3 4 5 (20)

where

1 , 2 are the first and second regression coefficients [kWh/
(m2 year K day)];

3 is the third regression coefficient [kWh/m year];
4 , 5 are the fourth and fifth regression coefficients [kWh/m

5 year];
and
k is the intercept [kWh/m2 year].

The collection of the regression coefficients and the intercept values
for each correlation, and the comparison of the determination coeffi-
cients is reported in Table 10.

The results confirm that the use of HDD and CDD as a unique ex-
planatory variable or two distinct variables is indifferent, so much so that
the determination coefficient is the same; in all cases higher than 0.95.

R² = 0.1473

0

2

4

6

8

10

12

14

0.E+00 2.E+05 4.E+05 6.E+05 8.E+05 1.E+06

H
 d

[k
W

h/
m

2
ye

ar
]

QG kWh/year]

r = - 0.384
R² = 0.009

0

5

10

15

20

25

30

35

40

1.E+04 2.E+05 4.E+05 6.E+05 8.E+05

C
 d

[k
W

h/
m

2
ye

ar
]

QG [kWh/year]

r = 0.095

Fig. 9. Linear regression analysis between the Hd and QG (a) and between the Cd and QG (b).

-1.0 -0.8 -0.6 -0.4 -0.2 0.0 0.2 0.4 0.6 0.8 1.0

HDD

CDD

T

R.U.

S/V

Sw

Sop

QG

Pearson coefficient

E
xp

la
na

to
ry

 v
ar

ia
bl

es

Sensitivity analysis

Cd Hd
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Fig. 11. Scatter plot and regression plan for the Hd.

Table 8
Partial regression coefficient and R2 for the Hd.

k 1 2 3 R2

Hd −7.3203 0.0053781 19.4008 – 0.898
Hd −2.3015 0.0053839 14.4288 −0.0056909 0.900

Fig. 12. Scatter plot and regression plan for the Cd.

Table 9
Partial regression coefficient and R2 for the Cd.

k 1 2 3 R2

Cd 30.5767 0.0064923 −11.0297 – 0.906
Cd 41.4031 0.0041604 −13.0856 −0.0020440 0.962

Fig. 13. Scatter plot and regression plan for the Ed.
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Table 10
Partial regression coefficient and R2 for the Ed.

k 1 2 3 4 5 R2

Ed 32.5597 −0.0006188 10.7855 – – – 0.950
Ed1 33.6326 −0.0008445 −0.0041735 10.8133 – – 0.950
Ed 49.342 −0.0008874 −0.0058240 −1.35286 −0.0131923 −0.0007279 0.959
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Fig. 14. Residual trend of Hd* correlation for identification and validation set.
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7. Results and discussion

The analysis of the results obtained from the application of the MLR
model to the evaluation of building energy performance confirms that
this procedure is a valid alternative to a more complex method. All
correlations identified for the heating, cooling and comprehensive en-
ergy demand are characterised by optimal determination coefficients
higher than 0.9. In all cases, the more complex correlations (Hd*, C
d
*and E d

*) are the best. For these correlations, in the following graphs
(from Figs. 14–16), the residual values calculated for the identification
and validation set are displayed. As previously explained, only 85% of
the total data was used to determine the correlations, while 15% was
used to validate these.

Put simply, a residual is the error in a result and in these cases the
value is between± 20%, both in the identification and validation sets.

In Fig. 14, the residual trends of Hd* correlation for all data from the
identification and validation set are plotted, whereas in Fig. 15, there
are the residual trends of Cd* correlation. In this second case, as ex-
plained in Section 6.2.2, the data sample is represented by a lower
number of cases because there are no model results related to the cities
of Cortina and Sestriere. In Fig. 16, the residual trends of Ed*correlation
are plotted.

In addition to the calculation of R2 values, to validate the reliability
of the MLR models, four other statistical errors were calculated: the
MSE, MAE, RMSE and MAPE. In Fig. 17, the statistical analysis of the
error based on the validation dataset is represented.

The MSE distribution highlighted as the best performance is related
to the heating energy demand correlations (Eqs. (14) and (15)), while
the worst is the cooling energy demand Cd (Eq. (16)). Among the energy
comprehensive correlations, the best is Ed* (Eq. (20)). The same con-
siderations are valid for MAE and RMSE. As for MAPE, the best results
are indicated by Ed*, while the heating energy demand correlations are

less efficient. Generally, in all cases, the solution Ed*, Hd* and Cd* are the
best correlations for solving the thermal energy balance of a building;
these results are also confirmed by the high R2 values determined in
Section 6.2. In the following (Table 11), all correlations and respective
statistical errors are collected.

As explained previously, the more complicated correlations are
characterised by better quality and reliability; in general, the high value
of R2 and the low values of MAE and RMSE justify the use of the MLR
methodology as a good alternative for determining the building energy
performance. The MLR method represents a simple and immediate tool
which can solve a complex problem, such as the building energy bal-
ance, and can accelerate and help some aspects of energy planning.

8. Conclusion

In this work, the authors explain that the selection of the most
suitable method for solving a determinate problem is important because
it allows to overcome certain limits, in order to identify a generic so-
lution able to interpret any condition and to accelerate the resolution
with high reliability. After a review of the main types of methods for
solving the building energy balance widespread in literature, the au-
thors investigated two of these: a comprehensive analysis with TRNSYS
software and the Multiple Linear Regression method.

As explained in the paper, the first method, belonging to the white
box category, allows the determination of the building energy perfor-
mance with a high degree of reliability if the model is correctly de-
veloped and calibrated. Indeed, high reliability is a function of a de-
tailed data collection phase (representative of the model), careful
calibration, and the presence of an expert user who knows the software
tool language and the studied physical phenomena. These conditions
permit the development an accurate model which represents the actual
conditions well. Based on this first result, in order to obtain a generic
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Table 11
MLR correlations and respectively statistical errors.

Correlations R2 MAE MSE RMSE MAPE

= + +H HDD7.3203 0.0053781· 19.4008·d
S
V

0.90 3.66 20.63 4.54 37%

= + +H HDD S2.3015 0.0053839· 14.4288· 0.0056909·d
S
V w

0.90 3.52 19.16 4.38 35%

= +C CDD30.5767 0.0064923· 11.0297·d
S
V

0.91 8.43 103.3 10.16 40%

= +C CDD S41.4031 0.004604· 13.0856· 0.002044·d
S
V op

0.96 5.54 45.50 6.75 24%

= + +E HDD CDD32.5597 0.0006188·( ) 10.7855·d
S
V

0.95 7.85 85.04 9.22 25%

= +E HDD CDD33.6326 0.0008445· 0.0041735· 10.8133·d
S
V1

0.95 7.82 84.52 9.19 25%

= +E HDD CDD S S49.342 0.0009· 0.0058· 1.3527· 0.0132· 0.0007·d
S
V w op

0.96 6.88 63.97 8.00 22%
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solution, a parametric simulation was developed that solves the
building energy balance, simultaneously changing the weather condi-
tions, the shape factor and the thermophysical characteristics of the
building. In this way, 1560 simulations of a representative building
stock were obtained for non-residential buildings designed with high
energy performance located in the Italian peninsula.

However, although the parametric simulation solves several sce-
narios, simultaneously obtaining 1560 results, it is not able to give a
generic indication because each single simulation gives a single specific
response for a model under certain boundary conditions and char-
acterised by specific thermophysical choices. Indeed, to generalise the
results, it is necessary to analyse all of the thermal energy results ob-
tained from the parametric simulation. Careful sensitivity analysis on
the 1560 simulation results, based on the identification of the Pearson
coefficient, allowed the identification of the main parameters that in-
fluence the building thermal balance during the heating, cooling and
entire climatisation periods. Thanks to this analysis and the use of all
simulation data, the authors decided to explore the Multiple Linear
Regression technique belonging to the black box methods. This method
allowed a linear relationship to be modelled between two or more ex-
planatory variables, which represent the inputs of the model and a re-
sponse variable through a fitting procedure. As a result, some simple
correlations were developed knowing only a few groups of well-known
parameters, and identifying the heating, cooling and comprehensive
energy needs of a building with a high degree of reliability. Indeed,
these correlations are characterised by optimal statistical error values;
for example, the determination coefficients are higher than 0.9 and the
Mean Absolute Error and Root Mean Square error are lower than
10 kWh/m2 year. The reliability and flexibility of the energy database
allowed the identification of solutions that simultaneously respond to
changes in climate and building shape factor, obtaining generic solu-
tions which can explain any possible building topology in any condi-
tions.

The promising results justify the use of Multiple Linear Regression
as an alternative method, issuing a simple and immediate tool that can
solve a complex problem like building energy balance, thereby accel-
erating and helping some evaluation phases in energy planning, pre-
senting a valid criteria that could be indicated in standards and laws in
the field of the building energy performance.
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Abstract. Transport Modelling is important. For certain cases, the conventional model still has to be used, in which 
having a good trip production model is capital. A good model can only be obtained from a good sample. Two of the basic 
principles of a good sampling is having a sample capable to represent the population characteristics and capable to 
produce an acceptable error at a certain confidence level. It seems that this principle is not yet quite understood and used 
in trip production modeling. Therefore, investigating the Trip Production Modelling practice in Indonesia and try to 
formulate a better modeling method for ensuring the Model Quality is necessary. This research result is presented as 
follows. Statistics knows a method to calculate span of prediction value at a certain confidence level for linear regression, 
which is called Confidence Interval of Predicted Value. The common modeling practice uses R2 as the principal quality 
measure, the sampling practice varies and not always conform to the sampling principles. An experiment indicates that 
small sample is already capable to give excellent R2 value and sample composition can significantly change the model. 
Hence, good R2 value, in fact, does not always mean good model quality. These lead to three basic ideas for ensuring 
good model quality, i.e. reformulating quality measure, calculation procedure, and sampling method. A quality measure 
is defined as having a good R2 value and a good Confidence Interval of Predicted Value. Calculation procedure must 
incorporate statistical calculation method and appropriate statistical tests needed. A good sampling method must 
incorporate random well distributed stratified sampling with a certain minimum number of samples. These three ideas 
need to be more developed and tested. 

INTRODUCTION 

Transport Modelling is an important input for Transportation Planning. In general, transportation modeling can 
be classified into three types: direct model, conventional model, and inconventional model. Conventional Model in 
certain cases still an obligation. In the conventional model, generally, the model validation and calibration is done in 
the end, after trip assignment step [1-6]. Therefore, error in Trip Generation step can be compensated in the 
validation and calibration method. 

In general, TP Model can be classified into three basic types: zonal regression model, category analysis model, 
and household regression model [1-2]. Later on, a new TP Model type, based on neural network principal, has been 
tried to be developed [7]. Among those, in professional cases, the zonal regression (ZR) is the most used and linear 
regression (LR) is the most current zonal regression model [1-2,8-9]. Certain Special Conventional Model for New 
BRT Line Passenger Demand Prediction has been developed and tested. The model cannot be validated and 
calibrated in the end based on trip assignment result since there is still no existing passenger flow to be compared 
against. Trip Production (TP) is the first step in Special Conventional Model type. The TP result will be used by the 
following step: the Trip Distribution (TD). So having a good TP Model is vital. Therefore, for this type of model, 
controlling the model quality must be done even started in the TP step [10-11]. Thus, better attention should be paid 
in this Linear Zonal Regression (LZR) TP modeling method to ensure good modeling quality. 
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A good model can be gotten only from a good sample. TP is developed based on household interview survey 
(HIS) data. HIS take sample from modeling area which is divided into a number of traffic zones. It can be thought 
easily that the HIS sampling method can vary a lot, in terms of how many samples should be collected, from which 
traffic zones the sample must be collected, how the samples must be distributed among traffic zones. The sampling 
method is capital, as part of the LZR TP Modelling method, this needs to be well defined. 

A guideline for HIS sampling is limited. The two guidelines normally used are the American Bureau of Public 
Road Guidelines for HIS Sample Size and the Slovin Formula. However, the scientific reasoning of those two is not 
clear enough [8,12-15]. The basic quality of a good sample is “a sample which is capable to well represent the 
observed population’s characteristics”. Statistically, it is formulated as respecting the principle of “Maximum 
Acceptable Error at a Certain Confidence Level” (MAE at CCL) [16-19]. Thus a research to reveal the corelation 
between sampling and model quality is needed. This corelation behavior will give the better understanding of the 
modeling, which in turn can be used to formulate modeling method improvement. 

By using Special Conventional Model, a new Mamminasata BRT Line Corridor 1 passenger demand prediction 
has been conducted. It must be remembered, this method does not incorporate validation and calibration step, by 
comparing the modeling result to the reality. Hence, the modeling is delicate. The sample size used was already in 
concordance with the BPR Guidance and it gave an LZR TP Model with the high coefficient of determination (R2) 
value.  However, it can be seen easily that the passenger volume prediction values are highly not accurate. It has 
been thought that there are two main sources of mistakes: the LZR TP Modelling method and the household data 
gotten from Badan Pusat Statistik (BPS) [20]. Concerning modeling method, it must be noted that a TP Model with 
very good R2 value is not always capable to produce good prediction result and good sample size not always capable 
to give accurate modeling result. Therefore the ZR TP Modelling method needs to be evaluated and improved.  

Normally, LZR TP model uses the R2 to indicate the model quality. Having an R2 value of more than 0.85 
normally is already considered as a very good model [8-9, 14-15, 21-30]. Meanwhile, an experiment on predicting 
Surabaya City population by using regression technique indicates that regression models having a better R2 do not 
always give a better population prediction [31]. Hence, a question can be posed whether the R2 is an appropriate 
model quality measure. The LZR TP modeling method needs to be evaluated and improved. 

A research needs to be conducted to get better formulation of TP modeling method for ensuring good model 
quality. In order to conduct this important and big research, a preliminary reflexion on principal modeling method 
improvement was conducted. This paper discusses the result of this attempt. 

RESEARCH METHOD 

The research objective is to formulate LZR TP Modelling method improvement. Thus, the research was 
conducted by following these steps sequence: problem statement, research objective, analyzing the practice of LR 
TP modeling, reflexion on principal improvements on modeling method for ensuring good model quality, and 
conclusions. The LR TP modeling analyses consist of recalling the LR principle, analyzing the LZR TP practice in 
Indonesia and conducting an experiment to reveal the impact of sample size and sample composition variation for 
LZR TP modeling. Based on the analyze of LR TP Modeling practice, hopefully, the strength and weakness of the 
existing LZR TP Modelling method can be revealed easily, hence the method improvement can be formulated 
easily. 

ANALYZE OF TRIP PRODUCTION MODELLING PRACTICE 

General 

The research is started by analyzing the practice of Linear Regression Trip Production Modelling. The analyze 
consists of three items: recalling the Linear Regression principle, investigating the ZLR TP practice in Indonesia and 
conducting an experiment in using small sample size and sample composition variation to produce the model. 

Linear Regression Principle 

Linear Regression is a straight line or a linear function which best represent the observed data. The observed data 
consists of one dependent variable and one or more independent variable. The linear regression can be a single 
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variate or multiple variates [16-17]. Here, the linear regression discussions will be limited in the case of single 
variate only. 

Single Variate Linear Regression 

An example of linear regression, with single variate case, is presented below. This is about independent variable 
Y against dependent variable X. The regression data and regression graph are presented in Table 1 and Fig. 1 below. 

TABLE 1. Experiment data 
Y X 
11 13 
11 9 
7 7 

 

1 31 21 11 0987

1 2

1 1

1 0

9

8

7

S 2.1 3809
R-Sq 57.1 %
R-Sq(adj) 1 4.3%

X

Y

Linear Regression
Y = 4.1 43 + 0.571 4 X

 
FIGURE 1. Example of linear regression graph 

General Formula 

The general formula of single variate linear regression is presented below with all of the notation. The R2 is an 
indicator of how well the model represents the observation data. The R2 value is between 0 to 1 [16-17]. 

 

 0 1Y X  (1) 
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where : 
 Y : dependent variable 
 X : independent variable 

Ŷ  : estimates from regression equation 
Y  : Means of Y 
 a : slope 
 b  : intercept 
n : number of observations 
R2 : coefficient of determination 

Coefficient of Determination 

Coefficient Determination indicates the absolute correlation strength between the dependent variable and 
independent variable [16-17]. The coefficient of Determination is used a lot to measure the modeling quality. The 
coefficient of determination formulae is presented in Equation (5) above. A linear regression model having R2 value 
> 0.85 is considered as a very good model (1,16). 

Confidence Interval Prediction Value 

The linear regression prediction or estimate, statistically, has a span of value and not a single value. This is called 
the confidence interval of predicted value. So the confidence interval value principle is to apply to a, b and Y 
parameters. The confidence interval value depends, basically, on the standard deviation and confidence level values 
[16-17]. The illustration is presented in Fig. 2 below, while the formula is presented below. 

 

 
FIGURE 2.  Illustration of prediction value span 

 

   (6) 
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where : 
CI Ŷ : confidence interval of predicted Y value 
Ŷi  : value of predicted Yi 
Yi : value of observed Yi 
X0 : independent value for Ŷ 
Xi : value of observed Xi 
Ẍ : means of X 
n : number of samples 
S0 : standard deviation of Ŷ  
Sy : standard deviation of  Ŷ 
 : error value 

T : student distribution value for a certain confidence value and degree of freedom 

Remarks on Linear Regression Principle 

The R2 can not indicate whether the model conforms to the “MAE at CCL” principle. Therefore, it is better to 
use two quality indicators: accepted R2 value and accepted confidence interval of predicted value. 

Analyze of TP Modelling Practice in Indonesia 

The objective of this analyses is to reveal the strength and the weakness of TP modeling practice in Indonesia, to 
formulate the principal method improvement. 

Zonal Regression TP Modelling Principle 

The Transport Modelling textbooks normally explain the Zonal Regression Trip Production quite well and 
clearly. But the book generally considers that R2 is the principal model quality measure, without any reflexion on its 
capability to estimate the trip production value accurately. Meanwhile, concerning the number of samples needed, 
the textbooks give the guidance to use a minimum sample size formula for normal distribution case [1-2]. While the 
characteristics of observed parameters do not always follow the normal distribution. 

TP Modelling Practice in Indonesia 

Twelve practices of LR TP Modelling were analyzed. Four of the twelve are about TP of special buildings and 
the rest eight are about developing ZLR TP modeling on general land use sites[14-15,21-30].  

The principal modeling method and results were noted, i.e. modeling object, model mathematical form, main 
quality expression, sampling method and expression of quality requirements. These data are presented in Table 2, 
Table 3 and Table 4 below. 

It can be noted that, practically, all model use R2 value as the model quality indicator. Practically, just a few of 
the 12 modeling mention it sampling method. Two modeling mentions the use of Slovin formula, one modeling 
mentions the use of Salter formula and another use percentage number for determining minimum sample size. Only 
three of modeling attempt, out of twelve, express its modeling quality requirements. Practically, all modeling 
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attempt use the special statistical test to check whether the model fulfills the certain required condition. Those tests 
are like F-test, t-test, Pearson test, etc. 

TABLE 2.  Example of 12 Indonesian trip production models 
Modeler Year Location Object Model Quality Expr. 

Patmadjaja et al 2002 Surabaya SD Multiple log. R2 
Rahmadani 2015 Padang SMP Multiple linear R2 
Septomiko 2014 Palembang SMA Multiple linear R2 
Wahyu ningsih 2013 Klaten Hospital Multiple linear R2 
Bella et al 2013 Kab. Kupang general Multiple linear R2 
Ersandi et al 2009 Yogyakarta general Multiple linear R2 
Mahmudah 2017 Kab. Sleman general Simple linear R2 
Manopo & Sendowo 2011 Menado general Multiple linear R2 
Patunrangi 2010 Palu general Multiple linear F-test 
Rahmadi & Miro 2016 Padang general Simple linear t-test 
Sulistyono 2007 Jember general Multiple linear R2 
Supriyono 2012 Semarang general Multiple linear R2 

 

TABLE 3. Sampling method of the 12 trip production model 

Modeler Object Model 
Sampling Method 

Sample Size 
Formula Sampel Distribution 

Patmadjaja et al SD Multiple log. based on time of observation 
Rahmadani SMP Multiple linear - - 
Septomiko SMA Multiple linear - - 
Wahyu ningsih Hospital Multiple linear based on time of observation 
Bella et al general Multiple linear 30% random 
Ersandi et al general Multiple linear Salter, 1976 - 
Mahmudah general Simple linear Slovin - 
Manopo & Sendowo general Multiple linear Taro Yamane statified random 
Patunrangi general Multiple linear - - 
Rahmadi & Miro general Simple linear - - 
Sulistyono general Multiple linear - - 

Supriyono general Multiple linear - proportional stratified 
random 

 

TABLE 4. Expression on model quality requirements 
Modeler Object R2 P-value N-var Sign Logic Pearson Yerror 

Patmadjaja et al SD yes yes yes yes yes yes 
Rahmadani SMP yes - - - yes - 
Septomiko SMA yes yes - yes yes - 
Wahyu ningsih Hospital not specially expressed 
Bella et al general not specially expressed 
Ersandi et al general not specially expressed 
Mahmudah general not specially expressed 
Manopo & Sendowo general not specially expressed 
Patunrangi general not specially expressed 
Rahmadi & Miro general not specially expressed 
Sulistyono general not specially expressed 
Supriyono general not specially expressed 
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Remarks on Modelling Practices 

All of the modeling use R2 to express the model quality. There is no any single modeling try to use the principle 
of “MAE at a CLL”. Not all of twelve modeling express its sampling method. Slovin formula is still doubtful. Only 
three of them states the model quality requirements. Thus, certain improvements are needed on the model quality 
measure, sampling method and modeling procedure. 

LZR TP Experiment on Sample Composition Variation 

It has been stated that a good trip production model can only be obtained from a good HIS sampling, a set of HIS 
sample that well represent the population modeling characteristics. The sample is taken from a modeling area which 
is divided into a number of traffic zones. Each traffic zones characteristics vary each other, in terms of location, 
area, population, vehicle population, socio-economic characteristics and its real trip production value. 

In order that the samples can be good enough, the sampling main characteristics have to be good enough. The 
sample must satisfy the following requirements: good HIS questionnaire, the minimum number of HIS samples, 
sample stratification must be represented, zonal category represented, household category represented, the span of 
zonal population variation represented, all modeling area the main variation is represented.  

This experiment is for simulating to have the small sample size and the possibilities of having the different 
various composition of samples in each traffic zone. Samples of 30 households were taken from 3 kelurahan in 
Surabaya, with 10 households for each kelurahan. Kelurahan is the smallest government formal administrative unit 
in Indonesian cities. 

Experiment Objective 

The main experiment objective is to know the trip production model variation as a result of sample variation in 
terms of traffic zone’s sample member variation. For this purpose, a sample of 30 households was taken. From the 
30 samples (30 households), six group of different sample compositions were constructed. Each group’s sample 
contains the whole 30 samples, each group samples were divided into 3 zones consists of 15, 10 and 5 households, 
with different zonal grouping. This is to simulate the sample distribution among traffic zones. 

Sample Composition Variation 

A population of 30 households are group into 6 models, each consists of 15, 10 and 5 samples, distributed 
differently according to sample number. The sample grouping for the 6 models can be explained as follows. The 
Model 1 grouped sample number 1-15 as Zone 1, sample number 16-25 as Zone 2 and sample number 26-30 as 
Zone 3. The Model 2 grouped sample number 6-20 as Zone 1, sample number 21-30 as Zone 3 and sample number 
1-5 as Zone 3. The Model 3 – Model 6 applied the same sample grouping method afterward. 

Each model’s zonal values, calculated based on sample data for those each 6 Models, are presented in Table 5 
below. 

TABLE 5.  Different sample for six groups - motorcycle trip related data 
Model Zone 1 Zone 2 Zone 3 

 
Motorcycle Trip Motorcycle Trip Motorcycle Trip 

veh person-trip veh person-trip veh person-trip 
Model 1 44 42 22 21 16 6 
Model 2 41 39 26 18 15 12 
Model 3 38 35 31 18 13 16 
Model 4 38 27 28 28 16 14 
Model 5 41 30 29 30 12 9 
Model 6 44 34 28 23 10 12 

Model Development 

Six group of models have been developed, each is about person trip production by motorcycle model. Those models 
are presented and discussed below. 
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General Linear Regression Trip Production formula is written as follows. 
 

 TPMC = a + b MC (9) 

 

where : 
TPMC   : person trip production by motorcycle (person-trip/hr) 
MC   : zonal motorcycle population (motorcycle) 

 
Graphical model representations are presented in Fig. 3 below. While the whole six models are presented in 

Table 6 below. 
 

 
FIGURE 3.  Person trip production by motorcycle 

 

TABLE 6. Models of person trip production by motorcycle 
Model a b R2 

Model 1 -9.6944 1.1963 0.9512 
Model 2 -5.9648 1.0597 0.9516 
Model 3 5.7455 0.6313 0.6081 
Model 4 6.3297 0.6099 0.7399 
Model 5 2.2747 0.7582 0.8305 
Model 6 5.3341 0.6463 0.9988 

min 0.6313 0.6081 
means 0.8584 0.8680 
max 1.1963 0.9988 

 
It is clear that the trip production model varies significantly across different sample combination. All of the six 

models are different model each other. Among the six models, four models have R2 value > 0.80, 1 model has R2 
value > 0.70 and a model has R2 value > 0.60. Practically, all of the models are good models. But the slope values 
vary significantly, bmin = 0.6313and bmax = 1.1963. Among the models with R2 value > 0.80, bmin = 0.6463 and bmax = 
1.1963. The differences are huge. 

Remarks on Experiment 

The experiment can do well the simulation of having various possibility in taking different sample composition 
on traffic zones and of having inadequate small sample size. 
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The experiment indicates that practically all model have very good coefficient of determination values. Thus, all 
models, each of them, are very good models. However, all of them have significant difference in model coefficient 
values. All models are different models each other, eventhough they were developed from the same population. This 
indicate that sample composition among different traffic zones is very important. The HIS sampling method is 
capital. 

Carefull must be taken in TP modelling, since it has been proofed that even a small sample is capable to give 
good R2 value. 

REFLEXION ON METHOD IMPROVEMENT 

It must be considered very strongly that TP calculation result will be used for the next calculation step: the Trip 
Distribution. So having accurate TP calculation result is absolutely important. The prediction accuracy is the 
absolute quality above all. 

After analyzing the TP practice, it is noted that there are three methods components need to be improved. 
Method improvements needed are a new formulation of model quality measure, a new formulation of sampling 
method and a new formulation on modeling calculation procedure. These three ideas are presented below. 

The model quality measure must consist of two components, i.e R2 value and Confidence Interval of Predicted 
Value. The R2 value denoting only the correlation strength between the sample and the regression function. The 
model’s confidence interval of predicted value can give the range of estimate error, which can be calculated 
afterward as the percentage of error. Thus it can be used to indicate whether the model conforms to the principle of 
“MAE at CCL” or not. Only this parameter which is capable to indicate the accuracy of TP calculation result. 

Sampling method must consist of the minimum number of samples and also must incorporate the stratified well 
distributed random sampling. Formulating the minimum number of samples and its sampling method will not be 
easy at all since it must incorporate the confidence interval of predicted value. 

Modelling calculation procedure must incorporate the calculation method (stepwise, etc) and a series of 
statistical tests needed to ensure certain modeling requirements. This part is already done extensively in TP 
modeling practices. But a better-structured procedure is still needed. 

Each of those three improvement ideas needs to be further developed and evaluated seriously. These require 
systematic research based on good understanding of the phenomena. Thus, it needs a lot of work. 

CONCLUSIONS 

The research objective has been achieved. TP modeling has been analyzed to produce necessary method 
improvements. Basic conclusions are presented as follows. 

 
 The ZR TP modeling practices, in Indonesia, have a lot of strong points. But it was still important weakness 

concerning the model quality measure, sampling method, and calculation procedures. 
 Principal improvements must be made on the model quality measure, sampling method, and calculation 

procedures. 
 The quality measure must incorporate the R2 value and the confidence interval of predicted value. 
 Sampling must incorporate random well distributed stratified sampling and a minimum number of samples. 
 Calculation procedures must incorporate calculation method and statitistical tests needed to ensure certain 

requirement condition. 
 

Further development needed for the main research are research on quality measures, research on sampling 
method, and research on modeling calculation procedures. 
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ACCIDENTAL NOTE

Regression: simple linear
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aPopulation Health Research Institute and Department of Health Research Methods, Evidence and Impact, McMaster University, Hamilton, Canada;
bInstitute for Social and Health Sciences, University of South Africa, Johannesburg, South Africa; cViolence, Injury & Peace Research Unit, South Africa
Medical Research Council, Tygerberg, South Africa

Introduction

Regression is a statistical term used for describing models that
estimate the relationships among variables. Linear regression
models study the relationship between a single dependent vari-
able Y and one or more independent variables, denoted by X.
If there is only one independent variable X, it is called simple
linear regression; if there is more than one independent vari-
able, it is called multiple linear regression. This Accidental
Note discusses the statistical and geometric interpretation of
simple linear regression models.

The mathematical simple linear regression model

The simple linear model is exactly that, a simple straight line
that relates the one independent variable X to the dependent
variable Y. It is given by the mathematical formula for a
straight line,

Y ¼ b0 þ b1X;

where b0 is called the intercept and b1 is called the slope. In the
standard x–y Cartesian plane, the intercept is the point on
the y-axis that is intersected by the line, and the slope is the
amount of change in the y-axis for a 1 unit change in the x-axis
(see Figure 1).

The intercept and slope are the two values that completely
characterize a straight line; i.e. by providing these two values,
one knows exactly the one and only straight line that they
describe. The intercept is interpreted as ‘positioning’ the
regression, while the slope is interpreted as ‘quantifying the
association’ between X and Y. If the slope is 0, there is no asso-
ciation; if the slope is negative, the association is negative (for a
unit increase in X, Y decreases by �b1); and if the slope is posi-
tive, the association is positive (for a unit increase in X, Y
increases by þb1). The larger the absolute value of the slope,
the ‘stronger’ is the association.

The statistical simple linear regression model

The above straight line is a simple mathematical regression
model of the relationship between X and Y. A statistical
regression model is an estimate of the true relationship based
on actual observations, and is based on several assumptions

on the distributional characteristics of the variables X and Y.
Aside from the basic assumption of a linear form for the
association, the first distributional assumption is that the
model assumes the X values are known, fixed quantities. The
only ‘random variable’ is the dependent variable Y, and we
assume that at any given X = x value, it has a bell-shaped
(Gaussian or Normal) distribution with a mean of b1x þ b0

and a variance of s2 (see Figure 2). Since the variance of the
error term is constant throughout the regression line, this
assumption of ‘homoscedasticity’ (i.e. equal variability) is the
third important distributional assumption of this model.
Thus, the means of the Y’s lie on the mathematical straight
line of Figure 1.

We can separate the mathematical (or deterministic) part of
the statistical model given by the straight line model from the
random (or stochastic) part given by an ‘error’ term, so that
the full specification of the statistical simple linear regression
model is

Y ¼ b0 þ b1X þ e;

where the intercept and slope are interpreted exactly as above
(they are fixed but unknown constants) and e is a random vari-
able considered to have a Gaussian or bell-shaped distribution
with a mean of 0 and a variance of s2. Thus, the mathematical
simple linear regression can be interpreted as the mean regres-
sion line.

How to fit a simple linear regression model

The statistical regression model is estimated based on actual
observations, obtained from a simple random sample of size n
from some population of interest. We observe n paired obser-
vations xi; yið Þ, where the sub-index i ranges from 1 to n. The
random sampling ensures that the observations are statistically
independent, i.e. the error terms ei are uncorrelated. The
model is now specified as follows:

Yi ¼ b0 þ b1Xi þ ei;

where i = 1, 2,…, n and the errors ei are independent and iden-
tically distributed with a Gaussian distribution with mean 0
and variance s2.
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When fitting a simple linear regression model, we initially
observe the ‘scatter plot’ of the n observations xi; yið Þ on the
Cartesian plane. The criterion for fitting the line to the observa-
tions is based on minimizing the ‘residuals’, i.e. the vertical dis-
crepancy between the observed yi and the point on the line
that would be assigned for the xi, i.e. b0 þ b1xi (see Figure 3).
The residuals or ‘estimated errors’ are thus

ei ¼ yi � b0 þ b1xið Þ:

The regression line that best fits the observations is calculated
based on minimizing the sum of the squares of the residuals,
the so-called ‘ordinary least squares’ (OLS) estimates of b0 and
b1 (see Figure 4). The smaller the sum of the areas of the
squares, the better the fit. The OLS estimates are the ones that
have the smallest sum of squares.

The OLS-estimated intercept and slope are denoted by b̂0

and b̂1, respectively. These estimates are ‘statistics’, i.e. calcula-
tions based on the observations in the samples, and they are
obtained simply from the geometry of the straight line and the
calculation of the residuals. However, given the distributional
assumptions about the random variable Y, they can also be
estimated using statistical likelihood maximization methods,
and in this case of simple linear regression, one obtains exactly
the same estimates either way. Additional distributional
assumptions (independence, Gaussian distribution) provide us
with the ability to quantify the ‘uncertainty’ in the estimates,
and one can thus provide respective confidence intervals to

quantify the amount of uncertainty around these estimates or
test hypotheses about the parameters b0 and b1 in the popula-
tion using these estimates. If not willing to make such distribu-
tional assumptions, one can still obtain the OLS estimates of b0
and b1 using the simple geometric interpretation of the resid-
uals.

Illustrative example

Haque (2011) studied the relationship between age-group and
average road fatalities in Brunei in 2007–2008. Data excerpted
from his Table 4 are plotted in Figure 5.

We notice that for older age groups in women, the average
road deaths are higher, so that the association is positive.
When fitting a straight line using OLS, we obtain the following
estimated simple linear regression line:

Mean road deaths ¼ 1:4þ 0:2 age groupð Þ;

which agrees with our visual assessment: for each unit age
group increase, the mean deaths increase by 0.2.

Concluding remarks

Studying relationships among variables using statistical models
commonly relies on the simplifying assumption that the rela-
tionship can be described by a simple straight line. This impor-
tant assumption implies that regardless of the value of the
independent variable, a unit change in the x-axis will be associ-
ated with exactly the same amount of change in the y-axis.

Figure 1. Schematic diagram of simple linear regression.

Figure 2. Schematic diagram of the assumptions of linearity, normality and homo-
scedasticity in the simple linear model [Figure 10.5 from the textbook Beginning
Statistics, v1.0 (2012)].

y-axi

0                             

s 

             xi               x-axis

Figure 3. Schematic diagram of simple linear regression residuals.

y-axi

0                             

s 

             xi               x-axis

Figure 4. Schematic diagram of squares of residuals.
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This assumption simplifies what are usually complex associa-
tions, but the geometric ease of interpretation is appealing.

Departures from linearity necessitate more complex nonlinear
models and/or the incorporation of additional independent
variables in the model. These will be explored in subsequent
Accidental Notes.
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ABSTRACT 

This study is aimed at developing an empirical model to estimate the heating value of municipal solid waste as a 

function of its element content (C, H, N, S, O). A correlation was developed using multiple stepwise regression analysis 

based on 29 samples of municipal solid waste that were randomly selected and gathered from 29 different areas in 

Semarang. Experimental results show that carbon and hydrogen are statistically significant predictors of the heating value. 

The model is HHV= -2762.68+114.63C+310.55H kcal/kg (R
2
= 0.99 and Adj R

2
 =0.98).  Furthermore, this work also 

indicates that if only the C content is known, the heating value can be estimated by HHV= -1737.55+143.33C kcal/kg (R
2
= 

0.94 and Adj R
2
 =0.94). These results show that the new correlations using regression method give accurate and excellent 

results that are closer to measured values. 

 
Keywords: heating value, MSW, stepwise multiple regression, ultimate analysis. 

 

INTRODUCTION 

Municipal solid waste (MSW) has been a major 

environmental issue in urban areas. Population growth, 

urbanization, economic development, and rising living 

standard have apparently contributed to by-product to the 

environment in the form of a burgeoning amount of MSW 

(Akdag et al., 2016). MSW becomes a serious problem 

when it comes to its disposal as the volume may exceed 

environmental capacity. One of the solutions commonly 

adopted to minimize waste volume is burning and 

converting it into energy in the form of heat or steam or 

electricity (EIA, 2007). Thermal conversion processes 

available for the thermal treatment of solid wastes are 

combustion, gasification, and pyrolysis. The most 

important parameters affecting thermal processing were its 

composition and higher heating value (HHV) (Zhou et al., 

2014). HHV is a measure of the chemical energy bound in 

a feedstock; this energy is released during combustion 

(Erol et al., 2010). There are three methods to determine 

the HHV of MSW, i.e. full-scale boiler as a calorimeter, 

laboratory bomb calorimeter, and calculation via empirical 

models (Ogwueleka, 2010). Researchers have developed 

many empirical models. Previous studies documented 

three empirical models to estimate the heating value of 

waste based on its physical components (Liu et al., 1996, 

Lin et al., 2013, Lin et al., 2015, Khuriati et al., 2016), 

ultimate components (Tchobanoglous et al., 1993, Liu et 

al., 1996, Kathiravale et al., 2003, Meraz et al., 2003, 

Akkaya et al., 2009, Komilis et al., 2012, Shi et al., 2016), 

and proximate components (Kathiravale et al., 2003, 

Chang et al., 2007). To the current day, the most popular 

method used to predict HHV/LHV has been linear 

regression. Developing an empirical model to predict the 

heat value is considered easier and more economical by 

using regression analysis Lin et al., 2007).  A good 

prediction of the heating value of waste to be burnt is 

important during the arrangement of the burner and 

afterburner chambers (Lin et al., 2007). Table-1 contains 

the modelling to predict the MSW energy content using 

multiple regression based on ultimate analyse. 

MSW is a complex material, differ from one 

place to another, from one country to another (Lin et al., 

2015). Waste composition greatly depends on social-

economic status, lifestyle, and climate of a particular 

country (Lin et al., 2015, Kathiravale, 2003). MSW can be 

categorized as combustible and noncombustible material 

combination (Zhou et al., 2014, Meraz et al., 2003). 

Traditionally, combustible waste fraction can be divided 

into six groups, i.e. food residuals, wood, paper, textile, 

plastic, and rubber wastes (Zhou et al., 2013).  

Lack of information about MSW in the landfill in 

Indonesia relates to high cost of sampling and chemical 

analysis.  This study has the following objectives: a) to 

determine the elemental content of MSW in Semarang, (b) 

to measure the heating values of MSW as a dependent 

variable to develop a new correlation as a function of 

element content, c) to develop an empirical correlation to 

estimate the heating value of municipal solid waste as a 

function of its elemental content (C, H, N, S, O) using 

multiple stepwise linear regression. 
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Table-1. Models/equations for estimating the energy content of municipal solid waste as a function ultimate analysis. 
 

Empirical correlations Country 
Equati

on 
Unit Reference 

HHV = 1558.80 + 19.96C + 44.30O - 671.82S - 19.92W Taiwan 1 kcal/kg 
Liu et al., 

1996 

Dulong’s Equation    kcal/kg 
Liu et al., 

1996 𝐻𝐻 = 𝐶 + . (𝐻 − ) + . 𝐻 −   2 kcal/kg 
Liu et al., 

1996 

Steuer’s equation     

HHV = 81(C-3xO/8) + 57x3x0/8 + 345(H-O/16) + 25S - 6(9H+W)  3 kcal/kg 
Liu et al., 

1996 

Scheurer-Kestner's equation     

HHV = 81 (C-3xO/4) + 342.5H + 22.5S + 57x3x0/4 - 6(9H+W)  4 kcal/kg 
Liu et al., 

1996 

Modified Dulong Equation     

HHV = 80.5C + 338.6H-42.3O + 22.2S + 5.55N  5 kcal/kg 

Tchobanog

lous et al. 

1993 

HHV = 416.638C – 570.017H + 259.031O +598.955N – 5829.078 kJ/kg Malaysia 6 kJ/kg 
Kathiravale 

et al., 2003 𝐻𝐻 = ( − 𝐻 ) (− , 𝐶 − , 𝐻 + ,+ , − , ) 

 7 MJ/kg 

Meraz et 

al., 2003 

 𝐻𝐻 = ( − 𝐻 ) , 𝐶 + , 𝐻 − , − , + ,  Turkey 8 MJ/kg 

Akkaya  

and Damir, 

2009 𝐻𝐻 = , , + , , 𝐶 − , , + , ,+ , , 𝐻 − , , + , ,  
Greece 9 kcal/kg 

Komilis et 

al., 2012 𝐻𝐻 = − . + . 𝐶 + . 𝐻 − . + . − .  𝐻𝐻 = . 𝐶 + . 𝐻 − . + . − .  𝐻𝐻 = . 𝐶 + . 𝐻 − .  

Canada 

12 

13 

14 

MJ/kg 
Shi et al., 

2016 

 

MATERIALS AND METHODS 

 

Site characteristics and sampling 
This study took place in Semarang, Metropolitans 

in Indonesia and capital of Central Java Province. 

Semarang covers 373.70 km
2
 (Bappeda kota Semarang, 

2014). The total population according to the Municipal 

Office of Population and Civil Record of Semarang (2016) 

was 1,629,691 (Disdukcapil kota Semarang, 2016). MSW 

is produced on a daily basis, exceeding 1, 200 tons/day, in 

which only 800 tons of them is sent to the final disposal 

site (TPA). The current final disposal site is situated in 

Jatibarang, the only one provided by the municipal 

government.  The limited capacity of the municipality to 

collect the MSW causes the community to manage waste 

by themselves with methods that generally do not fulfill 

any health requirements and are not environmentally safe 

(Damanhuri et al., 2009). The community usually 

performs waste management by burning, disposing to 

open areas or to the rivers or even to disposal tracts, only a 

small amount of the waste is left unmanaged to be 

collected by scavengers (Damanhuri et al., 2009). 

MSW samples were collected from 29 dump 

trucks from different places in Semarang using a random 

sampling technique according to the requirements of the  

ASTM D 5231 – 92 (2003). The landfill was selected for 

sampling (4-samples/day) for one week (7 days). The 

number of samples is determined based on ASTM D 5231-

92 (2003) calculation. The minimum sample calculation 

was 28 dump trucks. Samples were randomly picked from 

arriving trucks that have a capacity of 102 kg per MSW 

dump truck. The 102-kg MSW was then remixed, coned, 

quartered to get 2 kilograms of the final samples to be 

examined in the laboratory. The remaining (100kg) was 

disaggregated according to the selected classification. 

Samples of inert materials (non-combustible) were not 

collected. MSW is a very physically heterogeneous 

material. For chemical analysis, only a few grams were 

needed and it represented one truck of MSW. Therefore, it 

is collected as individual components, rather than an entire 

MSW.  

Heating value measurement and ultimate analysis 

of MSW samples were performed at tekMIRA (Center for 

Study and Technological Development of Mineral and 

Coal of the Ministry of Energy and Mineral Resources, 

Bandung, Indonesia). Table-2 summarizes testing 

methodology used in this study (Pasek et al., 2013). The 

ultimate analysis was performed to Figure out the 
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percentage weight of C, H, N, O, and S (Vargas-Moreno et 

al, 2013). The heating values of MSW were measured 

using a bomb calorimeter, 

 

Table-2. Testing standards at TekMIRA. 
 

Component Standard 

Moisture ISO 11722ASTM D.3173 

Ash ISO 1171 ASTM D.3174 

Carbon ISO 625 ASTM D.3178 

Hydrogen ISO 625 ASTM D.3178 

Nitrogen ISO 332 ASTM D.3179 

Sulfur ASTM D.4239 

Oxygen 100%-C-H-N-S-Ash 

Calorific value ASTM D.5865 

 

Stepwise Multiple Regression Linear (SMLR) analysis 

A multiple regression analysis was applied to 

obtain new correlations between heating value as the 

dependent variable and C, H, N, S, and O components as 

the independent variables. A stepwise regression was 

applied to obtain the most appropriate regression model 

due to its relative advantage of possessing a reversible 

valuation towards explanatory variables to be included in 

the regression equation. 

To detect heteroskedastic, multicollinearity, 

autocorrelation, and normality, Spearman Rank 

Correlation, variance inflation factor (VIF), Durbin-

Watson, and Kolmogorov-Smirnov test were used to 

analyze residuals respectively.  

 

Evaluation of estimated model 

The evaluation of the estimated result was 

performed by Mean Absolute Percentage Error (MAPE), 

Root Mean Square Error (RMSE), and R
2 

determination 

coefficient methods. These methods performed 

calculations of the differences between measured and 

estimated data. The differences were proven using 

randomized data and/or less accurate data obtained. 

MAPE expresses accuracy as an error percentage. Since 

these numbers are percentages, they can be understood 

easier than the other form of statistics. 

  𝐴 𝐸 = /𝑛 ∑ |�̂�𝑖 − 𝑌𝑖|/𝑛𝑖= 𝑌𝑖 ×                          (15) 

 

Model performance is said to be excellent if 

MAPE <10, while MAPE = 10 -20 is good. MAPE = 20 - 

50 is acceptable, whereas MAPE > 50 is unacceptable 

(Chang et al., 2007). Using the MSE, the error denotes the 

extent of differences between estimated and obtained 

results 

 𝐸 =  /n ∑ (�̂�𝑖 − 𝑌𝑖)𝑛𝑖=                                (16) 

 𝐸 = √ /𝑛 ∑ (�̂�𝑖 − 𝑌𝑖)𝑛𝑖=                                (17) 

Smaller values of RMSE denote better estimation 

to be performed. 

 = − [∑ (�̂�𝑖 − 𝑌𝑖)𝑛𝑖= ] [∑ �̂�𝑖 − 𝑌𝑖𝑛−= ]⁄                 (18) 

 

The R
2
 statistical test is one of the indicators most 

frequently applied. It provides a very high weight for a 

largely absolute error. The R
2
 exact value is indefinite. The 

R
2
 explains that the variables have been correctly selected. 

The closer a value to 1 of R
2
, the more accurate the model 

is.  

 

RESULTS AND DISCUSSIONS 

 

Chemical characteristics of municipal solid waste 

Ultimate analysis is an important aspect to be 

applied to the theoretical calculation of combustion and 

heating value (Akdag et al., 2016). It comprises the 

analysis of carbon (C), hydrogen (H), oxygen (O), 

nitrogen (N), and sulfur (S) represented in weight percent 

on a dry basis (wt. % on a dry basis). Table 3 contains 

ultimate analysis and heating value of MSW. Samples 

analyses proved that carbon became the most dominant 

component, followed by oxygen. The average percentage 

of hydrogen and nitrogen contents in the samples was 

lower than 10%. Hydrogen and oxygen are contained in 

MSW not as gasses, but they are bound by the other 

substances (Meraz et al., 2003). Oxygen is eight times 

lighter than hydrogen. Hence, more oxygen is required to 

burn hydrogen to form H2O (Komilis et al., 2012). Table-4 

shows the ultimate analysis and HHV of substances that 

make up MSW on dry basis. Plastic has the highest carbon 

content (80% wt.), while the lowest carbon content goes to 

animal bones (33.84% wt.). Wood mostly contains oxygen 

(44.43 wt. %), whereas plastic has the lowest oxygen 

content (3.98% wt.). Meanwhile, the highest H is 

contained in plastic. In a combustion process, C and H are 

oxidized by the exothermic reaction to form of CO
2
 and 

H2O (Obernberger et al., 2006).  

 

Table-3. Chemical characteristics of urban solid waste in 

Semarang in dry basis. 
 

Items 

analisis ultimate 
Range Average 

C (%wt) 54.09-40.81 44.22 ± 3.29 

H (%wt) 6.72-8,25 7,39 ± 0.38 

N (%wt) 0.33-2.33 1,89 ± 0.38 

S (%wt) 0,09-0,66 0,39 ± 0.1 

O (%wt) 32,05- 40.38 37,66 ± 2.15 

Ash(%wt) 5.18-10.08 9.05±0.97 

Heating value   

HHV (kcal/kg) 
3930,46- 

5937,78 

4552.23 

±416.58 
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Despite the fact that only a small fraction of 

nitrogen was detected in samples analysis, it may have a 

significant effect in air pollution by forming NOx. NOx 

directly contributes to global warming via acid rain and 

ozone depletion (Yang et al., 2014). Plastic has the lowest 

content of N, the highest concentration found in bones 

(4.89% wt.).   

Sulfur was also present in small amount. The 

process of S burning results SO
2
 gas. Together with NOx, 

SO
2
 contributes to the growth of photochemical fumes, the 

rise in greenhouse effect and ozone depletion in the 

stratosphere (Akdag et al., 2016, Tang et al., 2012). SO
2
 

has also been proven to efficiently inhibit the formation of 

PCDD/F (Aurell et al., 2009). Rubber contains the highest 

amount of sulfur, but its amount is negligently small for all 

other items.  

Knowing the amount of ash is essential prior to 

choosing the proper combustion method. Fuels with lower 

ash content are always a better option. Higher content of 

ash reduces combustion efficiency and prolongs 

combustion time for waste (Sun et al., 2016). Plastic 

contains considerably low ash, while significantly higher 

contents are yard waste and bones. The average of heating 

value of the samples is 4552.23±416.58 kcal/kg. 

  

Table-4. Ultimate Analysis and HHV of MSW Components on dry basis. 
 

Items 
C 

(wt%) 

H 

(wt%) 

N 

(wt%) 

S 

(wt%) 

O 

(wt%) 

Ash 

(wt%) 

HHV 

kcal/kg 

Yard Waste 40.78 6.16 0.85 0.2 38.59 13.42 3827 

Styrofoam 58.25 8.02 0.7 0.08 30.79 2.16 6699 

Textile 49.29 5.86 0.29 0.15 42.38 2.03 4292 

Aluminium foil 57.05 9.08 0.56 0.04 23.32 9.95 8032 

Paper 42.94 6.85 0.14 0.07 44.22 5.78 3949 

Absorbent hygiene 

product 
39.96 7.22 0.88 0.18 43.28 8.48 5531 

Bone 33.84 6.17 4.89 0.24 24.86 30 3494 

Plastics 79.81 14.41 0.01 0.02 3.98 1.77 10332 

Organics waste 37.74 6.79 2.73 0.53 41.41 10.8 3527 

Rubber 65.72 6.93 0.3 1.57 11.97 13.51 6759 

High Density Plastics 61.4 4.63 0.07 0.03 33.85 0.02 5402 

Wood 47.72 6.67 0.14 0.03 44.43 1.01 4296 

Coconut coir waste 44.02 6.36 0.55 0.07 43.97 5.03 3838 

 

Stepwise Multiple Regression Linier (SMRL) model 

based on dry base 
Modeling was realized using Matlab Statistics 

Toolbox 2013 (Matlab, 2015) with the use of experimental 

data provided in Table-4. This study performed multiple 

regression analysis applied to 29 data sets. The full model 

is given by  

 𝐻𝐻 = .  + . 𝐶 + . 𝐻 − . −. − .                                                       (19) 

 

Eq. (19) shows that C and H positively contribute 

to HHV (as depicted in Figure-1a and b). These are also 

observed in Table-1, except for Eq. (6) and (7), in which 

carbon is the most significant predictor. Eq. (19) also 

shows that oxygen, nitrogen, and sulfur lower the values 

of HHV (as depicted in Figure-1c-d). Oxygen negatively 

contributes to HHV, which is also observed in Table-1, 

except for Eq. (6-8). The performance of this model is 

considered very satisfactory (R
2
 = 0.99) because R

2
 is in 

the range of 0.9 and 1 (Ogwueleka et al., 2010).  

According to multiple regression analyses, the O, N, and S 

are not significant predictor statistically (p> 0.05). By 

using multiple stepwise regressions is obtained 

 𝐻𝐻 = − . + . 𝐶 + . 𝐻  (20) 
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Figure-1. Correlations HHV to (a) Carbon (b) Hydrogen 

(c) Oxygen (d) Nitrogen (e) Sulfur. 

 

Based on these works, only C and H which are 

significant predictor statistically to determine the heating 

value of MSW (RMSE = 65, MAPE = 0.85%, R
2
 = 98, and 

adj R
2
 = 0.98). Equation (20) also shows that the C and H 

contribute positively to HHV (as depicted Figure-1(a) and 

(b)). Knowing only the value C allows the determination 

of heating value satisfactorily ((RMSE = 99, MAPE = 

1.35%, R
2
 = 94, dan adj R

2
 = 0.94). Equation (20) becomes 

simpler, 

𝐻𝐻 = − . + . C                                      (21) 

 

Equation (20)-(21) are eligible. They are normal 

distributed to residual data. No significant problems in 

multicollinearity and autocorrelation were found. 

Whereas, carbon was the most significant predictor. 

Correlation of the three models (Equation (19)-(21)) to 

measured heating values graphically is shown in Figure-2. 

 

 
 

Figure-2. Comparison between measured HHV and 

Estimated. 

 

The Dulong formula, Modified-Dulong formula, 

Steuer formula, and Scheurer-Kestner formula are widely 

used and have been proven to be quite precise for different 

kinds of wastes. Therefore, we compared the performance 

of the models to that of those equations. Comparisons 

between Equation (19) to Equation (2) (MAPE= 2.5%) 

and Equation (5) (MAPE=2.1%) are shown in Figure-4. 

Figure-5 illustrates the comparison between measured 

values and new models, Steuer (MAPE = 8.1%), and 

Scheurer-Kestner (MAPE= 2.7%). Models performance 

are said to be excellent (MAPE < 10%) [16]. 

 

 
 

Figure-3. Comparison between measured HHV to 

Equation (20), Equation (21), Modified-Dulong’s 
equation, and 

Dulong’s equation. 
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Figure-4. Comparison between measured HHV to 

Scheurer Kestner's and Steuer’s equation. 

 

CONCLUSIONS 

The new models using regression method seems 

to give a satisfactory result. highly accurate and closer to 

the Dulong formula. Modified-Dulong formula. and 

Scheurer-Kestner formula. while Steuer formula tend to 

underestimate. 
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ABSTRACT
We present a new method to generate extractive multi-document summaries. The method
uses Integer Linear Programming to jointly maximize the importance of the sentences
it includes in the summary and their diversity, without exceeding a maximum allowed
summary length. To obtain an importance score for each sentence, it uses a Support Vector
Regression model trained on human-authored summaries, whereas the diversity of the
selected sentences is measured as the number of distinct word bigrams in the resulting
summary. Experimental results on widely used benchmarks show that our method achieves
state of the art results, when compared to competitive extractive summarizers, while being
computationally efficient as well.

KEYWORDS: Text Summarization; Integer Linear Programming; Support Vector Regression.
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1 Introduction

A multi-document summarization system aims to generate a single summary from an input
set of documents. The input documents may have been obtained, for example, by submitting
a query to an information retrieval engine and retaining the most highly ranked documents,
or by clustering the documents of a large collection and then using each cluster as a set of
documents to be summarized. Although evaluations with human judges also examine the
coherence, referential clarity, grammaticality, and readability of the summaries (Dang, 2005,
2006; Dang and Owczarzak, 2008), and some of these factors have also been considered in
recent summarization algorithms (Nishikawa et al., 2010b; Woodsend and Lapata, 2012),
most current multi-document summarization systems consider only the importance of the
summary’s sentences, their non-redundancy (also called diversity), and the summary length
(McDonald, 2007; Berg-Kirkpatrick et al., 2011; Lin and Bilmes, 2011).

An extractive multi-document summarizer forms summaries by extracting (selecting) sen-
tences from the input documents, without modifying the selected sentences. By contrast,
an abstractive summarizer may also shorten or, more generally, rephrase the selected sen-
tences. In practice, the additional processing of the selected sentences may only marginally
improve or even reduce the perceived quality of the resulting summaries (Gillick and Favre,
2009), though recent work has produced abstractive summarization methods that perform
better than extractive ones (Berg-Kirkpatrick et al., 2011; Woodsend and Lapata, 2012).
Nevertheless, the difference in the performance of extractive and abstractive summarizers is
often small, and abstractive summarizers typically require more processing time, as well as
tools and resources (e.g., reliable large coverage parsers, paraphrasing rules) that are often
not available in less widely spoken languages. Hence, it is still worth trying to improve
extractive summarizers, at least from a practical, application-oriented point of view.

Many multi-document summarizers, especially extractive ones, adopt a greedy search when
constructing summaries. For example, they may rank the sentences of the input documents
by importance, and then iteratively add to the summary (and remove from the ranked list
of input sentences) the sentence with the highest importance score, until the maximum
allowed summary length has been reached, possibly discarding sentences that are too similar
to sentences already included in the summary. Recent work has shown that adopting more
principled optimization methods based on Integer Linear Programming (ILP), instead of
greedy search, can lead to summaries that are better or at least comparable to those of state
of the art summarizers (McDonald, 2007; Gillick and Favre, 2009; Nishikawa et al., 2010a).

In this paper, we introduce a new extractive multi-document summarization method that uses
ILP to jointly optimize the importance of the summary’s sentences and their diversity (non-
redundancy), also respecting the maximum allowed summary length. Our method is more
efficient than the seminal ILP-based summarizer of McDonald (2007), because of its simpler
ILP model. The main competitor of our method, if we exclude abstractive summarizers, is
the extractive version of Berg-Kirkpatrick et al.’s (2011) summarizer, which has the best
previously reported results in extractive multi-document summarization. Inspired by Berg-
Kirkpatrick et al.’s work, we include in the objective function of our ILP model the number
of distinct word bigrams (of the input documents) that occur in the summary, but we use
that number to measure diversity, unlike Berg-Kirkpatrick et al.’s work, where bigrams are
weighted to measure importance. To obtain an importance score for each sentence, we use
a Support Vector Regression (SVR) model (Vapnik, 1998), which has no direct counter-part
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in Berg-Kirkpatrick et al.’s method. We show that our ILP method achieves state of the art
ROUGE scores (Lin, 2004) on widely used benchmark datasets, when compared to Berg-
Kirkpatrick’s and other competitive extractive summarizers, also outperforming two greedy
baselines that use only the importance scores of the SVR. For completeness, we also discuss
and compare against the abstractive version of Berg-Kirkpatrick et al.’s summarizer, and the
state of the art abstractive summarizer of Woodsend and Lapata (2012).

Section 2 below discusses previous work on ILP methods for summarization. Section 3
presents our own ILP model, after first introducing the SVR model of sentence importance and
the greedy baselines. Section 4 presents the experiments that we conducted and discusses
their results. Section 5 concludes and proposes directions for further research.

2 Related work
The first ILP method for summarization was proposed by McDonald (2007). It constructs
summaries by maximizing the importance of the selected sentences and minimizing their
pairwise similarity, as shown below. No sentence ordering is performed.

max
x ,y

n∑
i=1

imp(si) · x i −
n∑

i=1

n∑
j=i+1

sim(si , s j) · yi, j (1)

subject to:
n∑

i=1

li · x i ≤ Lmax (2)

and (for i = 1, . . . , n and j = i + 1, . . . , n):

yi, j − x i ≤ 0 (3)

yi, j − x j ≤ 0 (4)

yi + x j − yi, j ≤ 1 (5)

Here, n is the number of sentences in the input documents; imp(si) is the importance score
of sentence si; li is the length of si; sim(si , s j) is the similarity of sentences si and s j; and Lmax
is the maximum allowed length. The x i variables, jointly denoted x , are binary and indicate
whether or not the corresponding sentences si are included (selected) in the summary. The
yi, j variables, jointly denoted y , are also binary and indicate whether or not both si and s j
are included in the summary. Constraint 2 ensures that the maximum total length is not
exceeded. Constraints 3–5 ensure that the values of x i , x j , and yi, j are consistent (e.g., if
yi, j = 1, then x i = x j = 1; and if yi, j = 0, then x i = 0 or x j = 0).

McDonald showed experimentally that the ILP model above achieves better ROUGE scores
(Lin, 2004) than a greedy method that attempts to maximize the same objective (1). However,
McDonald also showed that the ILP model above corresponds to an NP-hard problem and is,
therefore, intractable for a large number of sentences. A set of experiments by McDonald
confirmed that the model does not scale up well in practice, mostly because of the O(n2)
yi, j variables that are used to model the redundancy between sentences. Furthermore, the
ROUGE scores of McDonald’s ILP model were not always better than those obtained using a
modified version of the Knapsack dynamic programming algorithm (Cormen et al., 2001).

In a more recent approach, Berg-Kirkpatrick et al. (2011) presented an ILP method based
on the notion of ‘concepts’, a notion initially introduced by Gillick and Favre (2009). The
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so called ‘concepts’ are actually word bigrams, all the word bigrams of the documents
to be summarized. Each bigram has a weight wi that indicates its importance. The ILP

objective (6) of Berg-Kirkpatrick et al. prefers summaries with many important concepts,
i.e., summaries whose bigrams have a large sum of weights wi; below bi are binary variables
indicating which bigrams (|B| in total) are present in the summary. An additional constraint,
not shown here, ensures that the maximum allowed summary length is not exceeded.

max
b,c

h(b, c) =max
b,c

|B|∑
i=1

wi · bi +
|C |∑
i=1

ui · ci =
|B|∑
i=1

(W T ·Φi) · bi +
|C |∑
i=1

(U T ·Ψi) · ci (6)

Berg-Kirkpatrick et al.’s model also takes into account the possible subtree cuts (deletions)
of the parse trees of the sentences of the input documents. The cuts give rise to different
compressions (shortenings) of the sentences; hence, Berg-Kirkpatrick et al.’s summarizer is
an abstractive one. In the objective (6), ui are the weights of the possible subtree cuts of all
the sentences of the input documents, and ci are binary variables indicating which cuts (|C |
in total) are used. Additional contraints, not shown above, ensure that the values of bi and
ci are consistent. Overall, Berg-Kirkpatrick et al.’s method aims to produce summaries that
contain many important bigrams, while also performing many desirable subtree cuts.

The weights wi and ui are themselves estimated as weighted sums of features, i.e., wi =
W T ·Φi , where Φi is a feature vector describing the bigram of the binary variable bi , and W
is a vector of feature weights; similarly, ui = U T ·Ψi , where Ψi is a feature vector describing
the subtree cut of the binary variable ci , and U is a vector of feature weights.1 The feature
vector Φi includes, for example, the frequency of the corresponding bigram in the documents
to be summarized, and the minimum sentence position (e.g., 3rd sentence in a document)
of the sentences that contain that bigram in the input documents. The features of Ψi show,
for example, if a relative clause or a temporal phrase was cut.

Berg-Kirkpatrick et al. use a structured Support Vector Machine (SVM) (Vapnik, 1998;
Tsochantaridis et al., 2004) that assigns to each candidate summary the score h(b, c) of the
objective function (6), given W and U . During training, the SVM searches for the values of W
and U that allow it to prefer the gold summary (of each training set of input documents) to
all the other possible summaries (of the same input documents) by a margin determined by a
loss function. Berg-Kirkpatrick et al. use a bigram recall loss function similar to ROUGE-2 (Lin,
2004). The loss function causes more emphasis (larger margin) to be placed on preferring
the gold summaries to other summaries that share many bigrams with the gold ones. The
learnt W and U are then used in the objective (6).

Berg-Kirkpatrick et al. report that their full method achieves higher ROUGE scores than
an extractive version of their method (without the subtree cuts, i.e., without sentence
compression) with no significant decrease in grammaticality (when sentence compression
is used), unlike other work (Gillick and Favre, 2009), where sentence compression was
found to reduce grammaticality. The extractive version of Berg-Kirkpatrick et al.’s method
omits the second term of Formula (6), as in the previous work of Gillick and Favre (2009).
As already noted, the extractive version of Berg-Kirkpatrick et al.’s method has the best
previously published results in extractive multi-document summarization.

1Berg-Kirkpatrick et al. (2011) use different terminology. A minor difference from their description of their
method is that they seem to set W = U , but in a more general formulation this does not seem to be necessary.
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More recently, Woodsend and Lapata (2012) proposed an ILP-based method that forms
a summary by maximizing the objective function shown below. The objective function
combines the importance fB(z) of the bigrams in the summary’s sentences, the salience fS(z)
of the parse tree nodes of the summary’s sentences, and a unigram language model fLR(z),
which penalizes sentences containing words that are unlikely to appear in summaries; we
do not discuss fLR(z) further to save space.

maxz fB(z) + fS(z) + fLR(z) (7)

The argument z collectively denotes binary variables zi , one zi for each node of the parse tree
of each sentence of the input documents. Each zi shows whether or not the corresponding
node has been retained or deleted. By deleting nodes, the method can compress sentences;
hence, this is also an abstractive summarization method. The fB(z) component is the same
as in Berg-Kirkpatrick et al.’s work ( fB(z) =

∑|B|
i=1 wi · bi). Additional constraints ensure that

a bigram can be selected only if at least a parse tree node that subsumes it has been selected,
that the maximum summary length is not exceeded etc.

To compute fS(z), Woodsend and Lapata train a linear SVM, with separating hyperplane
W T · Φi = 0, to predict whether or not a sentence si of an input set of documents would
be selected by a human creating a summary. The fS(z) score, defined below, is the sum of
the trained SVM’s predictions, for all the phrases that correspond to the retained parse tree
nodes of the input sentences; Φi is a feature vector describing each retained phrase, with
features indicating, for example, if the phrase was obtained from the first sentence of an
input document, if it contains pronouns etc.; W are the feature weights learnt by the SVM.

fS(z) =
∑

i

(W T ·Φi) · zi (8)

A second SVM is trained to exclude sentences that are too long, contain quotations etc. The
predictions of the second SVM are used to add hard constraints to the ILP model, rather than
including the predictions in the ILP objective function (7).

The method of Woodsend and Lapata optionally employs a quasi-synchronous tree grammar
(QSTG), to generate candidate compressions and paraphrases of the source sentences. The
QSTG grammar is learnt from aligned summary and source sentences. When the grammar is
used, the rest of the method does not operate only on the sentences of the input documents,
but also on rephrasings of these sentences, produced by the grammar. Hence, in its full
form, the method of Woodsend and Lapata is abstractive not only because it can delete tree
nodes of the parse trees, but also because it can rephrase sentences using the grammar. It
can be turned into an extractive summarization method by disabling the QSTG grammar and
disallowing tree node deletions. Woodsend and Lapata provide experimental results of their
method without the QSTG grammar, but not without tree node deletions; hence, we could
not compare directly to a purely extractive version of Woodsend and Lapata’a summarizer.

Lin and Bilmes (2011) construct summaries by maximizing a monotone submodular function.
This is an NP-hard problem; however, there is a greedy algorithm that approximates the
optimum by a constant factor. Lin and Bilmes show that several previous summarization
approaches can be described in terms of submodular functions. They also propose their
own submodular functions for summarization, which combine importance and diversity.
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3 Our method
In this section, we first discuss our SVR model that assigns importance scores to the sentences
of the input documents, and two greedy baseline summarizers that use the SVR without ILP.
We then introduce our ILP method, which jointly maximizes the importance and diversity of
the selected sentences, while respecting the maximum allowed summary length.

3.1 The SVR model of sentence importance
A Support Vector Regression (SVR) model aims to learn a function f : Rn 7→ R, which
will be used to predict the value of a variable y ∈ R given a feature vector X ∈ Rn. In
particular, given l training instances (X1, y1), . . . , (X l , yl), an SVR model is learnt by solving
the following optimization problem (Vapnik, 1998); W is a vector of feature weights; φ is a
function that maps feature vectors to a new vector space of higher dimensionality to allow
non-linear functions to be learnt in the original space; C > 0 and ε > 0 are given.

min
W,b,ξ,ξ∗

1

2
‖W‖2 + C

l∑
i=1

ξi + C
l∑

i=1

ξ∗i (9)

subject to (for i = 1, . . . , l):

W T ·φ(X i) +w0 − yi ≤ ε+ ξi (10)

yi −W T ·φ(X i)−w0 ≤ ε+ ξ∗i (11)

ξi ≥ 0 (12)

ξ∗i ≥ 0 (13)

The goal is to learn a linear (in the new space) function, whose prediction (value) W T ·
φ(X i)+w0 for each training instance X i will not to be farther than ε from the target (correct)
value yi . Since this is not always feasible, two slack variables ξi and ξ∗i are used to measure
the prediction’s error above or below the target yi . The objective (9) jointly minimizes the
total prediction error and ‖W‖, to avoid overfitting.2

In our case, X i is the feature vector of a sentence and yi is the sentence’s importance score.
During training, the target score yi of each sentence s, i.e., the score that the SVR should
ideally return, is taken to be the average of the ROUGE-2 and ROUGE-SU4 scores (Lin, 2004)
of s, comparing s against the corresponding gold (human-written) summaries; the latter are
included in the training datasets that we used. We took the average of ROUGE-2 and ROUGE-
SU4, because they are the two most commonly used measures to automatically evaluate
machine-generated summaries against gold ones. Roughly speaking, both measures compute
the bigram recall of a summary (or individual sentence) being evaluated against multiple
gold summaries (provided by different human authors), but ROUGE-SU4 also considers skip
bigrams with a maximum distance of 4 words between the words of each skip bigram.
Both measures have been found to correlate well with human judgements in extractive
summarization (Lin, 2004). Hence, training the SVR to predict the average ROUGE-2 and
ROUGE-SU4 of each sentence can be particularly useful. Intuitively, a sentence with a high
ROUGE score has a high overlap with the gold summaries; and since the gold summaries

2We use the SVR implementation of LIBSVM (http://www.csie.ntu.edu.tw/~cjlin/libsvm/) with an
RBF (non-linear) kernel and LIBSVM’s parameter tuning facilities.
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contain the sentences that human authors considered most important, a sentence with
a high ROUGE score is most likely also important. This is why we view our SVR, which
attempts to predict the ROUGE score (average ROUGE-2 and ROUGE-SU4) of each sentence,
as a component that assigns an importance score to each sentence.

The idea to use ROUGE during training is also present in the work of Berg-Kirkpatrick et al.
(Section 2). The SVM that Berg-Kirkpatrick et al. use, however, in effect attempts to separate
(prefer) the gold summaries from the other possible summaries; ROUGE (more precisely, a
modified version of ROUGE-2) is included in the SVM as a loss function to force the SVM to
place more emphasis on separating gold summaries from other possible summaries with
high ROUGE scores. By contrast, the SVR that we use attempts to directly output the ROUGE

score of each sentence. Furthermore, the RBF kernel that we use in the SVR allows the
SVR to learn non-linear functions, whereas the linear SVM of Berg-Kirkpatrick et al. can
learn only linear functions. We also note that the two SVMs used by Woodsend and Lapata
(Section 2) perform binary classification (not regression), attempting to separate sentences
that a human would include in a summary from sentences that would not be included. The
(unsigned) distance from the learnt separating hyperplane of the first SVM is included in
the objective function of the ILP model, in effect treating the distance as a confidence score.
We believe that our use of a regression model (SVR) is a better choice, because the distance
from an SVM’s separating hyperplane is often a poor confidence estimate. We also note that
the second SVM of Woodsend and Lapata contributes only hard constraints to the ILP model,
without taking into account the SVM’s confidence.

We include the following features in the feature vector X of each sentence s:

• Sentence position SP(s):

SP(s) =
pos(s, d(s))
|d(s)|

where pos(s, d(s)) is the position (sentence order) of sentence s in its document d(s),
and |d(s)| is the number of sentences in d(s).

• Named entities NE(s):

NE(s) =
n(s)

len(s)
n(s) is the number of named entities in s, and len(s) is the number of words in s.3

• Levenshtein distance LD(s, q): The Levenshtein Distance (Levenshtein, 1966) between
the user’s query q and sentence s; insertions, deletions, and replacements affect entire
words. In the datasets we experimented with, the documents to be summarized were
relevant to a query q, which was always available.

• Word overlap WO(s, q): The number of words shared by the query q and sentence s,
after removing stop words and duplicate words from both q and s.

• Content word frequency CF(s) and document frequency DF(s): We use these measures
as defined by Schilder and Ravikumar (2008). CF(s) is defined as follows:

CF(s) =

∑cs
i=1 pc(wi)

cs

3We use Stanford University’s named entity recognizer (consult http://nlp.stanford.edu/).
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where cs is the number of content words in sentence s, pc(w) =
m
M

, m is the number
of occurrences of content word w in the input documents, and M is the total number
of content word occurences in the input documents. Similarly, DF(s) is defined as:

DF(s) =

∑cs
i=1 pd(wi)

cs

where pd(w) =
d
D

, d is the number of input documents the content word w occurs in,
and D is the number of all input documents.

Experiments on the development set (see below) confirmed that all the features have a
positive impact, i.e., the results are worse, if any of the features are removed.

3.2 The baseline summarizers

We compare against two greedy baselines that use the SVR model of sentence importance,
but not ILP. The first one, called GREEDY, uses the trained SVR model of the previous section
to assign importance scores to all the sentences of the documents to be summarized. It
then ranks the sentences by decreasing importance score and constructs the summary by
iteratively selecting (and removing from the ranked list of sentences) the sentence with the
highest importance score that fits in the summary space left.

The second baseline, called GREEDY-RED, operates in the same way, but it also takes into
account redundancy. When a new sentence (with the highest importance score among the
remaining sentences in the ranked list) is about to be added to the summary, its cosine
similarity (computed on words) to all the sentences that have already been included in the
summary is computed. If the similarity between the new and any of the already selected
sentences exceeds a threshold t, the new sentence is discarded and a new iteration starts,
where the next sentence of the ranked list of remaining sentences is considered. In our
experiments, t was determined by tuning GREEDY-RED on development data (see below).

3.3 Our ILP summarization model

Instead of directly using the importance score fSVR(si) of each sentence si, as returned by
the SVR model of Section 3.1, we normalize it using the maximum and mimimum values
that the SVR model returns for the j = 1, . . . , n sentences of the input documents:

ai =
fSVR(si)−min j fSVR(s j)

max j fSVR(s j)−min j fSVR(s j)
(14)

The objective (15) of our summarization ILP model sums the normalized relevance scores ai
of the selected sentences to estimate the overall importance imp(S) of the resulting summary
S. It also estimates the diversity div(S) of S by calculating how many word bigrams of the
documents being summarized are present in the selected sentences; when more bigrams
are present in the summary, the summary’s sentences share fewer bigrams, i.e., they are less
redundant. Notice that we do not assign importance scores to the bigrams, unlike the work
of Berg-Kirkpatrick et al. and Woodsend and Lapata (Section 2). The binary variables x i
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and b j indicate which sentences si and which word bigrams g j , respectively, are present in
the summary; see Figure 1 for an example of the relations between the x i and b j variables.

max
b,x
λ1 · imp(S) +λ2 · div(S) =max

b,x
λ1 ·

n∑
i=1

ai

kmax
· x i +λ2 ·

|B|∑
j=1

b j

n
(15)

n∑
i=1

li · x i ≤ Lmax (16)

∑
g j∈Bi

b j ≥ |Bi | · x i , for i = 1, . . . , n (17)

∑
si∈S j

x i ≥ b j , for j = 1, . . . , |B| (18)

Again, li is the length of sentence si , Lmax is the maximum allowed summary length, and
n is the number of input sentences. imp(S) is normalized to [0,1] using the maximum
number of sentences kmax that can be included in the summary. To estimate kmax we divide
the maximum available space Lmax by the length of the shortest input sentence. We also
divide div(S) by n, which causes div(S) to range mostly in [0,1] in our experiments. The
values of λ1 and λ2 are tuned on development data. We set λ1 + λ2 = 1. Constraint 16
guarantees that Lmax is not exceeded. The other two constraints are explained below:

• Constraint 17: Bi is the set of bigrams that appear in sentence si , |Bi | is the cardinality
of Bi, g j ranges over the bigrams in Bi, and b j is the binary variable that shows if
bigram g j has been selected. If a sentence si is selected (x i = 1), then all of its bigrams
must also be selected, i.e.,

∑
g j∈Bi

b j = |Bi | and Constraint 17 holds. If sentence si is
not selected (x i = 0), then some of its bigrams may still be selected, if they occur in
another selected sentence; hence

∑
g j∈Bi

b j ≥ 0 and Constraint 17 holds again.

• Constraint 18: Again, b j is the binary variable that shows if g j has been selected.
|B| is the total number of (distinct) bigrams of the n input sentences; S j is the set
of sentences that bigram g j appears in; and x i is the binary variable that shows if
sentence si has been selected. If a bigram g j is selected (b j = 1), then at least one
sentence that contains that bigram must also be selected; hence,

∑
si∈S j

x i ≥ 1 and
Constraint 18 holds. If bigram g j is not selected (b j = 0), then none of the sentences
that contain it may be selected; hence,

∑
si∈S j

x i = 0 and Constraint 18 holds again.

In preliminary experiments, we noticed that our ILP model above, called ILP1, tended to
select many short sentences, which had a poor ROUGE match with the gold summaries. To
address this issue, we developed an alternative ILP model, called ILP2, whose objective
function (19) rewards longer sentences by multiplying their importance scores ai with their
lengths li (in words). The constraints of ILP2 remain as in ILP1 (Constraints 16–18).

max
b,x
λ1 ·

n∑
i=1

ai ·
li

Lmax
· x i +λ2 ·

|B|∑
j=1

b j

n
(19)

919



x1
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x3
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b1 b2 b3 b4

Figure 1: There are 3 sentences (corresponding to the binary variables x1, x2, x3) containing
4 word bigrams (corresponding to variables b1, b2, b3, b4). For example, sentence s1 contains
the first, second, and fourth bigrams; and if sentences s1 and s2 are selected (x1 = 1 and
x2 = 1), then the bigrams they contain must also be selected (b1 = 1, b2 = 1, b4 = 1).

4 Experiments
We now present the experiments that we performed, starting from the datasets we used.

4.1 Datasets and experimental setup
We used the datasets of DUC 2005, DUC 2006, DUC 2007, and TAC 2008 (Dang, 2005, 2006;
Dang and Owczarzak, 2008).4 Each dataset contains document clusters. Each cluster
contains documents relevant to a query (a question or topic description), which is also given.
For each cluster, a summary not exceeding a maximum allowed length has to be produced,
so that the summary will provide an answer to the corresponding query. Multiple reference
(gold, human-authored) summaries are also provided per cluster. Table 1 provides more
information on the datasets we used. For our experiments, we extracted all the sentences
from the documents of each cluster, discarding sentences shorter than or equal to 7 words.
We also applied a small set of cleanup rules to remove unnecessary formatting tags.

dataset documents clusters reference word limit
per cluster summaries (in words)

DUC 2005 25–50 50 4–9 250
DUC 2006 25 50 4 250
DUC 2007 25 45 4 250
TAC 2008 10 48 4 100

Table 1: Datasets used in our experiments.
The SVR model of sentence importance (Section 3.1) was trained on the sentences of DUC

2006 (i.e., DUC 2006 was our training dataset) and it was used to assign importance scores
to the sentences of the clusters of DUC 2005, DUC 2007, and TAC 2008. For each document
cluster, we used the n= 100 sentences with the highest importance scores as input to the
baseline and ILP summarizers of Sections 3.2 and 3.3.

We note that ILP problems are in the worst case (for the most difficult ILP problems) NP-
hard. Our ILP1 and ILP2 models (Section 3.3) are generalizations of the 0-1 Knapsack
problem, which is known to be NP-hard; hence, our models also constitute NP-hard problems.
Nevertheless, very efficient ILP solvers are available.5 In the worst case, the off-the-shelf
solver that we use finds a solution (for ILP1 or ILP2, per summary) in 1.25 seconds and

4Consult also http://duc.nist.gov/ and http://www.nist.gov/tac/.
5We use the implementation of the Branch and Cut algorithm of the GNU Linear Programming Kit (GLPK);

consult http://sourceforge.net/projects/winglpk/.
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Figure 2: ROUGE-2 scores of the two versions of our ILP model on DUC 2007 data, used as
development data, with the SVR model of sentence importance trained on DUC 2006 data.

0.9 seconds in the DUC 2007 and TAC 2008 datasets, respectively. The solver takes more
time in DUC 2007 than in TAC 2008, because DUC 2007 summaries are longer (cf. Table 1)
and, therefore, the search space is larger. This efficiency is mostly due to the fact that the
x i and b j variables of ILP1 and ILP2 are in the order of hundreds and grow approximately
linearly to the number and size (word bigrams) of the input sentences, as opposed to the
quadratic (to the number of sentences) growth of the number of variables in McDonald’s
model (Section 2). Berg-Kirkpatrick et al. (2011) report very similar execution times; they
report that the solver they use finds the solution of their extractive formulation in less than
a second for most summaries of TAC 2008 and TAC 2009. Our method (ILP1 or ILP2) takes
on average 10–11 seconds to form each summary, including the time to read and preprocess
the input documents, formulate the ILP model etc. By contrast Woodsend and Lapata (2012)
report that their method takes 55 seconds on average for each summary, though presumably
this also includes parsing the input and applying the QSTG grammar.

4.2 Experiments on development data

To determine which of the two versions (ILP1 or ILP2) of our ILP model performs best and to
tune their parameters, we experimented on the DUC 2007 dataset, i.e., we used the DUC

2007 dataset as our development data; recall that the DUC 2006 dataset was used as training
data in all cases. We used 11 different values of λ1 (λ2 = 1−λ1) in both ILP1 and ILP2, and
we evaluated the generated summaries using ROUGE-2. The results of these experiments
are presented in Figure 2. ILP2 is better than ILP1 for all values of λ1, and its best ROUGE-2
score is obtained for λ1 = 0.4 (λ2 = 0.6). The fact that the best results were obtained for
non-zero λ1 and λ2 values also shows that both the sentence importance component (SVR)
and the diversity component (bigram count) contribute to the results of our ILP models.

We also compared the average number of selected sentences per cluster of ILP1 and ILP2 on
DUC 2007 data. As already noted and illustrated in Figure 3, ILP1 tends to select more and,
therefore, shorter sentences than ILP2; these shorter sentences have worse ROUGE matches
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Figure 3: Average number of sentences selected by the two versions of our ILP model on
DUC 2007 data, used as development data, with the SVR model trained on DUC 2006 data.

with the reference summaries, which is why ILP1 performs worse than ILP2. Figure 3 also
shows that ILP2 selects approximately the same number of sentences for all λ1 values; this
is because ILP2 tends to always select relatively long sentences and, hence, the number of
selected sentences that fit in the available space cannot vary as much as in ILP1.

In Table 2, we present the ROUGE scores of the two versions of our ILP model (for λ1 = 0.4)
on the DUC 2007 dataset, along with the corresponding scores of the GREEDY and GREEDY-RED

baselines (Section 3.2), which use only the SVR without ILP. We also show the scores of
several state of the art systems, both extractive and abstractive, as they were reported in the
corresponding articles; more recently published results are shown first. Our ILP2 model has
the best reported ROUGE-2 score on the DUC 2007 dataset, and the second best ROUGE-SU4
score, though one should keep in mind that the DUC 2007 dataset was our development set.

4.3 Experiments on test data

We then evaluated ILP2 with λ1 = 0.4, which was our best system in the experiments on the
development data (DUC 2007), against the systems with the highest published ROUGE scores
on TAC 2008 and DUC 2005 data, our two test datasets.6 The results of these experiments
are listed in Tables 3 and 4, respectively. On the TAC 2008 dataset (Table 3), the most recent
of the datasets we experimented with, our ILP2 method achieves the second best ROUGE-SU4
score and the second best ROUGE-2 score, following the method of Woodsend and Lapata
with the QSTG grammar enabled, and the abstractive (full) method of Berg-Kirkpatrick et al.,
respectively (see Section 2). Our ILP2 method performs better than the method of Woodsend
and Lapata without the QSTG grammar, even though the method of Woodsend and Lapata
is still an abstractive one, even without the QSTG grammar (it can still delete parse tree
nodes), whereas our method is purely extractive. If we exclude abstractive summarizers,
our ILP2 method has the best ROUGE-2 and ROUGE-SU4 scores.

6We used Set A of TAC 2008.
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system ROUGE-2 ROUGE-SU4

ILP2 0.12517 0.17603
ILP1 0.12201 0.17283
GREEDY-RED 0.11591 0.16908
GREEDY 0.11408 0.16651

Lin and Bilmes 2011 0.12380 N/A
Celikyilmaz and Hakkani-Tur 2010 0.11400 0.17200
Haghighi and Vanderwende 2009 0.11800 0.16700
Schilder and Ravikumar 2008 0.11000 N/A
Pingali et al. 2007 (DUC 2007) 0.12448 0.17711
Toutanova et al. 2007 (DUC 2007) 0.12028 0.17074
Conroy et al. 2007 (DUC 2007) 0.11793 0.17593
Amini and Usunier 2007 (DUC 2007) 0.11887 0.16999

Table 2: Comparison of our ILP method against greedy baselines that use the same SVR

model of sentence importance without ILP, and against other state of the art summarizers on
DUC 2007 data (our development dataset). Our ILP method was trained on DUC 2006 data.

On the DUC 2005 dataset (Table 4), our ILP2 method has the best reported ROUGE-2 and
ROUGE-SU4 scores. Berg-Kirkpatrick et al. and Woodsend and Lapata provide no results of
their systems for this dataset. They also provide no results for the more recent TAC 2009
dataset, because they used it as their training set. We did not experiment with the TAC 2009
dataset, because our main competitors have not published results for that dataset.

We used paired t-tests (p < 0.05) to check if the differences between the scores of ILP2 and
the other systems were statistically significant. In Tables 3–4, + and − denote the existence
or absence of statistical significance, respectively. Unfortunately, the tests were possible only
when comparing ILP2 against the few systems we had ROUGE scores for per topic.

5 Conclusions
We presented a new ILP method (in two versions) for multi-document summarization. Our
method jointly maximizes the importance of the sentences it includes in a summary and their
diversity, without exceeding a maximum allowed summary length. To obtain an importance
score for each sentence, it uses an SVR model, trained on human-authored summaries to
predict the ROUGE score of each sentence. Diversity is measured as the number of word
bigrams of the input documents that occur in the resulting summary. Experimental results on
widely used benchmarks for news summarization show that our ILP method achieves state
of the art results among extractive summarizers. It also outperforms two greedy baselines
that use the same SVR model of sentence importance without ILP, and it performs better
than some abstractive summarizers. Our method is also very fast, and it does not require a
parser or other resources that are not always available in less widely spoken languages.

We are already experimenting with an extended version of our method that also performs
sentence compression. In future work, we hope to extend our ILP model to consider discourse
coherence, sentence aggregation, and referring expression generation.
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system ROUGE-2 ROUGE-SU4

ILP2 0.11168 0.14413

Woodsend and Lapata 2012 (with QSTG) 0.11370 0.14470
Woodsend and Lapata 2012 (without QSTG) 0.10320 0.13680
Berg-Kirkpatrick et al. 2011 (with subtree cuts) 0.11700 0.14380
Berg-Kirkpatrick et al. 2011 (without subtree cuts) 0.11050 0.13860
Shen and Li 2010 0.09012 0.12094
Gillick and Favre 2009 (with sentence compression) 0.11100 N/A
Gillick and Favre 2009 (without sentence compression) 0.11000 N/A
Gillick et al. 2008 (run 43 in TAC 2008) 0.11140− 0.14298−

Gillick et al. 2008 (run 13 in TAC 2008) 0.11044− 0.13985−

Conroy and Schlesinger 2008 (run 60 in TAC 2008) 0.10379− 0.14200−

Conroy and Schlesinger 2008 (run 37 in TAC 2008) 0.10338− 0.14277−

Conroy and Schlesinger 2008 (run 06 in TAC 2008) 0.10133+ 0.13977−

Galanis and Malakasiotis 2008 (run 02 in TAC 2008) 0.10012+ 0.13694−

Table 3: Comparison of our best ILP summarizer (ILP2) against state of the art summarizers
on TAC 2008 data (one of our two test datasets). Our ILP method was trained on DUC 2006
data. It has the best ROUGE-2 and ROUGE-SU4 scores among extractive summarizers.

system ROUGE-2 ROUGE-SU4
ILP2 0.08174 0.13640

Lin and Bilmes 2011 0.07820 N/A
Shen and Li 2010 0.07311 0.13061
McDonald 2007 (ILP) 0.06100 N/A
McDonald 2007 (Knapsack) 0.06700 N/A
Ye et al. 2005 0.0744+ 0.13461−

Li et al. 2005 0.07313+ 0.13158−

Daume and Marcu 2005 0.07089+ 0.12649+

Table 4: Comparing our best ILP summarizer (ILP2) against state of the art summarizers on
DUC 2005 data (one of our two test datasets). Our method was trained on DUC 2006 data.
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INTRODUCTION 

 

The success of education in a school can not 

be separated from the effectiveness of teacher 

performance in the school. Performance of teachers 

interpreted as a result of teacher work that can be 

seen in quality and quantity in performing duties 

and responsibilities. Performance is influenced by 

factors such as professionalism in work, work 

discipline, work environment, leadership, job 

design, administration, payroll, means of 

infrastructure, work motivation and supervision. 

The quality of teacher performance is stated in the 

Regulation of the Minister of National Education 

of the Republic of Indonesia number 16 of 2007 on 

Teacher Competency Standards developed intact 

from the four main competencies namely 

pedagogic competence, personality, social and 

professional. The fourth competency integrated in 

teacher performance. However, it is very 

apprehensive from the results of Early Competency 

Test (UKA) teachers before getting a professional 

certificate conducted on 275,768 teachers 

nationally, from the weight of the score 100 was the 

lowest score of the test results is 1 and the average 

score is 42.25. This means that the national average 

of teacher competence is still far below 50, or half 

of the ideal. Approximately 80-90 thousand people 

are at intervals of 35-40. While the average national 

teacher competence test (UKG) at the national level 

is only 53.02 from the average target value 55. 

While Aljazeera released the results of his research 

that only about 51% of teachers who teach in 

Indonesia who have the competence of teaching 

well and professional 

(http//www.aljazeera.com.programmes/101east/2

013/02/201321965257154992.html) 

The circumstances of high school economics 

teachers in Karanganyar Regency also indicate a 

problem with their performance. Observations 

conducted in the field show the fact that many 

teachers have not prepared the complete learning 

tool, such as ignoring presences, not making 

latticework questions, and not analyzing learning 

outcomes. This indicates the motivation of work 

and awareness of responsibility for the task is still 

low which impact on performance that is less good.  

 

Hasibuan (2015, p.94) states that 

performance or work performance is a result of 

work achieved by a person in carrying out tasks 

assigned to him based on his skills, experience, and 

sincerity and time. Similarly, according to Dewi 

(2015, p.25) performance is defined as the work 

that can be seen in quality and quantity when a 

person performs the tasks that are his responsibility. 

The performance of teachers is said to be good if 

able to implement the learning according to the 

planned targets, discipline in work, have integrity 

and high discipline, capable of updating in 

learning, creative and innovative and so forth. 

Leadership is one of the important 

dimensions of school productivity. Hoy & Miskel 

(2014, p.636) broadly define leadership as a social 

process with individuals or groups affecting 

common goals, widespread leadership in organ 

organizations formally and informally and has a 

rational, social and emotional basis. Leadership is a 

human factor that binds a group together and gives 

it a motivation toward a certain goal both short and 

long term (Danim, 2012,p.18). The role of a leader 

in the highest management is on the performance 

of employees by providing good motivation to 

work then realized the improvement of positive 

employee’s performance (Zameer et 

al.,2014,p.298). The principal should be responsible 

for the management of micro education, i.e. the 

stages that discuss the teaching and learning 

process and the teacher as the main manager of 

education. This is in accordance with Mulyasa's 

opinion (2015, p.5) that in the process dynamic 

quality interaction between school principals, 

teachers, administrators and learners plays a very 

important role, especially in the adjustment of 

various school activities to the demands of 

globalization, community change, technology and 

demands of the situation, condition, and 

environment. All of them are very demanding the 

competence and professionalism of the principal, to 

enable the creation of quality work. Handayani & 

Rasyid (2015, p.265) also argues that the 

professional quality of teachers is largely 

determined by the quality of the principal's 

leadership.  

As teacher professionals have a different 

work motivation between teachers with one 

another. This difference in motivation to produce 
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will result in different performance. Motivation is 

the driving force and willingness to work in 

achieving success (Wahyudi et al., 2012, p.4). 

Motivation of work is the process of stimulating 

one's self in working to achieve the goal 

(Hutabarat, 2015, p.297). Improving employee 

performance that shows the value of satisfaction is 

the result of motivating a leader (Ibrahim, 2015, 

p.1234). Motivation gives positive impact to 

minimize the ineffectiveness of an organization 

(Olusadum & Anulika, 2018, p. 63). 

Low motivation is one of the causes of low 

teacher performance. The performance of the 

teacher is influenced by the condition of his soul, 

and otherwise his soul will influence him in 

teaching (Bungawati, 2016, p.2). In order to get 

work performance teachers must have high 

motivation commitment in wrestling profession as 

a teacher. In order to optimum working motivation 

to know the factors driving the growth of 

motivation. These factors include internal factors 

that are sourced from within individuals and 

externally sourced from outside the individual. 

Internal factors include, interest in work, talent, 

attitude, satisfaction, experience, job perception 

while external factors such as payroll, supervision, 

regulation, work environment and leadership. 

The work climate that exists in an 

environment is crucial to the success of the worker's 

activity. The school climate consists of two 

components, namely the social environment and 

the physical environment (Sahney, 2016, p.948). 

Treputtharata & Tayiam, (2013, p.997) argues that 

the school climate is important because it can 

achieve more satisfying performance and more 

efficient work. Others argue that the school climate 

is the quality of the school environment 

experienced by participants (administrators, 

teachers, pupils) and their interplay in teaching and 

achieving school goals (Pashiardis, 2000, p.224). 

Haynes, et.al., In Hoffman (2009, p.2) defines the 

school climate as the quality and consistency of 

personal interactions within the school community 

that affect cognitive, social, and psychological 

development of children. According to Litwin & 

Stringer in Gunbayi (2007, p.1), the school climate 

is defined varied by experts as a result of subjective 

perceptions of the formal system, principal 

leadership style and other important environmental 

factors that influence the attitudes, beliefs, values 

and motivations of the individuals in the school. 

While Wenzkaff in Cherubini (2008, p.40) argues 

that the school climate informs about the 

atmosphere in the classroom, faculty room, office, 

and every angle in the school. Oluwakemi & 

Olanrewaju (2014, p.203) suggests that school 

climate mediates the relationship between teacher 

performance and behavior. 

Working climate that supports the 

smoothness of duties and responsibilities in schools 

is needed by teachers. This is in line with Haryani's 

(2017, p.86) conclusion that the school 

organization climate has a positive and significant 

influence on teacher performance. Principals as 

administrators and supervisors should be able to 

create a conducive working climate for the 

effectiveness of teacher performance increases.  

Leadership, motivation and work climate 

will foster commitment, responsibility, passion in 

work so as to contribute positively in improving the 

quality of teacher performance towards a better 

direction. Leadership, work motivation and work 

climate is a force that can play a role for members 

to change attitudes and organizational behavior in 

the direction of the willingness to excel.  

Based on that, the authors want to conduct 

research that focuses on leadership, motivation, 

work climate and economic teacher performance. 

This study aims to determine the relationship 

between leadership, motivation, work climate with 

the performance of economic teachers in SMA 

Karanganyar Regency either partially or 

simultaneously. 

 

METHODS 

 

This study is a population study so that the 

samples used are taken from the entire population. 

Population research can only be done for the finite 

population and the subject is not too much 

(Arikunto, 2010, p.174). Data collection in this 

study using research instruments, data analysis is 

quantitative with the aim to test the hypothesis that 

has been set. Population in this research is all 

teacher of economics as Karanganyar Regency 

which amounts to 38 teachers spread in 14 schools 

and also become sample research. 
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Data collection techniques used in this study 

are observation, questionnaire, and interviews. The 

independent variables in this research are principal 

leadership (X1), motivation (X2), work climate 

(X3) while the dependent variable of teacher 

economic performance (Y). The relations between 

the variables are shown in the following figure 1. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figur 1. The relations between leadership, motivation and work climate 

with the performance of high school economics teachers 

Notes : 

X1 : Principle Leadership 

X2 : Motivation 

X3 : Work Climate 

Y : Teacher Economic Performance 

 

The operational definitions and indicators of 

each variable are: 

1. Principal leadership is the process of 

mobilizing, guiding, and influencing the principal 

to the school community, which includes teachers, 

employees, and students to perform the duties and 

obligations of the school. Principal leadership can 

be measured by guiding and directing teacher 

activity indicators, rewarding and punishing, 

establishing good relationships with teachers and 

other personnel, paying attention to the needs and 

welfare of teachers, controlling the work 

environment, paying attention to teacher 

performance, initiatives in increasing satisfaction 

work, assessment of teachers and other personnel 

(Sudarjat et al., 2015, p.148). 

2. Motivation is the driving force or puller 

that causes the behavior toward a certain goal. 

Motivation can be measured through indicators of 

increased labor productivity, increased discipline, 

creating a good atmosphere and working 

relationships, enhancing a sense of responsibility 

for tasks (Hasibuan, 2015, p.146). 

3. Climate work is defined as a work 

situation that affects work behavior so as to foster 

morale, responsibility, which ultimately 

performance to the maximum. Indicators of 

climate measurement in this research are 

teamwork, openness in human relations, program, 

and science updates, and familiarity among school 

personnel (Komariah, 2014, p.123). 

4. Economic teacher performance is defined 

as the work done by the teacher on the duties and 

responsibilities that can be shown through the 

quality and quantity in the learning process. 

Indicators as formulated in RI Government 

Regulation No. 19 Year 2005 on National 

Education Standards Article 28 paragraph 3 which 

reads competence as an instructional agent in 

elementary and secondary education and early 

childhood education include: pedagogic 

competence, personality competence, professional 

competence, social competence. 

Before the instrument is tested to the 

respondent first tested the validity. Valid means the 

instrument can be used to measure what should be 

measured (Sugiono, 2010, p.173). Likert scale is 

X1 

X2 

X3 

Y 
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used to measure respondents' answers relating to 

the variables studied. The instruments that have 

been compiled are then tested to 30 respondents. 

Reliability shows a sense that something quite 

reliable instrument can be used as a data gathering 

tool because the instrument is already good 

(Arikunto, 2010, p.221). Reliability test results get 

Alpha Cronbac'h coefficient of more than 0.6 on all 

variables so declared reliable (Sugiyono, 2010, p. 

121). The results of reliability of leadership of the 

principle variable obtained alpha value 0.960, 

motivation variable 0.916, work climate 0.937 and 

teachers' performance 0.974. From these results can 

be concluded that all the instruments of the four 

reliable variables or trusted as a data collection tool 

in research. 

Methods of data analysis using descriptive 

analysis, inferential statistical analysis with 

multiple linear regression analysis, classical 

assumption test, partial test (t), simultaneous test 

(F) and coefficient of determination (R2) with SPSS 

(Statistical product and service solution) 20.00. 

 

RESULTS AND DISCUSSION 

 

Results 

The descriptive analysis of the results of this 

study was calculated by finding the percentage so 

as to obtain 5 (five) criteria for teacher economic 

performance variables (Y), principal leadership 

(X1), motivation (X2), work climate (X3), as 

follows: 

 

Table 1. Distribution List of Variable Frequency of Leadership in Karanganyar Regency 

Criterion Interval F % 
Cumulative 

f % 

The Lowest 90 - 94 9 23,68 9 23,68 

Poor 95 - 99 11 28,95 20 52,63 

Fair 100 - 104 11 28,95 31 81,58 

High 105 - 109 3 7,89 34 89,47 

The Highest 110 - 114 4 10,53 38 100,00 

Total   38 100,00     

Source: Processed data, 2018 

 

Table 1 shows that the results on the criterion are very high level 10,53%, high level 7,89%, fair level 

28,95%, low level 28,95% and the rest is very low 23,68%. 

 

Table 2. List of Frequency Distribution of Variables of Motivation in Karanganyar Regency 

Criterion Interval F % 
Cumulative 

f % 

The Lowest 68-71 5 13,16 5 13,16 

Poor 72-75 5 13,16 10 26,32 

Fair 76-79 8 21,05 18 47,37 

High 80-83 13 34,21 31 81,58 

The Highest 84-87 7 18,42 38 100,00 

Total   38 100,00     

Source: Processed data, 2018 

 

Table 2 shows that motivation has very high level 18,42%, high level 34,21%, fair level 21,05%, 

criterion on poor level 13,16% and the lowest 13,16%. 
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Table 3. List of Frequency Distribution of Working Climate Variables in Karanganyar Regency 

Criterion Interval F % 
Cumulative 

f % 

The Lowest 76-79 4 10,53 4 10,53 

Poor 80-83 8 21,05 12 31,58 

Fair 84-87 11 28,95 23 60,53 

High 88-91 10 26,32 33 86,84 

The Highest 92-95 5 13,16 38 100,00 

Total   38 100,00     

Source: Processed data, 2018 

 

Table 3 shows that the working climate on criterion is very high 13,16%, high criterion 26,32%, fair 

28,95%, not high 21,05% and another is very low 10,53%. 

 

Table 4. List of Frequency Distribution of Teacher Economy Performance Variables in Karanganyar 

Regency 

Criterion Interval F % 
Cumulative 

f % 

The Lowest 92-97 6 15,79 6 15,79 

Poor 98-103 11 28,95 17 44,74 

Fair 104-109 13 34,21 30 78,95 

High 110-115 5 13,16 35 92,11 

The Highest 116-121 3 7,89 38 100,00 

Total   38 100,00     

Source: Processed data, 2018 

 

Table 4 shows that economic teacher 

performance has very high criteria of 7,89%, high 

criterion 13,16%, enough criterion 34,21%, low 

criterion 28,95% and very low 15,79%. 

Classic Assumption Test is required so that 

the regression equation can be used for prediction. 

Siswandari (2015, p.33) suggests there are four 

assumptions that must be met in using multiple 

linear regression analysis that is linearity, constant 

variance in residue, non-autocorrelation, normality, 

and multicollinearity. 

 

Linearity Test and Constant Variance 

To detect a linear relationship between the 

variables X and Y can be done by plotting between 

residues versus �̂�. If the plot in question forms a 

scatter diagram or not patterned then it can be said 

that there is no misspecification on the regression 

line function, so it can be concluded that the 

residue is constant (homogeneous) and the 

relationship between variables X and Y is linear 

(Siswandari, 2015: 35). 

 

Figure 2. Linearity Test and Constant Variance 

 

Based on figure 2, the plot between residual 

versus �̂� forms a scatter diagram or is not patterned 

so it can be concluded that the residue is constant 
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(homogeneous) and the relationship model X with 

Y is linear. 

 

Non-Autocorelation Test 

Non-Autocorelation Test is used to know the 

existence of time series data correlation. The test is 

done by DW (Durbin Watson) method. The basis 

of decision-making is when DU < DW < 4-DU 

then the test is accepted which means no 

autocorrelation occurs (Priyastama, 2017: 131). 

Non-autocorrelation test results using SPSS 

obtained Durbin Watson value of 1,968 and the 

DU table value is 1,6563 so that DU < DW < 4-

DU or 1,6563 < 1,968 < 2,3437 so there is no 

autocorrelation in the remainder. 

 

Normality test 

The normality test is used to investigate the 

confounding variable e from the regression required 

for normal distribution or not. In this study, the 

normality test used is to look at the normal curve. 

Multicolinearity Test 

Multicolinearity occurs when there is a high 

correlation between predictors. Correlation is stated 

to be high if the correlation coefficient of 0,70 is 

obtained. However, for certain reasons that have 

been empirically verified the number of 0,80 can 

still be tolerated (Siswandari, 2015: 33). 

The result is found that a correlation 

between principle leadership with motivation of 

0,365 and the correlation between principle 

leadership with work climate 0,389 while 

correlation between motivation with work climate 

0,256 by using SPSS. From the data can be seen 

that the correlation between predictors less than 

0,70 then it can be said that there is no 

multicollinearity in the regression model. 

 

Figure 3. Normality Test 

 

Figure 3 shows that the plots tend to form a 

straight line. This proves the regression passes the 

assumption of normality. 

 

Regression analysis is used to prove the 

hypothesis proposed in the research, namely to 

analyze the relationship between independent 

variables with partially bound variable and to test 

the research hypothesis that has been stated 

previously.  

 

Table 5. Results of Multiple Linear Regression Analysis 

Model 

Unstandardized 

Coefficients 

Standardized 

Coefficients t Sig. 

B Std. Error Beta 

1 

(Constant) 2,295 18,625  ,123 ,903 

Leadership of the Principle ,322 ,148 ,306 2,172 ,037 

Motivation ,403 ,172 ,315 2,347 ,025 

Work Climate ,452 ,199 ,308 2,271 ,030 

Source: Processed data, 2018 

 

Based on the results of multiple linear test, 

then obtained the equation of regression line as 

follows:  

Y = 2,295 + 0,322 X1 + 0,403X2 + 0,452X3 

+ e 

The multiple regression equation can be 

interpreted: 

a. The regression coefficient (a) = 2,295 

means that if the principal leadership role, 

motivation and work climate are constant, 

then the performance of economics teacher 

in Karanganyar Regency is 2,295 units. 

The value of ß1, ß2, ß3 which is the 

principal leadership variable, motivation 

and work climate shows the contribution 
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of each independent variable to the 

dependent variable (teacher economic 

performance). 

b. The coefficient of β1 = 0,322 means if the 

leadership variable of headmaster has 

increase 1 unit, while the variable of 

motivation and work climate remain hence 

the teacher economic performance will 

increase 0,322. The better the headmaster's 

leadership the better the performance of 

high school economics teacher in 

Karanganyar Regency. Coefficient of 

positive value means there is a positive 

relationship between the principal's 

leadership with the performance of high 

school economics teacher in Karanganyar 

Regency. Thus the first research hypothesis 

which reads "There is a positive 

relationship between the leadership of the 

principal and the performance of high 

school economics teacher in Karanganyar 

Regency", accepted. 

c. The coefficient of ß2 = 0,403 means that if 

the motivation increases 1 unit, while the 

leadership variable of headmaster and 

work climate is still the teacher economy 

performance will increase by 0,403. The 

better the motivation the better the 

performance of high school economics 

teacher in Karanganyar Regency. 

Coefficient of positive value means there is 

a positive relationship between motivation 

and performance of high school economics 

teacher in Karanganyar Regency. Thus the 

second research hypothesis that reads 

"There is a positive relationship between 

motivation and performance of high 

school economics teacher in Karanganyar 

Regency", approved. 

d. The coefficient of β3 = 0,452 can be 

interpreted that if climate variable have 

increase 1 unit, while headmaster 

leadership variable and motivation remain 

hence teacher economic performance will 

experience increase equal to 0,452. The 

better the working climate the better the 

performance of high school economics 

teacher in Karanganyar Regency. 

Coefficient of positive value means there is 

a positive relationship between the 

working climate with the performance of 

high school economics teacher in 

Karanganyar Regency. Thus the third 

research hypothesis which reads "There is 

a positive relationship between work 

climate with the performance of high 

school economics teacher in Karanganyar 

Regency", approved. 

 

Precision Parameter Test Accuracy 

The test of the parameter accuracy of the 

estimator is tested by using t test. The purpose of 

the t test is to test the regression coefficients of the 

independent variables partially. Partial test is used 

to find out how far the principal leadership 

variable, motivation and work climate relate 

partially to teacher economic performance (Y). 

Table 5 shows the results of principal 

leadership variables with a significant level of 0,05. 

The count of 2,172 is greater than the 2,0244 t table 

and the t significance of 0,037 where the value is 

less than 0,05 (sig t <0,05). Thus it can be said that 

the leadership role of the principal (X1) proved to 

have a significant and positive effect on the 

performance of high school economics teachers in 

Karanganyar Regency. 

Job motivation variable with level of 

significant 0,05. The value of t count 2,347 is bigger 

than table 2.0244 and significance t equal to 0,025 

where the value is smaller than 0,05 (sig t <0,05). 

Thus it can be said that the role of work motivation 

(X2) proved to have a significant and positive effect 

on the performance of high school economics 

teachers in Karanganyar Regency. 

Work climate variable with level of 

significant 0,05 obtained by value t count 2,271 

bigger than table 2,0244. The significance value of t 

is 0.030 where the value is less than 0,05 (sig t 

<0,05). Thus it can be said that the role of work 

climate (X3) proved to have a significant and 

positive effect on the performance of high school 

economics teachers in Karanganyar Regency. 

Based on t test result can be seen that the role of 

motivation is the most dominant variable 

associated with the performance of high school 

economics teachers can be seen from the largest t 

count (2,347). 
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F Test 

Hypothesis testing simultaneously is 

intended to test the meaning of the relationship 

together between the leadership variables of 

principals, motivation and work climate with the 

performance of high school economics teachers in 

Karanganyar Regency. The simultaneous 

significance test was tested using the F test 

calculated using SPSS. If significance <0,05 then 

the hypothesis is accepted. 

 

Table 6. F Test Results 

ANOVAa 

Model Sum of Squares df Mean Square F Sig. 

1 

Regression 909,238 3 303,079 10,455 ,000b 

Residual 985,631 34 28,989   

Total 1894,868 37    

a. Dependent Variable: Performance 

b. Predictors: (Constant), Work Climate, Motivation, Leadership of the Principle 

Source: Processed data, 2018 

 

Table 6 shows an F value of 10,455 with a 

significance of 0,00 which means < 0,05, then the 

principal leadership variables, motivation and 

working climate are simultaneously related to the 

economic teacher's performance. Thus the 

hypothesis 4 which reads "There is a positive 

relationship between principal leadership, 

motivation and work climate together with the 

performance of high school economics teachers in 

Karanganyar Regency", accepted. 

 

Coefficient determination (R2) 

The coefficient of determination (R2) in 

essence to measure how far the ability of the model 

in explaining the variation of the dependent 

variable. The coefficient of determination is 

between zero and one. The value of R2 is used to 

find out how much percentage influence of variable 

X (headmaster leadership, motivation and work 

climate) with high school economics teacher 

performance in Karanganyar Regency 

simultaneously.  

 

Table 7. Coefficient of Determination (R2) 

Model Summaryb 

R R Square Adjusted R Square Std. Error of the 

Estimate 

Durbin-

Watson 

,693a ,480 ,434 5,38416 1,968 

a. Predictors: (Constant), Work Climate, Motivation, Leadership of the Principle 

b. Dependent Variable: Performance 

Source: Processed data, 2018 

 

Table 7 shows the correlation coefficient (R) 

of 0,693 where it indicates a strong relationship 

between the dependent variable and the 

independent variable, whereas the determination 

coefficient (R Square) of 0,480 means that the 

variation that occurs in teacher economic 

performance (Y) is 48% can be explained by the 

role of leadership variables of principal, motivation 

and work climate, while the remaining 52% is 

explained by other variables outside the model. 

 

Discussion 

From the result of t test in table 7 it has been 

found the relationship between principal leadership 

variable, motivation and work climate on teacher 

economic performance. Based on the result of 

regression test, the value of t count for headmaster 

leadership variable (X1) is 2,172, for the motivation 

variable (X2) 2,347 and for the working climate 

variable (X3) 2,271 whose significance value is less 

than 0,05 or 0,000< 0,05. This proves that there is a 

positive and significant contribution individually 
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(partial) between principal leadership, motivation 

and work climate to teacher economic 

performance. In table 7 it is known that the value of 

F is 10,455 with significance 0,00 which means 

<0,05, hence leader of headmaster, motivation and 

work climate variable simultaneously related to 

teacher economic performance. The results will be 

presented in order to answer the hypothesis 

proposed in the study, namely: 

 

The Correlation between the Principal's 

Leadership and the Economic Teachers’ 

Performance  

Hypothesis 1: There is a positive relationship 

between the principal's leadership and the 

performance of the economic teacher proven to be 

based on statistically significant t-test. 

Hypothesis testing showed that there was a 

significant positive correlation between principal 

leadership on teacher economic performance, the 

better the headmaster's leadership role the better 

the teacher's performance. Based on the research 

result, there are 3 teachers of economics (7,89%) 

who have high principal leadership, very high as 

many as 4 people (10,53%), enough 11 people 

(28,95%), low 11 people (28,95 %) and the rest is 

very low 9 people (23,68%). The value of regression 

coefficient variable headmaster leadership of 0,322 

means if the leadership of the principal increases 

then the teacher economic performance will 

increase by 0,322. 

The results of the above test can be taken to 

understand that there is a tendency for economics 

teachers who have good principal leadership will 

have the willingness to always excel, so that 

teachers who have good leadership will strive to 

achieve high performance. Conversely teachers 

who have bad leadership will have low 

performance. 

The result of research and analysis of 

principal leadership relationship to teacher 

performance is in accordance with the theory 

proposed by Bungawati (2016); Guterres & 

Supartha (2016); Shahab & Nisa (2014) which 

proves that leadership has a positive and significant 

effect on teacher performance. Leadership is a 

personal ability possessed that can affect 

subordinates to do to achieve goals that are 

effective and efficient. Good principal leadership 

will provide job satisfaction to teachers. 

 

The Correlation between Motivation and the 

Economic Teachers’ Performance 

Hypothesis 2: There is a positive relationship 

between motivation and teacher economic 

performance. 

Based on the results of data processing with 

regression analysis provides empirical evidence that 

there is a significant positive relationship between 

the motivation with the economic teacher 

performance. Data processing showed that there 

were 13 economics teachers (34,21%) who had 

high motivation, 7 economics teachers had very 

high motivation, enough 8 people (21,05%), low 5 

people (13,16%) and very low 5 people (13,16%). 

The value of regression coefficient variable 

motivation of 0,403 means that if the teacher 

economy motivation increases then will improve 

the performance of 0,403. 

The results showed that teachers have a high 

desire and interest in their work. The motivation is 

seen as a positive effort in mobilizing, mobilizing 

all power to be productive and successfully achieve 

and realize the goals set previously. Based on the 

regression test shows that there is a positive and 

significant contribution between the role of work 

motivation and the performance of high school 

economics teacher in Karanganyar Regency. This 

shows that the motivation of work strongly 

supports the improvement of economic teacher 

performance. Given the high motivation means 

that economic teachers also have a high interest in 

running the routine of work in accordance with 

what is the responsibility so as to improve the 

performance of the teacher itself. 

The results of this study are in accordance 

with research by Santisi et al.(2014); Hutabarat 

(2015); Saleh et al. (2011); Ardiana (2017) who 

proved that work motivation has a positive 

correlation with performance. 

 

The Correlation between the Work Climate and 

the Economic Teachers’ Performance 

Hypothesis 3: There is a positive relationship 

between work climate and teacher economic 

performance. 
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Testing of hypothesis 3 is done to prove there 

is a significant positive relationship between work 

climate with teacher economic performance, the 

better the work climate the better the teacher 

performance achieved. Based on the result of the 

research there are 10 teachers of economics 

(26,32%) high category, 5 economics teacher 

(13,16%) very high category, enough 11 people 

(28,95%), low 8 people (21,05%) and very low 4 

people (10,53%). Coefficient of regression of work 

climate variable equal to 0.452 mean if work 

climate increase then performance will also 

increase equal to 0,452. 

Work climate can be measured by using the 

average school community's perception of aspects 

of the aspect that determine the work environment. 

In school, work climate can be defined as an 

attribute that gives character, work ethic, inner 

atmosphere of each school. The results showed that 

more than half of respondents said it was very good 

to prove that the working climate felt by economics 

teachers in their schools strongly supports the 

implementation of their work. While based on the 

regression test showed that there is a positive and 

significant contribution between the working 

climate and the performance of economic teachers, 

it shows that the role of work climate in supporting 

the work of teachers is good so that teachers can 

improve their performance. 

The results of this study are in line with 

research conducted by Adejumubi & Ojikutu 

(2013) that the school climate is significantly 

correlated with teacher performance. Conducive 

school climate contributes positively and improves 

performance (Sinaulan, 2016). 

 

The Correlation between Principal Leadership, 

Motivation, Work Climate and the Economic 

Teachers’ Performance  

Hypothesis 4: There is a positive relationship 

between principal leadership, motivation and work 

climate together with the performance of economic 

teachers. 

Based on the result of F test with 95% 

confidence (α = 0,05) is 10,455 with significant 

0,000 or smaller than 0,005 so it can be said that 

leadership variable of headmaster, motivation and 

work climate together have significant influence to 

performance variable high school economics 

teacher in Karanganyar Regency. 

Hypothesis 4 testing performed 

simultaneously shows the three factors that is 

principal leadership, motivation and work climate 

on teacher economic performance showed positive 

and significant results, it shows that the better or 

higher the headmaster's leadership, motivation and 

work climate, the greater the tendency economics 

teacher to have a good performance. Conversely, 

the less good or low the leadership of principals, 

motivation and work climate, the greater the 

tendency of economic teachers to have poor 

performance or low. 

Principal leadership, motivation and a better 

work climate to strengthen a person to perform the 

desired activity so that the better the three things 

are expected to get a good performance as well. 

Teachers who have good leadership will work with 

sincerity and responsibility, the impact teachers are 

motivated to excel. While a good working climate 

makes teachers feel comfortable in doing their 

work, thus encouraging teachers to work harder, 

which ultimately brings achievements not only to 

themselves but also to students and schools. 

 

CONCLUSION 

 

High teacher performance results in a high 

quality of education. Performance success is 

influenced by many factors including work 

discipline, administration, payroll, infrastructure, 

supervision. Other factors such as principal 

leadership, motivation, and work climate are the 

variables studied in this study. 

 

Based on the result of the analysis and 

discussion, it can be concluded that (1) there is a 

positive and significant relationship between the 

principal's leadership and the performance of high 

school economics teacher in Karanganyar 

Regency; (2) there is a positive and significant 

correlation between work motivation and high 

school economy teacher performance in 

Karanganyar Regency; (3) there is a positive and 

significant correlation between work climate and 

high school economy teacher performance in 

Karanganyar Regency; (4) There is a positive and 

significant relationship between principal 
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leadership, motivation and work climate together 

with the performance of high school economics 

teacher in Karanganyar Regency. 

The most influential variable to the 

performance of high school economics teacher in 

this research is motivation variable, therefore the 

teacher is required to increase work motivation in 

achieving effective and efficient school goals. The 

world of education is increasingly progressing so 

that economic teachers need to improve teaching 

skills, follow the development of technology for 

learning, as well as more creative and innovative 

looking for learning models to attract. Learning 

planning is arranged systematically in accordance 

with the needs of students. The results of this study 

also proves that good principal leadership, good 

motivation and a good working climate improve 

and play a positive role in the performance of high 

school economics teachers in Karanganyar 

Regency. The Principal is expected to maintain and 

improve his / her leadership, always motivate, 

guide the teacher in assessing the learning process 

and learning outcomes of the students, and create 

conducive working conditions for teachers to 

perform their tasks with vigor and responsibility. In 

addition, teachers are also expected to maintain a 

good working climate in order to improve its 

performance. 

The results of this study will provide 

theoretical implications of opening the discourse to 

the next researchers that the study of factors that 

contribute to the performance of teachers, 

especially teachers of economics in high schools 

throughout Karanganyar Regency is very broad, 

and among them the leadership of principals, 

motivation and work climate to improve 

performance teacher. Practically, the results of this 

study will give a real psychological impact to the 

school, high school economics teacher in 

Karanganyar Regency and to the students, the 

extent of contribution of headmaster leadership, 

motivation and work climate to the performance of 

high school economics teacher in Karanganyar 

Regency. Nevertheless, there are still some 

obstacles in the presence of factors that are still 

hampering to improve the performance of teachers 

so as not to fully meet the expectations of the 

principals, teachers and other related parties. 

Teacher performance variation can be 

explained by principal leadership variables, 

motivation and work climate. However, there are 

other variables that are not included in this research 

model that may affect teacher performance. This 

opens up opportunities for future researchers to 

conduct empirical studies related to teacher 

performance. Future research is expected to expand 

the object and subject of research in different areas. 

If possible expanded again in a provincial region 

and conduct research related to other factors that 

contribute to the performance of teachers, 

especially teachers of economics. It is expected that 

with more research related to the performance of 

teachers will be broaden the horizon and can be 

used as a reference in improving the quality of 

education. 
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Abstrak 
Seiring berkembangnya bisnis modern, prediksi harga saham selalu mendapat perhatian 

khusus oleh pakar ekonomi. Prediksi nilai saham menggunakan model Multiple Linear 
Regression (MLR) telah terbukti memberikan nilai prediksi yang presisi dan cukup baik. Namun 
di sisi lain, regresi linear memiliki beberapa kelemahan terhadap data outlier. Oleh karena itu 
pada penelitian ini dilakukan prediksi nilai harga saham menggunakan MLR yang dibantu dengan 
teknik K-Means dan Moving Average (MA) untuk mengatasi pengaruh data outlier. Pengujian 
diawali dengan pengumpulan data dan pra-proses data. Data harga saham yang akan digunakan 
dalam pengujian diperoleh dari laman finance.yahoo.com dengan kategori “Jakarta Composite 
Index (^JKSE)”. Selanjutnya proses prediksi dilakukan dengan hybrid MLR dengan K-Means dan 
MA untuk mengatasi titik-titik saham yang outlier. Dari hasil yang diperoleh, dapat dilihat bahwa 
pendekatan paling baik ditunjukkan oleh metode MLR dan MA yakni dengan nilai MSE sebesar 
15087.465, RMSE sebesar 122.831, dan MAPE sebesar 3.255. 

   
Kata kunci: K-Means, Moving Average, Outlier, Prediksi, Regresi, Saham  

 
 

Abstract 
Nowadays, stock price prediction got special attention by economist or investor. Besides 

that, stock prediction based on Multiple Linear Regression (MLR) shows a good prediction. 
However, linear regression has a weakness to outlier data. Therefore, in this study, the stock 
price prediction using MLR is aided by K-Means and Moving Average (MA) to help MLR in outlier 
case. In this paper, stock data is obtained from the finance.yahoo.com on category "Jakarta 
Composite Index (^ JKSE)". Improved MLR with K-Means and MA are used to overcome the 
outlier stock. From the results obtained that the best approach is shown by MLR and MA with the 
value of MSE is 15087.465, RMSE is 122.831, and MAPE is 3.255.  

 
Keywords: K-Means, Moving Average, Outlier, Prediction, Regression, Stock 
  
 
1. Pendahuluan 

Peramalan atau prediksi merupakan sebuah proses untuk mengetahui nilai pada waktu 
yang akan datang. Kebutuhan prediksi pun banyak ditemui, antara lain prediksi nilai tukar rupiah, 
prediksi curah hujan, atau prediksi Indeks Harga Saham Gabungan (IHSG). Seiring 
berkembangnya bisnis modern, prediksi harga saham selalu mendapat perhatian khusus oleh 
pakar ekonomi. Dengan adanya kemampuan prediksi atau menebak nilai harga saham, sebuah 
perusahaan/investor dapat menganalisis dan memprediksi langkah kebijakan yang optimal untuk 
membuat keputusan pembelian/penjualan saham yang sesuai. Sehingga, prediksi atau 
peramalan menjadi alat bantu penting bagi perencanaan yang lebih efektif dan efisien. Prediksi 
dilakukan dengan mencatat riwayat harga saham harian, mingguan, bulanan, bahkan tahunan. 
Dalam melakukan prediksi harga saham dibutuhkan data secara berkala dengan satuan waktu 
yang dapat digolongkan sebagai data time series. Data time series dapat diartikan sebagai 
serangkaian pengamatan yang berasal dari suatu sumber tetap yang terjadi berdasarkan waktu 

𝑡 secara berurutan dengan interval waktu yang tetap [1]. Beberapa penelitian tentang pendekatan 
prediksi harga saham telah dilakukan menggunakan berbagai metode antara lain Jaringan Syaraf 
Tiruan [2], Hybrid regresi dengan Algoritma Genetika [3], dan Support Vector Regression [4]. 
Salah satu metode yang umum digunakan untuk memprediksi data adalah metode Regresi 
karena memiliki keunggulan, yakni perhitungannya yang mudah. Dalam penelitian Rahmi dkk [3] 
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telah dilakukan prediksi nilai saham menggunakan model MLR dan memberikan nilai prediksi 
yang presisi dan cukup baik. Namun disisi lain, regresi linear memiliki beberapa kelemahan, yakni 
lemah terhadap data outlier. Jika data outlier digunakan untuk perhitungan nilai koefisien regresi 
maka akan menimbulkan bias pada hasil prediksi. Pada penelitian sebelumnya [5], Sari dkk telah 
melakukan uji coba pada simple linear regression (SLR) atau Regresi Linear Sederhana dengan 
improvisasi pemilihan titik data saat penentuan koefisien regresi untuk mengoreksi hasil citra 
kamera ponsel. Pemilihan titik ini dimaksudkan agar titik-titik outlier tidak diperhitungkan. 
Pemilihan data ini dilakukan menggunakan teknik clustering, yakni K-Means. Dari hasil yang 
diperoleh menunjukkan bahwa dengan pemilihan titik, hasil warna yang diperoleh lebih baik. Hal 
ini memungkinkan teknik pemilihan data juga bisa diterapkan pada metode Multiple Linear 
Regression (MLR). 

Dari uraian tersebut, pada penelitian ini akan dilakukan prediksi nilai harga saham 
menggunakan MLR dimana data yang diperhitungkan adalah data yang dipilih menggunakan 
teknik K-Means. Diharapkan dengan demikian hasil prediksi harga saham dapat lebih presisi 
karena tidak mengandung outlier. Selain itu, metode yang juga sering digunakan untuk 
penghalusan data hasil prediksi adalah Moving Average (MA) yang memperhitungkan nilai rataan 
bergerak. Oleh karena itu, pada penelitian ini akan dilakukan prediksi nilai harga saham 
menggunakan MLR yang diimprovisasi menggunakan K-Means dan MA. 

 
2. Metode Penelitian 
2.1 Data Mining dan Forecasting 

Data Mining (Pengolahan Data) merupakan disiplin ilmu yang mempelajari teknik 
pencarian informasi dari data yang jumlahnya sangat besar. Proses pencarian informasi tersebut 
dapat dibedakan menjadi beberapa komponen sebagai berikut [6]: 
1. Klasifikasi (Classification) 

Teknik klasifikasi digunakan untuk mengidentifikasi data sesuai kelompok data yang telah 
tersedia. Proses identifikasi didasari dengan proses pembelajaran yang disebut dengan 
supervised learning. Metode yang kerap digunakan untuk klasifikasi data adalah Neural 
Networks dan Decision Trees. 

2. Pengelompokan (Clustering) 
Teknik pengelompokan data digunakan untuk menentukan posisi sebuah data yang 
dikelompokkan berdasarkan kesamaan atribut yang dimiliki. Metode yang kerap digunakan 
untuk pengelompokan data adalah K-Means, K-Medoids, dan Fuzzy C Means. 

3. Asosiasi (Association) 
Asosiasi digunakan untuk menganalisis sebab terjadinya peristiwa sehingga mengakibatkan 
sebuah peristiwa. Teknik asosiasi dilakukan dengan membangkitkan rule yang dievaluasi 
dengan perhitungan support dan confident. Metode yang umum digunakan adalah Apriori 
Algorithm.  

4. Prediksi (Prediction) 
Prediksi dilakukan untuk meramalkan (forecasting) kejadian apa yang terjadi di masa depan 
dengan memperhitungkan kejadian yang sekarang. Metode yang sering digunakan untuk 
prediksi adalah Regression atau Neural Network. 

 
Lebih lanjut, [7] mengartikan prediksi sebagai seni dan ilmu untuk memperkirakan 

kejadian di masa depan. Hal ini dapat dilakukan dengan melibatkan pengambilan data historis 
dan memproyeksikannya ke masa mendatang dengan suatu bentuk model matematis atau 
prediksi intuisi bersifat subyektif, atau menggunakan kombinasi model matematis. Sedangkan 
menurut Prasetya [8], prediksi merupakan suatu usaha untuk meramalkan keadaan masa 
mendatang melalui pengujian keadaan pada masa lalu. Forecasting berkaitan dengan upaya 
memperkirakan apa yang terjadi di masa depan berbasis pada metode Ilmiah (ilmu dan teknologi) 
serta dilakukan secara matematis. 
 
2.2 Data Time Series 

Data time series adalah susunan observasi berurut menurut waktu. Data time series 
merupakan serangkaian data pengamatan yang berasal dari satu sumber tetap yang terjadinya 
berdasarkan indeks waktu  secara berurutan dengan interval waktu yang tetap. Digunakan notasi   
untuk menyatakan nilai numerik dari pengamatan, dengan menunjukkan periode waktu terjadinya 
pengamatan. Proses prediksi data time series tidak melibatkan variabel independen lain selain 
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indeks waktu itu sendiri [1]. Data tersebut didasarkan pada urutan dari titik-titik data yang berjarak 
sama dalam waktu seperti mingguan, bulanan, kuartalan, dan lainnya. Metode Peramalan Time 
Series terdiri dari Pendekatan Naif (Naïve Approach), Rataan Bergerak (Moving Average), 
Penghalusan Eksponensial (Exponential Smoothing), dan Proyeksi Tren (Trend Projection) [7]. 
Gambar 1 adalah grafik yang menunjukkan plot data time series. 

 

 
Gambar 1. Contoh Grafik Time Series 

2.3 Metode  
Adapun langkah-langkah yang akan dilakukan pada untuk memprediksi nilai harga 

saham diawali dengan pengumpulan data dan pra-proses data. Selanjutnya dilakukan proses 
prediksi menggunakan MLR. Proses prediksi dilakukan menggunakan hybrid MLR dengan K-
Means dan MA untuk mengatasi titik-titik saham yang outlier. Setelah hasil prediksi diperoleh, 
maka hasil tersebut dibandingkan, dianalisis, dan dievaluasi. Tahapan ini dapat ditunjukkan pada 
Gambar 2. 

 

 
Gambar 2. Alur Metode Penelitian 

2.3.1 Data 
Data harga saham yang akan digunakan dalam pengujian diperoleh dari laman 

finance.yahoo.com dengan kategori “Jakarta Composite Index (^JKSE)”. Harga saham ini bernilai 
rupiah atau IDR. Data harga saham yang akan digunakan adalah data harian selama kurang 
lebih tiga tahun yang diambil pada bulan 2 Januari 2013 sampai dengan 21 Desember 2015 yang 
berbentuk time series yang disertai variabel open, high, low, close, volume, dan adj close seperti 
yang ditunjukkan pada Tabel 1.  
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Tabel 1. Contoh Keterangan Tabel 

Tanggal Open High Low Close Volume Adj Close 

02-01-13 4322.582 4364.665 4316.424 4346.475 3.28E+09 4346.475 

03-01-13 4356.411 4401.334 4356.411 4399.258 4.33E+09 4399.258 

… … … … … … … 

… … … … … … … 

21-12-15 4452.648 4490.68 4452.017 4490.68 2.1E+09 4490.68 

 
Dalam penelitian ini, jumlah parameter masukan (input) yang digunakan sebanyak 3 titik, 

dengan asumsi bahwa jumlah tersebut mewakili data selama 3 hari. Sedangkan target output 
yang akan diprediksi adalah data pada hari ke-4. Sehingga data harga saham hari ke 1 sampai 
dengan hari ke 3 digunakan untuk perhitungan prediksi nilai harga saham pada hari ke 4 dan 
seterusnya. Dalam penelitian ini, prediksi dilakukan untuk variable harga penutupan saham (close 
price) karena close price merupakan nilai terpenting dalam mencerminkan posisi harga dimana 
investor bisa mengambil keputusan membeli/menjual saham. 

Langkah selanjutnya adalah pra-proses data yang dilakukan agar data siap diolah. Pada 
data time series, terdapat beberapa langkah pra-proses data, yaitu Penanganan missing value 
dan outlier data. Penanganan missing value adalah dengan menghilangkan satu titik atau satu 
hari yang mengandung missing value. Sedangkan penanganan outlier data diasumsikan hal ini 
terjadi pada bulan-bulan tertentu atau karena ada kejadian tak terduga, sehingga nilai harga 
saham tidak normal. Untuk kasus ini titik tersebut tetap diperhitungkan karena ingin dibuktikan 
keunggulan metode yang diusulkan. Setelah data melakukan pra-proses, data dirancang dalam 
bentuk parameter input dan output seperti pada Tabel 2. 

 
Tabel 2. Pemodelan Data Saham 

Pola ke- 
Input (X1, X2, X3) 

Output Target 
X1 X2 X3 

1 4346.475 4399.257 4410.020 ? 4392.378 

2 4399.257 4410.020 4392.378 ? 4362.928 

… … … … …  

 
2.3.2 Multiple Linear Reression 

Multiple Linear Regression atau Regresi Linear Berganda dapat digunakan dalam 
prediksi atau peramalan yang disusun atas dasar pola hubungan data yang relevan dimasa lalu. 
Pada metode regresi umumnya variabel yang diprediksi seperti penjualan atau permintaan suatu 
produk, dinyatakan sebagal variabel yang dicari (dependent variable), variabel ini dipengaruhi 
besarnya oleh variabel bebas (independent variable). Pada dasarnya terdapat dua macam 
analisa hubungan dalam penyusunan peramalan [9], yaitu analisa cross section atau model 
sebab akibat (causal model) dan analisa deret waktu (time series) yang akan dibahas dalam 
penelitian ini. 

Suatu langkah yang penting dalam peramalan time series adalah mempertimbangkan jenis 
pola yang terdapat dari data observasi, sehingga metode tersebut dapat diuji kembali. Pola yang 
ditunjukkan dengan analisa regresi yang sederhana mengasumsikan bahwa hubungan diantara 
>2 variabel dapat dinyatakan dengan suatu garis lurus. Regresi linear berganda dapat dihitung 
berdasarkan Persamaan 1. 

 

nn XXXY   ...ˆ
22110

     (1) 

 
Dimana 

n ,...,, 210
 merupakan koefisien MLR yang dihitung berdasarkan Persamaan 2. 

 

  YXXX TT 1       (2) 
 

2.3.3 Pengelompokan Data K-Means 
K-Means merupakan salah satu teknik pengelompokan data. Tujuan dari algoritma ini 

adalah membagi data menjadi beberapa kelompok yang memiliki kesamaan atribut. Algoritma K-
Means clustering [10] diawali dengan menentukan bilangan bulat k, dimana k merepresentasikan 
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jumlah kelompok. Kemudian k buah titik pusat (centroid) dipilih secara acak. Kemudian 
kelompokkan masing-masing data kepada titik pusat terdekat berdasarkan persamaan Euclid 
yang dihitung pada Persamaan 3 sehingga terbentuk k buah kelompok (cluster). Dalam setiap 
kelompok tersebut, nilai titik pusat diperbarui dengan Persamaan 4. Proses ini diulangi sampai 
nilai dari titik centroid tidak lagi berubah. 
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2.3.4 Moving Avarage 

Peramalan rataan bergerak dilakukan dengan menggunakan sejumlah data aktual masa 
lalu untuk menghasilkan peramalan ke-n. Secara matematis, untuk menghitung rataan bergerak 
sederhana dinyatakan pada persamaan 5. 

  

n

X

X

n

i

i

n


 1        (5) 

 
2.3.5 Improved Multiple Linear Regression 

Metode Improved Multiple Linear Regression yang dimaksud dalam penelitian ini adalah 
metode prediksi MLR yang dibantu dengan K-Means dan Moving Average. Teknik K-Means 
diimpementasikan pada pemilihan titik riwayat data saham untuk membentuk pola dan 
perhitungan koefisien regresi. Metode ini disusun seperti pada Gambar 3. 

 
Algoritma 1. Multiple Linear Regression Improved by K-Means() 
Start 
input history data as X, k, n 
init N as number of data object X, c, beta, y’; 
for i=i:N 

get X(1:n,:)  
calculate c = kmeans(X,k) 
Calculate beta using (2) 
Calculate y’ using (1) 

endfor 
end 

Gambar 3. Metode Multiple Linear Regression Improved by K-Means 
 

Metode prediksi Multiple Linear Regression selanjutnya merupakan implementasi MA 
dalam memperhalus hasil data prediksi. Metode ini disusun seperti pada Gambar 4. 
 

Pseudocode 2. Multiple Linear Regression Improved by MA() 
Start 
input history data as X, n 
init N as number of data object X, beta, y’; 
for i=i:N 

get X(1:n,:)  
Calculate beta using (2) 
Calculate y’ using (1) 
Smooth y’ using (5) 

endfor 
end 

Gambar 4. Metode Multiple Linear Regression Improved by MA 
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3. Hasil Penelitian dan Pembahasan 
3.1 Hasil Uji Coba 

Pada tahap ini akan dilakukan evaluasi dengan cara membandingkan hasil prediksi time 
series dengan metode Multiple Linear Regression dan Multiple Linear Regression dengan 
pemilihan titik Improved Multiple Linear Regression. Ukuran kesalahan pola hasil prediksi adalah 
kesalahan yang terjadi antara data prediksi dan data aktual. Kesalahan tersebut 
direpresentasikan menggunakan mean square error (MSE), yakni merupakan rataan selisih 
kuadrat antara nilai yang diprediksikan dengan diamati, root mean square error (RMSE) 
merupakan akar dari MSE, dan mean absolute percentage error (MAPE), yaitu rataan diferensiasi 
absolut antara nilai yang diprediksi dan aktual, dinyatakan sebagai persentase nilai aktual yang 
dihitung berdasarkan Persamaan 6, Persamaan 7, dan Persamaan 8. 
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Pengujian pertama diawali dengan skenario prediksi harga saham menggunakan metode 

MLR dan K-Means (KM). Data yang digunakan adalah data riwayat saham selama tiga hari yang 
telah dimodelkan seperti pada Tabel 2. Untuk pembentukan pola diambil 5 record data untuk 
kemudian dipilih k=3 titik centroid diantaranya. Hasil pengujian menunjukkan nilai ukuran evaluasi 
MSE, RMSE, dan MAPE yang diperoleh MLR-KM lebih tinggi (Tabel 3). Hal ini menggambarkan 
keadaan bahwa adanya K-Means tidak membantu MLR dalam memprediksi harga saham. Hasil 
perbandingan prediksi menggunakan MLR dan MLR-KM dapat dilihat pada Gambar 5. 

Skenario selanjutnya prediksi harga saham menggunakan metode MLR dan MA. Data 
yang digunakan adalah data riwayat saham selama tiga hari dan untuk pembentukan pola diambil 
3 record data. Kemudian hasil prediksi diperhalus menggunakan teknik MA. Hasil yang diperoleh 
menunjukkan nilai ukuran evaluasi MSE, RMSE, dan MAPE yang diperoleh MLR-MA lebih rendah 
(Tabel 3). Hal ini menggambarkan keadaan bahwa MA membantu MLR dalam memprediksi 
harga saham dengan memperhalus hasil prediksi MLR dengan rataan hasil prediksi sebelumnya 
sehingga data outlier dapat ditangani. Hasil perbandingan prediksi menggunakan MLR dan MLR-
MA dapat dilihat pada Gambar 6. 

 
Tabel 3. Hasil Uji Coba 

Ukuran Evaluasi 
Metode  

MLR MLR-KM MLR-MA 

MSE 26849.807 55143754.119 15087.465 

RMSE 163.859 7425.884 122.831 

MAPE 5.754 12199.802 3.255 

 
3.2 Pembahasan 

Berdasarkan hasil uji coba, dapat dilihat bahwa metode MLR yang diperbaiki 
menggunakan teknik MA menunjukkan error yang paling rendah. Sebaliknya, hasil yang buruk 
ditunjukkan oleh MLR-KM. Hal ini disebabkan K-Means tidak berfungsi baik dalam hal menangani 
data outlier pada data saham. Centroid yang merupakan hasil pemilihan K-Means pada titik-titik 
saham nyatanya tidak menghilangkan titik-titik outlier sesungguhnya. Sebagai contoh, Gambar 
7A menunjukkan data saham dalam runtun waktu tertentu. Kemudian pada data tersebut 
dilakukan pengelompokan dan pemilihan titik. Namun, pada kelompok data outlier tetap diwakili 
dengan salah satu centroid seperti terlihat pada Gambar 7B, selanjutnya hasil pengelompokan 
data dapat dilihat pada ilustrasi Gambar 7C. 
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Gambar 5. Perbandingan Hasil MLR dan MLR-KM 

 

 
Gambar 6. Perbandingan Hasil MLR dan MLR-MA 
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Gambar 7. Hasil Pengelompokan Tetap Mewakili Data Outlier 

(a) Data Saham Dalam Runtun Waktu Tertentu (b) Centroid yang Mewakili Kelompok Data 
Outlier (c) Data Saham Hasil Pengelompokan 

 
4. Kesimpulan 

Pada penelitian ini telah dilakukan prediksi harga saham menggunakan Multiple Linear 
Regression dengan K-Means dan Moving Average. Dari hasil yang diperoleh, dapat dilihat bahwa 
pendekatan paling baik ditunjukkan oleh metode MLR dan MA, yakni dengan nilai MSE sebesar 
15087.465, RMSE sebesar 122.831, dan MAPE sebesar 3.255. Jika pada penelitian sebelumnya 
K-Means menunjukkan hasil yang baik dalam memperbaiki kinerja regresi linear untuk 
mengoreksi warna citra, namun hal ini tidak ditunjukkan untuk kasus prediksi. Hal ini disebabkan 
K-Means tidak dapat menangani data outlier yang ada pada data saham. Lebih lanjut, metode 
prediksi Improved Multiple Linear Regression ini dapat digunakan untuk memprediksi nilai saham 
mingguan atau bulanan. Metode ini juga dapat digunakan dalam pembuatan aplikasi prediksi 
berbasis desktop, web, maupun mobile. 

 
5. Daftar Notasi 

Y  : Nilai target saham 

Ŷ  : Hasil prediksi saham 

iX  : Data saham pada periode ke-i 

  : Koefisien regresi MLR 

TX  : Matriks transpose dari Mariks X  
1X : Matriks invers dari Mariks X  

d  : Jarak euclidian 
j

ix  : Titik data ke-i 

c  : Titik centroid. 

n  : Jumlah titik data  

nX  : Rataan bergerak pada periode ke-n  

 

a b 

c 
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Abstract—The aim of this paper is to build a trajectory 
tracking system considering the attitude of the quadrotor. 
Nowadays, quadcopter is often used for taking landscape 
pictures. The roll pitch Euler angle of the quadcopter greatly 
affects the resulting pictures so that it needs to be controlled.  
As a limitation, the roll pitch Euler angle based on inertial 
reference frame is not allowed to be more than fifteen degrees. 
Two main factors that affect the Euler angle of quadcopter are 
velocity and acceleration. Therefore, the velocity and 
acceleration of the UAV is maintained. A linear regression 
method is used to determine the velocity and acceleration 
reference that affect the resulting Euler angle.  PID 
(Proportional, Integral, Derivative) controller is used as the 
controller method for the tracking control system. Finally, the 
trajectory tracking and attitude control is evaluated through 
simulation with ROS and Gazebo.  

Keywords— Trajectory tracking, attitude control, Euler 
angle, Quadcopter, ROS, Gazebo, PID 

I.  INTRODUCTION 
UAV or unmanned aerial vehicle has been enormously 

developed for recent years. In the few years, UAV has 
gained many commercial potentials  [1]. Beside that, UAV 
has been aplicated in many countries. Moreover,  UAV is 
also used in many fields, for example in the surveillance 
system [2] , agriculture [3], and aerial photography [4]. As 
there are so many advantages from UAV development has 
been grown rapidly. 

Researches on the trajectory tracking of quadcopter have 
been done by many researchers. Some previous works have 
used various methods for trajectory tracking systems, such as 
that performed on [5] by using Sliding Mode Control or on 
[6] by using PID (Proportional, Integral, and Derivative) 
controller. However, the trajectory tracking system created 
has no attitude controllers. Then, in this research the 
trajectory tracking system is also accompanied by attitude 
controller by taking into account the Euler angle of the 
quadcopter. 

Several control methods have been adopted in literature 
to handle the attitude of a quadcopter. In [7] PID cascade 
control algorithm is used to control the attitude of a 
quadcopter. The dynamic model is simplified with 
linearization for the quadcopter’s hovering point, to design 
the cascade PID controller that is not dependent on system 
model. But there are some deficiencies in this research. In [8] 
the estimated quaternion, nonlinear proportional squared (P2) 
control, which is a method of full quaternion control, is 
applied. But the quaternion representation is less intuitive 
than the Euler angle representation to understand the attitude 

of the quadcopter. In this paper, attitude control is considered 
so that the Euler angle of the quadcopter does not exceed 
fifteen degrees. The Euler angle of the quadcopter will 
greatly affect the resulting landscape pictures taken by 
quadcopter.  

Various factors can affect the Euler angle of the 
quadcopter. But there are two main factors that determine the 
Euler angle of the quadcopter, there are velocity and 
acceleration of the vehicle itself. Therefore, this papper apply 
a linear regression by taking the velocity and acceleration as 
the independent variables and Euler angle as the dependent 
variable. For the regression function, the velocity and 
acceleration of the quadcopter can be determined so that the 
quadcopter can follow the trajectory provided with Euler 
angle doesn’t exceed fifteen degrees. Finally, the velocity 
and acceleration reference are integrated to obtain the 
position reference for the quadcopter trajectory control 
system.  

 This paper proposes trajectory tracking control by 
considering the attitude of the quadcopter. To validate the 
system, a simulation is conducted with ROS and Gazebo. In 
which, MAVROS as library based on Pixhawk autopilot is 
considered. The remaining portion of this paper is organized 
as follows: Section II describes the quadcopter dynamical 
system, section III describes the attitude control that controls 
the Euler of angle of the quadcopter, section IV describes the 
trajectory tracking control and path planning system. Section 
V shows the trajectory tracking results and attitude controller 
performance. Finally, the paper ends with the conclusions at 
Section VI. 

I. QUADCOPTER DYNAMICAL SYSTEM 
In this section, quadcopter dynamical system is 

described. Quadcopter has movement in three kinds of 
translational movement and three kinds of rotational 
movement.  Translational movement is based on three axes 
of Cartesian coordinates (X,Y,Z) while rotational movement 
consists of three Euler angles (roll, pitch, yaw). The basic 
movement of quadcopter can be seen in Fig. 1. The 
movement of the quadcopter is drived by each motor 
rotation. The rotation of each motor need to be controlled, 
both in terms of speed and direction of rotation so that the 
movement of quadcopter can be directed precisely. 
Therefore, this requires a model of the quadcopter that the 
basic movements are the rotational movement around X,Y,Z 
axes and the lifting force.  
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Fig. 1. Basic movement of quadcopter (a )pitch (b) roll 

 

A. Quadcopter Mathematical Model 
In the quadcopter, there are two types of coordinate 

(frame), namely :  

a) Inertial reference frame 

b) Body-fixed reference frame  

From these two references, the inertial reference frame is 
considered to determine the quadcopter mathematical model 
as it makes the control algorithm easier. Beside that, the 
Euler angle controlled is based on inertial reference frame. 
Therefore, the body-fixed reference frame of quadcopter 
need to be converted to inertial reference frame. When using 
the body-fixed reference frame, there are several 
assumptions, including: 

• The structure of the quadcopter is considered rigid and 
symmetrical 

• The center of mass is located in the center of the 
quadcopter 

Here, the matrix for transforming the body-fixed 
reference frame to inertial reference frame as follows :  Θ = ( , ) ( , ) ( , )  (1)
 

Θ = c   s s c − c s c s c + s sc s s s s + c c  c s s − s c− s s c c c (2) 

Θ = 1   0 −0  

 (3) 

Where s, c, and t represent sine, cosine, and tangent 
respectively. From that matrix, Earth Reference Frame of the 
quadcopter can be obtained by the following equation :  [   ] = Θ [   ]    (4) [   ] = Θ [   ]    (5) 

Where  , ,   are the linear velocities in inertial reference 
frame of  ,  ,   respectively.  , ,   are the angular 
velocities in inertial refenrence frame of Roll, Pitch and 
Yaw respectively.  ,  ,  are the linear velocities in body-
fixed reference fraame of X, Y, Z respectively. And , ,  
are the angular velocities in body-fix reference frame of , 

 ,   respectively. 
B. State Equation 

State equation is used to determine the velocity and 
acceleration of the quadcopter based on the rotational speed 

of each motor. State equation simplifies the design of control 
algorithm. Beside that, state equation shows the correlation 
between velocity and Euler angles. 

 From (4) and (5) can be obtained the non-linear state 
equation of quadcopter as shown in (6). From (6) can be seen 
the correlation between variables in  inertial reference frame 
and body-fixed frame. Beside that, state equation can be used 
to analyze the stability of the system.  = [ ( ) ( ) + ( ) ( ) ( )] − [ ( ) ( ) − ( ) ( ) ( )] + [ ( ) ( )]= [ ( ) ( ) + ( ) ( ) ( )] − [ ( ) ( ) − ( ) ( ) ( )] + [ ( ) ( )]= [ ( ) ( ) − [ ( ) + [ ( ) ( )]

 

II. ATTITUDE CONTROL 
Attitude control aims to control the Euler angle of the 

quadcopter so that it does not exceed fifteen degrees. Fifteen 
degree is defined based on exploration with camera mounted 
on quadcopter to recognize mobile robot on the ground. As 
described in previous section, the roll pitch Euler angle of the 
vehicle will significantly affect the performance of taking 
landscape pictures. 

In this paper, attitude control is done by setting the 
reference velocity of the quadcopter while following the 
trajectory. The reference velocity is then integrated into a 
reference position for the quadcopter. There are three 
reference velocity profile observed in this paper, which are 
constant, trapezium, and modified trapezium. The profiles 
can be seen in Fig. 2-4.  

 
Fig. 2. Constant reference velocity profile 

 
Fig. 3. Trapezium reference velocity profile 

 
Fig. 4. Modfied Trapezium reference velocity profile 

The three profiles will set the reference velocity for the 
quadcopter. In the first profile, the reference velocity is just 
constant. The second and third profile is divided into three 
periods of time, namely the period of velocity up, constant 

(6) 
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velocity, and velocity down. Begin with the periode of 
velocity up, the velocity of the quadcopter in the second 
profile will increase slowly following a ramp function. In 
contrast to the second profile, the third profile will follow a 
sigmoid function. As a result, the acceleration can be keep 
low and the stability of quadcopter can be maintained. Then 
proceed with a period of constant velocity where the 
reference acceleration of quadcopter is zero. The last is the 
period of velocity down where the velocity of quadcopter 
will decrease slowly until it stops. The velocity down in the 
second profile will follow a ramp function and the third 
profile will follow a sigmoid function. 

The roll pitch Euler angle of the quadcopter are strongly 
influenced by the velocity and acceleration of the 
quadcopter. Therefore, the duration and magnitude of 
trapezium profile need to be determined first. The resulting 
Euler angle can be estimated from the velocity and 
acceleration of the quadcopter. The estimation function is 
made by a linear regression function with velocity and 
acceleration as the independent variable. Some tests were 
conducted to see the correlation between velocity, 
acceleration and Euler angle of the quadcopter. From the 
experiments, the Euler angle can be estimated by the 
following function: 

 (7) 

The function above is used to estimate the roll pitch Euler 
angle based on the magnitude of v (velocity) and a 
(acceleration) of the quadcopter.   

III. TRAJECTORY TRACKING CONTROL 
In this section, the reference trajectories and control 

algorithm used by quadcopter is discussed. In carrying out 
the mission, the quadcopter will travel along main road track 
at Universitas Indonesia as the reference trajectories. The 
trajectories of Universitas Indonesia can be seen in Fig. 7.  

The trajectory creation is defined based on the following 
steps :  

• Determine the latitude and longitude of the way points in 
the Universitas Indonesia. The way points are defined 
based on turning or attitude’ slope change. 

• Convert the latitude and longitude into Cartesian axes (X, 
Y, Z) 

• Determine the position and orientation of the point the be 
addressed by the quadcopter 

• Determine the distance and duration required from one 
point to the next point.  
From algorithm above can be seen that quadcopter will 

get the position and orientation command and the mission 
ends when the quadcopter has reached the last trajectory. All 
of these algorithms occur within the ROS program which is 
then integrated with Pixhawk to send the command to the 
quadcopter. The commands are sent to Pixhawk through 
MAVLINK protocol provided by the MAVROS package.  

The latitude and longitude of points in Universitas 
Indonesia are obtained from Google Maps. Latitude and 
longitude of each point are then converted into Cartesian 
coordinates (X,Y,Z) by using the package contained in ROS. 
This Cartesian coordinates are used to facilitate the control 

system in controlling the quadcopter to follow the desired 
trajectories.  

A. PID Controller 
PID controller is used to control quadcopter in following 

trajectories. There are two controllers used independently in 
this system; which are position controller and orientation 
controller. PID controller consists of three parameters, 
namely proportional, integral, and derivative. PID controller 
receives input in the form of error obtained from the 
comparison between the reference value and the sensor 
value. The calculation results of these three parameters are 
summed and become input for the plant system. 

Each parameter has its own value obtained through the 
tuning process. In this research, the tuning process is done by 
trial and error. 

 In the position controller, GPS (Global Positioning 
System) is used to estimate the actual position of the 
quadcopter which is then compared with the reference 
position and the position error is obtained. This position error 
is used as the input for the PID controller to produce a 
control signal of linear velocity. This control signal will be 
the command for the quadcopter so it can follow the desired 
trajectory. The block diagram of the position control system 
is shown in Fig. 5.  

 
Fig. 5. Block diagram of the position control system 

 In the orientation controller, compass is used to estimate 
the orientation of the quadcopter which is then compared 
with the reference orientation and the orientation error is 
obtained. The purpose of the orientation controller is to make 
the heading of the quadcopter always leads to the front. Thus 
the Euler angle of the quadcopter will be more stable and 
easier to control. The orientation error will be the input for 
the PID controller to produce control signal of angular 
velocity. This control signal will be the command for the 
quadcopter so it can follow the desired orientation. The block 
diagram of the orientation control system is shown in Fig. 6. 

 
Fig. 6. Block diagram of orientation control system 

 

 

 

Euler angle (roll or pitch)  = f(v,a) 
   = 1.477 + 5.9521v + 1.7379a
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IV. SIMULATION RESULTS 
 
The simulations were done through ROS and Gazebo by 

implementing Pixhawk autopilot library. The Gazebo 
provide 3D visualization also simulate physical environment 
effect. The Gazebo visualization is shown in Fig.7. 

  

 
Fig. 7. Gazebo simulation of quadcopter simulation 

 
Each simulation used PID controller with the parameters 

were kp=2, ki=0.02, kd=0.001 for position control and 
kp=0.005, ki=0.0001 for orientation control.  When the 
orientation controller was not used, the controller 
parameters were set to zero. All simulations were conducted 
with the same velocity trajectory profile, which flying 
around the main road of Universitas Indonesia. The altitude 
is 10 meters for all the simulations and the altitude 
controller is not considered in this paper. Factors that 
distinguished each test are the usage of orientation controller 
and reference velocity profile. The effect of attitude 
controller and orientation controller will be presented. The 
path of University Indonesia can be seen in Fig. 8. 

 

 
Fig. 8.Trajectory points of Universitas Indonesia 

 
In order to validate the proposed method, the quadcopter 

is controlled with two orientation modes. The first 
orientation mode is done by keeping the orientation to the 
north side and moving quadcopter by rolling with X and Y 
axes. This mode was keeping the yaw angle stable (fix yaw). 
While the second mode was done by changing orientation 
heading trajectory path. The first mode is widely used by 
most researchers due to simple control algorithm and has 

less coupling effect on other axes. However this mode is not 
suitable for tracking object on the ground while keeping the 
moving direction on the top side of image plane. On the 
contrary, the second mode changing orientation to trajectory 
path (yaw controlled) is suitable for this purpose. 
Nevertheless, this mode may give more damping effect to 
other axes. Indeed, both modes are observed in this paper to 
evaluate the effectiveness of the control algorithm to 
quadcopter behavior. In addition to evaluate the proposed 
attitude controller with modified trapezium profile, each 
mode is compared with constant velocity and the common 
trapezium profile. At first the velocity is set constant, and 
then with trapezium profile, followed by the modified 
trapezium profile. The velocity is controlled based on the 
profile. In addition, a linear regression function (7) is used 
to decide the maximum velocity for the quadcopter.   

 

 
 

Fig. 9. Position tracking with constant velocity profile for fix orientation 
and orientation controlled 

 
Fig. 10. Roll-pitch response with constant velocity profile for fix 

orientation and orientation controlled 
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Fig. 11. Velocity-acceleration response with constant velocity profile for 

fix orientation and orientation controlled 

 
Fig. 12. Position tracking with trapezium velocity profile for fix 

orientation and orientation controlled 

 
Fig. 13. Roll-pitch response with trapezium velocity profile for fix 

orientation and orientation controlled 

 
Fig. 14. Velocity-acceleration response with trapezium velocity profile for 

fix orientation and orientation controlled 

 
Fig. 15. Position tracking with modified trapezium velocity profile for fix 

orientation and orientation controlled 

 
Fig. 16. Roll-pitch response with modified trapezium velocity profile for 

fix orientation and orientation controlled 
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Fig. 17. Velocity-acceleration response with modified trapezium velocity 

profile for fix orientation and orientation controlled 
 

In the trajectory tracking system, quadcopter can follow 
the trajectory well in all of the simulations. The steady state 
error of the response is also below 1%. Attitude controller 
maintains the Euler angle that roll and pitch angle do not 
exceed fifteen degrees. With orientation controller, the pitch 
and roll angle tend to be stable. It can be seen from the roll 
angle that tends to be about zero to five degrees. As the 
orientation of the quadcopter changes to trajectory path, this 
mode gives better performance for object tracking system. 
Different profile of reference velocity affect the attitude of 
the quadcopter. Fig. 9-11 show that constant reference 
velocity profile produce high acceleration as the sudden 
increase of velocity happens. As it can be seen from Fig. 12-
14, there is no sudden increase when using common 
trapezium profile, but the velocity reference increases not as 
smooth as the modified trapezium profile. The modified 
trapezium profile depicted in Fig. 15-17 gives the best 
performance for attitude control as the velocity reference 
increase smoothly.  As the result, the acceleration of the 
quadcopter is not really high and the Euler angle can be 
maintained. 

V. CONCLUSIONS 
In this paper, trajectory tracking and attitude control for 
quadcopter is proposed for tracking trajectories by limiting 
the roll pitch Euler angle. To provide stable camera tracking 

on further work, roll pitch Euler angle must not exceed 
fifteen degrees. The path of Universitas Indonesia is used as 
the path trajectory for quadcopter. In this paper, PID 
controller is used to control both the position and orientation 
of quadcopter. From the simulation results can be seen that 
the trajectory tracking system work really good as the 
quadcopter can follow the trajectories. Attitude control is 
done by maintaining the velocity and acceleration of the 
quadcopter. The Euler angle does not exceed fifteen 
degrees, but instead the duration becomes longer if the 
travel time command is not sufficient to provide euler angle 
constraint. Having this results make further work for 
tracking ground object with camera mounted on quadcopter 
would be possible.  
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In this study, we report results of a study examining the relationship between home 
environment factors and reading achievement in Zimbabwe. The study utilised data 
collected by the Southern and Eastern Africa Consortium for Monitoring Educational 
Quality (SACMEQ). The data were submitted to linear regression analysis through 
structural equation modelling using AMOS 4.0. In our results, we showed that a proxy 
for SES was the strongest predictor of reading achievement. 

Zimbabwe, reading achievement, home environment, linear regression,  
structural equation modelling 

 

INTRODUCTION 
Past research has indicated that a significant relationship exists between children's home 
environment and reading achievement. However, most such studies have been conducted in 
Western countries where the concept of home environment is different from that in developing 
countries. In developed countries, almost all students have amenities like electricity and piped 
water in their homes, and these factors are never thought of being influential in a student’s 
academic performance. In the current study, the home environment factors considered among 
other factors were: possession of such things like piped water, electricity, refrigerator and TV. 
Collectively, these possessions were taken to be a measure of social economic status (SES). SES, 
together with several other factors were used as measures of the students’ home environment. The 
student’s score on a reading test was used as a measure of reading achievement. The study utilised 
a sample of 2697 sixth grade students who were randomly sampled across the schools in 
Zimbabwe. 

Purpose of the study 
The purpose of this study was to investigate the relationship among home environment variables 
and reading scores among Grade 6 students in Zimbabwe. The study is based on the data collected 
by the Southern and Eastern Africa Consortium for Monitoring Educational Quality (SACMEQ) 
during the period 1995 – 1998 under the auspices of the International Institute for Educational 
Planning (UNESCO-IIEP, 2004). The data were collected during the first educational research 
policy project named SACMEQ I covering seven Southern African countries, and Zimbabwe was 
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one of the seven countries. Specifically, the current study seeks to answer the following two major 
questions: 

a) What family environment variables are predictive of reading achievement among Grade 6 
students in Zimbabwe? 

b) How strong are family environment variables at predicting reading scores among Grade 6 
students in Zimbabwe? 

PREVIOUS RESEARCH AND THEORETICAL FRAMEWORK 
There is a considerable body of theoretical and empirical work that suggests that home 
environment, in general, plays a crucial role in student learning and achievement (Walberg, 1999). 
Research focusing on home environment variables continues to be of merit, for Parcel and Dufur 
(2001), in their National Longitudinal Survey of Youth (NLSY), found that parental and material 
resources in the home (what they termed ‘capital effects’) were stronger than school effects.  
The theoretical mechanisms that may explain the effect of home environment on child outcomes 
are related and numerous. Social capital theory (Coleman, 1988; Parcel and Dufur, 2001). Thus, 
social capital and resources at the country or family level, provide students with advantages for 
being successful at school (Aru, 1998; Bradley and Corwyn, 2002; Heyneman and Loxley, 1982). 
Such resources also benefit students indirectly through an increased number of cultural 
opportunities and better health standards (Murphy et al., 1998; Neisser et al., 1996).  
A causal mechanism directly discussed in the literature is socio-economic status (SES). It is no 
longer questioned that low income leads to negative consequences for children (Duncan and 
Brooks-Gunn, 1997). Children living in poverty face developmental deficits that are most likely 
due to the inability of high-poverty families to provide adequate food, shelter, and other material 
goods that foster the healthy cognitive development of children (Duncan, Brooks-Gunn, and 
Klebanov, 1994; Hanson, McLanahan, and Thomson, 1997; Korenman, Miller, and Sjaastad, 
1995). A meta-analysis of 101 related studies (White, 1982) suggested that when home 
atmosphere or environment was used as an indicator of SES, relatively high correlations were 
found between SES and academic achievement.  
Chui and Khoo (2005) found that 15-year-old students across 41 countries (N = 193,076) scored 
higher on tests in mathematics, reading, and science when they had more economic resources in 
their country, family and school. The positive log-linear effect of per capita GDP was consistent 
with past research showing that students in richer countries benefited from more nutritious food, 
books in the home, and better health care, all of which, in turn, supported higher academic 
performance (Alaimo, Olson, and Frongillo, 2001; Murphy et al., 1998; Neisser et al., 1996). 
Results were consistent with other studies in that girls scored higher in reading but lower in 
mathematics and science (National Center for Education Statistics, 2003; Third International 
Mathematics and Science Study Group, 1995).  
In general, parent job status and parent education seems to have different effects (Chui and Khoo, 
2005). Parents’ higher job status and mother’s education improved the academic performance of 
their child. A father’s level of schooling, however, did not. These results mirror other studies 
showing that parents’ social networks and mother’s schooling affected students’ academic 
performance more than did father’s level of schooling (Stafford and Dainton, 1995).  
Researchers have not only found that adolescents from lower income and less-educated families 
performed less well in school, but those from single-parent and large families fared less well in 
school than their counterparts from higher income, better-educated, two-parent and small families 
(Astone and McLanahan, 1991; Sputa and Paulson, 1995). Stevenson and Baker (1987) found that 
the educational level of parents explained more of the variability in school achievement than did 
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other family demographic characteristics. This might be explained by the theory that caregivers 
with more ‘human capital’ had greater education and skills, which they could draw upon to teach 
their children cognitive and social skills and social and cultural norms (Och, Taylor, Rudolph, and 
Smith, 1992; Snow, Perlmann, Berko Gleason, and Hooshyar, 1990; Swick and Broadway, 1997). 
Again, since mothers were the primary caregivers in many homes, their human capital generally 
affected their children’s performances more than did the a father (Darling-Fisher and Tiedje, 
1990; Emery and Tuer, 1993; Stafford and Dainton, 1995). 
There are factors in the home environment that have all been found to be associated specifically 
with reading achievement. Not surprisingly, these include financial and material resources 
(Grissmer et al., 1994; Parcel and Menghan, 1990, 1994a, 1994b; Saracho, 1997a), number of 
children in the home (Blake, 1989; Coleman, 1988, 1990; Downey, 1995; Parcel and Menghan, 
1990, 1994a, 1994b), parent education (Grissmer et al., 1994; Saracho, 1997a), mother’s age 
(Grissmer et al., 1994), and caregiver investment in age-appropriate cognitive stimulation 
(Leseman and de Jong, 1998; White, 1982). The data are mixed, however, in regards to which 
home environment variables best predict reading success.  
Several studies have demonstrated that increased numbers of children within the family lead to 
less favorable child outcomes, in general, probably due to resource diffusion (Blake, 1989; 
Downey, 1995; Parcel and Menaghan, 1990, 1994a, 1994b). Parcel and Menaghan (1993) found 
that children from larger families had lower levels of reading achievement. Coleman (1988, 1990) 
argued that even if the bond between caregiver and child was strong, it would not automatically 
result in improved child outcomes unless the child had access to parental resources.  
Researchers at the Rand Institute on Education and Training (Grissmer et al., 1994) found a 
relationship between children’s reading achievement and parent’s level of education, family 
income, and the mother’s age. Although parent’s education, occupation, and income have been 
found to be related to children’s reading outcomes, some suggest that the actual characteristics of 
the home literacy environment that was created by the caregiver might be more important 
(Leseman and de Jong, 1998; White, 1982).  
The recent term ‘home literacy environment’ has generally referred to participation in literacy-
related activities relegated to availability of print material and frequency of reading (Leseman and 
de Jong, 1998). Saracho (1997a) proposed that parent’s literacy level and the availability of 
reading materials worked together as the primary characteristics of the home environment that 
related to a child’s literacy development. Other research has extended the scope of the home 
literacy environment (Christian, Morrison, and Bryant, 1998; Griffin and Morrison, 1997; Payne, 
Whitehurst, and Angell, 1994) to include such variables as the age of the child when joint reading 
began, independent child or caregiver reading, and frequency of behaviours that interfered with 
reading (for example, television viewing).  
A factor often overlooked in research on the home environment is that a child may not live with a 
parent at all or may live away from them during the school week. Stress theory holds that changes 
in family organisation or circumstances might cause stress in children’s lives (Elder, 1974). 
Family events may directly increase children’s stress because of changes in household 
composition or changes in residential location. In response to these changes, children would be 
alienated from or might disengage from the home environment and receive less parental nurturing 
and socialisation.  
Greenstein originally (1954) noted that children with television in the home had higher grade 
point averages than their counterparts without television in the home, a phenomenon most likely 
related to socio-economic status. More recent research addressing the relationship between 
television viewing and achievement has yielded contradictory findings. For example in small-
scale studies controlling for IQ, SES and parental education, no relationship has been found 
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between viewing and achievement (Ritchie, Price, and Roberts, 1997). However, secondary 
analyses using large-scale data sets have demonstrated that for adolescents, television viewing 
time is negatively related to achievement, particularly with regard to reading performance 
(Neuman and Prowda, 1982; Williams, Haertel, Haertel, and Walberg, 1982). 
Home environment and reading achievement research has been largely dominated by a focus on 
early reading acquisition, while research on the relationship between home environments and 
reading success with preadolescents (Grades 4-6) has been largely overlooked. There are other 
limitations as well. Clarke and Kurtz-Costes (1997) argued that prior research has failed to 
examine the relationship between certain home environment variables and achievement of 
children of poverty. For example, if having a television (and television viewing) does have 
positive influences on children’s developing academic skills, one might expect similar effects to 
be found in economically-disadvantaged homes where children typically have fewer educational 
resources available to them, such as books and other literacy materials.  
Because of the large numbers of students living in poverty in the world, more data are needed to 
establish an understanding of the relationship between home environment and reading success, 
particularly for preadolescent students. Scholars have argued further that researchers should limit 
their conceptualisation of middle-class White Americans as the norm and should view other 
ethnic and social class groups only in terms of their deviance from this norm (Ogbu, 1981; Scott-
Jones, 1984, 1987; Slaughter and Epps, 1987). This research seeks to examine an economically 
disadvantaged group as a distinct entity. 

METHOD 

Participants 
This study utilised data collected by SACMEQ during an educational research policy project. The 
data consisted of 2697 sixth grade students (1329 boys and 1368 girls) who were randomly 
selected across Zimbabwe as part of a study undertaken during the period 1995 to 1998 to collect 
data on the conditions of schooling and the quality of education in seven Southern African 
countries. The mean age of the participants at the time of data collection was about 12 years. 

Treatment of the data 
The original data obtained from SACMEQ were already treated for missing values and screened 
for outliers. In the current study, the descriptive statistics for all the variables were examined to 
make sure they fell within acceptable range and skewness is one such statistic that was carefully 
looked at. Histograms were obtained for all the variables whose skewness statistic was greater 
than 1 to have a pictorial view of the distribution of the variables. Only one variable, STAY, was 
found to be highly skewed and its treatment is described in the section below. 

Variables 
The dependent variable in this study was READING SCORE and it was measured by a reading 
test. The independent variables were several home environment variables. These variables that 
were based on recommendations from previous research were selected for use in this study. Four 
home environment variables were combined to be a measure of SES. These variables are: (a) 
Possession of a TV, (b) Possession of a refrigerator, (c) Possession of piped water, and (d) 
Possession of electricity. Five other variables, (a) Someone makes sure you did homework, (b) 
Someone helps with homework, (c) Someone asks you to read to him or her, (d) Someone 
questions on what you read, and (e) Someone looks at school work were combined to form a 
variable, HOME. 
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 The other variables considered in the present study are: GENDER, READING AT HOME, 
STAY, MEALS, and BOOKS.  
The variable, READING AT HOME, measured whether students did any reading at home. The 
variable, STAY measured the place where the student stayed during school week and it was 
originally measured on a 4-point scale with 1 being ‘stay with parents, 2 ‘stay with relatives’, 3 
‘stay in a hostel’, and 4 ‘stay by myself’. However, since the distribution was highly skewed, with 
more than two thirds choosing category 1, categories 2, 3, and 4 were combined, yielding two 
categories; 1 ‘with parents’ and 2 ‘other’. The variable, MEALS, measured the number of times 
that the students ate breakfast, lunch and supper per week, and BOOKS measured the number of 
books that the students had at home. Information about the independent variables and how they 
were measured is provided in Table 1. 

Table 1.  Summary of the independent variables (student home environment variables) 
and how they were measured, along with sample means and standard deviation (n = 2697) 
Variable Scale M SD 
Reading Score 
Gender 
 Boys  
 Girls  
Place the student stays during school week 
 With parents  
 Other  
Reading at home 
 Never  
 Sometimes  
SES (Combined the following) 
 Possession of a TV 
 Possession of a refrigerator 
 Possession of piped water  
 Possession of electricity 
 No 
 Yes 
Meals (combined the following) 
 Breakfast 
 Lunch 
 Supper 
 Not at all  
 1 or 2 times per week  
 3 or 4 days per week  
 Everyday 
Home (combined the following) 
 Someone makes sure you did homework 
 Someone helps with homework 
 Someone asks you to read to him/her 
 Someone questions on what you read 
 Someone looks at school work 
 Never 
 Sometimes 
 Most of the times 
Number of books at home 

 
 

1 
2 

 
1 
2 

 
1 
2 

 
 
 
 
 

1 
2 

 
 
 
 

1 
2 
3 
4 

 
 
 
 
 
 

1 
2 
3 

25.60 
1.51 

 
 

1.25 
 
 

1.74 
 
 

1.24 
 
 
 
 
 
 

2.86 
 
 
 
 
 
 
 

1.26 
 
 
 
 
 
 
 
 

2.28 

10.05 
0.50 

 
 

0.43 
 
 

0.44 
 
 

0.35 
 
 
 
 
 
 

0.60 
 
 
 
 
 
 
 

0.44 
 
 
 
 
 
 
 
 

1.14 

 

RESULTS 
The following section, presents the results of this study. The results are presented according to the 
research questions asked in this study. 
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Research question 1: What home environment variables are predictive of reading achievement 
among Grade 6 students in Zimbabwe? 
This question was answered by obtaining the regression weights and the p-values for these 
weights. In Table 2, the results of the regression analysis are displayed. In the table, the estimated 
regression weights, standard errors and p-values for all the predictors are given. GENDER was not 
a significant predictor of reading achievement, (β = 0.03, p = 0.13), so was BOOKS (β = 0.02, p = 
0.39). However, STAY ( β = -0.13, p < 0.00); SES (β = 0.27, p <0.00); MEALS (β= 0.11, p < 
0.00); HOME( β = 0.08, p <0.00), and READING AT HOME (β= 0.17, p < 0.00) were all 
significant predictors of reading achievement. The variable STAY had a negative relationship 
with READING SCORE. This makes sense since this variable was coded as 1- stay with parents 
and 2 – stay with others. Students who stayed away from parents tended to perform poorly 
academically.  

Table 2. Regression Weights        
 Estimate S.E. P 
Reading score <-- Gender  0.52 0.34 0.13 
Reading score <--Stay -2.90 0.40 0.00 
Reading score <-- SES  7.71 0.52 0.00 
Reading score <-- Books 0.15 0.17 0.39 
Reading score <-- Meals  1.88 0.30 0.00 
Reading score <-- Home  1.50 0.34 0.00 
Reading score <-- Home reading 3.74 0.44 0.00 

 

Research question 2: How good are family environment variables at predicting reading scores 
among Grade 6 students in Zimbabwe? 
In order to answer this question, we obtained the standardised regression weights of all the 
variables. The standardised regression weights give the weighted contribution of each predictor to 
the dependent variable. Using the standardised weights makes sense since the variables are 
measured in different units. Another advantage of using the standardised regression weights is that 
these weights can be taken as measures of effect size. The effect sizes provide an indication of the 
practical importance of each predictor. The larger the standardised regression weight (effect size), 
is that variable in predicting the dependent variable.  
Besides the standardised weights, we also obtained the squared multiple correlation. The squared 
multiple correlation provides a measure of the contribution of all the predictors taken together. 
These results are displayed in Table 3. SES was the strongest predictor as indicated by its 
estimated standardised regression weight, (β = 0.27, p <0.000). The estimated standardised 
regression weights show the relative importance of each predictor in the model. Collectively, all 
the seven predictors account for about 21% of the variance in reading achievement (R2 = 0.21).  

Table 3. Standardised Regression Weights     
 Estimate 
Reading score <-- Gender 0.03 
Reading score <-- Stay  -0.13 
Reading score <-- SES  0.27 
Reading score <-- Books 0.02 
Reading score <-- Meals 0.11 
Reading score <-- Home 0.08 
Reading score <-- Home reading 0.17 
Squared Multiple Correlations Reading score = 0.21 
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DISCUSSION 
The home environment variables considered in this study were GENDER, STAY, READING AT 
HOME, BOOKS, MEALS, HOME, and SES. The results of these analyses demonstrate that, of 
these variables, SES – limited here to television, refrigerator, piped water, and electricity 
possession – was the strongest predictor of reading achievement. This is consistent with previous 
research that material resources in the home are associated with children’s reading achievement 
(Grissmer et al., 1994; Parcel and Menghan, 1990, 1994a, 1994b; Sarracho, 1997a; White, 1982). 
In short, these findings mirror other studies that in poorer countries, this decreased financial 
capital is disadvantageous to children’s achievement (Aru, 1998; Bradley and Corwyn, 2002: 
Heyneman and Loxley, 1982). Previous research also reports that a lack of resources which could 
provide better health standards (such as piped water), can indirectly affect children’s success at 
school (Duncan, Brooks-Gunn, and Klebanov, 1994; Hanson, McLanahan, and Thomson, 1997; 
Korenman, Miller, and Sjaastand, 1995; Murphy et al., 1998; Neisser et al., 1996).  
The findings revealed a negative relationship between STAY and reading achievement. This is 
consistent with previous research that students living with parents tend to do better than those who 
live with people other than their parents. These results may give credence to stress theory (Elder, 
1974), concerned with children who are physically removed from parental nurturing and 
socialisation. The SACMEQ reading study questionnaire did not include information on the 
number of siblings, so we were unable to confirm findings from previous research (Astone and 
McLanahan, 1991; Sputa and Paulson, 1995) showing that adolescents from smaller families fare 
better in reading. 
Overall, the contribution of home environment factors considered in this study was about 21 per 
cent of the variance in reading achievement. That means that home environment factors account 
for a fifth of the variance in reading achievement. This is an adequate proportion considering the 
fact that from previous studies, the greatest predictor of reading achievement is prior reading 
achievement. Although this may seem obvious, it is important to note that most previous studies 
conducted on reading achievement have been done in Western settings. The implications of the 
current study can never be over-emphasised. Home environment plays a critical role in 
influencing reading achievement in schools and SES plays an even greater role in influencing 
reading achievement. These findings seem to indicate that it does not matter much how SES is 
measured in the different cultural contexts, the results show that SES is an important predictor of 
achievement. We know that in Western contexts, SES is measured differently from the way it is 
measured in this study, but it is still a good predictor of reading achievement. 
Considering the fact that more and more students in Zimbabwe are getting orphaned most family 
structures are being decimated by the AIDS pandemic, the impact of these findings become all too 
apparent. In this study, we have demonstrated the importance of having students stay with parents 
during school days. This is very important because parents provide the necessary monitoring that 
deters children from engaging in mischief and that probably channels their energy into academic 
pursuits. However, we are aware that this is not the whole story because in Zimbabwe, boarding 
schools (where students stay away from parents during school days) are some of the best schools 
in terms of pass rates. So on the surface, these results appear to be a contradiction with reality. 
However, we also know that there are many other children in Zimbabwean schools who live by 
themselves either because they are orphans or because they live in make-shift houses close to 
schools mainly because the schools are far away from their homes and their parents cannot afford 
boarding fees. These children have no supervision and it is only logical to assume that most of 
them spend very little time engaging in school work. 
The contribution of certain individual predictors like BOOKS at home was surprisingly low, a 
finding inconsistent with previous research (Saracho, 1997a) and the general theme in the 
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literature that increased educational resources is an important factor in student achievement 
(Alaimo, Olson, and Frongillo, 2001; Grissmer et al., 1994; Murphy et al., 1998; Neisser et al., 
1996; Parcel and Menghan, 1990, 1994a, 1994b). One would think that the number of books at 
home would be a significant predictor of reading achievement. Probably part of the reason for the 
weak contribution of number of books is the way the data were collected. Students were not 
specifically asked for the number of ‘reading books’, but the number of books in general. So there 
is a possibility that students merely indicated any books they had at home even those they would 
never read. So we viewed this as a limitation of the study. Another limitation of the instrument is 
that it was not developed to collect accurately data on the home literacy environment, a complex 
compilation of variables that would include the age of the child when joint reading began, 
independent child or caregiver reading, and the frequency of behaviours that interferes with 
reading (Christian, Morrison, and Bryant, 1998; Griffin and Morrison, 1997; Payne, Whitehurst, 
and Angell, 1994). Such data were not collected by the instrument used, nor was the full range of 
possible parent-child literacy-related activities considered. 

CONCLUSIONS AND RECOMMENDATIONS FOR FUTURE RESEARCH 
The instrument used to collect the data used in this study was not specifically developed to collect 
data on home literacy. Furthermore, of those instruments that were available to measure home 
literacy environment, they were developed to do so mainly in Western cultures. The home literacy 
environment for developed nations is completely different from that in less developed nations. As 
such, developing a culturally appropriate instrument to measure home literacy environment in less 
developed nations would produce more reliable results. We see this as a possibility for future 
research. Also, it would be important to include the full range of possible parent-child literacy-
related activities if such an instrument was to provide a better picture of the influence of the home 
literacy environment on reading achievement.  
It is also argued that, even within the same country, the use of a home literacy instrument should 
be considered and used with caution. In most developing nations, the differences between urban-
based families and rural or farm-based families are so great that the use of the same home literacy 
instrument in those different environments may not produce accurate results. For example, most 
urban-based children are exposed to television, have electricity, and read newspapers among other 
things. For rural or farm-based children, all these amenities are not even imaginable for them. So 
the concept of the home literacy environment between the two settings is very different. Because 
of this, it is also recommended that the home literacy instrument should be appropriate, not only 
to a country, but also to the local community in which the research study is being conducted. 
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Abstract—In this paper, we present a novel approach of face identification by

formulating the pattern recognition problem in terms of linear regression. Using a

fundamental concept that patterns from a single-object class lie on a linear

subspace, we develop a linear model representing a probe image as a linear

combination of class-specific galleries. The inverse problem is solved using the

least-squares method and the decision is ruled in favor of the class with the

minimum reconstruction error. The proposed Linear Regression Classification

(LRC) algorithm falls in the category of nearest subspace classification. The

algorithm is extensively evaluated on several standard databases under a number

of exemplary evaluation protocols reported in the face recognition literature. A

comparative study with state-of-the-art algorithms clearly reflects the efficacy of

the proposed approach. For the problem of contiguous occlusion, we propose a

Modular LRC approach, introducing a novel Distance-based Evidence Fusion

(DEF) algorithm. The proposed methodology achieves the best results ever

reported for the challenging problem of scarf occlusion.

Index Terms—Face recognition, linear regression, nearest subspace

classification.
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1 INTRODUCTION

FACE recognition systems are known to be critically dependent on
manifold learning methods. A gray-scale face image of an order
a� b can be represented as an ab-dimensional vector in the original
image space. However, any attempt at recognition in such a high-
dimensional space is vulnerable to a variety of issues often referred
to as the curse of dimensionality. Therefore, at the feature extraction
stage, images are transformed to low-dimensional vectors in the
face space. The main objective is to find such a basis function for this
transformation which could distinguishably represent faces in the
face space. A number of approaches have been reported in the
literature, such as Principle Component Analysis (PCA) [1], [2],
Linear Discriminant Analysis (LDA) [3], and Independent Com-
ponent Analysis (ICA) [4], [5]. Primarily, these approaches are
classified in two categories, i.e., reconstructive and discriminative
methods. Reconstructive approaches (such as PCA and ICA) are
reported to be robust for the problem of contaminated pixels [6],
whereas discriminative approaches (such as LDA) are known to
yield better results in clean conditions [7]. Apart from these
traditional approaches, it has been shown recently that unorthodox
features, such as downsampled images and random projections,
can serve equally well. In fact, the choice of the feature space may
no longer be so critical [8]. What really matters is the dimension-
ality of feature space and the design of the classifier.

In this research, we propose a fairly simple but efficient linear
regression-based classification (LRC) for the problem of face

identification. Samples from a specific object class are known to
lie on a linear subspace [3], [9]. We use this concept to develop
class-specific models of the registered users simply using the
downsampled gallery images, thereby defining the task of face
recognition as a problem of linear regression. Least-squares
estimation is used to estimate the vectors of parameters for a
given probe against all class models. Finally, the decision rules in
favor of the class with the most precise estimation. The proposed
classifier can be categorized as a Nearest Subspace (NS) approach.

An important relevant work is presented in [8], where down-
sampled images from all classes are used to develop a dictionary
matrix during the training session. Each probe image is repre-
sented as a linear combination of all gallery images, thereby
resulting in an ill-conditioned inverse problem. With the latest
research in compressive sensing and sparse representation,
sparsity of the vector of coefficients is harnessed to solve the ill-
conditioned problem using the l1-norm minimization. In [10], the
concept of Locally Linear Regression (LLR) is introduced specifically
to tackle the problem of pose. The main thrust of the research is to
indicate an approximate linear mapping between a nonfrontal face
image and its frontal counterpart; the estimation of linear mapping
is further formulated as a prediction problem with a regression-
based solution. For the case of severe pose variations, the
nonfrontal image is sampled to obtain many overlapped local
segments. Linear regression is applied to each small patch to
predict the corresponding virtual frontal patch; the LLR approach
has shown some good results in the presence of coarse alignment.
In [11], a two-step approach has been adopted, fusing the concept
of wavelet decomposition and discriminant analysis to design a
sophisticated feature extraction stage. These discriminant features
are used to develop feature planes (for Nearest Feature Plane—
NFP classifier) and feature spaces (for Nearest Feature Space—NFS
classifier). The query image is projected onto the subspaces and the
decision rules in favor of the subspace with the minimum distance.
However, the proposed LRC approach, for the first time, simply
uses the downsampled images in combination with the linear
regression classification to achieve superior results compared to
the benchmark techniques.

Further, for the problem of severe contiguous occlusion, a
modular representation of images is expected to solve the problem
[12]. Based on this concept, we propose an efficient Modular LRC
Approach. The proposed approach segments a given occluded
image and reaches individual decisions for each block. These
intermediate decisions are combined using a novel Distance-based
Evidence Fusion (DEF) algorithm to reach the final decision. The
proposed DEF algorithm uses the distance metrics of the
intermediate decisions to decide about the “goodness” of a
partition. There are two major advantages of using the DEF
approach. First, the nonface partitions are rejected dynamically;
therefore, they do not take part in the final decision making.
Second, the overall recognition performance is better than the best
individual result of the combining partitions due to the efficient
decision fusion of the face segments.

Algorithm: Linear Regression Classification (LRC)

Inputs: Class models Xi 2 IRq�pi ; i ¼ 1; 2; . . . ; N and a test image

vector y 2 IRq�1.

Output: Class of y

1. �̂i 2 IRpi�1 is evaluated against each class model,

�̂i ¼ ðXT
i XiÞ�1XT

i y; i ¼ 1; 2; . . . ; N

2. ŷi is computed for each �̂i, ŷi ¼ Xi�̂i; i ¼ 1; 2; . . . ; N

3. Distance calculation between original and predicted

response variables diðyÞ ¼ y� ŷik k2; i ¼ 1; 2; . . . ; N

4. Decision is made in favor of the class with the

minimum distance diðyÞ
The rest of the paper is organized as follows: In Section 2, the

proposed LRC and Modular LRC algorithms are described. This is
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followed by extensive experiments using standard databases
under a variety of evaluation protocols in Section 3. The paper
concludes in Section 4.

2 LINEAR REGRESSION FOR FACE RECOGNITON

2.1 Linear Regression Classification Algorithm

Let there be N number of distinguished classes with pi number of

training images from the ith class, i ¼ 1; 2; . . . ; N . Each gray-scale

training image is of an order a� b and is represented as

ui
ðmÞ2 IRa�b, i ¼ 1; 2; . . . ; N and m ¼ 1; 2; . . . ; pi. Each gallery image

is downsampled to an order c� d and transformed to vector

through column concatenation such that ui
ðmÞ2 IRa�b ! wi

ðmÞ 2 IRq�1,

where q ¼ cd, cd < ab. Each image vector is normalized so that

maximum pixel value is 1. Using the concept that patterns from

the same class lie on a linear subspace [9], we develop a class-

specific model Xi by stacking the q-dimensional image vectors,

Xi ¼
�

wi

ð1Þ
wi

ð2Þ
. . . . . . wi

ðpiÞ � 2 IRq�pi ; i ¼ 1; 2; . . . ; N ð1Þ
Each vector wi

ðmÞ
, m ¼ 1; 2; . . . ; pi, spans a subspace of IRq also

called the column space of Xi. Therefore, at the training level,
each class i is represented by a vector subspace, Xi, which is also
called the regressor or predictor for class i. Let z be an unlabeled
test image and our problem is to classify z as one of the classes
i ¼ 1; 2; . . . ; N . We transform and normalize the gray-scale image
z to an image vector y 2 IRq�1 as discussed for the gallery. If y
belongs to the ith class, it should be represented as a linear
combination of the training images from the same class (lying in
the same subspace), i.e.,

y ¼ Xi�i; i ¼ 1; 2; . . . ; N; ð2Þ
where �i 2 IRpi�1 is the vector of parameters. Given that q � pi, the
system of equations in (2) is well conditioned and �i can be
estimated using least-squares estimation [13], [14], [15]:

�̂i ¼ XT
i Xi

� ��1
XT
i y: ð3Þ

The estimated vector of parameters, �̂i, along with the
predictors Xi are used to predict the response vector for each
class i:

ŷi ¼ Xi�̂i; i ¼ 1; 2; . . . ; N

ŷi ¼ Xi

�
XT
i Xi

��1
XT
i y

ŷi ¼ Hiy;

ð4Þ

where the predicted vector ŷi 2 IRq�1 is the projection of y onto the
ith subspace. In other words, ŷi is the closest vector, in the
ith subspace, to the observation vector y in the euclidean sense
[16]. H is called a hat matrix since it maps y into ŷi. We now
calculate the distance measure between the predicted response
vector ŷi, i ¼ 1; 2; . . . ; N , and the original response vector y,

diðyÞ ¼ y� ŷik k2; i ¼ 1; 2; . . . ; N ð5Þ
and rule in favor of the class with minimum distance, i.e.,

min|{z}
i

diðyÞ; i ¼ 1; 2; . . . ; N: ð6Þ

2.2 Modular Approach for the LRC Algorithm

The problem of identifying partially occluded faces could be
efficiently dealt with using the modular representation approach
[12]. Contiguous occlusion can safely be assumed local in nature in
a sense that it corrupts only a portion of conterminous pixels of
the image, the amount of contamination being unknown. In the
modular approach, we utilize the neighborhood property of the

contaminated pixels by dividing the face image into a number of
subimages. Each subimage is now processed individually and a
final decision is made by fusing information from all of the
subimages. A commonly reported technique for decision fusion is
majority voting [12]. However, a major pitfall with majority voting
is that it treats noisy and clean partitions equally. For instance, if
three out of four partitions of an image are corrupted, majority
voting is likely to be erroneous no matter how significant the clean
partition may be in the context of facial features. The task becomes
even more complicated by the fact that the distribution of occlusion
over a face image is never known a priori and therefore, along with
face and nonface subimages, we are likely to have face portions
corrupted with occlusion. Some sophisticated approaches have
been developed to filter out the potentially contaminated image
pixels (for example, [17]). In this section, we make use of the specific
nature of distance classification to develop a fairly simple but
efficient fusion strategy which implicitly deemphasizes corrupted
subimages, significantly improving the overall classification accu-
racy. We propose using the distance metric as evidence of our belief
in the “goodness” of intermediate decisions taken on the sub-
images; the approach is called “Distance-based Evidence Fusion.”

To formulate the concept, let us suppose that each training
image is segmented in M partitions and each partitioned image is
designated as vn, n ¼ 1; 2; . . . ;M . The nth partition of all pi training
images from the ith class is subsampled and transformed to
vectors, as discussed in Section 2, to develop a class-specific and
partition-specific subspace U

ðnÞ
i :

U
ðnÞ
i ¼

h
wi

ð1ÞðnÞ
wi

ð2ÞðnÞ
. . . . . . wi

ðpiÞðnÞ i
; i ¼ 1; 2; . . . ; N: ð7Þ

Each class is now represented by M subspaces and altogether
we have M �N subspace models. Now a given probe image is
partitioned into M segments accordingly. Each partition is
transformed to an image vector yðnÞ, n ¼ 1; 2; . . . ;M . Given that i
is the true class for the given probe image, yðnÞ is expected to lie on
the nth subspace of the ith class U

ðnÞ
i and should satisfy

yðnÞ ¼ U
ðnÞ
i �

ðnÞ
i : ð8Þ

The vector of parameters and the response vectors are
estimated as discussed in this section:

�̂
ðnÞ
i ¼

��
U
ðnÞ
i

�T
U
ðnÞ
i

��1�
U
ðnÞ
i

�T
yðnÞ; ð9Þ

ŷ
ðnÞ
i ¼ U

ðnÞ
i �̂

ðnÞ
i ; i ¼ 1; 2; . . . ; N: ð10Þ

The distance measure between the estimated and the original
response vector is computed

di yðnÞ
� �

¼ ��yðnÞ � ŷ
ðnÞ
i

��
2
; i ¼ 1; 2; . . . ; N: ð11Þ

Now, for the nth partition, an intermediate decision called jðnÞ is
reached with a corresponding minimum distance calculated as

dj
ðnÞ ¼ min|{z}

i

diðyðnÞÞ i ¼ 1; 2; . . . ; N: ð12Þ

Therefore, we now have M decisions jðnÞ with M corresponding
distances dj

ðnÞ
and we decide in favor of the class with minimum

distance:

Decision ¼ arg min|{z}
j

dj
ðnÞ

n ¼ 1; 2; . . . ;M: ð13Þ

3 EXPERIMENTAL RESULTS

Extensive experiments were carried out to illustrate the efficacy of
the proposed approach. Essentially, five standard databases, i.e.,
the AT&T [18], Georgia Tech [19], FERET [20], Extended Yale B
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[21], [22], and AR [23] have been addressed. These databases
incorporate several deviations from the ideal conditions, including
pose, illumination, occlusion, and gesture alterations. Several
standard evaluation protocols reported in the face recognition
literature have been adopted and a comprehensive comparison of
the proposed approach with the state-of-the-art techniques has
been presented. It is appropriate to indicate that the developed
approach has been shown to perform well for the cases of severe
gesture variations and contiguous occlusion with little change in
pose, scale, illumination, and rotation. However, it is not meant to
be robust to other deviations such as severe pose and illumination
variations.

3.1 AT&T Database

The AT&T database is maintained at the AT&T Laboratories,
Cambridge University; it consists of 40 subjects with 10 images per
subject. The database incorporates facial gestures, such as smiling
or nonsmiling, open or closed eyes, and alterations like glasses or
without glasses. It also characterizes a maximum of 20 degree
rotation of the face with some scale variations of about 10 percent
(see Fig. 1).

We follow two evaluation protocols as proposed in the
literature quite often [24], [25], [26], [27]. Evaluation Protocol 1
(EP1) takes the first five images of each individual as a training set,
while the last five are designated as probes. For Evaluation
Protocol 2 (EP2), the “leave-one-out” strategy is adopted. All
experiments are conducted by downsampling 112� 92 images to
an order of 10� 5. A detailed comparison of the results for the two
evaluation protocols is summarized in Table 1. For EP1, the LRC
algorithm achieves a comparable recognition accuracy of 93.5 per-
cent in a 50D feature space; the best results are reported for the
latest Eigenfeature Regularization and Extraction (ERE) approach,
which are 3.5 percent better than the LRC method. Note that

recognition error rate is converted to recognition success rate for

[27]. Also for EP2, the LRC approach attains a high recognition

success of 98.75 percent in a 50D feature space, it outperforms the

ICA approach by 5 percent (approximately), and it is fairly

comparable to the Fisherfaces, Eigenfaces, Kernel Eigenfaces,

2DPCA, and ERE approaches.
The choice of dimensionality for the AT&T database is dilated

in Fig. 2a, which reflects that the recognition rate becomes fairly

constant above a 40-dimensional feature space.

3.2 Georgia Tech (GT) Database

The Georgia Tech database consists of 50 subjects with 15 images

per subject [19]. It characterizes several variations such as pose,

expression, cluttered background, and illumination (see Fig. 3).
Images were downsampled to an order of 15� 15 to constitute

a 225D feature space; choice of dimensionality is depicted in

Fig. 2b, which reflects a consistent performance above a 100D

feature space. The first eight images of each subject were used for

training, while the remaining seven served as probes [27]; all

experiments were conducted on the original database without any

cropping/normalization. Table 2 shows a detailed comparison of

the LRC with a variety of approaches; all results are as reported in

[27] with recognition error rates converted to recognition success

rates. Also, results in [27] are shown for a large range of feature

dimensions; for the sake of fair comparison, we have picked the

best reported results. The proposed LRC algorithm outperforms

the traditional PCAM and PCAE approaches by a margin of 12 and

18.57 percent, respectively, achieving a high recognition accuracy

of 92.57 percent. It is also shown to be fairly comparable to all other

methods, including the latest ERE approaches.
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TABLE 1
Results for EP1 and EP2 Using the AT&T Database

Fig. 1. A typical subject from the AT&T database. Fig. 2. (a) Recognition accuracy for the AT&T database with respect to feature
dimension for a randomly selected leave-one-out experiment. (b) Feature
dimensionality curve for the GT database.

Fig. 3. Samples of a typical subject from the GT database.



3.3 FERET Database

3.3.1 Evaluation Protocol 1

The FERET database is arguably one of the largest publicly
available databases [20]. Following [27], [28], we construct a subset
of the database consisting of 128 subjects, with at least four images
per subject. We, however, used four images per subject [27]. Fig. 4
shows images of a typical subject from the FERET database. It has
to be noted that, in [27], the database consists of 256 subjects;
128 subjects (i.e., 512 images) are used to develop the face space,
while the remaining 128 subjects are used for the face recognition
trials. The proposed LRC approach uses the gallery images of each
person to form a linear subspace; therefore, it does not require any
additional development of the face space. However, it requires
multiple gallery images for a reliable construction of linear
subspaces. Using a single gallery image for each person is not
substantial in the context of linear regression, as this corresponds
to only a single regressor (or predictor) observation, leading to
erroneous least-squares calculations.

Cross-validation experiments for LRC were conducted in a 42D
feature space; for each recognition trial, three images per person
were used for training, while the system was tested for the fourth
one. The results are shown in Table 3. The frontal images fa and fb
incorporate gesture variations with small pose, scale, and rotation
changes, whereas ql and qr correspond to major pose variations
(see [20], for details). The proposed LRC approach copes well with
the problem of facial expressions in the presence of small pose
variations, achieving high recognition rates of 91.41 and 94.53 per-
cent for fa and fb, respectively. It outperforms the benchmark PCA
and ICA I algorithms by margins of 17.19 and 17.97 percent for fa
and 21.09 and 23.44 percent for fb, respectively. The LRC approach,
however, shows degraded recognition rates of 78.13 and 84.38 per-
cent for the severe pose variations of ql and qr, respectively;
however, even with such major posture changes, it is substantially
superior to the PCA and ICA I approaches. In an overall sense, we
achieve a recognition accuracy of 87.11 percent, which is favorably
comparable to 83.00 percent recognition achieved by ERE [27]
using single gallery images.

3.3.2 Evaluation Protocol 2

In this experimental setup, we validated the consistency of the
proposed approach with a large number of subjects. We now have
a subset of FERET database consisting of 400 randomly selected
persons. Cross-validation experiments were conducted as dis-
cussed above; results are reported in Table 3. The proposed LRC
approach showed quite agreeable results with the large database
as well. It persistently achieved high recognition rates of 93.25 and

93.50 percent, for fa and fb, respectively. For the case of severe pose
variations of ql and qr, we note a slight degradation in the
performance, as expected. The overall performance is, however,
pretty much comparable with an average recognition success of
84.50 percent. For all case studies, the proposed LRC approach is
found to be superior to the benchmark PCA and ICA I approaches.

3.4 Extended Yale B Database

Extensive experiments were carried out using the Extended Yale B
database [21], [22]. The database consists of 2,414 frontal face
images of 38 subjects under various lighting conditions. The
database was divided in five subsets; subset 1 consisting of
266 images (seven images per subject) under nominal lighting
conditions was used as the gallery, while all others were used for
validation (see Fig. 5). Subsets 2 and 3, each consisting of 12 images
per subject, characterize slight-to-moderate luminance variations,
while subset 4 (14 images per person) and subset 5 (19 images per
person) depict severe light variations.

All experiments for the LRC approach were conducted with
images downsampled to an order 20� 20; results are shown in
Table 4. The proposed LRC approach showed excellent performance
for moderate light variations, yielding 100 percent recognition
accuracy for subsets 2 and 3. The recognition success, however, falls
to 83.27 and 33.61 percent, for subsets 4 and 5, respectively. The
proposed LRC approach has shown better tolerance for consider-
able illumination variations compared to benchmark reconstructive
approaches comprehensively outperforming PCA and ICA I for all
case studies. The proposed algorithm, however, could not with-
stand severe luminance alterations.

3.5 AR Database

The AR database consists of more than 4,000 color images of
126 subjects (70 men and 56 women) [23]. The database
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TABLE 2
Results for the Georgia Tech Database

Fig. 4. A typical subject from the FERET database; fa and fb represent frontal
shots with gesture variations, while ql and qr correspond to pose variations.

TABLE 3
Results for the FERET Database

Fig. 5. Starting from the top, each row illustrates samples from subsets 1, 2, 3, 4,
and 5, respectively.



characterizes divergence from ideal conditions by incorporating
various facial expressions (neutral, smile, anger, and scream),
luminance alterations (left light on, right light on, and all side
lights on), and occlusion modes (sunglass and scarf). It has been
used by researchers as a testbed to evaluate and benchmark face
recognition algorithms. In this research, we address two funda-
mental challenges of face recognition, i.e., facial expression
variations and contiguous occlusion.

3.5.1 Gesture Variations

Facial expressions are defined as the variations in appearance of the
face induced by internal emotions or social communications [29]. In
the context of face identification, the problem of varying facial
expressions refers to the development of the face recognition
systems which are robust to these changes. The task becomes more
challenging due to the natural variations in the head orientation
with the changes in facial expressions, as depicted in Fig. 6. Most of
the face detection and orientation normalization algorithms make
use of the facial features, such as eyes, nose, and mouth. It has to be
noted that for the case of adverse gesture variations such as
“scream,” the eyes of the subject naturally are closed (see Figs. 6d
and 6h). Consequently, under such severe conditions, the eyes
cannot be automatically detected and therefore face normalization is
likely to be erroneous. Hence, there are two possible configurations
for a realistic evaluation of robustness for a given face recognition
algorithm: 1) by implementing an automatic face localization and
normalization module before the actual face recognition module or
2) by evaluating the algorithm using the original frame of the face
image rather than a manually localized and aligned face. With this
understanding, we validate the proposed LRC algorithm for the
problem of gesture variations on the original, uncropped, and
unnormalized AR database.

Out of 125 subjects of the AR database, a subset is generated by
randomly selecting 100 individuals (50 males and 50 females). All
576� 768 images are downsampled to an order of 10� 10.The
database characterizes four facial expressions: neutral, smile,
anger, and scream.

Experiments are based on cross-validation strategy, i.e., each
time the system is trained using images of three different
expressions (600 images in all), while the testing session is
conducted using the left-out expression (200 images) [17]. The
LRC algorithm achieves a high recognition accuracy for all facial
expressions; the results for a 100D feature space are reported in
Table 5 with an overall average recognition of 98.88 percent. For
the case of screaming, the proposed approach achieves 99.50 per-
cent recognition accuracy, which outperforms the results in [17] by
12.50 percent; noteworthy is the fact that results in [17] are shown
on a subset consisting of only 50 individuals.

3.5.2 Contiguous Occlusion

The problem of face identification in the presence of contiguous
occlusion is arguably one of the most challenging paradigms in the
context of robust face recognition. Commonly used objects, such as
caps, sunglasses, and scarves, tend to obstruct facial features,
causing recognition errors. Moreover, in the presence of occlusion,
the problems of automatic face localization and normalization as
discussed in the previous section are even more magnified.
Therefore, experiments on manually cropped and aligned data-
bases make an implicit assumption of an evenly cropped and
nicely aligned face, which is not available in practice.

The AR database consists of two modes of contiguous occlusion,
i.e., images with a pair of sunglasses and a scarf. Fig. 7 reflects these
two scenarios for two different sessions. A subset of the AR database
consisting of 100 randomly selected individuals (50 men and 50
women) is used for empirical evaluation. The system is trained
using Figs. 6a, 6b, 6c, 6d, 6e, 6f, 6g, and 6h for each subject, thereby
generating a gallery of 800 images. Probes consist of Figs. 7a and 7b
for sunglass occlusion and Figs. 7c and 7d for scarf occlusion. The
proposed approach is evaluated on the original database without any
manual cropping and/or normalization.

For the case of sunglass occlusion, the proposed LRC approach
achieves a high recognition accuracy of 96 percent in a 100D
feature space. Table 6 depicts a detailed comparison of the LRC
approach with a variety of approaches reported in [8], consisting of
Principal Component Analysis, Independent Component Analysis-
architecture I (ICA I), Local Nonnegative Matrix Factorization
(LNMF), least-squares projection onto the subspace spanned by all
face images, and Sparse-Representation-based Classification (see
[8], for details). NN and NS correspond to Nearest Neighbors and
Nearest Subspace-based classification, respectively. The LRC
algorithm comprehensively outperforms the best competitor
(SRC) by a margin of 9 percent. To the best of our knowledge,
the LRC approach achieves the best results for the case of sunglass
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TABLE 4
Results for the Extended Yale B Database

Fig. 6. Gesture variations in the AR database. Note the changing position of the
head with different poses. (a)-(d) and (e)-(h) correspond to two different sessions
incorporating neutral, happy, angry, and screaming expressions, respectively.

TABLE 5
Recognition Results for Gesture Variations Using the LRC Approach

Fig. 7. Examples of contiguous occlusion in the AR database.



occlusion. Note that in [8], a comparable recognition rate of
97.5 percent has been achieved by a subsequent image partitioning
approach.

For the case of severe scarf occlusion, the proposed approach
gives a recognition accuracy of 26 percent in a 3,600D feature
space. Fig. 8a shows the performance of the system with respect to
an increasing dimensionality of the feature space. Although the
LRC algorithm outperforms the classical PCA and ICA I
approaches by a margin of 14 and 11 percent, respectively, it lags
the SRC approach by a margin of 33.5 percent.

We now demonstrate the efficacy of the proposed Modular LRC
approach under severe occlusion conditions. As a preprocessing
step, the AR database is normalized, both in scale and orientation,
generating a cropped and aligned subset of images consisting of
100 subjects. Images are manually aligned using eye and mouth
locations, as shown in Fig. 8b [30]; each image is cropped to an
order 292� 240. Some images from the normalized database are
shown in Fig. 9.

All images are partitioned into four blocks, as shown in Fig. 10a.
The blocks are numbered in ascending order from left to right,
starting from the top; the LRC algorithm for each subimage uses a
100D feature space as discussed in the previous section. Fig. 11a
elaborates on the efficacy of the proposed approach for a
random probe image. In our proposed approach, we have used
the distance measures djðnÞ as evidence of our belief in a
subimage. The key factor to note in Fig. 11a is that corrupted
subimages (i.e., blocks 3 and 4 in Fig. 10a) reach a decision with a
low belief, i.e., high distance measures djðnÞ. Therefore, in the final
decision making, these corrupted blocks are rejected, thereby
giving a high recognition accuracy of 95 percent. The superiority of
the proposed approach is more pronounced by considering the
individual recognition rates of the subimages in Fig. 11b. Blocks 1
and 2 yield a high classification accuracy of 94 and 90 percent,
respectively, whereas blocks 3 and 4 give 1 percent output each.
Note that the effect of the proposed approach is twofold: First it
automatically deemphasizes the nonface partitions. Second, the
efficient and dynamic fusion harnesses the complementary
information of the face subimages to yield an overall recognition
accuracy of 95 percent, which is better than the best of the
participating face partition.

Note that in Fig. 10a, the partitioning is such that the
uncorrupted subimages (blocks 1 and 2) correspond to undistorted
and complete eyes, which are arguably one of the most discriminant
facial features. Therefore, one can argue that this high classification
accuracy is due to this coincidence and the approach might not
work well otherwise. To remove this ambiguity, we partitioned the
images into six and eight blocks, as shown in Figs. 10b and 10c,
respectively. The blocks are numbered left to right, starting from the
top. For Fig. 10b, partitions 1 and 2 give high recognition accuracies
of 92.5 and 90 percent, respectively, while the remaining blocks, i.e.,
3, 4, 5, and 6 yield 8, 7, 0, and 1 percent recognition, respectively.
Interestingly, although the best block gives 92.5 percent ,which is
1.5 percent less than the best block of Fig. 10a, the overall
classification accuracy comes out to be 95.5 percent.

Similarly, in Fig. 10c, blocks 1, 2, 3, and 4 give classification
accuracies of 88.5, 84.5, 80, and 77.5 percent, respectively, while the
corrupted blocks 5, 6, 7, and 8 produce 3, 0.5, 1, and 1 percent of
classification. The proposed evidence-based algorithm yields a
high classification accuracy of 95 percent. A key factor to note is
that the best individual result is 88.5 percent, which lags the best
individual result of Fig. 10a by 5.5 percent. However, the proposed
integration of combining blocks yields a comparable overall
recognition. Interestingly, the eyebrow regions (blocks 1 and 2)
in Fig. 10c have been found most useful.

To the best of our knowledge, the recognition accuracy of
95.5 percent achieved by the presented approach is the best result
ever reported for the case of scarf occlusion, the previous best being
93.5 percent achieved by partitioned SRC approach in [8]; also
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TABLE 6
Recognition Results for Occlusion

Fig. 8. (a) The recognition accuracy versus feature dimension for scarf occlusion
using the LRC approach. (b) A sample image indicating eye and mouth locations
for the purpose of manual alignment.

Fig. 9. Samples of cropped and aligned faces from the AR database.

Fig. 10. Case studies for the Modular LRC approach for the problem of scarf
occlusion.

Fig. 11. (a) Distance measures djðnÞ for the four partitions; note that nonface
components make decisions with low evidences. (b) Recognition accuracies for all
blocks.



93 percent classification accuracy is reported for 50 subjects in [17].
Finally, we compare the proposed DEF approach with the weighted
sum rule, which is perhaps the major workhorse in the field of
combining classifiers [31]. The comparison for three case studies in
Fig. 10 is presented in Table 7. Note that, without any prior
knowledge of the goodness of a specific partition, we used equal
weights for all subimages of a given partitioned image. The DEF
approach comprehensively outperforms the sum rule for the three
case studies, showing an improvement of 38.5, 33.5, and 20 percent,
respectively. The performance of the sum rule improves with the
increase in the pure face regions, thereby demonstrating strong
dependency on the way partitioning is performed. On the other
hand, the proposed DEF approach shows a quite consistent
performance for even the worst-case partitioning, i.e., Fig. 10a
consisting of an equal number of face and nonface partitions.

4 CONCLUSION

In this research, a novel classification algorithm is proposed which
formulates the face identification task as a problem of linear
regression. The proposed LRC algorithm is extensively evaluated
using the most standard databases with a variety of evaluation
methods reported in the face recognition literature. Specifically, the
challenges of varying facial expressions and contiguous occlusion
are addressed. Considerable comparative analysis with the state-
of-the-art algorithms clearly reflects the potency of the proposed
approach. The proposed LRC approach reveals a number of
interesting outcomes. Apart from the Modular LRC approach for
face identification in the presence of disguise, the LRC approach
yields high recognition accuracies without requiring any prepro-
cessing steps of face localization and/or normalization. We argue
that in the presence of nonideal conditions such as occlusion,
illumination, and severe gestures, a cropped and aligned face is
generally not available. Therefore, a consistent reliable perfor-
mance with unprocessed standard databases makes the LRC
algorithm appropriate for real scenarios. For the case of varying
gestures, the LRC approach has been shown to cope well with the
most severe screaming expression where the state-of-the-art
techniques lag behind, indicating consistency for mild and severe
changes. For the problem of face recognition in the presence of
disguise, the Modular LRC algorithm using an efficient evidential
fusion strategy yields the best reported results in the literature.

In the paradigm of view-based face recognition, the choice of
features for a given case study has been a debatable topic. Recent
research has, however, shown the competency of unorthodox
features such as downsampled images and random projections,
indicating a divergence from the conventional ideology [8]. The
proposed LRC approach in fact conforms to this emerging belief. It
has been shown that with an appropriate choice of classifier, the
downsampled images can produce good results compared to the
traditional approaches. The simple architecture of the proposed
approach makes it computationally efficient, therefore suggesting a
strong candidacy for realistic video-based face recognition applica-
tions. Other future directions include the robustness issues related
to illumination, random pixel corruption, and pose variations.
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1. Introduction 

Linear regression analysis is one of the most commonly used statistical methods for modeling cross section data. 
In regression modeling there are two kinds of variables, dependent variable (variables that are influenced or value 
depend on other variables) and independent variable (variable that is suspected to affect dependent variable). Several 
provisions of the dependent variable in the regression analysis can only be one variable and the data scale is interval / 
ratio so that data can only be in the form of numerical data. While the independent variable can be more than one 
variable and the data scale can be nominal / ordinal ie categorical data or interval / ratio of numerical data. If the 
number of independent variables used only one variable then called simple linear regression analysis, whereas if the 
number of variables used more than one is called by multiple linear regression analysis. On the scale of the data used 
for independent variables, if the data scale used is categorical data then called dummy regression analysis. 

There are three goals in linear regression analysis, (1) form regression model to know the relation between 
dependent variable and independent variables, (2) to test whether there is influence of independent variables to 
dependent variable, and (3) to predict the value of variable dependent based on independent variables that have been 
determined. Formation of the regression model is done by estimating the parameters of the regression model. So that 
will yield regression coefficient for each independent variable. There are several methods that can be used to estimate 
regression model parameters. The most frequent method used by researchers is the Frequentist / Classic method by 
using OLS (Ordinary Least Square) or MLE (Maximum Likelihood Estimation) 1. 

OLS method is also called the least squares method, done by minimizing the number of errors from the regression 
equation. Thus the regression model parameters are obtained from minimizing the error function of the equation. While 
MLE is done by maximizing the probability density function (probability density function) of a data. So by using both 
methods, there are classical assumptions that must be met from the results of regression modeling. Some assumptions 
that must be met are error independent, identic and normal distribution 2. In addition to these two methods, there are 
other methods that can be used to estimate the regression model parameters that is Bayesian approach method. The 
difference between Frequentist and Bayesian methods is on the point of view of parameters. The Bayesian approach 
views parameters as a random variable so that the value is not a single value as in the Frequentist point of view 3. 

Several studies have been carried out in applying Bayesian approaches to several models such as Chaturvedi doing 
Robust Bayesian analysis on linear regression modeling 4. Parhusip analyzes susenas (revenue and expenditure) data 
by applying Bayesian regression modeling to estimate parameters and create confidence intervals. Azhar compared 
the Bayesian method with Likelihood in linear regression modeling applied to case studies of inflation, exchange rates 
and stock prices 2. Iswari, Sumarjaya, Srinadi conducted a simple linear regression analysis and a confidence interval 
of regression parameters using simulation data where the prior distribution is unknown 3. Kabir, et al. integrates 
Bayesian linear regression with Ordered Weighted Averaging (OWA) applied to predict a water distribution network 
in Calgary, Canada. Abidin used Bayesian approach to ridge regression modeling in cases of poverty in East Java 5. 
Mutiarani, et al. performed Bayesian linear regression analysis using skew-symmetric error distribution and applied 
to survival analysis 6.  

There are some assumptions in linear regression using ordinary least square estimation. This regulations can cause 
some problems if the assumptions are not met. The existence of outliers can cause the linear regression model did not 
to meet the assumption of an independent residual. Bayesian linear regression can be used to accommodate outliers 7. 
This research used energy efficiency dataset to determine the cooling equipment needed to maintain air conditions. 
Tsanas and Xifara performed energy performance of residential building using Iteratively Reweighted Least Square 
(IRLS) and Random Forest 8. The main objectives of this study including: (1) to build a linear regression model using 
Ordinary Least Square (OLS) method, (2) to build a linear regression model using Bayesian approach, (3) to find out 
the best linear model. 

2. Linear Regression Model 

There are two linearity definitions that are linear to parameter and linear to variable. Modeling is called a linear 
model if the model is linear to the parameter. So even if the model is not linear to the variable or linear to the variable, 
as long as the linear model to the parameter, then the model is called linear model 9. Multiple linear regression models 
can be used to evaluate the relationship between dependent variables with two or more independent variables. Before 
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doing linear regression modeling, it must first be ensured that there is a relationship or correlation between each 
independent variable to the dependent variable and the relationship between the dependent variable with all 
independent variables are linear. Testing whether or not the relationship between independent variables with variable 
dependent can use Pearson or Spearman correlation test 10. There are several testing methods that can be used for the 
linearity test, that are White test, Terasvirta test and Reset test 11. 

If there is one dependent variable (Y) of p independent variables (X1, X2, …,Xp), then multiple linear regression 
models can be written as follows 12 

𝑌𝑌 = 𝛽𝛽0 + 𝛽𝛽1𝑋𝑋1 + 𝛽𝛽2𝑋𝑋2 + ⋯ + 𝛽𝛽𝑝𝑝𝑋𝑋𝑝𝑝 + 𝜀𝜀   (1) 

𝒀𝒀 = 𝑿𝑿𝑿𝑿 + 𝜺𝜺   (2) 

where 
Y = dependent variable (n × 1) 
X = the matrix of independent variable (n × (p +1)) 
β = vector of regression model parameters ((p +1) × 1) 
ε = vector of error (n × 1) 

  𝑌𝑌 = [
𝑦𝑦1
𝑦𝑦2
⋮

𝑦𝑦𝑛𝑛

] 𝑋𝑋 = [
1 𝑥𝑥11 … 𝑥𝑥1𝑝𝑝
1 𝑥𝑥21 … 𝑥𝑥2𝑝𝑝
⋮      ⋮ ⋱      ⋮
1 𝑥𝑥𝑛𝑛1 … 𝑥𝑥𝑛𝑛𝑝𝑝

]      𝑿𝑿 = [
𝛽𝛽0
𝛽𝛽1
⋮

𝛽𝛽𝑝𝑝

]         𝜺𝜺 = [
𝜀𝜀1
𝜀𝜀2
⋮

𝜀𝜀𝑛𝑛

] 

 
The β parameter is estimated to obtain the regression model, here is the formula to estimate the parameter: 

�̂�𝑿 = (𝑿𝑿𝑻𝑻𝑿𝑿)−𝟏𝟏𝑿𝑿𝑻𝑻𝒀𝒀   (3) 

3. Bayesian Linear Regression 

Bayesian linear regression is one of regression modeling with parameter estimation method using Bayesian 
approach. In the Bayesian approach there is a prior, likelihood distribution and posterior distribution. Parameter 
estimation by Bayesian approach is done by processing posterior distribution which multiplies the prior distribution 
with likelihood. In linear regression model using OLS estimation method, there is normal distributed error assumption 
that is ε ~ N(0, 2). Since the error is normally distributed, the variables (YX, β, 2) are also normally distributed. 
Thus the variables (YX, β, 2) ~ N(Xβ, 2) and probability density function (pdf) of these variables are as follows 13 

𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝑿𝑿, 𝜎𝜎2) = 1
√2𝜋𝜋𝜎𝜎2 𝑒𝑒𝑥𝑥𝑝𝑝 [− 1

2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝑿𝑿)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝑿𝑿)]   (4) 

Based on the probability density function (pdf) above can be defined likelihood function of these variables are as 
follows: 

𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝑿𝑿, 𝜎𝜎2) = ∏ 1
√2𝜋𝜋𝜎𝜎2 𝑒𝑒𝑥𝑥𝑝𝑝 [− 1

2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝑿𝑿)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝑿𝑿)]𝑛𝑛
𝑖𝑖=1    (5) 

𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝑿𝑿, 𝜎𝜎2) = (𝜎𝜎2)−𝑛𝑛/2𝑒𝑒𝑥𝑥𝑝𝑝 [− 1
2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝑿𝑿)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝑿𝑿)]   (6) 

𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝑿𝑿, 𝜎𝜎2) ∝ (𝜎𝜎2)−𝑣𝑣
2𝑒𝑒𝑥𝑥𝑝𝑝 [− 𝑣𝑣𝑠𝑠2

2𝜎𝜎2] × (𝜎𝜎2)−𝑛𝑛/2𝑒𝑒𝑥𝑥𝑝𝑝 [− 1
2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝑿𝑿)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝑿𝑿)]  (7) 

There are several prior distributions that can be used in the Bayesian approach of linear regression model, one of 
which is the distribution of prior conjugate 14. Estimation of regression model parameters with Bayesian approach can 
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be done by iterating at marginal posterior. Posterior distribution is calculated by multiplying the prior distribution and 
likelihood function 13. 

Posterior  Likelihood × Prior   (8) 

𝑝𝑝(𝜷𝜷, 𝜎𝜎2|𝒀𝒀, 𝑿𝑿) ∝ 𝑝𝑝(𝒀𝒀|𝑿𝑿, 𝜷𝜷, 𝜎𝜎2)𝑝𝑝(𝜎𝜎2)𝑝𝑝(𝜷𝜷|𝜎𝜎2)   (9) 

𝑝𝑝(𝜷𝜷, 𝜎𝜎2|𝒀𝒀, 𝑿𝑿) ∝ (𝜎𝜎2)−𝑛𝑛/2𝑒𝑒𝑒𝑒𝑝𝑝 [− 1
2𝜎𝜎2 (𝒀𝒀 − 𝑿𝑿𝜷𝜷)𝑇𝑇(𝒀𝒀 − 𝑿𝑿𝜷𝜷)] × (𝜎𝜎2)−(

𝑣𝑣
2+1)𝑒𝑒𝑒𝑒𝑝𝑝 [− 𝑣𝑣𝑠𝑠2

2𝜎𝜎2] ×
(𝜎𝜎2)−𝑘𝑘/2𝑒𝑒𝑒𝑒𝑝𝑝 [− 1

2𝜎𝜎2 (𝜷𝜷 − 𝝁𝝁)𝑇𝑇(𝜷𝜷 − 𝝁𝝁)]   (10) 

The process of obtaining the estimation of regression model parameters with Bayesian approach can be done by 
using MCMC (Markov Chain Monte Carlo) algorithm. One of the commonly used algorithms in MCMC is Gibbs 
Sampling. Next is the iteration process to estimate the parameters until the burn-in conditions are met. 

4. Methodology 

This research uses secondary data which obtain from UCI Machine Learning Repository 15. Data was collect from 
12 different building shapes. The samples used are 768 samples. Based on energy efficiency cases, this research using 
several independent variables (X1, X2, X3, X4 and X5) and one variable dependent (Y). Here are the variables: 

X1 = Relative Compactness  
X2 = Surface Area  
X3 = Wall Area  
X4 = Overall Height  
X5 = Glazing Area is the percentage of the floor area  
Y = Cooling Load is a rate to remove the heat to maintain air conditions.  
Furthermore, data is processed using linear regression modeling with Frequentist method. This model is estimate 

the parameter using Ordinary Least Square method. This data is also modeled by Bayesian method. The R package 
that can be used to Bayesian approach in linear regression model is MCMCpack 16 17. Results from both models were 
compared to obtain the best model using RMSE, MAD and MSE criteria. 

5. Results and Discussions 

Before do the analysis using regression model, the first step is correlation test to determine whether there is a 
relationship between independent variable and independent variable. Furthermore is linear regression analysis. The 
parameter estimation methods of regression model using Ordinary Least Square and Bayesian. Here is the result of 
correlation analysis between independent variables with variable dependent. 
H0 :  = 0 (There is no correlation between two variables) 
H1 :   0 (There is correlation between two variables) 

Table 1. Correlation test between dependent variable and independent variables 

Variable Correlation coefficient p-value 
X1 0.6343391 < 2.2 x 10-16 
X2 -0.6729989 < 2.2 x 10-16 
X3 0.427117 < 2.2 x 10-16 
X4 0.8957852 < 2.2 x 10-16 
X5 0.207505 6.457x 10-9 
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Based on Tabel 1 above the correlation test showed that the independent variables (Relative Compactness, Surface 
Area, Wall Area, Overall Height and Glazing Area) are correlated with the dependent variable. It is shown from all p-
value is less than α, with α value is 0.05. Therefore concluded the correlation value is not equal to zero, in other words 
the variables are correlated each other, so it can be concluded that there is a relationship between independent variables 
with variable dependent. Because there is a relationship between the independent variables to the dependent variable, 
then the data can be continued on regression modeling. Table 2 is the output of multiple linear regression modeling 
between Cooling Load variable with Relative Compactness, Surface Area, Wall Area, Overall Height and Glazing 
Area using OLS method. 

Table 2. Linear regression model using OLS method 

 Estimate T value p-value 

Intercept 97.76185 4.71 2.94 x 10-06 
X1 -70.7877 -6.307 4.80 x 10-10 
X2 -0.08825 -4.738 2.57 x 10-06 
X3 0.044682 6.162 1.16 x 10-09 
X4 4.283843 11.62 < 2 x 10-16 
X5 14.81797 17.082 < 2 x 10-16 

 
Based on the regression model below, 3 variables give a positive influence and 2 variables give negative influence. 

This is shown from the estimate value of the parameter coefficients. Surface area variable and wall area variable can 
be interpreted if the area is wider, then the cooling load is low. Otherwise, relative compactness variable, overall 
height variable and glazing area variable can be interpreted if that variables are increases then cooling load will also 
increase. Further testing of significance parameters. This is done to determine the influence of each independent 
variable to the dependent variable. The result of simultaneously and partially test indicate that all variables affect the 
cooling load. 

 
Y = 97.76185 - 70.7877 X1 - 0.08825 X2 + 0.044682 X3 + 4.283843 X4 + 14.81797 X5 

 
The results of assumptions test on the regression model showed that residual is not normally distributed, residual 

is not independent and residual is not identical. This indicates that the IIDN assumptions on the OLS regression model 
is not met. The VIF test for the model show that multicollinearity has occurred. Based on this results, the multiple 
linear regression using the OLS parameter estimation method does not match the result because the assumptions of 
linear regression using OLS are not met. Therefore, another parameter estimation method is used to form the 
regression model. One of method for estimating the parameters that can be used is the Bayesian approach. 

In this research, multiple linear regression modeling analysis with Bayesian parameter estimation is used. The prior 
distribution used in this study is the Normal distribution for the β parameter and the Gamma inverse distribution for 
the parameter σ2. The algorithm used is Gibbs Sampler using Markov Chain Monte Carlo (MCMC) method. Iteration 
used as many as 10000 with Burn in at 500 and thin of 1.  

Table 3. Linear regression model using Bayesian approach 

 Estimate Quantile (2.5%) Quantile (97.5%) 

Intercept 97.7747 57.41889 137.8781 
X1 -70.8027 -92.5945 -49.0122 
X2 -0.08824 -0.12443 -0.05174 
X3 0.04466 0.03031 0.05878 
X4 4.28452 3.57349 5.01809 
X5 14.81861 13.14172 16.54031 

 



676 Syarifah Diana Permai et al. / Procedia Computer Science 135 (2018) 671–677
6 Author name / Procedia Computer Science 00 (2018) 000–000 

The model of linear regression analysis with Bayesian approach is 
 

Y = 97.7747 - 70.8027 X1 - 0.08824 X2 + 0.04466 X3 + 4.28452 X4 + 14.81861 X4 
 

The parameters of linear regression model with Bayesian approach above is not too different from OLS method. 
Then, to determine the best method using several criteria by comparing the values of RMSE, MAD and MAPE. 

Table 4. Comparison between OLS and bayesian in linear regression model 

Estimation Method RMSE MAD MAPE 

Ordinary Least Square 3.187969 2.247922 8.925759% 

Bayesian 3.187969 2.247842 8.925359% 

 
Tabel 4 the comparison of criteria showed that the RMSE (Root Mean Square Error) value of OLS method is 

smaller than the linear regression model using Bayesian. While based on the criteria of MAD (Mean Absolute 
Deviance) and MAPE (Mean Absolute Percentage Error) showed that linear regression model using Bayesian is 
smaller than OLS. The smaller value of RMSE, MAD and MAPE indicate better model. Because based on 3 criteria 
there are two criteria showed that the values of linear regression model with Bayesian approach are smaller than value 
of OLS method, then in this case better to use linear regression model with Bayesian approach. In addition, because 
the linear regression model with OLS does not meet the classical assumptions, it also makes the model not good 
enough. 

6. Conclusion 

The results of this research indicate that multiple linear regression modeling using OLS showed that the assumption 
does not occur multicollinearity are not met. While other assumptions related to the classical assumptions of IIDN 
(residual normally distributed, residual independent and residual identic) are not met. Although all parameters of the 
independent variables are significant in the model, the model is not good enough because the linear regression 
assumptions are not met. RMSE criteria of OLS is smaller than Bayesian, but since assumption is not fulfilled, it is 
better to apply Bayesian approach to regression model. Based on other criteria, MAD and MAPE showed that the 
criteria value of Bayesian regression model is less than OLS. It can be concluded that the linear regression model 
using Bayesian approach is better than OLS method. 
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cloud are not unquestioned. In scheme 1, the client has to generate an orthogonal matrix. Its computational complexity is almost equal
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1 INTRODUCTION

THe linear regression problem is to solve

y = Xβ

for β, where y is an m×1 vector in Rm, X is an m×n matrix
in Rm×n, β is an n× 1 vector in Rn, and m > n.

Cloud computing supports a paradigm shift from local
to network-centric computing and network-centric content.
It enables customers with limited computational resources
to outsource large-scale computational tasks to the cloud.
Very recently, Chen et al. [1] have proposed two schemes
for outsourcing linear regression computation to the cloud.
In this note, we show that both two schemes are not unques-
tioned.

2 REVIEW OF CHEN ET AL.’S SCHEMES

SCHEME 1. It can be described as follows.

• The client generates an orthogonal matrix A, a diag-
onal matrix D, and sets the secret key as (A,D).

• The client transforms the original linear regression
problem (X, y) into the problem (AXD,Ay) and out-
sources the new problem to the cloud.

• Upon receiving the problem (AXD,Ay), the cloud
solves it and returns the answer β′ to the client.

• The client computes β = Dβ′ and checks whether
the residual error of each element in y− Xβ is small.

SCHEME 2. It is almost the same as scheme 1 except that
A is a diagonal matrix and the entries of A are randomly set
to be k or −k.

• Z. Cao is with Department of Mathematics, Shanghai University, Shang-
da Road 99, Shanghai 200444, China. e-mail: caozhj@shu.edu.cn

• L. Liu is with Department of Mathematics, Shanghai Maritime U-
niversity, Haigang Avenue 1550, Shanghai 201306, China. e-mail:
liulh@shmtu.edu.cn

• O. Markowitch is with Computer Sciences Department, Université Libre
de Bruxelles, Boulevard du Triomphe - CP 212, 1050 Bruxelles, Belgium.

3 THE WEAKNESSES

In scheme 1, the client should generate an orthogonal matrix
A and a diagonal matrix D. To finish this work, the client has
to accomplish Gram-Schmidt orthogonalization process.

The orthogonalization process can be described as fol-
lows. If v1, v2, · · · , is a sequence of linearly independen-
t vectors in an inner product space, then the sequence
u1, u2, · · · , defined by

uk = vk −
k−1∑
i=1

< vk, ui >

< ui, ui >
ui

is an orthogonal sequence.
Since A is an m×m matrix in Rm×m, the orthogonaliza-

tion process needsO(m3) multiplications. Its computational
complexity is almost equal to that solving a linear regression
problem locally. That means in such case the client has the
capability to accomplish the computations by himself. Thus,
it is unnecessary for the client to outsource the computations to
the cloud at all.

In scheme 2, the client has to generate two diagonal
matrixes A,D. Although the change can greatly reduce
the client’s computational cost, we would like to stress
that the transformation that masking a matrix by multiplying
two diagonal matrixes is very vulnerable to statistical attack, in
particular, to known-plaintext attack [2].

4 CONCLUSION

We would like to stress that: (I) in cryptography it is gener-
ally known that masking a message by a linear transformation
is vulnerable to statistical attack; (II) in the scenario of
cloud computing one should make sure that the outsourced
computations are much greater than the computations ac-
complished by the client locally.
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Abstract 
 

The purpose of the present study was to estimate monthly average Nitrogen 

Oxides in Rayong, Thailand, using multiple linear regression analysis to build 

the multiple regression equation with dependent variable, Nitrogen Oxides 
(NOX), and independent variables, wind speed (WS), wind direction (WD), air 

temperature (AT) and relative humidity (RH). The results of this study found 

that the multiple linear regression equation for estimation monthly average 

Nitrogen Oxides in Rayong was NOx= 12.5+13.61WS0.000057WD 

0.103RH with standard error of estimation 1.81049 and adjusted coefficient of 

determination 0.559. 

Mathematics Subject Classification: 62J05 
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Introduction 
Nitrogen Oxides (NOX), one of air pollutants, consists of Nitrogen Dioxide (NO2), 

Nitric Oxide (NO) and Nitrous Oxide (N2O). NOX is produced from combustion at 
high temperature, such as industrial waste fuel combustion, burning wood, burning of 

natural gas, the exhaust of motor vehicles, combustion plant, and then released to the 

air. Breathing high level of NOX may cause respiratory disease, bronchitis and 

emphysema, cardiovascular diseases, swelling of tissues in the throat and skin 
irritation. High level of NOX entering environment may burn skin or eyes when 

contact and lead to smog conditions when react with sunlight [1]. 

     High level of NOX is one of the problems in Rayong, a delightful seaside province 

in urban areas on Thailand's eastern Gulf coast, because there are a lot of industrial 
estates, such as Mabthabut Industrial Estate, Eastern Hemmarat Industrial Estate, 

Eastern Seaboard Industrial Estate, Industrial Estate Rayong, etc. These industrial 

estates release air pollutants to the environment leading to air pollution. Although 
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NOX is one of factors causes occurring air pollution, there are various meteorological 
factors [2][3]. The present study purposes to estimate NOX in Rayong to reduce the 

one of factors effect to the air pollution using the multiple linear regression (MLR) 

analysis. 
 

 

Materials And Methods 
NOX and meteorological factors, air temperature, wind speed, wind direction and 
relative humidity [3][4][5], were collected from Air Quality and Noise Management 

Bureau, Pollution Control Department, Thailand since June 2009 to May 2014.  
 
Checking Relationship Among Factors 
For checking relationship between NOX and meteorological variables, the correlation 

coefficient (R) is computed following Equation 1 [6].  

     
2 2

X X Y Y
R

X X Y Y

( )( )

( ) ( )

 


 



   

        (1) 

 
Generating The Multiple Linear Regression Model 
MLR is one of many techniques widely use to analysis multivariate variables. In this 
study, there are 5 variables which are one dependent variable, monthly average 

Nitrogen Oxides (NOX), and 4 independent variables, monthly average wind speed 

(WS), monthly average wind direction (WD), monthly average air temperature (AT) 

and monthly average relative humidity (RH), were used for generating the MLR 
model in Rayong following Equation 2; 

     X 0 1 2 3 4NO WS WD AT RH                    (2) 

     where  = error of the regression model. 

 
 
Considering The Best Multiple Linear Regression Equation 
The best subset method is used for generating the appropriate MLR equations then 

considering the best equation by Mallows’ Cp [7], standard error of estimation (S) and 

adjusted coefficient of determination 2
adj(R ) . Then the fitted equation is tested by F 

statistic. 

 
 
Checking Multiple Regression Analysis Assumptions 
After selected the fitted MLR equation, checking assumptions of multiple regression 

analysis is consequently tested; (I) normality of the error distribution with Anderson-
Darling statistic (AD) [8]; (II) independence of the errors with Durbin-Watson 

statistic (DW) [9]; (III) homoscedasticity of the errors with Breusch-Pagan statistic 
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(BP) [10]; (IV) multicollinearity among predictor variables with Variance Inflation 
Factor (VIF) following Equation 3; 

      
2

1
  ; 1 2 1

1
j

j
VIF j p

R
  


, , ,          (3) 

     where 2
jR  be the coefficient of multiple determination with independent jx  

regressing on the 2p   other independent x  variables in the model (p be the number 

of predictor variables). If checking all assumptions is not satisfied, another MLR 
equation will be considered by suitable Mallows’ Cp or the equation will be adjusted 

by Box-Cox transformation method [11] until all assumptions will be met.  

 
 
Validaiting The Multiple Linear Regression Equation 
The observed data (OBS) and the estimated data (EST) are compared by time series 

plot and scatter plot. Then the percentage of error (PE) is computed following 
Equation 4. 

     
OBS EST

PE  100%
OBS


 x          (4) 

 
 
Results And Discussion 
The highest negative correlation coefficient between NOX and WS was found with R= 

0.648 (P-value=0.000). Moreover, all correlation coefficient between NOX and all 

independent variables was negative. 

     According to the best subset method, WS, WD and RH were selected to generate 

the MLR equation with Mallows’ Cp= 3.1, S=1.8098 and 2
adjR =0.559 which was the 

same previous studies [1][2][3][4][5]. And the regression equation was as Equation 5 

with the test statistic F=25.95 (P-value=0.000). 

     XNO 34.413 6.777WS 0.016WD 0.12RH            (5) 

     After obtained the appropriate equation, the assumptions was consequently 

determined; (I) normality of the error distribution was tested with AD=0.922 (P-

value=0.018) so the distribution of error was a significant normality, (II) 
independence of the errors was calculated with DW=1.202 compared with critical 

value (DL=1.317) so the errors was not significantly independent then the Box-Cox 

transformation was used and the MLR equation was regenerated as Equation 6 with 

S=1.81049 and 2
adjR =0.559; 

     
XNO 20.248 13.584WS 0.00005654WD 1.781RH             (6) 

     where WS 1/ WS,  WDS 1/ WD and RH RH     with the test statistic F=25.91 

(P-value=0.000). Then the assumptions were reconsidered following; (I) the 
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distribution of error was significantly normal (AD=0.980, P-value=0.013), (II) the 
errors was significantly independent (DW=1.345, DL=1.317), (III) homoscedasticity 

of the errors was tested with BP=2.477 (P-value=0.1155) so the variance of error was 

significantly constant, (IV) VIFs were illustrated by Equation 3 for checking the 
multicollinearity and the results showed that there was no correlation among 

independent variables in the MLR equation 

WS WD RH(VIF 1.3,  VIF 1.5 and VIF 1.3)     [12]. 

     After validated all assumptions, then graph of time series between the OBS and the 

EST were plotted to compare as Figure 1(a) and scatter plot was created as Figure 

1(b) with R=0.762. Moreover, the PE was calculated by Equation 4 and the result 

showed in Table 1. The PE values ranged from 1 to 10 with 17.97%, 11 to 20 with 
10.54%, 21 to 30 with 18.89%, 31 to 40 with 32.91%, 41 to 50 with 8.78% and 51 to 

60 with 10.92%. 
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Figure 1: Comparison between OBS and EST in Rayong; (a) Time series plot, (b) 

Scatter plot 

 

Table 1: Percentage error of Equation 6 
 

Year Month OBS EST PE  Year Month OBS EST PE  Year Month OBS EST PE 

2009 6 8.00 9.81 22.68  2011 6 7.12 8.28 16.30  2013 6 10.69 11.55 8.04 

 7 10.00 10.43 4.33   7 5.98 8.86 48.04   7 12.12 11.26 7.09 

 8 12.00 11.52 4.04   8 9.75 10.52 7.95   8 9.66 10.85 12.29 

 9 12.00 11.32 5.63   9 10.83 10.54 2.67   9 13.82 11.88 14.07 

 10 17.00 15.77 7.25   10 11.52 12.24 6.24   10 14.68 17.07 16.32 

 11 12.00 12.45 3.74   11 12.88 12.78 0.77   11 14.57 15.28 4.85 

 12 17.00 12.94 23.90   12 12.27 12.96 5.68   12 11.81 14.05 18.97 

2010 1 15.98 12.49 21.84  2012 1 18.31 13.78 24.72  2014 1 18.05 17.23 4.53 

 2 11.74 10.24 12.80   2 11.16 12.31 10.22   2 11.54 11.30 2.08 

 3 13.47 10.99 18.43   3 7.92 12.64 59.61   3 11.01 10.87 1.24 

 4 10.08 9.83 2.50   4 7.23 11.97 65.45   4 11.33 11.39 0.55 

 5 11.51 10.78 6.32   5 8.45 10.39 22.91   5 11.40 11.44 0.30 

 6 10.70 9.90 7.52   6 8.21 9.37 14.16       
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 7 11.47 10.41 9.23   7 11.30 10.17 9.99       

 8 11.23 10.88 3.09   8 9.21 9.98 8.43       

 9 11.08 11.55 4.25   9 11.41 10.75 5.79       

 10 10.83 10.70 1.23   10 14.86 14.83 0.18       

 11 9.13 12.34 35.17   11 16.67 16.26 2.44       

 12 12.52 12.81 2.32   12 16.90 15.97 5.50       

2011 1 13.06 12.97 0.71  2013 1 15.68 14.99 4.38       

 2 11.26 10.51 6.72   2 13.16 15.83 20.25       

 3 11.52 9.84 14.56   3 11.54 11.76 1.89       

 4 13.38 10.29 23.09   4 15.22 13.95 8.36       

 5 10.17 9.65 5.10   5 12.76 12.44 2.50       
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Abstract. The counterfactual decomposition technique popularized by Blinder
(1973, Journal of Human Resources, 436–455) and Oaxaca (1973, International
Economic Review, 693–709) is widely used to study mean outcome differences be-
tween groups. For example, the technique is often used to analyze wage gaps by
sex or race. This article summarizes the technique and addresses several compli-
cations, such as the identification of effects of categorical predictors in the detailed
decomposition or the estimation of standard errors. A new command called oaxaca

is introduced, and examples illustrating its usage are given.

Keywords: st0151, oaxaca, Blinder–Oaxaca decomposition, outcome differential,
wage gap

1 Introduction

An often used methodology to study labor-market outcomes by groups (sex, race, and
so on) is to decompose mean differences in log wages based on linear regression models
in a counterfactual manner. The procedure is known in the literature as the Blinder–
Oaxaca decomposition (Blinder 1973; Oaxaca 1973). It divides the wage differential
between two groups into a part that is “explained” by group differences in produc-
tivity characteristics, such as education or work experience, and a residual part that
cannot be accounted for by such differences in wage determinants. This “unexplained”
part is often used as a measure for discrimination, but it also subsumes the effects of
group differences in unobserved predictors. Most applications of the technique can be
found in the labor market and discrimination literature (for meta studies, see, e.g.,
Stanley and Jarrell [1998] or Weichselbaumer and Winter-Ebmer [2005]). However, the
method can also be useful in other fields. In general, the technique can be employed
to study group differences in any (continuous and unbounded1) outcome variable. For
example, O’Donnell et al. (2008) use it to analyze health inequalities by poverty status.

The purpose of this article is to introduce a new Stata command, called oaxaca, that
implements the Blinder–Oaxaca decomposition. In the next section, the most common
variants of the decomposition are summarized, and a number of issues, such as the
identification of the contribution of categorical predictors or the estimation of standard
errors, are addressed. The third section then describes the syntax and options of the

1. See Sinning, Hahn, and Bauer (in this issue) for the decomposition of group differences in categor-
ical or bounded outcomes.

c© 2008 StataCorp LP st0151
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new oaxaca command, and the fourth section uses labor-market data to illustrate its
applications.

2 Methods and formulas

Given are two groups, A and B; an outcome variable, Y ; and a set of predictors.
For example, think of a group of males and a group of females, (log) wages as the
outcome variable, and human capital indicators such as education and work experience
as predictors. The question now is how much of the mean outcome difference,

R = E(YA) − E(YB)

where E(Y ) denotes the expected value of the outcome variable, is accounted for by
group differences in the predictors.

Based on the linear model

Y� = X ′
�β� + ε�, E(ε�) = 0 � ∈ (A,B)

where X is a vector containing the predictors and a constant, β contains the slope
parameters and the intercept, and ε is the error, the mean outcome difference can be
expressed as the difference in the linear prediction at the group-specific means of the
regressors. That is,

R = E(YA) − E(YB) = E(XA)′βA − E(XB)′βB (1)

because
E(Y�) = E(X ′

�β� + ε�) = E(X ′
�β�) + E(ε�) = E(X�)′β�

where E(β�) = β� and E(ε�) = 0 by assumption.

To identify the contribution of group differences in predictors to the overall out-
come difference, (1) can be rearranged, for example, as follows (see Winsborough and
Dickinson [1971]; Jones and Kelley [1984]; and Daymont and Andrisani [1984]):

R = {E(XA) − E(XB)}′ βB + E(XB)′(βA − βB) + {E(XA) − E(XB)}′ (βA − βB) (2)

This is a “threefold” decomposition; that is, the outcome difference is divided into
three components:

R = E + C + I

The first component,
E = {E(XA) − E(XB)}′ βB

amounts to the part of the differential that is due to group differences in the predictors
(the “endowments effect”). The second component,

C = E(XB)′(βA − βB)
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measures the contribution of differences in the coefficients (including differences in the
intercept). And the third component,

I = {E(XA) − E(XB)}′ (βA − βB)

is an interaction term accounting for the fact that differences in endowments and coef-
ficients exist simultaneously between the two groups.

The decomposition shown in (2) is formulated from the viewpoint of group B. That
is, the group differences in the predictors are weighted by the coefficients of group B to
determine the endowments effect (E). The E component measures the expected change
in group B’s mean outcome if group B had group A’s predictor levels. Similarly, for
the C component (the “coefficients effect”), the differences in coefficients are weighted
by group B’s predictor levels. That is, the C component measures the expected change
in group B’s mean outcome if group B had group A’s coefficients. Naturally, the
differential can also be expressed from the viewpoint of group A, yielding the reverse
threefold decomposition,

R = {E(XA) − E(XB)}′ βA + E(XA)′(βA − βB) − {E(XA) − E(XB)}′ (βA − βB) (3)

Now the endowments effect amounts to the expected change of group A’s mean outcome
if group A had group B’s predictor levels. The coefficients effect quantifies the expected
change in group A’s mean outcome if group A had group B’s coefficients.

An alternative decomposition prominent in the discrimination literature results from
the concept that there is a nondiscriminatory coefficient vector that should be used
to determine the contribution of the differences in the predictors. Let β∗ be such a
nondiscriminatory coefficient vector. The outcome difference can then be written as

R = {E(XA) − E(XB)}′ β∗ + {E(XA)′(βA − β∗) + E(XB)′(β∗ − βB)} (4)

We now have a “twofold” decomposition,

R = Q + U

where the first component,

Q = {E(XA) − E(XB)}′ β∗

is the part of the outcome differential that is explained by group differences in the
predictors (the “quantity effect”), and the second component,

U = E(XA)′(βA − β∗) + E(XB)′(β∗ − βB)

is the unexplained part. The latter is usually attributed to discrimination, but it is
important to recognize that it also captures all the potential effects of differences in
unobserved variables.
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The unexplained part in (4) is sometimes further decomposed. Let βA = β∗ + δA

and βB = β∗ + δB , with δA and δB as group-specific discrimination parameter vectors
(positive or negative discrimination, depending on the sign). U can then be expressed
as

U = E(XA)′δA − E(XB)′δB

That is, the unexplained component of the differential can be subdivided into a part,

UA = E(XA)′δA

that measures discrimination in favor of group A and a part,

UB = −E(XB)′δB

that quantifies discrimination against group B.2 Again, however, this interpretation
hinges on the assumption that there are no relevant unobserved predictors.

The estimation of the components of the threefold decompositions shown in (2) and
(3) is straightforward. Let β̂A and β̂B be the least-squares estimates for βA and βB ,
obtained separately from the two group-specific samples. Furthermore, use the group
means XA and XB , as estimates for E(XA) and E(XB). Based on these estimates, (2)
and (3) are computed as

R̂ = Y A − Y B = (XA − XB)′β̂B + X
′
B(β̂A − β̂B) + (XA − XB)′(β̂A − β̂B)

and

R̂ = Y A − Y B = (XA − XB)′β̂A + X
′
A(β̂A − β̂B) − (XA − XB)′(β̂A − β̂B)

The determination of the components of the twofold decomposition shown in (4)
is more involved because an estimate for the unknown nondiscriminatory coefficients
vector β∗ is needed. Several suggestions have been made in the literature. For example,
there may be reason to assume that discrimination is directed toward only one of the
groups, so that β∗ = βA or β∗ = βB (see Oaxaca [1973], who speaks of an “index number
problem”). Again assume that members of group A are males and members of group
B are females. If, for instance, wage discrimination is directed only against women and
there is no (positive) discrimination of men, then we can use β̂A as an estimate for β∗

and compute (4) as
R̂ = (XA − XB)′β̂A + X

′
B(β̂A − β̂B) (5)

Similarly, if there is only (positive) discrimination of men but no discrimination of
women, the decomposition is

R̂ = (XA − XB)′β̂B + X
′
A(β̂A − β̂B) (6)

Often, however, there is no specific reason to assume that the coefficients of one or
the other group are nondiscriminating. Moreover, economists have argued that the

2. UA and UB have opposite interpretations. A positive value for UA reflects positive discrimination
of group A; a positive value for UB indicates negative discrimination of group B.
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undervaluation of one group comes along with an overvaluation of the other (e.g., Cotton
[1988]). Reimers (1983) therefore proposes using the average coefficients over both
groups as an estimate for the nondiscriminatory parameter vector; that is,

β̂∗ = 0.5β̂A + 0.5β̂B

Similarly, Cotton (1988) suggests to weight the coefficients by the group sizes, nA and
nB ; that is,

β̂∗ =
nA

nA + nB
β̂A +

nB

nA + nB
β̂B

Furthermore, based on theoretical derivations, Neumark (1988) advocates the use of the
coefficients from a pooled regression over both groups as an estimate for β∗.

As pointed out by Oaxaca and Ransom (1994) and others, (4) can also be expressed
as

R = {E(XA) − E(XB)}′ {WβA + (I − W)βB}
+ {(I − W)′E(XA) + W′E(XB)}′ (βA − βB)

where W is a matrix of relative weights given to the coefficients of group A, and I is the
identity matrix. For example, choosing W = I is equivalent to setting β∗ = βA. Simi-
larly, W = 0.5I is equivalent to β∗ = 0.5βA +0.5βB . Furthermore, Oaxaca and Ransom
(1994) show that

Ŵ = Ω = (X′
AXA + X′

BXB)−1X′
AXA (7)

with X as the observed data matrix is equivalent to using the coefficients from a pooled
model over both groups as the reference coefficients.3

An issue with the approach by Neumark (1988) and Oaxaca and Ransom (1994) is
that it can inappropriately transfer some of the unexplained parts of the differential into
the explained component, although this does not seem to have received much attention
in the literature.4 Assume a simple model of log wages (ln W ) on education (Z) with
the sex-specific intercepts αM and αF due to discrimination. The model is

ln W =
{

αM + γZ + ε, if “male”
αF + γZ + ε, if “female”

3. Another solution is to set W = diag(β − βB) × diag(βA − βB)−1, where β without a subscript
denotes the coefficients from the pooled model. Although the decomposition results are the same,
this approach yields a weighting matrix that is quite different from Oaxaca and Ransom’s (1994)
Ω. For example, whereas W computed as described in this footnote is a diagonal matrix, Ω has
off-diagonal elements that are unequal to zero and are not even symmetric.

4. An exception is Fortin (2006).
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Let αM = α and αF = α + δ, where δ is the discrimination parameter. Then the model
can also be expressed as

ln W = α + γZ + δF + ε

with F as an indicator for “female”. Assume that γ > 0 (positive relation between
education and wages) and δ < 0 (discrimination against women). If we use γ∗ from a
pooled model,

ln W = α∗ + γ∗Z + ε∗

in (4), then following from the theory on omitted variables (see, e.g., Gujarati [2003,
510–513]), the explained part of the differential is

Q = {E(ZM ) − E(ZF )} γ∗ = {E(ZM ) − E(ZF )}
{

γ + δ
Cov(Z,G)

Var(Z)

}
where Var(Z) is the variance of Z, and Cov(Z,G) is the covariance between Z and G.
If men on average are better educated than women, then the covariance between Z and
G is negative, and the explained part of the decomposition gets overstated (given γ > 0
and δ < 0). In essence, the difference in wages between men and women is explained
by sex.

To avoid such a distortion of the decomposition results because of the residual group
difference spilling over into the slope parameters of the pooled model, my recommen-
dation is to always include a group indicator in the pooled model as an additional
covariate.

Estimation of sampling variances

Given the popularity of the Blinder–Oaxaca procedure, it is astonishing how little at-
tention has been paid to the issue of statistical inference. Most studies in which the
procedure is applied only report point estimates for the decomposition results and do
not make any indications about sampling variances or standard errors.5 However, for
an adequate interpretation of the results, approximate measures of statistical precision
are indispensable.

Approximate variance estimators for certain variants of the decomposition were first
proposed by Oaxaca and Ransom (1998), with Greene (2008, 55–56) making similar
suggestions. The estimators by Oaxaca and Ransom (1998) and Greene (2008) are a
good starting point, but they neglect an important source of variation. Most social-
science studies on discrimination are based on survey data where all (or most of) the
variables are random variables. That is, not only the outcome variable but also the pre-
dictors are subject to sampling variation (an exception would be experimental factors
set by the researcher). Whereas an important result for regression analysis is that it does
not matter for the variance estimates whether regressors are stochastic or fixed, this is

5. Exceptions are, for example, Oaxaca and Ransom (1994, 1998), Silber and Weber (1999),
Horrace and Oaxaca (2001), Fortin (2006), Heinrichs and Kennedy (2007), and Lin (2007). Fur-
thermore, Jackson and Lindley (1989) and Shrestha and Sakellariou (1996) propose statistical tests
for discrimination.
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not true for the Blinder–Oaxaca decomposition. The decomposition is based on mul-
tiplying regression coefficients by means of regressors. If the regressors are stochastic,
then the means have sampling variances. These variances are of the same asymptotic
order as the variances of the coefficients (think of the means as the intercepts from
regression models without covariates). To get consistent standard errors for the decom-
position results, it seems important to take into account the variability induced by the
randomness of the predictors.

Consider the expression
Y = X

′
β̂ (8)

where X is the vector of mean estimates for the predictors, and β̂ contains the least-
squares estimates of the regression coefficients. If the predictors are stochastic, then X
and β̂ are both subject to sampling variation. Assuming that X and β̂ are uncorrelated
(which follows from the standard regression assumption that the conditional expectation
of the error is zero for all covariate values; of course, this is only true if the model is
correctly specified), the variance of (8) can be written as

V (X
′
β̂) = E(X)′V (β̂)E(X) + E(β̂)′V (X)E(β̂) + trace

{
V (X)V (β̂)

}
where V (X) and V (β̂) are the variance–covariance matrices for X and β̂ (see the proof in
Jann [2005b]; for the variance of the product of two independent random variables, also
see Mood, Graybill, and Boes [1974, 180]). By inserting estimates for the expectations
and variance matrices, we get the variance estimator

V̂ (X
′
β̂) = X

′
V̂ (β̂)X + β̂′V̂ (X)β̂ + trace

{
V̂ (X)V̂ (β̂)

}
(9)

V̂ (β̂) is simply the variance–covariance matrix obtained from the regression procedure.
A natural estimator for V (X) is V̂ (X) = X ′X/{n(n−1)}, where X is the centered-data
matrix, i.e., X = X − 1X

′
.

The variances for the components of the Blinder–Oaxaca decomposition can be
derived analogously. For example, ignoring the asymptotically vanishing6 last term
in (9) and assuming that the two groups are independent, the approximate variance
estimators for the two terms of the decomposition shown in (5) are

V̂ {(XA−XB)′β̂A} ≈ (XA−XB)′V̂ (β̂A)(XA−XB)+ β̂′
A

{
V̂ (XA) + V̂ (XB)

}
β̂A (10)

and

V̂ {X ′
B(β̂A − β̂B)} ≈ X

′
B

{
V̂ (β̂A) + V̂ (β̂B)

}
XB + (β̂A − β̂B)′V̂ (XB)(β̂A − β̂B) (11)

where we make use of the fact that the variance of the sum of two uncorrelated random
variables is equal to the sum of the individual variances. An interesting point about

6. Whereas the first and second terms are of the order O(n−1), the last term is O(n−2).
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(10) and (11) is that ignoring the stochastic nature of the predictors will primarily affect
the variance of the first term of the decomposition (the explained part). This is because
in most applications group differences in coefficients and means are much smaller than
the levels of coefficients and means.

It is possible to develop similar formulas for all the decomposition variants outlined
above, but derivations can get complicated once a pooled model is used and covariances
between the pooled model and the group models have to be taken into account. Likewise,
derivations can get complicated if the assumption of independence between the two
groups is loosened (e.g., if dealing with a cluster sample). An alternative approach that
is simple and general and produces equivalent results is to estimate the joint variance–
covariance matrix of all used statistics (see Weesie [1999] and [R] suest) and then apply
the “delta method” (see [R] nlcom and the references therein). In fact, for independence
between the two groups, the results of the delta method for (2) are formally equal to
(10) and (11). Furthermore, a general result for the delta method is that if the input
variance matrix is asymptotically normal, then the variance matrix of the transformed
statistics is asymptotically normal (see, e.g., Greene [2008, 68–71]). That is, because
asymptotic normality holds for regression coefficients and mean estimates under very
general conditions, the variances obtained by the delta method can be used to construct
approximate confidence intervals for the decomposition results in the usual manner.

Detailed decomposition

Often, not only is the total decomposition of the outcome differential into an explained
and an unexplained part of interest, but also the detailed contributions of the single
predictors or sets of predictors are subject to investigation. For example, one might want
to evaluate how much of the gender wage gap is due to differences in education and how
much is due to differences in work experience. Similarly, it might be informative to
determine how much of the unexplained gap is related to differing returns to education
and how much is related to differing returns to work experience.

Identifying the contributions of the individual predictors to the explained part of
the differential is easy because the total component is a simple sum over the individual
contributions. For example, in (5),

Q̂ = (XA − XB)′β̂A = (X1A − X1B)β̂1A + (X2A − X2B)β̂2A + · · ·

where X1,X2, . . . are the means of the single regressors, and β̂1, β̂2, . . . are the associ-
ated coefficients. The first summand reflects the contribution of the group differences in
X1; the second, of differences in X2; and so on. Also the estimation of standard errors
for the individual contributions is straightforward.

Similarly, using (5) as an example, the individual contributions to the unexplained
part are the summands in

Û = X
′
B(β̂A − β̂B) = X

′
1B(β̂1A − β̂1B) + X

′
2B(β̂2A − β̂2B) + · · ·
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However, other than for the explained part of the decomposition, the contributions
to the unexplained part can depend on arbitrary scaling decisions if the predictors do not
have natural zero points (e.g., Jones and Kelley [1984, 334]). Without loss of generality,
assume a simple model with just one explanatory variable:

Y� = β0� + β1�Z� + ε�, � ∈ (A,B)

The unexplained part of the decomposition based on (5) then is

Û = (β̂0A − β̂0B) + (β̂1A − β̂1B)ZB

The first summand is the part of the unexplained gap that is due to “group member-
ship” (Jones and Kelley 1984); the second summand reflects the contribution of differing
returns to Z. Now assume that the zero point of Z is shifted by adding a constant, a.
The effect of such a shift on the decomposition results is as follows:

Û =
{

(β̂0A − aβ̂1A) − (β̂0B − aβ̂1B)
}

+ (β̂1A − β̂1B)(ZB + a)

Evidently, the scale shift changes the results; a portion amounting to a(β̂1A− β̂1B) is
transferred from the group membership component to the part that is due to different
slope coefficients. The conclusion is that the detailed decomposition results for the
unexplained part have a meaningful interpretation only for variables for which scale
shifts are not allowed, that is, for variables that have a natural zero point.7

A related issue that has received much attention in the literature is that the de-
composition results for categorical predictors depend on the choice of the omitted
base category (Jones 1983; Jones and Kelley 1984; Oaxaca and Ransom 1999; Nielsen
2000; Horrace and Oaxaca 2001; Gardeazabal and Ugidos 2004; Polavieja 2005; Yun
2005b). The effect of a categorical variable is usually modeled by including 0/1 vari-
ables (“dummy” variables) for the different categories in the regression equation, where
one of the categories (the “base” category) is omitted to avoid collinearity. It is easy to
see that the decomposition results for the single 0/1 variables depend on the choice of
the base category, because the associated coefficients quantify differences with respect
to the base category. If the base category changes, the decomposition results change.

For the explained part of the decomposition, this may not be critical because the
sum of the contributions of the single indicator variables (that is, the total contribu-
tion of the categorical variable) is unaffected by the choice of the base category. For
the unexplained part of the decomposition, however, there is again a tradeoff between
the group membership component (the difference in intercepts) and the part attributed

7. The problem does not occur for the explained part of the decomposition or the interaction compo-
nent in the threefold decomposition because a cancels out in these cases. Furthermore, stretching
or compressing the scales of the X variables (multiplication by a constant) does not alter any of
the decomposition results because such multiplicative transformations are counterbalanced by the
coefficient estimates.
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to differences in slope coefficients. For the unexplained part, changing the base cat-
egory not only alters the results for the single dummy variables but also changes the
contribution of the categorical variable as a whole.

An intuitively appealing solution to the problem has been proposed by Gardeazabal
and Ugidos (2004) and Yun (2005b). The idea is to restrict the coefficients for the single
categories to sum to zero, that is, to express effects as deviations from the grand mean.
This can be implemented by restricted least-squares estimation or by transforming the
dummy variables before model estimation, as proposed by Gardeazabal and Ugidos
(2004).8 A more convenient method in the context of the Blinder–Oaxaca decom-
position is to estimate the group models by using the standard dummy coding and then
transform the coefficient vectors so that deviations from the grand mean are expressed
and the (redundant) coefficient for the base category is added (Suits 1984; Yun 2005b).
If applied to such transformed estimates, the results of the Blinder–Oaxaca decomposi-
tion are independent of the choice of the omitted category. Furthermore, the results are
equal to the simple averages of the results one would get from a series of decompositions
in which the categories are used one after another as the base category (Yun 2005b).

The deviation contrast transform works as follows. Given is the model

Y = β0 + β1D1 + · · · + βk−1Dk−1 + ε

where β0 is the intercept, and Dj , j = 1, . . . , k−1, are the dummy variables representing
a categorical variable with k categories. Category k is the base category. Alternatively,
the model can be formulated as

Y = β0 + β1D1 + · · · + βk−1Dk−1 + βkDk + ε

where βk is constrained to zero. Now let

c = (β1 + · · · + βk)/k

and define
β̃0 = β0 + c and β̃j = βj − c, j = 1, . . . , k

The transformed model is then

Y = β̃0 + β̃1D1 + · · · + β̃kDk + ε,

k∑
j=1

β̃j = 0

The transformed model is mathematically equivalent to the untransformed model. For
example, the two models produce identical predictions. The variance–covariance matrix
for the transformed model can be obtained by applying the general formula for weighted
sums of random variables given in, e.g., Mood, Graybill, and Boes (1974, 179). Models
with several sets of dummy variables can be transformed by applying the formulas to
each set separately. Furthermore, the transformation can be applied to the interaction

8. In fact, the approach by Gardeazabal and Ugidos (2004) is simply what is known as the “effects
coding” (Hardy 1993, 64–71) or the “deviation contrast coding” (Hendrickx 1999) approach.
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terms between a categorical and a continuous variable in an analogous manner except
that now c is added to the main effect of the continuous variable instead of the intercept.
The application of the transform is not restricted to linear regression. It can be used
with any model as long as the effects of the dummies are expressed as additive effects.

Other restrictions to identify the contribution of a categorical variable to the unex-
plained part of the decomposition are imaginable. For example, the restriction could
be

k∑
j=1

wj β̃j = 0

where wj are weights proportional to the relative frequencies of the categories, so the
coefficients reflect deviations from the overall sample mean (Kennedy 1986; Haisken-
DeNew and Schmidt 1997). Hence, there is still some arbitrariness in the method by
Gardeazabal and Ugidos (2004) and Yun (2005b).

3 The oaxaca command

The methods presented above are implemented with a new command called oaxaca.
The command first estimates the group models and possibly a pooled model over both
groups using regress ([R] regress) or any user-specified estimation command. suest
([R] suest) is then applied, if necessary, to determine the combined variance–covariance
matrix of the models, and the group means of the predictors are estimated by using
mean ([R] mean). Finally, the various decomposition results and their standard errors
(and covariances) are computed based on the combined parameter vector and variance–
covariance matrix of the models’ coefficients and the mean estimates.9 The standard
errors are obtained by the delta method.10

9. The covariances between the models’ coefficients and the mean estimates are assumed to be zero
in any case. This assumption can be violated in misspecified models.

10. nlcom ([R] nlcom) could be used to compute the variance–covariance matrix of the decomposition
results. However, nlcom employs general methods based on numerical derivatives and is slow if the
models contain many covariates. oaxaca therefore has its own specific implementation of the delta
method based on analytic derivatives.
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3.1 Syntax

The syntax of the oaxaca command is

oaxaca depvar
[
indepvars

] [
if
] [

in
] [

weight
]
, by(groupvar)

[
swap

detail
[
(dlist)

]
adjust(varlist) threefold

[
(reverse)

]
weight(#

[
#. . .

]
)

pooled
[
(model opts)

]
omega

[
(model opts)

]
reference(name) split

x1(names and values) x2(names and values) categorical(clist)

svy
[
(
[
vcetype

] [
, svy options

]
)
]
vce(vcetype) cluster(varname)

fixed
[
(varlist)

] [
no
]
suest nose model1(model opts) model2(model opts)

noisily xb level(#) eform nolegend
]

where depvar is the outcome variable of interest (e.g., log wages) and indepvars are
predictors (e.g., education, work experience). groupvar identifies the groups to be com-
pared. oaxaca typed without arguments replays the last results.

fweights, aweights, pweights, and iweights are allowed; see [U] 11.1.6 weight.
Furthermore, bootstrap, by, jackknife, statsby, and xi are allowed; see [U] 11.1.10
prefix, commands. Weights are not allowed with the bootstrap prefix, and aweights
are not allowed with the jackknife prefix. vce(), cluster(), and weights are not
allowed with the svy option.

3.2 Options

Main

by(groupvar) specifies the groupvar that defines the two groups to be compared. by()
is required.

swap reverses the order of the groups.

detail
[
(dlist)

]
specifies that the detailed results for the individual predictors be re-

ported. Use dlist to subsume the results for sets of regressors (results for variables
not appearing in dlist are listed individually). The syntax for dlist is

name:varlist
[
, name:varlist . . .

]
The usual shorthand conventions apply to the varlists specified in dlist (see help
varlist; additionally, cons is allowed). For example, specify detail(exp:exp*)
to subsume exp (experience) and exp2 (experience squared). name is any valid Stata
name; it labels the set.

adjust(varlist) causes the differential to be adjusted by the contribution of the specified
variables before performing the decomposition. This is useful, for example, if the
specified variables are selection terms. adjust() is not needed for heckman models.
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Decomposition type

threefold
[
(reverse)

]
computes the threefold decomposition. This is the default

unless weight(), pooled, omega, or reference() is specified. The decomposition
is expressed from the viewpoint of group 2 (B). Specify threefold(reverse) to
express the decomposition from the viewpoint of group 1 (A).

weight(#
[
# ...

]
) computes the twofold decomposition, where #

[
# ...

]
are the

weights given to group 1 (A) relative to group 2 (B) in determining the reference
coefficients (weights are recycled if there are more coefficients than weights). For
example, weight(1) uses the group 1 coefficients as the reference coefficients, and
weight(0) uses the group 2 coefficients.

pooled
[
(model opts)

]
computes the twofold decomposition by using the coefficients

from a pooled model over both groups as the reference coefficients. groupvar is
included in the pooled model as an additional control variable. Estimation details
can be specified in parentheses; see the model1() option below.

omega
[
(model opts)

]
computes the twofold decomposition by using the coefficients from

a pooled model over both groups as the reference coefficients (excluding groupvar
as a control variable in the pooled model). Estimation details can be specified in
parentheses; see the model1() option below.

reference(name) computes the twofold decomposition by using the coefficients from a
stored model. name is the name under which the model was stored; see [R] estimates
store. Do not combine the reference() option with the bootstrap or jackknife
methods.

split causes the unexplained component in the twofold decomposition to be split into
a part related to group 1 (A) and a part related to group 2 (B). split is effective
only if specified with weight(), pooled, omega, or reference().

Only one of threefold, weight(), pooled, omega, and reference() is allowed.

X-values

x1(names and values) and x2(names and values) provide custom values for specific
predictors to be used for group 1 (A) and group 2 (B) in the decomposition. The
default is to use the group means of the predictors. The syntax for names and values
is

varname
[
=
]

value
[ [

,
]

varname
[
=
]

value . . .
]

For example, x1(educ 12 exp 30).
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categorical(clist) identifies sets of dummy variables representing categorical variables
and transforms the coefficients so that the results of the decomposition are invariant
to the choice of the (omitted) base category (deviation contrast transform). The
syntax for clist is

varlist
[
, varlist . . .

]
Each varlist must contain a variable for the base category (that is, the base category
indicator must exist in the data). The transform can also be applied to interactions
between a categorical and a continuous variable. Specify the continuous variable in
parentheses at the end of the list in this case, i.e.,

varlist (varname)
[
, . . .

]
and also include a list for the main effects. For example,

categorical(d1 d2 d3, xd1 xd2 xd3 (x))

where x is the continuous variable, and d1, d2, etc., and xd1, xd2, etc., are the
main effects and interaction effects. The code for implementing the categorical()
option has been taken from the user-written devcon command (Jann 2005a).

SE/SVY

svy
[
(
[
vcetype

] [
, svy options

]
)
]

executes oaxaca while accounting for the survey
settings identified by svyset (this is essentially equivalent to applying the svy prefix
command, although the svy prefix is not allowed with oaxaca because of some
technical issues). vcetype and svy options are as described in [SVY] svy.

vce(vcetype) specifies the type of standard errors reported. vcetype can be analytic
(the default), robust, cluster clustvar, bootstrap, or jackknife; see
[R] vce option.

cluster(varname) adjusts standard errors for intragroup correlation; this is Stata 9
syntax for vce(cluster clustvar).

fixed
[
(varlist)

]
identifies fixed regressors (all if specified without argument; an exam-

ple for fixed regressors is experimental factors). The default is to treat regressors
as stochastic. Stochastic regressors inflate the standard errors of the decomposition
components.[

no
]
suest prevents or enforces using suest to obtain the covariances between the mod-

els or groups. suest is implied by pooled, omega, reference(), svy, vce(cluster
clustvar), and cluster(). Specifying nosuest can cause biased standard errors and
is strongly discouraged.

nose suppresses the computation of standard errors.
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Model estimation

model1(model opts) and model2(model opts) specify the estimation details for the two
group-specific models. The syntax for model opts is[

estcom
] [

, addrhs(spec) estcom options
]

where estcom is the estimation command to be used and estcom options are options
allowed by estcom. The default estimation command is regress. addrhs(spec) adds
spec to the right-hand side of the model. For example, use addrhs() to add extra
variables to the model. Here are some examples:

model1(heckman, select(varlist s) twostep)

model1(ivregress 2sls, addrhs((varlist2=varlist iv)))

oaxaca uses the first equation for the decomposition if a model contains multiple
equations.

Furthermore, coefficients that occur in one of the groups are assumed to be zero
for the other group. It is important, however, that the associated variables contain
nonmissing values for all observations in both groups.

noisily displays the models’ estimation output.

Reporting

xb displays a table containing the regression coefficients and predictor values on which
the decomposition is based.

level(#) specifies the confidence level, as a percentage, for confidence intervals. The
default is level(95) or as set by set level.

eform specifies that the results be displayed in exponentiated form.

nolegend suppresses the legend for the regressor sets defined by the detail() option.

(Continued on next page)
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3.3 Saved results

Scalars
e(N) number of observations e(N 1) number of obs. in group 1
e(N clust) number of clusters e(N 2) number of obs. in group 2

Macros
e(cmd) oaxaca e(legend) definitions of regressor sets
e(depvar) name of dependent variable e(adjust) names of adjustment variables
e(by) name of group variable e(fixed) names of fixed variables
e(group 1) value defining group 1 e(suest) suest, if suest was used
e(group 2) value defining group 2 e(wtype) weight type
e(title) title in estimation output e(wexp) weight expression
e(model) type of decomposition e(clustvar) name of cluster variable
e(weights) weights specified in weight() e(vce) vcetype specified in vce()
e(refcoefs) equation name used in e(b0) e(vcetype) title used to label Std. Err.

for the reference coefficients e(properties) b V
e(detail) detail, if detailed results

were requested

Matrices
e(b) decomposition results e(b0) coefficients and X-values
e(V) variance matrix of e(b) e(V0) variance matrix of e(b0)

Functions
e(sample) marks estimation sample

4 Examples

Threefold decomposition

The standard application of the Blinder–Oaxaca technique is to divide the wage gap
between, say, men and women into a part that is explained by differences in determinants
of wages, such as education or work experience, and a part that cannot be explained
by such group differences. An example using data from the Swiss Labor Market Survey
1998 (Jann 2003) is as follows:

. use oaxaca, clear
(Excerpt from the Swiss Labor Market Survey 1998)

. oaxaca lnwage educ exper tenure, by(female) noisily

Model for group 1

Source SS df MS Number of obs = 751
F( 3, 747) = 101.14

Model 49.613308 3 16.5377693 Prob > F = 0.0000
Residual 122.143834 747 .163512495 R-squared = 0.2889

Adj R-squared = 0.2860
Total 171.757142 750 .229009522 Root MSE = .40437

lnwage Coef. Std. Err. t P>|t| [95% Conf. Interval]

educ .0820549 .0060851 13.48 0.000 .070109 .0940008
exper .0098347 .0016665 5.90 0.000 .0065632 .0131062

tenure .0100314 .0020397 4.92 0.000 .0060272 .0140356
_cons 2.24205 .0778703 28.79 0.000 2.08918 2.394921
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Model for group 2

Source SS df MS Number of obs = 683
F( 3, 679) = 40.34

Model 33.5197344 3 11.1732448 Prob > F = 0.0000
Residual 188.08041 679 .276996185 R-squared = 0.1513

Adj R-squared = 0.1475
Total 221.600144 682 .324926897 Root MSE = .5263

lnwage Coef. Std. Err. t P>|t| [95% Conf. Interval]

educ .0877579 .0087108 10.07 0.000 .0706546 .1048611
exper .0131074 .0028971 4.52 0.000 .0074191 .0187958

tenure .0036577 .0035374 1.03 0.301 -.0032878 .0106032
_cons 2.097806 .1091691 19.22 0.000 1.883457 2.312156

Blinder-Oaxaca decomposition Number of obs = 1434

1: female = 0
2: female = 1

lnwage Coef. Std. Err. z P>|z| [95% Conf. Interval]

Differential
Prediction_1 3.440222 .0174874 196.73 0.000 3.405947 3.474497
Prediction_2 3.266761 .0218522 149.49 0.000 3.223932 3.309591

Difference .1734607 .027988 6.20 0.000 .1186052 .2283163

Decomposit~n
Endowments .0852798 .015693 5.43 0.000 .0545222 .1160375

Coefficients .082563 .0255804 3.23 0.001 .0324263 .1326996
Interaction .005618 .010966 0.51 0.608 -.0158749 .0271109

As is evident from the example, oaxaca first estimates two group-specific regression
models and then performs the decomposition (the noisily option causes the group
models’ results to be displayed and is specified in the example for illustration). The
default decomposition performed by oaxaca is the threefold decomposition (2). To
compute the reverse threefold decomposition (3), specify threefold(reverse).

The decomposition output reports the mean predictions by groups and their dif-
ference in the first panel. In our sample, the mean of log wages (lnwage) is 3.44 for
men and 3.27 for women, yielding a wage gap of 0.17. In the second panel of the de-
composition output, the wage gap is divided into three parts. The first part reflects
the mean increase in women’s wages if they had the same characteristics as men. The
increase of 0.085 in the example indicates that differences in years of education (educ),
work experience (exper), and job tenure (tenure) account for about half the wage gap.
The second term quantifies the change in women’s wages when applying the men’s co-
efficients to the women’s characteristics. The third part is the interaction term that
measures the simultaneous effect of differences in endowments and coefficients.
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Twofold decomposition

Alternatively, the twofold decomposition (4) can be requested, where weight(), pooled,
or omega determines the choice of the reference coefficients. For example, weight(1)
corresponds to (5), and weight(0) corresponds to (6). omega causes the coefficients
from a pooled model over both samples to be used as the reference coefficients, which
is equivalent to Oaxaca and Ransom’s approach based on (7). The pooled option also
causes the coefficients from a pooled model to be used, but now the pooled model also
contains a group membership indicator. Based on the argumentation outlined in section
2, my suggestion is to use pooled rather than omega.

For our example data, the results after using the pooled option are as follows:

. oaxaca lnwage educ exper tenure, by(female) pooled

Blinder-Oaxaca decomposition Number of obs = 1434

1: female = 0
2: female = 1

Robust
lnwage Coef. Std. Err. z P>|z| [95% Conf. Interval]

Differential
Prediction_1 3.440222 .0174586 197.05 0.000 3.406004 3.47444
Prediction_2 3.266761 .0218042 149.82 0.000 3.224026 3.309497

Difference .1734607 .0279325 6.21 0.000 .118714 .2282075

Decomposit~n
Explained .089347 .0137531 6.50 0.000 .0623915 .1163026

Unexplained .0841137 .025333 3.32 0.001 .034462 .1337654

Again the conclusion is that differences in endowments account for about half the wage
gap.11

A further possibility is to provide a stored reference model by using the reference()
option. For example, for the decomposition of the wage gap between blacks and whites,
the reference model is sometimes estimated based on all races, not just blacks and whites.
Then the reference model would have to be estimated first using all observations and
then be provided to oaxaca via the reference() option.

Exponentiated results

The results in the example above are expressed on the logarithmic scale (remember that
log wages are used as the dependent variable), and it might be sensible to retransform
the results to the original scale (here Swiss francs) by using the eform option:

11. Unlike the first example, robust standard errors are reported (oaxaca uses suest to estimate the
joint variance matrix for all coefficients if pooled is specified; suest implies robust standard errors).
To compute robust standard errors in the first example, you would have to add vce(robust) to the
command.
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. oaxaca, eform

Blinder-Oaxaca decomposition Number of obs = 1434

1: female = 0
2: female = 1

Robust
lnwage exp(b) Std. Err. z P>|z| [95% Conf. Interval]

Differential
Prediction_1 31.19388 .5446007 197.05 0.000 30.14454 32.27975
Prediction_2 26.22626 .5718438 149.82 0.000 25.12908 27.37135

Difference 1.189414 .0332234 6.21 0.000 1.126048 1.256346

Decomposit~n
Explained 1.09346 .0150385 6.50 0.000 1.064379 1.123336

Unexplained 1.087753 .027556 3.32 0.001 1.035063 1.143125

The (geometric) means of wages are 31.2 Swiss francs for men and 26.2 Swiss francs for
women, which amounts to a difference of 18.9%. Adjusting women’s endowments levels
to the levels of men would increase women’s wages by 9.3%. A gap of 8.8% remains
unexplained.

Survey estimation

oaxaca supports complex survey estimation, but svy has to be specified as an option
and is not allowed as a prefix command (which does not restrict functionality). For
example, the wt variable provides sampling weights for the Swiss Labor Market Survey
1998. The weights (and strata or primary sampling units [PSUs], if there were any) can
be taken into account as follows:

(Continued on next page)
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. svyset [pw=wt]

pweight: wt
VCE: linearized

Single unit: missing
Strata 1: <one>

SU 1: <observations>
FPC 1: <zero>

. oaxaca lnwage educ exper tenure, by(female) pooled svy

Blinder-Oaxaca decomposition

Number of strata = 1 Number of obs = 1647
Number of PSUs = 1647 Population size = 1657.1804

Design df = 1646

1: female = 0
2: female = 1

Linearized
lnwage Coef. Std. Err. t P>|t| [95% Conf. Interval]

Differential
Prediction_1 3.405696 .0226311 150.49 0.000 3.361307 3.450085
Prediction_2 3.193847 .0276463 115.53 0.000 3.139622 3.248073

Difference .2118488 .035728 5.93 0.000 .1417718 .2819259

Decomposit~n
Explained .1107614 .0189967 5.83 0.000 .0735011 .1480216

Unexplained .1010875 .0315911 3.20 0.001 .0391246 .1630504

Detailed decomposition

Use the detail option to compute the individual contributions of the predictors to
the components of the decomposition. detail specified without argument reports the
contribution of each predictor individually. Alternatively, one can define groups of
predictors for which the results can be subsumed in parentheses. Furthermore, one might
apply the deviation contrast transform to dummy-variable sets so that the contribution
of a categorical predictor to the unexplained part of the decomposition does not depend
on the choice of the base category. For example,
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. tabulate isco, nofreq generate(isco)

. oaxaca lnwage educ exper tenure isco2-isco9, by(female) pooled
> detail(exp_ten: exper tenure, isco: isco?) categorical(isco?)

Blinder-Oaxaca decomposition Number of obs = 1434

1: female = 0
2: female = 1

Robust
lnwage Coef. Std. Err. z P>|z| [95% Conf. Interval]

Differential
Prediction_1 3.440222 .0174589 197.05 0.000 3.406003 3.474441
Prediction_2 3.266761 .0218047 149.82 0.000 3.224025 3.309498

Difference .1734607 .0279331 6.21 0.000 .118713 .2282085

Explained
educ .0395615 .0097334 4.06 0.000 .0204843 .0586387

exp_ten .0399316 .0089081 4.48 0.000 .022472 .0573911
isco -.0056093 .012445 -0.45 0.652 -.0300009 .0187824
Total .0738838 .017772 4.16 0.000 .0390513 .1087163

Unexplained
educ -.1324971 .1788045 -0.74 0.459 -.4829475 .2179533

exp_ten .0129955 .0400811 0.32 0.746 -.0655619 .0915529
isco -.0159367 .0296549 -0.54 0.591 -.0740592 .0421858
_cons .2350152 .195018 1.21 0.228 -.1472132 .6172435
Total .0995769 .0266887 3.73 0.000 .047268 .1518859

exp_ten: exper tenure
isco: isco1 isco2 isco3 isco4 isco5 isco6 isco7 isco8 isco9

Differences in education and combined differences in experience and tenure each ac-
count for about half the explained part of the outcome differential, whereas occupational
segregation based on the nine major groups of the International Standard Classification
of Occupations (ISCO-88) does not seem to matter much.

Selectivity bias adjustment

In labor-market research, it is common to include a correction for sample-selection
bias in the wage equations based on the procedure by Heckman (1976, 1979). Wages
are observed only for people who are participating in the labor force, and this might
be a selective group. The most straightforward approach to account for selection
bias in the decomposition is to deduct the selection effects from the overall differen-
tial and then apply the standard decomposition formulas to this adjusted differential
(Reimers [1983]; an alternative approach is followed by Dolton and Makepeace [1986];
see Neuman and Oaxaca [2004] for an in-depth treatment of this issue).

(Continued on next page)
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If oaxaca is used with heckman, the decomposition is automatically adjusted for se-
lection. For example, the following command includes a selection correction in the wage
equation for women and decomposes the adjusted wage gap. Labor-force participation
(lfp) is modeled as a function of age, age squared, marital status, and the number of
children at ages 6 or below and at ages 7 to 14.

. oaxaca lnwage educ exper tenure, by(female) model2(heckman, twostep
> select(lfp = age agesq married divorced kids6 kids714))

Blinder-Oaxaca decomposition Number of obs = 1434

1: female = 0
2: female = 1

lnwage Coef. Std. Err. z P>|z| [95% Conf. Interval]

Differential
Prediction_1 3.440222 .0174874 196.73 0.000 3.405947 3.474497
Prediction_2 3.275643 .0281554 116.34 0.000 3.220459 3.330827

Difference .164579 .0331442 4.97 0.000 .0996176 .2295404

Decomposit~n
Endowments .0858436 .0157566 5.45 0.000 .0549613 .116726

Coefficients .0736812 .031129 2.37 0.018 .0126695 .134693
Interaction .0050542 .0109895 0.46 0.646 -.0164849 .0265932

Comparing the results with the output in the first example reveals that the uncorrected
wages of women are slightly biased downward (3.267 versus the selectivity-corrected
3.276), and the wage gap is somewhat overestimated (0.173 versus the corrected 0.165).

It is sometimes sensible to compute the selection variables outside of oaxaca and then
use the adjust() option to correct the differential (although here the selection variables
are assumed known, which might slightly bias the standard errors). For example,
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. probit lfp age agesq married divorced kids6 kids714 if female==1

(output omitted )

. predict xb if e(sample), xb
(759 missing values generated)

. generate mills = normalden(-xb) / (1 - normal(-xb))
(759 missing values generated)

. replace mills = 0 if female==0
(759 real changes made)

. oaxaca lnwage educ exper tenure mills, by(female) adjust(mills)

Blinder-Oaxaca decomposition Number of obs = 1434

1: female = 0
2: female = 1

lnwage Coef. Std. Err. z P>|z| [95% Conf. Interval]

Differential
Prediction_1 3.440222 .0174874 196.73 0.000 3.405947 3.474497
Prediction_2 3.266761 .0218659 149.40 0.000 3.223905 3.309618

Difference .1734607 .0279987 6.20 0.000 .1185843 .2283372
Adjusted .164579 .033215 4.95 0.000 .0994788 .2296792

Decomposit~n
Endowments .0858436 .0157766 5.44 0.000 .0549221 .1167651

Coefficients .0736812 .0312044 2.36 0.018 .0125217 .1348407
Interaction .0050542 .0110181 0.46 0.646 -.0165409 .0266493

Using oaxaca with nonstandard models

You can also use oaxaca, for example, with binary outcome variables and employ a
command such as logit to estimate the models. You have to understand, however,
that oaxaca will always apply the decomposition to the linear predictions from the
models (based on the first equation if a model contains multiple equations). With
logit models, for example, the decomposition computed by oaxaca is expressed in
terms of log odds and not in terms of probabilities or proportions. Approaches to
decompose differences in proportions are provided by, e.g., Gomulka and Stern (1990),
Fairlie (2005), or Yun (2005a). Also see Sinning, Hahn, and Bauer (in this issue) if
you are interested in decomposing group differences in categorical or limited outcome
variables.

For binary outcomes, as an anonymous reviewer of this article pointed out, a con-
venient alternative approach might be to use oaxaca with the linear probability model.
Here the decomposition results are on the probability scale (see, e.g., Long [1997, 35–40]
or Wooldridge [2003, 240–245] on the pros and cons of the linear probability model).

(Continued on next page)
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Abstract 

The variance in students’ academic performance in a civilian institute and in a military technological institute could 

be linked to the environment of the competition available to the students. The magnitude of talent, domain of skills 

and volume of efforts students put are identical in both type of institutes. The significant factor is the physical 

training, students undergo in a military college. It is important to couple the dominating factor which is academic 

perceivable effort under a different environment with each students learning capability. This paper determine 

whether there is a relationship between students’ performance and influencing factors like academic aptitude, 

military or physical training, and the time spent on training need analysis (TNA) modules. A sample of 242 first 

year- undergraduate students from four different engineering programs (Marine, System, Civil, and Aeronautical) at 

Military College was used to explore this relationship. The multiple regression model used for predicting the students’ 

performance is adequate for independent variables of aptitude test score, time spent in physical training, and time 

spent in TNA modules. The values of R
2
 indicate that at least one of the predictor variables contributes to 

information for the prediction of the students’ performance. The model makes it possible to predict moderately the 

possibility of attrition in engineering program. This study verifies that military academy has a very defined and 

directed core engineering course load and TNA course load which every student must take. Therefore, choice of 

specific discipline have less impact than at civilian institutions. The early detection of students at academic risk is a 

useful instrument that can help to design mentoring strategies right from the end of admission process.  

Keywords: Student’s performance, Multiple linear regression, Hypothesis testing, Military learning environment 

1. Introduction 

A common observation shared by educators and researchers is that the students’ performance is dependent on 

curricular and extra-curricular activities. The authors of this paper have experienced variance in performance while 

teaching in both civilian institutes and in military technological institutes. The performance could be linked to the 

environment of competition available to the students. There is no doubt about the magnitude of talent, domain of 

skills and the volume of effort students put in, which is identical in both type of institutes. However, the significant 

factor is the physical training students undergo in a military college. Often educators are unable to predict success of 

a student even if they know the amount of effort a student is putting in, and the dedication he/she demonstrates (Eric, 

2012). It is important to couple the dominating factor, which is academic perceivable effort, under a different 

environment with each students learning capability.  

In athletics this variance is easily understood. The individual who works hard in developing new skills or capabilities 

realizes the greatest success (Ericsson et al. 1993). According to Malcom Gladwell (2008) it takes 10,000 hours of 

practice to fully master a skill and become an expert, Whereas Peter Doskoch (2005) presents a 10 year rule in 

perseverance of a talent and achievement of significant objectives. It is evident that professional will and 

workmanlike diligence are the attributes for success in any career. 
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The instructor has limited time and resources to put into each students desires for success. It is up to the student to 

determine how he/she benefits himself/herself from these resources. It is also up to the institute to set up the 

admission criteria and make decisions typically based on merit, high school performance and standard entrance tests. 

The admission process is based on known and trusted predictors, hence the results can be forecasted. The resource 

allocation decision is another predictor that measures outcome alignment with the input, especially for freshman 

class’. 

There are many other factors that can influence students’ performance, such as gender (does not apply at Military 

college under study as all students were male), high school background, academic aptitude, military or physical 

training, socio-demographic variables, and emotional & psychosocial characteristics. 

The purpose of this study is to determine whether there is a relationship between students’ performance and 

influencing factors like aptitude test, time spent on physical training, and time spent on TNA modules; to explore the 

relationship between educational aptitude and academic performance in a sample of 242 first year - undergraduate 

students from four different engineering programs (Marine, System, Civil, and Aeronautical) at a military college. 

The early detection of students who are vulnerable to suffering academic failure is useful in helping to design 

mentoring strategies right from the end of admission process. This study is based on published 

empirical-observational data and its comparison with available data of the MTC students’ academic performance 

during first year of their B. Eng. program. The novelty of the proposed method of this study is that it verifies the 

impact of different environment in a military academy on academic performance due to academic load. In a military 

academy with a core engineering course load every student must take TNA course load too. Therefore, choice of 

specific discipline has less impact than at civilian institutions.  

2. Hypotheses  

The hypotheses of this study are: 

H1: There is an association between academic aptitude tests and academic performance. 

H2: There is an association between academic performance and time spent in physical training. 

H3: In a military academy there is a stronger association between magnitude of physical training and academic 

performance. 

There are a number of theories presented by researchers focused on students’ performance and its relation to their 

decision to dropout (Bean and Metzner’s Student Attrition Model, 1985), and also to the interactions of the students 

with the academic institution (Tinto’s Student Integration Model, 1975). A review of published studies at an 

international level suggests that independent variables like gender, high school background, academic aptitude, 

military or physical training, socio-demographic circumstances, and emotional & psychosocial characteristics need 

to be tested under standardized hypothesis testing scores.  

3. Insignificant Variables 

The use of linear regression between factors like age, sex, socio-demographic origin, socio-economic characteristics; 

and academic performance conducted over 5000 undergraduate university students by Betts and Morell (1999) 

indicates that there is not a significant relationship. Similarly in another study Lorenzano & Ferraro (2003) used a 

sample of 516 undergraduate students who passed a number of subjects during the first semester and found that 

factors like age, sex, socio-demographic origin, and socio- economic characteristics are insignificant. However, the 

study conducted by Porto and DiGresia (2004) based on voluntary survey of 4,676 students of economic science 

revealed that factors like sex and age are less significant than others. 

4. Significant Variables 

4.1 Academic Aptitude or Entrance Tests 

Noble and Sawyer (1997) used statistical theoretical analysis for measuring academic attitude and reported that a 

linear relationship between aptitude tests and academic results exists. Medina & Tapia (2004) used a sample of 120 

students admitted through entrance tests (ATE) and 87 students without (under direct entry into bachelor program) at 

the University of Chile, and reported that ATE showed a better academic performance. Gallacher (2005) analyzed 

the predictive power of aptitude tests by using 91 freshman students and 90 graduates and concluded that aptitude 

tests are a useful tool even when the predictions derived from them are far from perfect. 
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4.2 High School Background 

Eno, D et al (1999) used a sample of 12,000 undergraduate students of Virginia Tech University; Pike and Saupe 

(2002) used a sample of 8,764 undergraduate students; Beguet, et al (2001) used a sample of 324 undergraduate 

students between two cohorts; and Foio and Espinola (2004) used a sample of 4632 undergraduate students during 

the first year at the university, reported that a good performance in high school results predicts a good performance at 

the university. However, the ratio of high school GPA to university GPA was 7.67/5.69 which correspond to higher 

academic activity at university.           

4.3 Variables in Military Studies 

Castro Solano & Casullo (2002) used a sample of 363 students from a military academy made up of 89% of male and 

11% female, all 18-22 years old, for analysis to identify and determine variables of high and low performing students. 

They concluded that most successful students show an assertive and ambitious trend with lower acceptance of 

standards. They captured concrete, tangible and observable data, less focused on details and more related to a large 

number of students. Eric Buller’s (2012) findings on the relationship between grit and academic, military and 

physical training at US military academy indicated that the relationship, though statistically significant, is not 

particularly strong, and therefore not a good measurement of success. He reported that regression analysis indicates 

that grit provides a statistically significant explanation for variability in factors like aptitude tests and academic 

achievements. The effect of age, sex, and ethnicity were insignificant, and therefore not a predictor for success at the 

military academy. 

5. Methodology 

The multiple linear regression model presented by Shakil (2008 and 2009), and hypothesis testing undertaken by 

Angela et al. (2013) is used in this study for a sample of 242 students. The constraints associated with our data are: 

(a) There is invariability in high school background, hence assumed constant. 

(b) There is no standardized assessment for physical training, hence time spent in physical training is 

considered as a dependent variable. 

(c) Lack of variability in nature and type of physical training activity. 

The predictor or the response variable Y in the following multiple linear regression equation  

Y = βo + β1X1 + β2X2 + β3X3 + ε 

represents the academic performance. The independent variables X1, X2, and X3 are the examination results, aptitude 

test results, and time spent in physical training respectively. All five assumptions used by Shakil (2009 and 2001) 

and Shakil and Singh (2001) considered applicable to our data. The study made at an Argentinian military academy 

is more relevant (Castro, 2002) in objectivity as it was to identify the factors associated to academic and military 

performance of undergraduate students. 

5.1 Participants 

A non-random sample of 242 first year undergraduate students of a 2014 cohort belonging to Aeronautical, Civil, 

Marine, and Systems Bachelor of Engineering (B. Engg.) and Diploma in Higher Education (DipHE) program were 

chosen. The socioeconomic level of sampled students is homogeneous, and a majority of them belonged to medium 

and medium to high income sectors of society. 

5.2 Instrument of Data Analysis 

The results of the academic aptitude test is applied to students after being admitted in the military institute. The 

aptitude tests consist of the IELTS score, Mathematics, Science, elements of mechanical reasoning and numerical 

ability. The observational analysis of the faculty of the general foundation program was considered as highly reliable 

and sufficiently intercorrelated within the array of aptitude tests.  

The details of military activities collected from the military department at college, were translated into time 

dependent physical training. This instrument showed a good validity when compared with the physical training 

program of other military academies in the world. 

The results of course work (30-40%) and final examinations (60-70%) of the students’ in their first academic year 

was collected from the examination department and used to measure the academic performance. The similar 

approach has been used worldwide in defining the cognitive profile for each student. The attrition in four engineering 

departments was measured in terms of number of students dropped out during the year. The students dropped out 
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from Aeronautical Engineering, Civil Engineering, Marine Engineering, and Systems Engineering was 23, 20, 20, 

and 25 respectively.  

6. Procedure 

For analysis of the aptitude test, a general linear model of Searle (1971) was used. The selection of the final model 

was based on the Akaike Information Criterion (AIC) Statistics (Sakamoto et al. 1986) in which the parameters 

selected have a p-value less than 0.05. The multiple regressions were constructed to analyze the relationship of each 

dependent variable with academic performance for students of four engineering departments. The coding technique 

was used for students who were dropping-out. 

7. Interpreting the Results and Discussion  

The average and standard deviation of the examination results of common engineering modules (Engineering 

Mathematics-I, Engineering Science, Engineering Material & Hardware, Electrical Engineering Principles, 

Introduction to Electrical Engineering, Introduction to Civil Engineering, and Engineering System Design-I) is 

presented in table 1. The grade distribution of the same modules is shown in table 2. The final examination grade 

distribution of these engineering modules are shown in tables 3-8. The table 9 presents the distribution of cohort 

among engineering departments. 

Table 1. Average and standard deviation of exam results by module 

Module Average Standard deviation Sample size (N) 

Engineering Maths-1 58.6 14.75 242 

Engineering Science 66.8 10.84 242 

Eng. Materials & Hardware 47.1 11.88 242 

Electrical Eng. Principles 61.0 9.92 242 

Intro. to Electrical Eng. 60.8 12.55 242 

Intro. to Civil  Engineering 68.6 6.74 32 

Eng. System Design-1 72.7 11.32 242 

Overall 62.2 11.14 NA 

Table 2.  Grade distribution (%)
1 
in common engineering modules 

Module A B C D F 

Engineering Maths-1       25.6 21.1 16.9 0.4 36.0 

Engineering Science 38.8 34.7 0.40 0.0 26.0 

Eng. Materials & Hardware 5.0 9.5 32.6 3.3 49.6 

Electrical Eng. Principles 22.7 34.7 22.7 0.4 19.4 

Intro. To Electrical Eng. 24.8 39.5 22.4 1.0 12.4 

Intro. To Civil  Engineering 59.4 34.4 0.0 0.0 6.3 

Eng. System Design-1 70.2 14.5 2.9 0.0 12.4 

Overall 35.2 26.9 14.0 0.7 23.1 

1. A = > 70%; B = 60-69%; C = 50-59%; D = 40-49%; and F = < 40% 
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Table 3. Final examination grade distribution of Engineering Mathematics 

Performance 

(Grade) 

Aeronautical 

Engineering 

Civil 

Engineering 

Marine 

Engineering 

Systems 

Engineering 

Average 

F 9% 44% 54% 48% 38.75% 

D 15% 28% 26% 26% 23.75% 

C 21% 19% 12% 11% 15.75% 

B 19% 9% 3% 6% 09.25% 

A 36% 0% 6% 8% 12.50% 

Table 4. Final examination grade distribution of Engineering Science 

Marks 
Aeronautical 

Engineering 

Civil 

Engineering 

Marine 

Engineering 

Systems 

Engineering 

Average 

F 10% 59% 15% 31% 28.75% 

D 10% 19% 32% 32% 23.25% 

C 12% 19% 24% 16% 17.75% 

B 22% 3% 6% 11% 10.50% 

A 46% 0% 24% 9% 19.75% 

Table 5. Final examination grade distribution of Engineering Materials and Hardware 

Performance 

(Grade) 

Aeronautical 

Engineering 

Civil 

Engineering 

Marine 

Engineering 

Systems 

Engineering 

Average 

F 10% 59% 15% 31% 28.75% 

D 10% 19% 32% 32% 23.25% 

C 12% 19% 24% 16% 17.75% 

B 22% 3% 6% 11% 10.50% 

A 56% 0% 24% 9% 22.25% 

Table 6. Final examination grade distribution of Electrical Engineering Principles. 

Marks 
Aeronautical 

Engineering 

Civil 

Engineering 

Marine 

Engineering 

Systems 

Engineering 

Average 

F 9% 22% 21% 26% 19.50% 

D 27% 13% 35% 36% 27.75% 

C 26% 19% 24% 21% 22.50% 

B 19% 19% 15% 8% 15.25% 

A 19% 28% 6% 8% 15.25% 
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Table 7. Final examination grade distribution of Introduction to Electrical Engineering.  

Performance 

(Grade) 

Aeronautical 

Engineering 

Marine 

Engineering 

Systems 

Engineering 

Average 

F 10% 6% 15% 10.33% 

D 15% 29% 29% 24.33% 

C 28% 15% 29% 24.00% 

B 27% 26% 22% 25.00% 

A 20% 24% 5% 16.34% 

Table 8. Final examination grade distribution of Engineering Systems Design 1. 

Performance 

(Grade) 

Aeronautical 

Engineering 

Civil 

Engineering 

Marine 

Engineering 

Systems 

Engineering 

Average 

F 0% 15% 2% 4% 05.25% 

D 0% 7% 21% 0% 07.00% 

C 9% 0% 18% 17% 11.00% 

B 0% 0% 26% 19% 11.25% 

A 91% 78% 33% 60% 65.50% 

Table 9. Distribution of cohort among engineering departments.  

Department            Number of students         

Aeronautical Engineering 78 

Civil Engineering 32 

Marine Engineering 34 

Systems Engineering 98 

Grand Total 242 

The coefficient of determination (R
2
) values obtained for each engineering program shows that the academic 

performance is explained by the given independent variables. The most suitable regression model dictates that 

aptitude test does not relates significantly to the academic performance. The Excel multiple regression summary 

output for regression statistics and analysis of variance is given in table 10.  
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Table 10. The summary output of final examination grades data for independent variables 

Regression Statistics 

     Multiple R 0.984908 

     R Square 0.970044 

     Adjusted R Square 0.440088 

     Standard Error 0.011712 

     Observations 5 

     

       ANOVA 

        df SS MS F Significance F 

 Regression 3 0.008883304 0.00296 32.3821 0.128302193 

 Residual 2 0.000274328 0.00014 

   Total 5 0.009157632       

 

         Coefficients Standard Error t Stat P-value Lower 95% Upper 95% 

Intercept -1.830396 0.578526936 -3.16389 0.08705 -4.31959658 0.658804423 

X1 2.080784 0.733415115 2.83712 0.10503 -1.074846235 5.236414862 

X2 0.080514 0.014107521 5.70715 0.02936 0.01981396 0.141213491 

X3 0 0 65535 0 0 0 

Based on table 10, the regression equation, with coefficient values for each independent variable, and the response 

variable (“Y” represent the academic performance) is:  

Y = -1.8303 + 2.0808X1 + 0.0805X2 + 0.0X3. 

S = 11.14,     R
2
 = 97%,     R

2
 (adj) = 44% 

From the ANOVA in table 10, we observe that the P-value is 0-0.10, which implies that the model estimation is 

significant at a significance level of 0.05. The P-values for the estimated coefficients of X2 and X3 are 0.029 and 0.0 

respectively, indicating that both are significantly related to predictor variable. However, the P-value of X1 is 0.105, 

indicating that probably it is not related to Y. The coefficient of multiple determination (R
2
) shows that only 97% of 

the total variations of the Y values about their mean are explainable by the predictor variable, indicating moderate 

goodness of fit of the multiple regression model and the model has adequate predictive ability.   

The smallest value of coefficient of variation (CV) is another measure of model’s suitability of model in rendering 

precise predictions. The CV value of 0.179 indicates that standard deviation of the students’ performance is only 

17.9% of their mean.  

Hypothesis testing by t- distribution 

This hypothesis can be tested using a t- distribution test statistic given by: 

t = (βi – 0)/ Se(βi) 

Assuming that the variation of observations about the line are normal, we can use (1-α) = 100% confidence limits for 

critical values of βi by calculating 

βi  ± t { n-2, 1 – (α/2)}. Se (βi) 

Where {n-2, 1 – (α/2)} is the (1-α) = 100% percentage points for t- distribution, with n-2 degree of freedom 

Test of significance for each independent variable 

Ho:    βi  = 0  versus  H1 ≠ 0 
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Table 11. 

Null 

Hypothesis 

t- critical values (3, 

0.975) 

│t │ Inference Conclusion 

Ho: β1 = 0 3.182 2.83 Do not 

reject Ho 

In the presence of X2 and X3; X1, is not 

a good predictor of Y. 

Ho: β2 = 0 3.182 5.70 Reject Ho In the presence of X1 and X3; X2, is a 

good predictor of Y. 

Ho: β3 = 0 3.182 0.0 Do not 

reject Ho 

In the presence of X1 and X2, X3, is a 

poor predictor of Y. 

The absolute values of “t” shown in table 11 is taken from table 10. However, the t-critical values in table 11 are 

calculated by taking significance level 0.05. The Inference and conclusion in table 11 are drawn by comparing the 

absolute value of “t” with t-critical values. Hence is the test of null hypothesis (Ho) against alternative or research 

hypothesis (H1). 

Hypothesis testing by F- test 

Ho: β1 = β2 = β3 = 0 (regression is insignificant) versus H1: at least one of βi’s ≠ 0 (regression is significant). 

F = MSreg/MSres = 21.61 

The hypotheses can also be tested using the F-statistics with the following decision rule. 

Reject Ho if │t │> {n-2, 1 – (α/2)}. The t- statistics values for different βi’s are based on summary output of the 

multiple linear regressions are shown in table 10. By comparing F values with the critical values of F at given degree 

of freedom and 1-α values, we reject Ho that is the regression is insignificant. Therefore, the overall regression is 

statistically significant. Hence, it can be concluded that at least one of the predictor variable contributes information 

for the prediction of Y. According to the best regression model for each independent variable, the time spent in 

physical training (p < 0.0293) and time spent in TNA modules (p < 0.0) are related significantly to students’ 

academic performance. Whereas, test results score in aptitude test is insignificant in a military college environment. 

8. Conclusions 

The multiple regression model used for predicting the students’ performance is adequate for independent variables of 

aptitude test score (X2), time spent in physical training (X3), and time spent in TNA modules. The values of R
2
 

indicate that at least one of the predictor variables contributes to information for the prediction of the students’ 

performance. The rejection of null hypothesis indicates that the regression is not significant and the overall 

regression is statistically significant. The time spent in physical training is an instrument that allows estimating 

students’ performance in the first academic year of an undergraduate program. The model makes it possible to 

predict moderately the possibility of attrition in engineering program. These results slightly differ from the findings 

of Eric Buller (2012) who found that academic achievement (in terms of GPA) also depend on chosen major, and 

general education requirements of the specific campuses. This study verifies that military academy has a very 

defined and directed core engineering course load plus TNA course load which every student must take. Therefore, 

choice of specific discipline has less impact than at civilian institutions. This study also verifies that the impact of 

military training environment does make a difference in academic performance.  

References 

Angela C., Maria P., Belen M., & Angel C. (2013). Predicting academic performance and attrition in undergraduate 

students, Liberabit: Lima (Peru), 19(1), 101-112; (ISSN: 2223-7666 (digital) & ISSN: 1729-4827 (Print)).  

Bean, J., & Metzner, B. (1985). A conceptual model of nontraditional undergraduate student attrition, Review of 

Educational Research, 55(4), 485-540. https://doi.org/10.3102/00346543055004485.  

Beguet, B., Kohan, N. Castro Solano & Renault. (2001). Factores que intervienen en le rendimiento acdemico de los 

estudiantes de psicologia y psicopedagogia, Revista Cientifica de la Direccion de Evaluacion y Acreditacion de 

la Secretaria General de la Universidad del Salvador-USAL, I(1), 1-18. 

www.salvador.edu.ar/uc4-pub-01-1-1-04.htm.  

Betts, J., & Morell, D. (1999). The determinant of undergraduate grade point average: The relative importance of 

family background, high school resources, and peer group effects, The Journal of Human Resources, 34(2), 

268-293. https://doi.org/10.2307/146346.  

https://doi.org/10.3102/00346543055004485
http://www.salvador.edu.ar/uc4-pub-01-1-1-04.htm
https://doi.org/10.2307/146346


http://ijhe.sciedupress.com  International Journal of Higher Education Vol. 6, No. 4; 2017 

Published by Sciedu Press                         160                        ISSN 1927-6044   E-ISSN 1927-6052 

Castro Solano, A., & Casullo, M. (2002). Preditors del rendimiento academic military de cadets argentinos, Anales 

de Psicologia, 18(2), 249-257. 

Doskoch, P. (2005). The winning Edge, Psychology Today. 

Eno, D., McLaughlin, G., Sheldon, P. & Brozovsky, P. (1999). Predicting freshman success based on high school 

record and other measures, AIR Professional File, 72, 1-12. 

www3.airweb.org/page.asp?page=73&apppage=85&id=72.  

Eric F. B. (2012). The relationship between Grit and Academic, Military and Physical Performance at the United 

States Military Academy, PhD thesis, University of Kansas. 

Ericsson, K., Krampe, R., & Tesch-Romer, C. (1993). The role of deliberate practice in the acquisition of expert 

performance, Psychological Review, 100(3), 363-406. https://doi.org/10.1037/0033-295X.100.3.363.  

Foio, M., & Espinola, A. (2004). Seguimiento academic de los ingresantes 2002, Documentos de la Secretaria de 

Planificacion de le Universidad National del Nordeste. 

www.eluniversitario.unne.edu..ar/2004/44/pagina/Inform%20Completo.pdf.  

Gallacher, M. (2005). Predicting academic performance, Document of Universidad del CEMA. 

www.ucema.edu.ar/.../documentos/312.pdf.   

Gladwell, M., (2008). Outliers: the story of success, New York, Little Brown Company. 

Lorenzano, C., and Ferraro, M.  (2003). Perfil de los ingresantes de la Universidad Nacional de Tres de Feberro: 

rendimiento y posibles cause del fracaso academico, Paper presented at the II National Congress in Educational 

Research. 

Medina, N., & Tapia, A. (2004). La admission a la de Kienesiologia de la Universidad de Chile via bachillerato y via 

Prueba de Aptitude Academia: Sistemas de ingreso como predictors del rendimiento acdemico, Thesis submitted 

for Kinesiology degree. Facultad de Medicina, Universidad de Chile. 

www.cybertesis.cl/tesis/uchile/2004/medina_n/sources/medina_n.pdf.  

Noble, J., & Sawyer, R. (1997). Alternative methods for validating admissions and course placement criteria, AIR 

Professional File, 63, 1-12. www3.airweb.org/page.asp?page=73&apppage=85&id=63.  

Pike, G. & Saupe, J. (2002). Does high school matter? An analysis of three methods of predicting first-year grades, 

Research in Higher Education, 43(2), 187-207.  https://doi.org/10.1023/A:1014419724092.  

Porto, A., & Di Gresia, L. (2004). Rendimiento de estudiantes universitarios y sus determinantes, Revista de 

Economia y Estadistica XLII,  94-113. 

Sakamoto, Y., Ishiguro, M., & Kitagawa, G. (1986). Akaike Information Criterion Statistics, Dordlecht/Tokyo: 

D-Reidel Publishing Company. 

Searle, S. (1971). Linear models, New York: J. Willey & Sons.  

Shakil M. (2009). A multiple linear regression model to predict the student’s final grade in a mathematics class, 

Bioresource Technology, 101(13), 4971-4979. 

www.academia.edu/11892569/A_Multiple_Linear_Regression_Model_to_Predict_the_Students_Final_Grade_i

n_a_Mathematics_Class. 

Shakil, M. (2008). A Multiple Linear Regression Model to Predict the Student’s Final Grade in a Mathematics Class, 

Polygon, Vol. II, (A Web-Based, Multi-Disciplinary Publication of Miami Dade College, Hialeah Campus, Fl., 

U.S.A.). 

Shakil M. (2001). Fitting a linear model to predict the college GPA of matriculating freshmen based on their college 

entrance verbal and mathematics test scores, A data analysis I computer project, University Park, Florida: 

Department of Statistics, Florida International University.  

Shakil, M., & Singh, J. N. (2001). Fitting Some Regression Models to predict the students’ Final examination scores 

in trigonometry class at Florida International University, Paper presented at the Gold Coast Meeting of 

American Mathematical Association, Miami Dade Community College, Wolfson Campus, Miami, Florida, USA, 

October 5-6, 2001. 

Tinto, V. (1975). Dropout of higher education. A theoretical synthesis of recent research, Review of Educational 

Research, 45(1), 89-125. https://doi.org/10.3102/00346543045001089  

https://doi.org/10.1037/0033-295X.100.3.363
http://www.eluniversitario.unne.edu..ar/2004/44/pagina/Inform%20Completo.pdf
http://www.ucema.edu.ar/.../documentos/312.pdf
http://www.cybertesis.cl/tesis/uchile/2004/medina_n/sources/medina_n.pdf
http://www.airweb.org/page.asp?page=73&apppage=85&id=63
https://doi.org/10.1023/A:1014419724092
https://www.researchgate.net/journal/1873-2976_Bioresource_Technology
http://www.academia.edu/11892569/A_Multiple_Linear_Regression_Model_to_Predict_the_Students_Final_Grade_in_a_Mathematics_Class
http://www.academia.edu/11892569/A_Multiple_Linear_Regression_Model_to_Predict_the_Students_Final_Grade_in_a_Mathematics_Class
https://doi.org/10.3102/00346543045001089


IEEE TRANSACTIONS ON NEURAL NETWORKS AND LEARNING SYSTEMS, VOL. 26, NO. 10, OCTOBER 2015 2357

Linear Regression-Based Efficient SVM Learning
for Large-Scale Classification
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Abstract— For large-scale classification tasks, especially in the
classification of images, additive kernels have shown a state-of-
the-art accuracy. However, even with the recent development
of fast algorithms, learning speed and the ability to handle
large-scale tasks are still open problems. This paper proposes
algorithms for large-scale support vector machines (SVM) clas-
sification and other tasks using additive kernels. First, a linear
regression SVM framework for general nonlinear kernel is
proposed using linear regression to approximate gradient compu-
tations in the learning process. Second, we propose a power mean
SVM (PmSVM) algorithm for all additive kernels using non-
symmetric explanatory variable functions. This nonsymmetric
kernel approximation has advantages over the existing methods:
1) it does not require closed-form Fourier transforms and 2) it
does not require extra training for the approximation either.
Compared on benchmark large-scale classification data sets with
millions of examples or millions of dense feature dimensions,
PmSVM has achieved the highest learning speed and highest
accuracy among recent algorithms in most cases.

Index Terms— Additive kernels, large-scale classification,
linear regression, Nyström approximation, SVM.

I. INTRODUCTION

CLASSIFIERS trained with a large set of examples have
played an important role in recent machine learning

research, especially in the computer vision and image process-
ing domain. An accurate classifier has been the determining
component in object detection [1]–[3], object and scene recog-
nition [4], [5], and tracking [6]. It is also important in other
tasks, such as image retrieval [7].

The availability of ample images and videos, however,
poses new challenges for classifier training. With millions of
images, training an accurate classifier can take weeks or even
years [8], [9]. Recent advances in learning scalable linear
classifiers have enabled us to train linear SVM in the order
of seconds, even with millions of training examples or fea-
ture dimensions, e.g., LIBLINEAR [10] and Pegasos [11].
However, in the context of SVM classifiers for image clas-
sification tasks, linear SVM is inferior in terms of accuracy,
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compared with the kernel versions of SVM. Nonlinear additive
kernels have significantly higher accuracy than the dot-product
kernel in many problems [5], [12]–[14].

A kernel is additive if it can be written as the sum of a
scalar kernel function for each feature dimension

κ(x, y) =
d∑

i=1

κ(xi , yi ). (1)

We use the same symbol to represent a kernel and its corre-
sponding scalar kernel function in (1), and x = (x1, . . . , xd),
y = (y1, . . . , yd). Commonly used additive kernels are the
histogram intersection kernel (HIK)

κHI(x, y) = min(x, y) (2)

and the χ2 kernel

κχ2(x, y) = 2xy

x + y
. (3)

When learning an additive kernel SVM, general purpose SVM
solvers may be thousands of times slower than the fast linear
solvers. Recent novel algorithms in [5] and [12]–[14] have
bridged this speed gap. Additive kernel SVM now uses roughly
only a few times more training time of that of fast linear
SVM solvers; or, even faster than linear SVM in some large
problems.

However, even these fast solvers may be slow for modern
large-scale data sets. LIBLINEAR requires >38 h to train
the 1000 classifiers on the ILSVRC 1000 data set [15],
and existing additive kernel solvers take >14 h to finish
(Section V-B). As we are utilizing more-and-more images
or videos to achieve higher detection/recognition accuracy, it
is compulsory to design more efficient solvers for additive
kernels.

Because of the additive property (1), most fast solvers for
additive kernels approximate the scalar version of the kernel
κ(x, y). The popular strategy is to find a feature mapping or
embedding φ̂ : R �→ R

n′, such that κ(x, y) ≈ φ̂(x)T φ̂(y).
Then, the nonlinear SVM classification problem with d-D
input vectors becomes a linear problem with n′d dimensions.
So long as n′ is small (usually n′ = 3 [13], [14]) or φ̂(x)T φ̂(y)
can be efficiently calculated utilizing some special structures
within the mapping [5], [12], both SVM training and testing
can be efficient.

In this paper, we propose a different route to solve the
efficient additive kernel SVM learning problem, which con-
tains advantages over existing methods both theoretically

2162-237X © 2015 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission.
See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.
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and empirically. The components of our proposed method
include as follows.

1) In Section III, we propose a general linear regression-
based framework, LR-SVM, for SVM learning with
general nonlinear kernels, which is the generalization
of [16] and [17].1 LR-SVM is proposed to approxi-
mate the gradient computation in the dual coordinate
descent solver, using a linear regression model. When
the explanatory variables are chosen in a symmetric
manner, LR-SVM is equivalent to the famous Nyström
approximation of kernel matrices [18], [19].

2) LR-SVM is more general than the Nyström approxima-
tion approach because explanatory variables can be cho-
sen in a nonsymmetric manner, especially for additive
kernels. We propose a specific nonsymmetric assignment
of explanatory variables that are suitable for all additive
kernels in Section IV. The nonsymmetric explanatory
variable function not only leads to an efficient additive
kernel classifier power mean SVM (PmSVM), but also
provides a nonsymmetric kernel approximation for any
additive kernel κ(x, y). This approximation is nonsym-
metric, because it is in the form κ(x, y) ≈ e(x)X−1s(y),
and e(x) �= s(x) in general.

3) We have performed extensive experiments to compare
PmSVM with other methods in Section V. PmSVM
achieved both higher learning speed and slightly higher
accuracy in large-scale image classification tasks than
existing additive kernel classifiers. For example, its train-
ing time for ILSVRC 1000 is reduced to 6 h. Its accuracy
is significantly higher than linear SVM classifiers and
has up to six times speedup.

4) We summarize the proposed method and discuss its
limitations and drawbacks in Section VI.

II. RELATED WORK

One property that distinguishes image and vision learning
problems from many other domains is that: the features, even
with millions of dimensions, are usually dense. This property
renders those learning algorithms that have O(n2d) or higher
complexity [20], [21] not applicable to large-scale problems,
where n and d are the number of examples and feature
dimensions, respectively. Thus, in this section, we briefly
review related research in the large-scale image classification,
and restrict our attention to linear and additive kernel SVM
classifiers.

Since general purpose kernel SVM solvers (e.g., the sequen-
tial minimal optimization algorithm) may take years to com-
plete in large-scale problems, special structures in the linear
(dot-product) kernel are exploited to achieve speedup at a few
orders of magnitudes. Two typical examples are the coordinate
descent algorithm [10], and the Pegasos algorithm [11] that
performs stochastic gradient descent (SGD). In a linear SVM,
the gradient in the dual problem can be computed using
only one dot-product evaluation (see Algorithm 1), which
makes coordinate descent very efficient. Similarly, the optimal

1Preliminary versions of portions of this paper have appeared
in [16] and [17].

boundary has the same number of dimensions as the input,
which facilitates SGD.

It is well known that linear classifiers have high accuracy for
very high-dimensional inputs, such as text processing tasks,
which usually have millions of feature dimensions. Image
classification problems, however, mostly have moderate (e.g., a
few thousands) feature dimensions. Recently, additive kernels
have become popular choices in image classification because
they achieve a tradeoff between high accuracy, moderate
training speed, and high testing speed.

The dot-product kernel is in fact an additive kernel, and
additive kernel SVM solvers draw upon ideas from the efficient
linear solvers, which are enabled by explicit or implicit feature
mappings or embeddings.

The Nyström embedding [14] adopted the Nyström approx-
imation to approximate additive kernels for each scalar
dimension separately. Consider a set of n′ anchor examples
{x1, . . . , xn′ } sampled from a training set, their kernel matrix
is K with Kij = κ(xi , x j ), 1 ≤ i, j ≤ n′. If the square root
of K is S (K = SS and S = ST ), the Nyström embedding
converts a scalar x into φ̂(x) ∈ R

n′ as (n′ = 128 is used
in [14])

φ̂(x) = S−1(κ(x, x1), κ(x, x2), . . . , κ(x, xn′))
T. (4)

This embedding is data dependent, and it samples different
anchor examples for different dimensions.

The explicit feature mapping approach [13] finds an approx-
imate mapping function φ̂ based on the 1-D Fourier analysis.
For a γ-homogeneous additive kernel κ , the feature map can
be represented using the 1-D Fourier transforms and its inverse

φ(x) = exp(−iωx)
√

xγ F−1(ω) (5)

in which F
−1(ω) is the 1-D inverse Fourier transform of the

signature F(λ), which in turn is the 1-D Fourier transform cor-
responding to the kernel κ . Then, the approximate feature map
φ̂ is generated by sampling from φ. This approach is applicable
when the 1-D Fourier transform and its inverse have closed-
form solutions; otherwise, φ̂ does not have an explicit form.

If we restrain the values of xi to integers ≤ v̄ , an obvious
mapping for the HIK [see (2)] is N �→ R

v̄ where the
first xi mapped values are 1 and the rest being 0. The
coordinate descent algorithm is revised in [5] to efficiently
handle this mapping indirectly, using a precomputation
strategy. The approximation in [5] is that the decimal
fractions in values xi are ignored. The mapping in [12] uses
the fractions as an additional dimension in the mapping, and
leads to a quadratic optimization problem similar to that in
usual SVM. The Pegasos algorithm is utilized in [12] to solve
it. Both methods are limited to the HIK.

Recently, additive kernels and related mappings/embeddings
have also been extended to deal with more complex kernels,
e.g., the generalized radial basis function (RBF) kernel [13].
There are also works on tightly coupling additive kernels with
the Fisher vector and/or product quantization [22], [23].

In this paper, we will focus on efficient additive kernel SVM
learning for large-scale classification problems (especially
image classification), detailed in Sections III and IV.
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TABLE I

SYMBOLS AND THEIR MEANINGS. VECTORS ARE SHOWN IN BOLDFACE.

A SYMBOL X AND Y MEANS THAT X IS FOR THE GENERAL CASE,

AND Y IS FOR ADDITIVE KERNELS ONLY

III. LR-SVM: LINEAR REGRESSION-BASED APPROACH

Before presenting the proposed methods, we first summarize
the notations in Table I.

Given a positive definite kernel κ , its associated feature
mapping φ such that φ(x)T φ(y) = κ(x, y), and a set of training
examples {(xi , yi )}ni=1, we fix our attention to classifiers of
the form sgn(wT φ(x)), i.e., a linear classifier in the feature
space without a bias term. We solve the following dual SVM
problem:

min
α

f (α) = 1

2

∑

i, j

αiα j yi y jκ(xi , x j )−
∑

i

αi

s.t. 0 ≤ αi ≤ C, (i = 1, . . . , n) (6)

where α = (α1, . . . , αn) are the Lagrange multipliers [10].
The weight vector of the classifier is then

w =
n∑

i=1

αi yiφ(xi ). (7)

Note that we use boldface symbols to denote vectors, and
normal font to display scalar values. We assume all the
examples xi ∈ R

d , and xi, j is the j th dimension in the
vector xi (1 ≤ j ≤ d). We deal with binary problems in this
paper and assume yi ∈ {+1,−1}. For multiclass classification
problems, we use the one-versus-all strategy.

A. Dual Coordinate Descent Method

As suggested in [24], (6) can be solved by the dual
coordinate descent method in Algorithm 1, by modifying
[24, Algorithm 3] into a kernel version (and, plus other
necessary notational changes).

To ensure the success of Algorithm 1, it is vital to compute
the gradient G (line 5) and update the classifier w (line 8) in an
efficient manner. When the linear (dot-product) kernel is used
(i.e., when φ(x) = x), both operations are linear and finish
in O(d) steps. However, for nonlinear kernels, both tasks are
generally very time consuming.

The gradient G measures the changes in f (α) with respect
to αi , which equals

G = yiwT φ(xi )− 1 = yi

n∑

j=1

α j y jκ(xi , x j )− 1,

Algorithm 1 Dual Coordinate Descent Method

1: Given α and the corresponding w =∑
i αi yiφ(xi ).

2: Compute Qii = ‖φ(xi )‖2	2
, ∀ i = 1, . . . , n.

3: while α is not optimal do
4: for i = 1, . . . , n do
5: G = yi wT φ(xi )− 1
6: ᾱi ← αi

7: αi ← min(max(αi − G/Qii , 0), C)
8: w← w+ yi (αi − ᾱi )φ(xi )
9: end for

10: end while

and usually requires O(nd) or even more steps to compute.
Furthermore, when the mapping φ is infinite dimensional or
when it cannot be explicitly found, the update step is not even
feasible.

We propose to use linear regression to approximate the gra-
dient accurately (Section III-B) and also finish the update step
accordingly (Section III-C). When the explanatory variables
for linear regression are chosen appropriately, we show that the
linear regression-based approach is equivalent to the Nyström
approximation for any nonlinear kernel (Section III-D).

B. Linear Regression for Gradient Estimation

Since both the gradient computation during training and the
computation of prediction function during testing hinge on the
term wT φ(x), it is very important to compute it efficiently.
With properly chosen explanatory variables, linear regression
can achieve this goal.

Let us define this computational bottleneck as a function

g(q) = wT φ(q) =
n∑

i=1

αi yiκ(q, xi ) (8)

whose input is any vector q ∈ R
d , whereas αi , yi , and xi

are constant in this function. A linear regression model will
estimate the output of this function g(·) as

g(q) = e(q)T β + ε. (9)

In (9), the dependent variable g(q) is expressed as the dot
product of a set of explanatory variables e(q) and the regres-
sion coefficient vector β, plus an error term ε [25].

Intuitively, one could use the vector q itself as explana-
tory variables, i.e., as regression input. However, when κ
is nonlinear, it is not reasonable to expect that a linear
function qT β could accurately approximate g(q), which is
a nonlinear function of q. Thus, we introduce the explana-
tory variable function e(·), which nonlinearly transforms
q to e(q). Ideally, the function e(·) should be designed to
capture the characteristics of the kernel κ . This function
determines the quality of approximation, and we will address it
in Section III-D. For now, we simply assume e(q) ∈ R

d ′.
Given a set of n′ anchor examples ci ∈ R

d for learning
regression parameters and their true corresponding dependent
variable values

t = (g(c1), . . . , g(cn′))
T (10)
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it is well known that the ordinary least square solution to (9)
is [25]

β̂ = X+t (11)

where X ∈ R
n′ × R

d ′ , and

X = (e(c1), . . . , e(cn′))
T (12)

is called the design matrix. That is, the i th row of X consists
of e(ci )

T , the explanatory variables generated from ci .
In (11), X+ is the Moore–Penrose pseudoinverse of X .

When X T X is invertible, we have X+ = (X T X)−1 X T ; and,
X+ = X−1 when X is invertible. Note that ci can be randomly
chosen from the training set. However, they can also be
generated by other means, e.g., as centroids of clusters from
a k-means clustering on the training set. Usually n′ � n.

Thus, if we can efficiently compute the explanatory
variables e(q), for any example q, the function g(q) =
wT φ(q) ≈ e(q)T β̂ can be approximated in O(d ′) steps. That
is, both the SVM prediction and gradient computation in
training (line 5 in Algorithm 1) can be very efficient.

C. Update the Linear Regression Coefficients

However, we still need a way to update the classifiers w
(line 8 in Algorithm 1) to complete the proposed linear
regression-based approach.

In both SVM prediction and training (Algorithm 1), when-
ever w is used, it is used to compute the term wT φ(q) for
some q. Since wT φ(q) ≈ e(q)T β̂, we do not need to save the
values of w. Instead, we just need to store the values of β̂,
and update β̂ in each iteration.

Given a set of anchor points ci , 1 ≤ i ≤ n′, (11) states that
β̂ = X+t, in which X+ does not change within Algorithm 1.
However, when α changes, g(ci ) changes, and thus t also
changes.

Line 5–8 updates the classifier by choosing a fixed i
between 1 and n, and then updates αi and w using xi . When
αi is changed by �αi = αi − ᾱi , using the definition of t, it
is easy to show that t is changed by

�t = (�αi )yi s(xi ) (13)

where the function

s(q) = (κ(q, c1), . . . , κ(q, cn′))
T (14)

outputs a vector that measures the kernel similarity between q
and all the anchor points. We call this function s(q) the
similarity function.

Since n′ � n, the similarity function can be computed
relatively efficiently. In addition, because �β̂ = X+�t,
updating the regression coefficients follows a simple rule:

β̂ ← β̂ + yi (αi − ᾱi )X+s(xi ). (15)

Putting together the gradient computation and updating rules,
we propose a LR-SVM framework, a linear regression-based
SVM framework, in Algorithm 2, in which the explanatory
variable function e(·) and the similarity function s(·) are
defined as above.

Algorithm 2 LR-SVM Framework

1: α← 0, β̂ ← 0
2: Compute Qii = ‖φ(xi )‖2	2

= κ(xi , xi ), i = 1, . . . , n.
3: while α is not optimal do
4: for i = 1, . . . , n do
5: G ≈ yi β̂

T
e(xi )− 1

6: ᾱi ← αi

7: αi ← min(max(αi − G/Qii , 0), C)
8: β̂ ← β̂ + yi (αi − ᾱi )X+s(xi )
9: end for

10: end while
11: Output: For a testing example q, output: sgn

(
e(q)T β̂

)
.

D. Choice of the Explanatory Variable Function
and Relation to the Nyström Approximation

The choice of the explanatory variable function e(·) and the
anchor examples ci are critical in LR-SVM. The number of
anchor examples, n′, determines the speed of LR-SVM and
the dimensionality of the similarity function s(·). Its quality
will determine the quality of the linear regression, and thus
the convergence and accuracy of LR-SVM.

We want the e(·) function to reflect the characteristics
of the kernel κ . Thus, a natural choice is symmetric: make
the explanatory variable function the same as the similarity
function, that is, e(q) = s(q) = (κ(q, c1), . . . , κ(q, cn′))T .
Under this choice, n′ = d ′; X is square symmetric, and
Xi, j = κ(ci , c j ). Because κ is a Mercer kernel, X is symmetric
and positive semidefinite, and it has a symmetric square root S:
S satisfies that ST = S and SS = ST S = X . Further assuming
that X is invertible, then X+ = X−1 = S−T S−1 = S−1 S−1.
In this case, the gradient computing and update rules in LR-
SVM (line 5 and 8 of Algorithm 2) can be changed as

line 5 : G ≈ yi β̂
T
(S−1e(xi ))− 1 (16)

line 8 : β̂ ← β̂ + yi (αi − ᾱi )(S−1e(xi )). (17)

In (16) and (17), β̂ = S−1t, which is different from (11) by
a term S−1, and this S−1 term is accommodated by changing
e(xi ) into S−1e(xi ) in both equations.

If we create a new data set {(S−1e(xi ), yi )}ni=1 by trans-
forming every example xi to S−1e(xi ), LR-SVM is equivalent
to performing a linear SVM on the new data set. This choice
guarantees that LR-SVM will converge. If we further define
a matrix E ∈ R

n × R
n′ as E = (e(x1), . . . , e(xn))

T , the
kernel matrix of this new data set (using dot-product kernel)
is then E S−T S−1 ET = E X−1 ET , which is exactly the
Nyström low-rank approximation of the original kernel matrix
Ki, j = κ(xi , x j ) [18]. Furthermore, if we perform a k-means
clustering on the training set, and choose the cluster centroids
as the anchor examples ci , we arrive at the improved Nyström
approximation in [19].

One implementation strategy could be the following:
1) transform a data set xi to S−1e(xi ) and 2) train a linear
SVM on the new data set. The complexity of this strategy
includes: 1) O(n′2d) in computing X , O(n′3) in finding S−1;
2) O(n′nd) in computing the explanatory variables e(xi );
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3) O(n′2n) in converting the data set; and 4) the time to
train a linear classifier. Since linear SVM can be trained
very efficiently [10], [11] and n′ � n holds in many
image classification tasks, the overall complexity of symmetric
LR-SVM is generally much lower than general purpose SVM
solvers for nonlinear kernels.

However, as evaluated in [26], if we use this symmetric
approximation strategy to approximate nonlinear kernels, they
usually leads to significant accuracy drop in SVM classifica-
tion, when compared with the exact nonlinear kernel SVM.
The real benefit of the LR-SVM framework, however, man-
ifests itself when the explanatory variables are generated in
a nonsymmetric manner, that is, when e(q) �= s(q), which
we propose to use with additive kernels in Section IV. It can
not only achieve great efficiency, but also similar or higher
accuracy when compared with exact nonlinear SVM solvers.

IV. PmSVM: EFFICIENT LARGE-SCALE ADDITIVE

KERNEL SVM LEARNING

When a kernel κ is additive, that is, when

κ(x, y) =
d∑

j=1

κ(x j , y j ) (18)

it is easy to see that the function g(q) (8) is also additive

g(q) = wT φ(q) =
n∑

i=1

αi yiκ(q, xi ) (19)

=
n∑

i=1

αi yi

d∑

j=1

κ(q j , xi, j ) (20)

=
d∑

j=1

(
n∑

i=1

αi yiκ(q j , xi, j )

)
(21)

=
d∑

j=1

g j (q j ). (22)

That is, by defining the functions

g j (q) =
n∑

i=1

αi yiκ(q, xi, j ) (23)

for all 1 ≤ j ≤ d , we only need to deal with the single-
variable, scalar-valued function g j (q). Linear regression can
be used again to approximate g j (·) very accurately. Further-
more, now we have more freedom to choose the explanatory
variable function e(·) (Section IV-A). These facts lead to an
efficient PmSVM algorithm in Section IV-B, whose imple-
mentation issues are discussed in Sections IV-D and IV-F.
We also discuss the nonsymmetric, linear regression-based
kernel approximation and examine its quality in Section IV-E.

A. Explanatory Variables for Additive Kernels

One benefit of g j (q) over g(q) is that g j (q) is a continuous
function of a scalar variable q . By the Weierstrass approxima-
tion theorem, which states that the following.

Theorem 1: If f is a continuous real-valued function on
[a, b] and given any ε > 0, there exists a polynomial p on

[a, b] such that supx∈[a,b] | f (x)− p(x)| < ε,
we can approximate g j (q) on the closed interval by a poly-
nomial function to any degree of accuracy. Therefore, we can
choose the explanatory variable function to be e : R �→ R

m

e(q) = (1, q, . . . , qm−1)T (24)

where m determines the degree of the polynomial to achieve
a good approximation of g j (q).

In practice, we find out that g j (q) is mostly monotone
and the curve is similar to a rotated version of a quadratic
function. Therefore, we can use the following explanatory
variable function e : R �→ R

3

e(q) = (1, ln(q + b), ln2(q + b))T . (25)

This function is nonsymmetric because it is different from the
similarity function. We choose this ad hoc function because
empirically it can rotate the quadratic curve to give better
approximation for g j (q). It is also possible to use explanatory
variable function that maps q to higher order (Section IV-F).
In (25), we require q ≥ 0, which is naturally satis-
fied in many image classification problems. Since ln(0)
is not defined, a small positive offset b > 0 is added
into (25).

Equation (25) also means that d ′ = 3, which in turn requires
n′ ≥ 3. We choose n′ = 3, that is, we use three anchor
values c = (c0, c1, c2)

T to learn the regression parameters.
The design matrix X in (11) now becomes

X =
⎛

⎝
1 ln(c0 + b) ln2(c0 + b)

1 ln(c1 + b) ln2(c1 + b)

1 ln(c2 + b) ln2(c2 + b)

⎞

⎠. (26)

This is a Vandermonde matrix, whose inverse is guaranteed
to exist so long as the anchor values are different from each
other. Thus, X+ = X−1. Note that for all dimensions j , we
use the same anchor points. Thus, the matrix X is the same for
different dimensions j . Consequently, the additive similarity
function

s(q) = (κ(q, c0), κ(q, c1), κ(q, c2))
T (27)

remains the same across different dimensions.
True values for the dependent variables for dimension j

now forms a vector in R
3

t j = (g j (c0), g j (c1), g j (c2))
T (28)

=
n∑

i=1

αi yi (κ(xi, j , c0), κ(xi, j , c1), κ(xi, j , c2))
T (29)

=
n∑

i=1

αi yi s(xi, j ). (30)

The last equality uses the definition of the similarity function
in (27). We use a j ∈ R

3 to denote the regression coefficients
for the j th dimension. Then

a j = X−1t =
n∑

i=1

αi yi X−1s(xi, j ). (31)
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B. PmSVM Algorithm for Additive Kernels

With (25)–(31), we are almost ready to adapt the
LR-SVM framework to additive kernels. In this paper, we pro-
pose and focus our experiments on a family of kernels called
the power mean kernels. However, we want to emphasize that
the proposed algorithm is applicable to all additive kernels.

In mathematics, a power mean function Mp can be defined
for any real number p ∈ R and a set of positive numbers
x1, . . . , xn ∈ R+, as

Mp(x1, . . . , xn) =
(∑n

i=1 x p
i

n

)1/p

. (32)

This function is also well defined for three special cases:
p = −∞, 0, and ∞. Their values are min(x1, . . . , xn),
(
∏n

i=1 xi )
1/n , and max(x1, . . . , xn), respectively.

One important property of the power mean function is that
many additive kernels are special cases of it, including:

1) the χ2 kernel, since M−1(x, y) = κχ2(x, y) = 2xy
x+y ;

2) HIK, as M−∞(x, y) = κHI(x, y) = min(x, y);
3) Hellinger’s kernel, since M0(x, y) = κHE(x, y) = √xy.

Thus, we propose a power mean kernel family for two
vectors x and y ∈ R

d+, based on the power mean function,
which generalizes the three aforementioned additive kernels

Mp(x, y) =
d∑

i=1

Mp(xi , yi ). (33)

The power mean kernel is indeed a positive definite kernel
when −∞ ≤ p ≤ 0. The special case p = −∞ has already
been proved in [5], for the HIK on R+. Another special
case p = 0 is trivial, since Mp(x, y) = (

√
x)T (
√

y), where√
x = (

√
x1, . . . ,

√
xd). Note that the power mean kernel

family is also covered in a broader family of positive definite
metric kernels [27].

In practice, x p may not be defined if x = 0 and p < 0, we
will replace all 0p with ε p where ε is a small positive number.
We use ε = 0.001 in our implementation. The complete
PmSVM algorithm is presented in Algorithm 3, in which all
functions and variables are defined in (25)–(31).2

C. Extension of PmSVM to the Stochastic Gradient
Descent Algorithm

As discussed in several related papers [11], [24], for large-
scale data sets, stochastic gradient is a good choice for training
linear models. Our idea in PmSVM can be extended to use the
SGD algorithm by approximating the kernel version of SGD.

Different from the dual coordinate descent (DCD) algorithm
which solves the SVM optimization in its dual form, an SGD
algorithm directly optimizes the primal form

min
w

f (w) = λ

2
wT w+

n∑

i=1

max(1− yi wT φ(x), 0). (34)

2The name PmSVM is inherited from our preliminary work [16]. However,
we want to emphasize again that Algorithm 3 works for any additive kernel,
not only the power mean kernels.

Algorithm 3 PmSVM
1: αi ← 0, 1 ≤ i ≤ n
2: a j,k ← 0, 1 ≤ j ≤ d , 0 ≤ k ≤ 2
3: Qii ← ‖xi‖	1 , 1 ≤ i ≤ n
4: while α is not optimal do
5: for i = 1, . . . , n do
6: G ≈ yi

∑d
j=1 g j (xi, j ) − 1, in which g j (xi, j ) =

e(xi, j )
T a j

7: ᾱi ← αi

8: αi ← min(max(αi − G/Qii , 0), C)
9: a j ← a j + (αi − ᾱi )yi X−1s(xi, j ), ∀ j

10: end for
11: end while
12: Output. The set of values {a j }dj=1.
13: Classification. For a test example q ∈ R

d+, the classifica-

tion result is: sgn(g(q)) = sgn
(∑d

j=1 e(q j )
T a j

)
.

The key idea of SGD is to use stochastic gradient to
approximate the full gradient at each iteration. Following [11],
we consider the stochastic subgradient of f (w) at iteration t ,
given by:

�t = λwt − I[yit wtφ(xit ) < 1]yit φ(xit ) (35)

where I[·] is the indicator function, which takes the value
one if its argument is true and zero if otherwise. Then, the
SGD algorithm update w by

wt+1 = wt − ηt�t (36)

where ηt is the step size or learning rate at the tth iteration.
As we have discussed in Sections IV-A and IV-B, we can

use the PmSVM techniques to approximate the computational
bottleneck g(xi ) = wT φ(xi ). At iteration t , �t g(c) =
(wt+1 − wt )

T φ(c) = −ηt �t φ(c). The regression coefficients
for the j th dimension is updated at each iteration by

a j ← a j + X−1�g j (c). (37)

The learning rate can be adjusted using the strategy
in [11] to ensure a good theoretical and practical conver-
gence rate. The learning rate at the t th iteration is set to
ηt = 1

λ(t+η0)
, where η0 is an initial parameter. A small and

fixed learning rate could also be used.
The complete PmSVM algorithm for SGD is presented

in Algorithm 4.

D. Practical Implementation Considerations

In Algorithm 3, both the testing and gradient computing
steps are very efficient. The complexity is O(n′d + d), and
n′ = 3. Thus, it is only three times more expensive than a
linear classifier.

For updating a j , the matrix X−1 and the similarity function
s(xi, j ) can both be precomputed and stored, since they only
involve either constant values or the training examples. With
precomputed values, the update step only requires 18 mul-
tiplications or summations for every xi, j , which is roughly
three times more expensive than a linear SVM. However, we
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Algorithm 4 PmSVM-SGD
1: a j,k ← 0, 1 ≤ j ≤ d , 0 ≤ k ≤ 2
2: {Given the number of iterations T , the regularization

parameter λ and learning rate at t-th iteration ηt }
3: for t = 1, 2, . . . , T do
4: Randomly select i from {1, 2, . . . , n}
5: if yi

∑d
j=1 g j (xi, j ) < 1 then

6: a j = (1− ηtλ)a j + ηyi X−1s(xi, j ).
7: else
8: a j = (1− ηtλ)a j .
9: end if

10: end for
11: Output. The set of values {a j }dj=1.
12: Classification. For a test example q ∈ R

d+, the classifica-

tion result is: sgn(g(q)) = sgn
(∑d

j=1 e(q j )
T a j

)
.

will show empirically by experiments that PmSVM converges
using only a tiny fraction of iterations of that of LIBLINEAR.
Thus, PmSVM is usually faster than LIBLINEAR in large
image classification problems. The nonlinear additive power
mean kernel also leads to significantly higher accuracies than
linear SVM in practice for image classification tasks.

In PmSVM, p = −1 is exactly equivalent to the χ2 kernel.
However, we do not need to set p = −∞ for HIK. In practice,
p = −8 is accurate enough to simulate HIK.

In our implementation, we precompute ln(xi, j + b) and
Mp(ck, xi, j ) for k = 1, 2, and set b = 0.05 in our experiments.
We use c0 = 0.01, c1 = 0.06, and c2 = 0.75, and assume
Mp(c0, xi, j ) ≈ c0 for all i and j to reduce the storage
footprint. We use the float type (4 bytes each) to store a
real number. In a sparse format, storing one feature value,
its feature index, and precomputed values requires 20 bytes
in total. In contrast, LIBLINEAR uses 16 bytes to store a
feature value and feature index pair in a 64 bits computer. So
PmSVM uses ∼25% more memory than LIBLINEAR. The
storage required for a j is 3d in total, which is negligible.

If we use four more bytes for every xi, j , we can precompute
and store X−1s(xi, j ) ∈ R

3 instead of storing only two numbers
from s(xi, j ). This strategy will increase the memory footprint
of PmSVM by 20%, but will further increase the training
speed.

The precomputation strategy has a very high efficiency
when they can be stored in the main memory. When the
precomputed values cannot fit into memory, they are computed
in every iteration and the speed becomes five to six times
slower. Another possible issue is that Mp(c0, xi, j ) ≈ c0 holds
if c0 = 0.01, but if one wants to use different sets of anchor
values, this approximation could be inaccurate.

We can further restrain the ranges of all feature values xi, j

and use a lookup table trick to solve these problems, which
we call PmSVM-lookup table (LUT). In PmSVM-LUT, we
restrict that all feature values satisfy 0 ≤ xi, j ≤ 1. The range
[0 1] is then divided into N bins, with bin i represented
by the value i/N . By precomputing and storing N values
ln(i/N + b), for any new value x , we just need to find its

corresponding bin, and retrieve the stored value to obtain
ln(x + b). These N values can be stored in the CPU cache
and quickly retrieved. This matrix (or lookup table) makes
both prediction and gradient computation very efficient.

Similarly, the update step can also be accelerated by a
second lookup table. Notice that X−1s(xi, j ) ∈ R

n′ , and it
only depends on the value of xi, j , which is in the range [0 1].
Thus, we create a second lookup table of size n′ × N with
precomputed values X−1s(i/N), 0 ≤ i ≤ N − 1. Then,
X−1s(q) can be found by a simple table lookup for any
0 ≤ q ≤ 1, and the update step is also very efficient. Since
n′ = 3, the table can also be stored in the CPU cache.

We need to choose a bin number N . Choosing the bin
number is important because it not only affects the training
time, but also is related to the training accuracy. Apparently,
a small N will lead to large error and low training accuracy.
We tested with N = 10, 100, 1000, 10 000 and find out that
N = 1000 strikes a balance between the precomputation time
(<1 ms), approximation error (worst case error <0.03%), and
SVM classification accuracy. We will stick to N = 1000 in
all the experiments.

For the PmSVM with a SGD solver, we can divide the
regression coefficient a into two parts: 1) a scalar coeffi-
cient sa and 2) a vector va such that a = sava . With this
trick, we only need to shrink the scalar coefficient sa when
yi

∑d
j=1 g j (xi, j ) ≥ 1 to avoid the expensive update of the

whole vector (see line 8 of Algorithm 4).

E. Linear Regression-Based Kernel Approximation
and the Study of Approximation Quality

Until now we always view LR-SVM and PmSVM as a
linear regression approximation of the gradient computation.
However, we show in this section that linear regression not
only approximates the gradient, but also the kernel matrix.
We will also study the approximation quality.

Notice that wT φ(q) ≈ e(q)T β̂. If we assume that X is
invertible (as in the additive kernel or the symmetric explana-
tory variable function case), we have wT φ(q) ≈ e(q)T X−1t.
Furthermore, it is easy to see that (30) can be generalized
to the general case as t = ∑n

i=1 αi yi s(xi ). Putting these
facts together, we have wT φ(q) ≈ ∑n

i=1 αi yie(q)T X−1s(xi ).
Comparing with the definition wT φ(q) = ∑n

i=1 αi yiκ(q, xi ),
we conclude that

n∑

i=1

αi yiκ(q, xi ) ≈
n∑

i=1

αi yi e(q)T X−1s(xi ) (38)

for all feasible values of αi , yi , q, and xi . Consequently

κ(x, y) ≈ e(x)T X−1s(y) (39)

holds for all feasible x and y values. That is, starting from the
linear regression approximation of the gradient, we reach an
approximation of a general nonlinear kernel κ .

As already discussed in Section III-D, when the explanatory
variable function has a symmetric assignment, i.e., when
e(x) = s(x), (39) is equivalent to the Nyström approximation.
A particularly interesting instantiation of (39) is in the additive
case. When e(x) = s(x) for any x ∈ R in every dimension,
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Fig. 1. Meshes showing (a) exact and (b) approximate kernel values. The x-axis and y-axis are x ∈ (0 1) and y ∈ (0 1), respectively. The z-axis shows
κχ2 (x, y) using color codes.

Fig. 2. Compare three approximation methods. The x-axis and y-axis are
x and κHI(x, 0.09), respectively.

we notice that the additive version of (39) is exactly the same
as the Nyström-based embedding of additive kernels in [14].

Using the nonsymmetric explanatory variable function
defined in (25), the nonsymmetric kernel approximation for
an additive kernel κ is

κ(x, y) ≈
⎛

⎝
1

ln(x + b)

ln2(x + b)

⎞

⎠
T

X−1

⎛

⎝
κ(y, c0)
κ(y, c1)
κ(y, c2)

⎞

⎠ (40)

in which X is defined in (26).
Fig. 1 shows the result of using (40) to approximate

the χ2 kernel κχ2(x, y) = 2xy
x+y for 0 < x < 1,

0 < y < 1. The approximation mesh is almost the same as the
mesh generated by exact kernel values, except for a few cases
(e.g., in the region annotated by the red ellipse). The average
deviation is 5.5× 10−3, and the average relative deviation is
only 1.94%.

Fig. 1 shows that the explicit nonsymmetric approximation
has high accuracy. We also compare it with two other explicit
embedding methods for additive kernels: 1) the Nyström
embedding [14] and 2) the Fourier-based feature map [13].
Fig. 2 shows the values of κHI(x, 0.09) for different x values
in (0 1).

The three approximation methods have similar approxima-
tion quality: 1) the average deviation for (40); 2) Nyström
embedding; and 3) Fourier-based feature map are 3.6× 10−3,
4.3 × 10−3, and 6.3 × 10−3, respectively. All approxima-
tions are very accurate, whereas (40) has slightly smaller
error.

Equation (40) also has other advantages. The Fourier-based
feature mapping requires explicit form of the inverse Fourier
transform of an additive kernel to generate the feature map,
whereas (40) is not confined by this constraint.

Equation (40) is also stable compared with the Nyström
embedding. In Fig. 2, the Nyström embedding is generated
using n′ = 128 (following [14]) anchor points randomly
sampled from the training set. When we use fewer anchor
points, the result is not stable: sometimes the approximation
has much smaller average error than the other two methods;
however, sometimes the approximation error is too large that
the approximation is not usable. Equation (40) only uses
n′ = 3 anchor points, which remain constant for different
dimensions. In the Nyström embedding, every dimension
samples different anchor points.

F. Choice of Anchor Points

PmSVM chooses (0.01, 0.06, and 0.75) as the anchor points
for linear regression, based on the observation that most fea-
ture values are in the range [0.01, 0.10] in the experimented
data sets, and only a few feature values are >0.8. However,
this choice may not be good for other data sets that do not
have such a data distribution. Therefore, we want to find out
a set of good nodes for other data sets (and when >3 anchor
points are needed).

The Chebyshev nodes are roots of the Chebyshev polyno-
mial of the first kind Tm+1, which are defined as

xi = cos

(
2i − 1

2(m + 1)
π

)
, i = 1, . . . , m + 1 (41)

for a closed interval [−1, 1]. Tm+1 has the following
property [28].

Proposition 1: Among all polynomials pm+1(x) of degree
m ≥ 0, whose coefficient of xm+1 is equal to one, the
polynomial Tm+1(x)/2m has the smallest maximum norm of
the interval [−1, 1], that is, we have

min
pm+1(x)

max
x∈[−1,1]|pm+1(x)| = max

x∈[−1,1]

∣∣∣∣
Tm+1(x)

2m

∣∣∣∣ =
1

2m
. (42)

Since the explanatory variable function (25) leads to a
polynomial regression, it is desirable to use the Chebyshev
nodes as anchor points in PmSVM or PmSVM-LUT. If we
need n′ anchor points, we can set m = n′ − 1 and compute
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TABLE II

SUMMARY OF DATA SETS TESTED

the n′ Chebyshev nodes using (41), followed by an affine
transformation to scale these values into the range [0 1].

In our validation experiments, Chebyshev nodes exhibit
slightly better approximation accuracy than ad hoc nodes.
Since the difference is not big, we keep using the
ad hoc anchor points in PmSVM. However, when >3 anchor
points are required, we use Chebyshev nodes to generate them.

Note that when more anchor points are used, the lookup
table trick still applies. That is, when n′ > 3, we can still
create two lookup tables. They are of size N and n′ × N ,
respectively.

V. EXPERIMENTAL RESULTS

In this section, we empirically compare PmSVM and
PmSVM-LUT with other state-of-the-art methods and results.
Section V-A gives details of the data sets and baseline algo-
rithms. Results on image classification tasks are presented
in Section V-B. Finally, we provide a discussions of various
choices in PmSVM in Section V-C.

A. Data Sets, Baselines, and Setups

We tested the proposed PmSVM algorithm on the
following large-scale data sets, including five multiclass image
classification problems and one binary data set from the
machine learning community. These data sets are summarized
in Table II.

The image classification data sets have medium numbers of
dimensions (e.g., tens of thousands) but have dense feature
values. They are as follows.

1) ILSVRC 1000: This data set has 1000 categories and
1 261 406 images. Each image is encoded as a 21 000-D vector.
We use the BOW feature set provided by [15]. The actual
number of training images for each category ranges from
668 to 3047. We use 150 images for testing for each category.

2) Indoor 67 3: This data set contains 67 categories of
indoor images [29]. We generated a bag-of-visual-words
feature set from it using libHIK [5] with the CENTRIST
descriptor, 2000 codewords, and parameters “use both, use
one-class SVM, and grid step size 4” (62 000-D). We follow
the train/test split of [29], thus we used roughly 80 training
examples and 20 testing examples for each category.

3) Caltech 101: This data set contains 101 categories of
object images [30]. We generated a feature set for it using
libHIK with the SIFT descriptor, 2000 codewords, and para-
meters “use both, use one-class SVM, and grid step size 2”
(62 000-D in total). We used 15 training examples and 20 test
examples for every category.

3There are 12 training and 6 testing images whose name ending with _gif.jpg
that are not readable by OpenCV. We ignore such files.

4) Scene 15: This data set contains 15 scene categories [4].
We generated a feature set using libHIK with the SIFT
descriptor, 2000 codewords and parameters “use both, use one-
class SVM, and grid step size 4.” We used 100 images for
training and the rest for testing for each category.

5) SUN 397: This data set contains 397 scene cate-
gories [31]. We generated a feature set for it using libHIK
with the SIFT descriptor, 2000 codewords, and parameters
“use both, use one-class SVM, and grid step size 4.” We used
50 training examples and 50 test examples for every category.

One machine learning data set is used to showcase the
performance of PmSVM in a problem with both millions of
examples and millions of feature dimensions. It has very high
dimensional but sparse features, and large amount of examples.

6) Webspam: This data set has two classes with
0.35 million training examples and 16 million features. Since
this data set does not have a testing set, we report the
five-fold cross validation result, and the reported training
time is the average of the five runs. It is downloaded from
http://www.csie.ntu.edu.tw/~cjlin/libsvmtools/datasets/.

PmSVM is compared with state-of-the-art methods on large-
scale image classification problems, by measuring their train-
ing speed and accuracy. We do not present the testing speed
results in this paper, since per example testing time (excluding
I/O time) is <50 ms for all tested methods. These methods
are compared on a computer with an Intel Core i7 3930K
CPU and 32-GB memory. Only one CPU core is used in all
experiments. The following methods are compared.

1) PmSVM-LUT: We set p = −1 to obtain the χ2 kernel
in the power mean kernel family Mp (PmSVM-LUT-χ2) and
p = −8 for HIK (PmSVM-LUT-HI). For both cases, C is set
to 0.01. The anchor points are Chebyshev nodes and n′ = 3.

2) PmSVM: We also set p = −1 for χ2 kernel
(PmSVM-χ2) and p = −8 for HIK (PmSVM-HI). For
both cases, C is set to be 0.01. The ad hoc anchor values
(0.01, 0.06, and 0.75) are used.

3) LIBLINEAR: The linear solver by [10], with
LIBLINEAR default parameter C = 1. In addition, we
also experiment with C = 0.01 (the same value as used in
PmSVM).

4) Fourier-Based Feature Maps With LUT: We use the
Fourier-based feature mapping [13] with a lookup table
approach for both χ2 (fm-χ2) and HIK (fm-HI). Every xi, j

is mapped to three dimensions during the training process.
Note that we also use lookup table to accelerate the mapping.
LIBLINEAR is used to classify the mapped features, with
C = 0.01. We use the C source code from the VLFeat software
to find the feature maps, and use 1000 bins to precompute a
lookup table for feature mapping in the range [0 1], so that
they do not need to be computed for every feature value during
the runtime.

We converted all data sets to the range [0 1] by column
normalization. The tolerance of these methods are all set to
be 0.1, which is the default parameter of LIBLINEAR. Note
that here we choose C = 1 or C = 0.01 for these methods
empirically rather than by cross validation mainly due to
two reasons. First, cross validation is very time consuming
and in the large-scale case it is not even feasible. More
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TABLE III

TRAINING TIME IN SECONDS ON IMAGE CLASSIFICATION DATA SETS

TABLE IV

AVERAGE ACCURACY ON IMAGE CLASSIFICATION DATA SETS

importantly, as discussed in several related papers [5], [13], the
choice of C does not affect the model accuracy much. Our
PmSVM implementation software and detailed instructions
for preparing the data sets are available for down-
load at https://sites.google.com/site/wujx2001/home/power-
mean-svm. The one-versus-all strategy is used for all
classifiers and we also compare our results with other pub-
lished accuracy numbers on these data sets.

The Nyström embedding has been empirically compared
with feature mapping in [13]. They have similar accuracy
rates but the Fourier-based feature map is faster than the
Nyström embedding. Furthermore, we also theoretically com-
pare PmSVM with the Nyström embedding in Section IV-E.
Thus, this method is not included in our experiments. The
preliminary version of this paper [16] also compared PmSVM
with intersection coordinate descent (ICD) [5]. It is shown
that ICD requires a bigger n′. With n′ = 3, ICD is inferior to
PmSVM. Thus, results of ICD are not included in this paper
either.

B. Results on Image Classification Problems

The results on five image classification problems are shown
in Tables III and IV, with the training time (in seconds) shown
in Table III and the classification accuracy in Table IV.

1) Accuracy and Training Speed Analysis: As shown
in Table IV, all the additive kernel methods have clearly higher
accuracy rates than the linear classifier. The accuracy rates
are similar within the additive kernel classifiers. However,
PmSVM-based methods have a slight edge. These results show
that the PmSVM method achieves high accuracy in image
classification problems. Furthermore, the difference between
PmSVM-LUT and PmSVM are negligible in all data sets.
We conclude that the lookup table trick, although adds an
extra level of approximation to the kernel, does not hurt the
classification accuracy.

TABLE V

STATISTICS COMPARING PmSVM AND FOURIER-BASED FEATURE

MAPPING ON THE CALTECH DATA SET USING THE LINUX

“PERF STAT--REPEAT 10” COMMAND

In terms of training time, from Table III we see that
PmSVM-based methods have the highest training speed.
The feature mapping method roughly uses 200% of the
training time of PmSVM or PmSVM-LUT. When comparing
to the linear classifier, when the data set is relatively small
(CALTECH), LIBLINEAR is the fastest. However, in large
problems (ILSVRC and INDOOR), PmSVM is three to six
times faster than LIBLINEAR (C = 1). When C = 0.01,
LIBLINEAR speed is improved significantly, but its accuracy
rates are much lower than PmSVM. In addition, linear SVMs
accuracy changes in a nonmonotone manner when C changes,
and [10] suggests using C = 1 in general. For example, on the
ILSVRC data set, the accuracy drops dramatically to 16.62%
when C = 0.01. Additive kernels like HIK, as reported in [5],
usually has a near-optimal accuracy at the default value
C = 0.01. Overall, Tables III and IV show that PmSVM-
based methods are accurate and efficient for large-scale image
classification problems. The two versions, PmSVM and
PmSVM-LUT, have similar training speed. Thus, when the
data set is huge and memory footprint is an important factor to
consider, PmSVM-LUT is a better choice than other methods.

2) Detailed Training Speed Analysis: One interesting obser-
vation from Table III is the comparison between feature map-
ping and PmSVM-based methods. The Fourier-based feature
mapping, when using lookup tables, has the same theoreti-
cal complexity as PmSVM. We further study the difference
between these two types of methods.

It turns out that the difference comes from mainly the
gradient computation step. In PmSVM, the gradient com-
putation requires e(xi, j )

T a j (see Algorithm 3), whereas
feature mapping requires φ̂(xi, j )

T w j (w j ∈ R
3 is the

classifier weights corresponding to the j th dimension, and
φ̂(xi, j ) ∈ R

3). Note that six numbers are involved
in φ̂(xi, j )

T w j . However, e(xi, j )
T a j only involves four

(variables) numbers, since it is calculated as

(a j,2 × ln(xi, j + b)+ a j,1)× ln(xi, j + b)+ a j,0 (43)

in which ln(xi, j + b) is either precomptued or stored in a
precomputed table.

This difference means that fewer arithmetic operations
are required in e(xi, j )

T a j . A more important difference is:
because two fewer variable are accessed from the memory,
PmSVM has a much fewer number of cache miss, which
means that a significant amount of time is saved. These related
statistics are shown in Table V.

In Table V, the four rows show the machine instructions
needed for every xi, j in the gradient computation step and the
update step, respectively, and the number of L1 cache load
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misses and number of L1 cache load during the entire Linux
perf stat tool’s profiling run.

PmSVM executes fewer instructions than PmSVM-LUT
because it does not need to perform table lookup; however,
it has more cache loading because more memory is used
in PmSVM. Overall, these two methods have similar total
running time.

The feature mapping approach not only uses more instruc-
tions than PmSVM or PmSVM-LUT in gradient compu-
tation. Importantly, it has roughly 50% more cache load
misses and cache loading operations (both because, for every
xi, j , φ̂(xi, j )

T w j requires accessing two more variables than

in e(xi, j )
T a j ). These statistics explain the speed difference

between PmSVM and feature mapping.
As aforementioned, a single iteration of PmSVM is about

3 times more expensive than LIBLINEAR. However, it uses
<10 iterations to converge in most of the binary classifiers;
whereas most LIBLINEAR classifiers converge in a few
hundred iterations, except in the CALTECH data set. This is
why PmSVM is much faster than LIBLINEAR in the two
larger problems.

3) Alternative Linear SVM Training Framework: We used
the dual coordinate descent solver in all methods presented
in Tables III and IV. As discussed in Section IV-C. SGD can
also be used.

We tried directly use SGD with the learning rates
following [11] to train linear SVM for the image classification
problems. For these data sets, the objective function of Pegasos
dropped very fast at the beginning (much faster than dual
coordinate descent). The objective value was reluctant to
decrease after a certain number of iterations though (e.g., 104).
However, it seems that for these data sets, it is important to
reach the true global minimum of the target function (which
requires far more iterations), because the classification accu-
racy will be low if otherwise. Moreover, the SGD solver seems
to be very sensitive to learning rate and the regularization
parameter λ, thus the parameters need to be carefully chosen,
whereas DCD solver is insensitive to C . Therefore, we choose
to use the dual coordinate descent solver in Algorithms 1–3,
but our software package will offer PmSVM with SGD solver
for comparison experiments.

4) Compare With Other Published Results: In this section,
we also compare PmSVM(-LUT) results with results published
on these data sets in recent papers.

For the ILSVRC data set, we used the feature set pro-
vided by the ILSVRC 2010 competition. The same feature
set achieved an accuracy of ∼19% in [8], which is far
below the accuracies of PmSVM or PmSVM-LUT. Efforts
have been made in extracting higher dimensional features
(see in [9], [22]), and we expect PmSVM to achieve higher
accuracies using such more complex feature sets.

Results of the other two problems are shown in Table VI.
Our feature set for the INDOOR data set is bag-of-visual-
words based. It was generated by the libHIK package, using
techniques, including the spatial pyramid matching, the code-
book generated by HIK clustering, and the CENTRIST visual
descriptor [32]. This feature set leads to high classification
accuracy.

TABLE VI

COMPARE RESULTS ON CALTECH AND INDOOR

Fig. 3. PmSVM training time and accuracy with different p values.

Comparing with results using other feature sets on
CALTECH (15 training images per category), PmSVM-based
accuracies are lower. The PmSVM classifier, however, may
still achieve high accuracy if applied to the richer feature sets
in these papers.

C. Choices Within the PmSVM Methods

Considering Tables III and IV, a few general patterns could
be observed as follows.

1) In both PmSVM and PmSVM-LUT, HIK (Mp, p = −8)
is more accurate than the χ2 kernel (p = −1).

2) PmSVM plus χ2 is faster than PmSVM plus HIK.
3) However, PmSVM-LUT has similar training speed using

these two kernels.

The patterns are also visualized in Fig. 3. Using the INDOOR

data set, Fig. 3 shows the effect of different p values in
PmSVM in a large range: p = −2q , q ∈ [−4 4] (that is,
log2(−p) gradually changes from −4 to 4 with step size 1).
Results in this figure is generated in a computer with an
Intel Xeon 5670 CPU.

a) Training time trend: The training time curve (dotted
green) has an obvious pattern if we ignore the point at p = −1
(i.e., log2(−p) = 0): it is monotonically decreasing. PmSVM
with p = −1, in fact, is faster than p > −1 for a special
reason. In PmSVM, we precompute Mp(ck, xi, j ), k = 1, 2.
Since M−1 involves computing x−1 = 1/x , it is much faster
to compute than other Mp values (which requires computing
x p and x1/p, p �= ±1). If we exclude the precomputation time,
empirically the training time of PmSVM is indeed a monotone
function of p. For PmSVM-LUT, since the precomputation
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Fig. 4. Effects of increasing the number of anchors points in PmSVM-LUT-χ2. The x-axis shows the number of Chebyshev nodes used in linear regression.
(a) Maximum and average relative errors of the kernel approximation on the CALTECH data set. (b) Classification accuracy on the WEBSPAM data set.

table only has N = 1000 rows, the difference in computing
time is negligible. Thus, PmSVM-LUT has similar training
time for χ2 and HIK.

b) Classification accuracy trend: The general trend is
that accuracy drops while p increases (or equivalently,
log2(−p) decreases in the x-axis of Fig. 3).

From these limited amounts of observations, we are able
to recommend a rule of thumb: 1) choose p = −1 for faster
speed in PmSVM and 2) p = −8 (or even smaller values)
for higher accuracy rates; when the data set is huge, use
PmSVM-LUT instead of PmSVM.

One final choice within PmSVM-LUT is to consider the
number of anchor points. It is difficult to analytically study the
effect of changing n′ in PmSVM-LUT. Instead, the empirical
study in Fig. 4 provides some hints.

As shown in Fig. 4, when the number of anchor points n′
increases from 3 to 6, the maximum relative approximation
error

|κ(x, y)− e(x)X−1s(y)|
κ(x, y)

and the mean relative error in the range [0 1] become smaller.
At n′ = 6, the maximum relative errors tested on all data sets
are all <0.5% and the mean relative errors are all <0.1%.
That is, the approximation converges to the exact kernel value
at a fast rate.

Since the worst case error for the n′ = 3 interpolation is
already fairly small, further increasing the degree to minimize
the error will not affect the accuracy much in many cases,
especially in image classification problems. The training time
will increase as degree goes higher. Thus, we recommend
using n′ = 3 in image classification tasks.

However, in some cases (especially in the machine learning
data sets), the classification accuracy will improve visibly
when n′ increases, as shown in Fig. 4(b) for the WEBSPAM

data set. In these cases, we may want to use a bigger n′ in
PmSVM-LUT.

VI. CONCLUSION

In this paper, we have proposed algorithms for large-
scale SVM image classification and other tasks using
additive kernels. A general LR-SVM framework was first
proposed to use linear regression for SVM learning, with
the Nyström approximation being derived as a special

case of LR-SVM. When nonsymmetric explanatory variable
functions were used, we proposed the PmSVM algorithm
for additive kernels, and also showed that this nonsym-
metric kernel approximation has advantages over existing
methods: 1) not requiring closed-form Fourier transforms
and 2) not requiring extra training for the approximation.
Compared on benchmark large-scale image classification
tasks, PmSVM has achieved the highest learning speed and
highest accuracy in most cases among state-of-the-art methods.
Our PmSVM implementation software is available for down-
load at https://sites.google.com/site/wujx2001/home/power-
mean-svm.

The proposed LR-SVM and PmSVM algorithms have lim-
itations and drawbacks. First, although PmSVM has shown
excellent convergence speed in practice (<10 iterations in most
cases), we have not theoretically analyzed the effect of gradient
approximation to its convergence, or its asymptotic conver-
gence rate. This could be an interesting research direction in
the future.

Second, we provided a nonsymmetric explanatory variable
function for additive kernels, but not for general nonlinear
kernels. If we find a rule to design nonsymmetric explanatory
variables in the general case, we could also greatly enhance
the learning of kernels, such as RBF or the generalized
RBF kernel, which are important for image classification
tasks. When an accurate nonsymmetric explanations variable
function is found, it is possible that the LR-SVM framework
will have both higher speed and higher accuracy than the
Fourier-based approximations in [13] and [39].

Finally, the one-versus-all strategy requires N binary clas-
sifiers in a N-class classification problem. It is interesting to
design efficient and effective strategies for large-scale multi-
class classification (see [40]). We are particularly interested
in designing methods that require sublinear method (i.e., <N
binary classification).
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